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1. Introduction

Thi s docunent di scusses the problens of IP Milticast use in
Differentiated Services (DS) networks, expanding on the discussion in
RFC 2475 ("An Architecture of Differentiated Services"). 1t also
suggests possible solutions to these probl ens, describes a potentia

i mpl ement ati on nodel, and presents sinulation results.

The "Differentiated Services" (DiffServ or DS) approach [1, 2, 3]
defines certain building blocks and nmechanisns to offer qualitatively
better services than the traditional best-effort delivery service in
an I[P network. In the DiffServ Architecture [2], scalability is

achi eved by avoi ding conpl exity and nmi nt enance of per-flow state
information in core nodes, and by pushing unavoi dabl e conplexity to
the network edges. Therefore, individual flows belonging to the sane
service are aggregated, thereby elimnating the need for conpl ex
classification or managi ng state information per flowin interior
nodes.

On the other hand, the reduced conplexity in DS nodes nakes it nore
conmplex to use those "better" services together with I[P Milticast
(i.e., point-to-multipoint or nultipoint-to-mnultipoint

communi cation). Problems energing fromthis fact are described in
section 2. Although the basic DS forwardi ng nmechanisns al so work
with IP Milticast, sone facts have to be considered which are rel ated
to the provisioning of rmulticast resources. It is inportant to
integrate IP Miulticast functionality into the architecture fromthe
begi nning, and to provide sinple solutions for those probl ens that
wi Il not defeat the already gai ned advant ages.

1.1. Managenent of Differentiated Services

At | east for Per-Domain Behaviors and services based on the EF PHB
adm ssion control and resource reservation are required [14, 15].
Installation and updating of traffic profiles in boundary nodes is
necessary. Mst network adm nistrators cannot acconplish this task
manual |y, even for long termservice |evel agreenents (SLAs).

Furt hernore, offering services on demand requires sone kind of
signaling and automatic adm ssion control procedures.
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However, no standardi zed resource nmanagenment architecture for

D ffServ domains exists. The remainder of this docunment assunes that
at | east sone |ogical resource managenent entity is available to
perform resource-based adm ssion control and allotnment functions.
This entity may also be realized in a distributed fashion, e.g.,
within the routers thenmselves. Detailed aspects of the resource
managenent realization within a DiffServ domain, as well as the

i nteracti ons between resource managenent and routers or end-systens
(e.g., signaling for resources), are out of scope of this docunent.

Protocols for signaling a reservation request to a Differentiated
Services Domain are required. For acconplishing end-system signaling
to DS domains, RSVP [4] nmay be used with new DS specific reservation
objects [5]. RSVP provides support for nulticast scenarios and is

al ready supported by many systems. However, application of RSVP in a
DiffServ multicast context may | ead to problens that are al so
described in the next section. The NSIS Wrking Goup is currently
defining new signaling protocols that nmay show a different behavior,
but the WG has its current focus nore on unicast flows than on

mul ticast flows.

2. Problens of IP Miulticast in DS Donmmi ns

Al t hough potential problens and the conplexity of providing nmulticast
with Differentiated Services are considered in a separate section of
[2], both aspects have to be discussed in greater detail. The
simplicity of the Diff Serv Architecture and its DS node types is
necessary to reach high scalability, but it also causes fundanental
probl enms in conjunction with the use of IP Milticast in DS donmains.
The foll owi ng subsections describe these problens for which a generic
solution is proposed in section 3. This solution is as scal able as

I P Multicast and needs no resource separation by using different
codepoi nt val ues for unicast and nulticast traffic.

Because Differentiated Services are unidirectional by definition, the
poi nt-to-nultipoint comunication is also considered as
unidirectional. In traditional IP Milticast, any node can send
packets spontaneously and asynchronously to a nulticast group
specified by their nulticast group address, i.e., traditional IP
Multicast offers a nmultipoint-to-nmultipoint service, also referred to
as Any-Source Miulticast. Inplications of this feature are di scussed
in section 2.3.

For subsequent considerations we assune, unless stated otherw se, at

| east a unidirectional point-to-multipoint comunication scenario in
whi ch the sender generates packets which experience a "better" Per-
Hop- Behavi or than the traditional default PHB, resulting in a service
of better quality than the default best-effort service. |In order to
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acconplish this, a traffic profile corresponding to the traffic
condi tioning specification has to be installed in the sender’s first
DS- capabl e boundary node. Furthernore, it nust be assured that the
correspondi ng resources are available on the path fromthe sender to
all the receivers, possibly requiring adaptation of traffic profiles
at involved domain boundaries. Moreover, on demand resource
reservations may be receiver-initiated.

2.1. Neglected Reservation Subtree Problem (NRS Probl em

Typically, resources for Differentiated Services nmust be reserved
before they are used. But in a multicast scenario, group nenbership
is often highly dynamic, thereby linmting the use of a sender-
initiated resource reservation in advance. Unfortunately, dynamc
addition of new nmenbers of the nulticast group using Differentiated
Servi ces can adversely affect other existing traffic if resources
were not explicitly reserved before use. A practical proof of this
problemis given in section 8.

I P Multicast packet replication usually takes place when the packet
is handled by the forwarding core (cf. Fig. 1), i.e., when it is
forwarded and replicated according to the nulticast forwarding table.
Thus, a DiffServ capabl e node would al so copy the content of the DS
field [1] into the | P packet header of every replicate.

Consequently, replicated packets get exactly the sane DS codepoi nt
(DSCP) as the original packet, and therefore experience the sane
forwarding treatnent as the incom ng packets of this nulticast group
This is also illustrated in Fig. 1, where each egress interface
conprises functions for (BA-) classification, traffic conditioning
(TO, and queuei ng.

Interface A I P Forwar di ng Interface B
R + o e e - + R +
MC-fl ow | | | replication | | egress
---->] ingress |---->|------ oo [----- > (class.,TC | ---->
I I | queueing) |
S IR + S IR +

| egress |
oo [----- >| (class.,TC | ---->
| | queuei ng) |

Figure 1: Milticast packet replication in a DS node
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Normal Iy, the replicating node cannot test whether a corresponding
resource reservation exists for a particular flow of replicated
packets on an output link (i.e., its corresponding interface). This
is because flowspecific information (e.g., traffic profiles) is
usual Iy not available in every boundary and interior node.

When a new receiver joins an IP Milticast group, a nulticast routing
protocol (e.g., DVMRP [6], PIMDM[7] or PIMSM[8]) grafts a new
branch to an existing nmulticast tree in order to connect the new
receiver to the tree. As a result of tree expansion, mssing per-
flow classification, and policing nechanisns, the new receiver wll
inmplicitly use the service of better quality, because of the "better"
copi ed DSCP.

If the additional amount of resources which are consumed by the new
part of the nmulticast tree are not taken into account by the donain
resource managenent (cf. section 1.1), the currently provided quality

of service of other receivers (with correct reservations) will be

af fected adversely or even violated. This negative effect on
existing traffic contracts by a neglected resource reservation -- in
the follow ng designated as the Negl ected Reservati on Subtree Probl em
(NRS Problem -- nust be avoided under all circunstances. Strong

adm ssion control policies at the domain boundary will not help to
prevent this problemeither, because the new flow that inadm ssibly
consunes resources has its origin inside the domain

One can distinguish two major cases of the NRS Problem They show a
di fferent behavi or depending on the | ocation of the branching point.
In order to conpare their different effects, a sinplistic exanple of
a share of bandwidth is illustrated in Fig. 2 and is used in the
foll owi ng explanations. Neither the specific PHB types nor their
assi gned bandwi dth share are inportant; however, their relative
priority with respect to each other is of inportance.

out put |ink bandwi dth

Fi gure 2: An exanpl e bandw dth share of different
behavi or aggregates
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The bandwi dth of the considered output link is shared by three types
of services (i.e., by three behavior aggregates): Expedited
Forwar di ng, Assured Forwarding, and the traditional Best-Effort
service. In this exanple, we assune that routers performstrict
priority queueing, where EF has the highest, AF the mddle, and
Best-Effort the | owest assigned scheduling priority. Though not
mandatory for an EF inplenentation, a strict non-preenptive priority
schedul er is one inplenentation option as described in section 5.1.1
of RFC 3247 [15]. Were Weighted Fair Queueing (WFQ to be used, the
described effects would essentially al so occur, but with m nor
differences. In the follow ng scenarios, it is illustrated that PHBs
of equal or lower priority (in conparison to the nmulticast flow s
PHB) are affected by the NRS problem

The Negl ected Reservation Subtree problem appears in two different
cases:

0 Case 1: If the branching point of the new subtree (at first only a
branch) and the previous nulticast tree is a (egress) boundary
node, as shown in Fig. 3, the additional nulticast flow now
increases the total amount of used resources for the correspondi ng
behavi or aggregate on the affected output link. The total anount
will be greater than the originally reserved anount.

Consequently, the policing conponent in the egress boundary node
drops packets until the traffic aggregate is in accordance with
the traffic contract. But while droppi ng packets, the router can
not identify the responsible flow (because of m ssing flow
classification functionality), and thus randomy discards packets,
whet her they belong to a correctly behaving flow or not. As a
result, there will no |longer be any service guarantee for the
flows with properly reserved resources.
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BN: Boundary Node

IN: Interior Node

===: Multicast branch with reserved bandw dth

###: Ml ticast branch w thout reservation

*) Bandwi dth of EF aggregated on the output link is higher than
actual reservation, EF aggregate will be linted in bandw dth
wi t hout considering the responsible flow.

Figure 3: The NRS Problem (case 1) occurs when Receiver
B joins

In figure 3, it is assuned that receiver Ais already attached to
the egress boundary node (BN) of the first domain. Furthernore,
resources are properly reserved along the path to receiver A and
used by correspondi ngly marked packets. Wen receiver B joins the
same group as receiver A, packets are replicated and forwarded

al ong the new branch towards the second domain with the sane PHB
as for receiver A/ If this PHB is EF, the new branch possibly
exhausts allotted resources for the EF PHB, adversely affecting
other EF users that receive their packets over the link that is
marked with the *). The BN usually ensures that outgoing traffic
aggregates to the next domain are conformng to the agreed traffic
conditioning specification. The egress BN wll, therefore, drop
packets of the PHB type that are used for the nulticast flow
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O her PHBs of |lower or higher priority are not affected adversely
in this case. The following exanple in Fig. 4. illustrates this
for two PHBs.

excess fl ow
wi t hout reservation

| EF with and wi thout reservation share | 40 % |  20% |
| 40% of reserved EF aggregate. | | |
| -> EF packets with reservation and | | |
| wi t hout reservation will be | | |
| di scar ded! | | |
o e e e e oo oo o e e e e m oo oo R +o-m - - +
(a) Excess flow has EF codepoi nt
Fom e e e oo Tt S Fom e e - - +

| Assured Forw.| BE |

I I I

excess flow | with reserv. | |

wi t hout reservation | | |
+

| | AF with & without reservation share| 20 % |
| | 40% of reserved EF aggregate. | |
| 40% | -> EF packets with reservation and
I I
I I

I I

wi t hout reservation will be | |

di scar ded! | |

Fom e e e oo S o e e o - S +

(b) Excess flow has AF codepoi nt

Figure 4: Resulting share of bandwidth in a egress
boundary node with a negl ected reservation of
(a) an Expedited Forwarding flow or (b) an
Assured Forwarding flow

Fig. 4 shows the resulting share of bandwi dth in cases when (a)
Expedited Forwardi ng and (b) Assured Forwarding is used by the
addi tional multicast branch causing the NRS Problem Assum ng
that the additional traffic would use another 30% of the |ink
bandwi dth, Fig. 4 (a) illustrates that the resulting aggregate of
Expedi ted Forwarding (70% of the outgoing |ink bandw dth) is
throttled dowmn to its originally reserved 40% 1In this case, the
anount of dropped EF bandwidth is equal to the anpbunt of excess
bandwi dt h. Consequently, the original Expedited Forwarding
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aggregate (which had 40% of the |ink bandwi dth reserved) is al so
af fected by packet |osses. The other services, e.g., Assured
Forwardi ng or Best-Effort, are not di sadvant aged.

Fig. 4 (b) shows the sane situation for Assured Forwarding. The
only difference is that now Assured Forwarding is solely affected
by discards, as the other services will still get their
guarantees. |In either case, packet |osses are restricted to the
m sbehavi ng service class by the traffic neter and policing
mechani sns in boundary nodes. Modreover, the latter problem (case
1) occurs only in egress boundary nodes because they are

responsi ble for ensuring that the traffic | eaving the
Differentiated Services donain is not nore than the follow ng

i ngress boundary node will accept. Therefore, those violations of
SLAs will already be detected and processed in egress boundary
nodes.

0 Case 2: The Negl ected Reservation Subtree probl emcan al so occur
if the branching point between the previous nmulticast tree and the
new subtree is located in an interior node (as shown in Fig. 5).
In Fig. 5, it is assuned that receivers A and B have al ready
joined the multicast group and have reserved resources
accordingly. The interior node in the second donain starts
replication of nulticast packets as soon as receiver C joins.
Because the router is not equipped with netering or policing
functions, it will not recognize any amount of excess traffic and
will forward the new nulticast flow |If the latter belongs to a
hi gher priority service, such as Expedited Forwardi ng, bandw dth
of the aggregate is higher than the aggregate’s reservation at the
new branch and will use bandwi dth from|lower priority services.
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The additional anmount of EF w thout a corresponding reservation is
forwarded together with the aggregate which has a reservation.
This results in no packet |osses for Expedited Forwarding as |ong
as the resulting aggregate is not higher than the output |ink
bandwi dt h. Because of its higher priority, Expedited Forwarding
gets as much bandwi dth as needed and as is available. The effects
on other PHBs are illustrated by the follow ng exanple in Fig. 6.

excess fl ow
wi t hout reservation

EF with reservation and the excess flow use together 70%
of the Iink bandw dth because EF, with or without reservation,
has the highest priority.

(a) Excess flow has EF codepoi nt

with reservation | excess flow
| without reservation

------------------ T T T T
40% | 60% | 0% |

| (10% I oss) | |
------------------ T e

AF with reservation and the excess flow use together 60%
of the Iink bandw dth because EF has the highest priority
(-> 40% . 10% of AF packets will be |lost.

(b) Excess flow has AF codepoi nt

Figure 6: Resulting share of bandwidth in an interior
node with a neglected reservation of (a) an
Expedited Forwarding flow or (b) an Assured
Forwardi ng fl ow

The result of case 2 is that there is no restriction for Expedited
Forwardi ng, but as Fig. 6 (a) shows, other services will be
extrenely di sadvantaged by this use of non-reserved resources.
Their bandwi dth is used by the new additional flow. In this case,
the additional 30% Expedited Forwarding traffic preenpts resources
fromthe Assured Forwarding traffic, which in turn preenpts
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resources fromthe best-effort traffic, resulting in 10% packet

| osses for the Assured Forwardi ng aggregate, and a conplete |oss
of best-effort traffic. The exanple in Fig. 6 (b) shows that this
can al so happen with lower priority services |ike Assured
Forwardi ng. When a reservation for a service flowwith | ower
priority is neglected, other services (with even |ower priority)
can be reduced in their quality (in this case the best-effort
service). As shown in the exanple, the service s aggregate
causing the NRS problemcan itself be affected by packet | osses
(10% of the Assured Forwardi ng aggregate is discarded). Besides
the descri bed problens of case 2, case 1 will occur in the DS
boundary node of the next DS dommin that perforns traffic nmetering
and policing for the service aggregate.

Directly applying RSVP to Differentiated Services would al so result
in tenporary occurrence of the NRS Problem A receiver has to join
the IP nmulticast group to receive the sender’s PATH nessages, before
being able to send a resource reservation request (RESV nessage).
Thus, the join message on the link for receiving PATH nessages can
cause the NRS Problem if this situation is not handled in a special
way (e.g., by marking all PATH nessages with codepoint O and droppi ng
or re-marking all other data packets of the multicast flow).

2.2. Heterogeneous Milticast G oups

Het er ogeneous mul ticast groups contain one or nore receivers, which
would Iike to get another service or quality of service as the sender
provi des or other receiver subsets currently use. A very inportant
characteristic which should be supported by Differentiated Services
is that participants requesting a best-effort quality only shoul d

al so be able to participate in a group conmmuni cati on whi ch ot herw se
utilizes a better service class. The next better support for

het erogeneity provi des concurrent use of nore than two different
service classes within a group. Things tend to get even nore conpl ex
when not only different service classes are required, but also
different values for quality parameters within a certain service

cl ass.

A further problemis to support heterogeneous groups with different
service classes in a consistent way. It is possible that sone
services will not be conparable to each other so that one service
cannot be replaced by the other, and both services have to be

provi ded over the same link within this group

Because an arbitrary new receiver that wants to get the different
service can be grafted to any point of the current nulticast delivery
tree, even interior nodes may have to replicate packets using the
different service. At a first glance, this seens to be a
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contradiction with respect to sinplicity of the interior nodes,
because they do not even have a profile avail able and shoul d now
convert the service of quality of individual receivers
Consequently, in order to acconplish this, interior nodes have to
change the codepoi nt val ue during packet replication

2.3. Dynanics of Any-Source Milticast

Basically, within an IP multicast group, any participant (actually,

it can be any host not even receiving packets of this nulticast
group) can act as a sender. This is an inportant feature which
shoul d al so be available in case a specific service other than best-
effort is used within the group. Differentiated Services possess,
conceptual ly, a unidirectional character. Therefore, for every
multicast tree inplied by a sender, resources nust be reserved
separately if simultaneous sending should be possible with a better
service. This is even true if shared nulticast delivery trees are
used (e.g., with PIM SM or Core Based Trees). If not enough
resources are reserved for a service within a nulticast tree allow ng
si mul t aneous sending of nmore than one participant, the NRS problem

wi |l occur again. The same argunent applies to half-dupl ex
reservati ons which would share the reserved resources by severa
senders, because it cannot be ensured by the network that exactly one
sender sends packets to the group. Accordingly, the correspondi ng
RSVP reservation styles "Wl dcard Filter" and "Shared-Explicit
Filter" [4] cannot be supported within Differentiated Services. The
Integrated Services approach is able to ensure the hal f-duplex nature
of the traffic, because every router can check each packet for its
conformance with the installed reservation state.

3. Solutions for Enabling IP-Milticast in Differentiated Services
Net wor ks

The probl ens described in the previous section are mainly caused by
the sinplicity of the Differentiated Services architecture.

Sol utions that do not introduce additional conplexity need to be

i ntroduced so as to not dimnish the scalability of the DiffServ
approach. This document suggests a straightforward solution for nost
of the problens.

3.1. Solution for the NRS Probl em

The proposed sol ution consists conceptually of the followi ng three
steps that are described in nore detail later.
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1. Anewreceiver joins a nulticast group that is using a D ffServ
service. Milticast routing protocols acconplish the connection
of the new branch to the (possibly already existing) nulticast
delivery tree as usual

2. The unaut hori zed use of resources is avoided by re-nmarking at
branchi ng nodes all additional packets departing down the new
branch. At first, the new receiver will get all packets of the
mul ticast group without quality of service. The managenent
entity of the correspondent DiffServ donmain may get informnmed
about the extension of the nulticast tree.

3. If a pre-issued reservation is available for the new branch or
somebody (receiver, sender or a third party) issues one, the
managenent entity instructs the branching router to set the
correspondi ng codepoint for the demanded service.

Usage of resources which were not previously reserved nust be
prevented. In the follow ng exanple, we consider a case where the
join of a new receiver to a DS nulticast group requires grafting of a
new branch to an already existing multicast delivering tree. The
connecting node that joins both trees converts the codepoint (and
therefore the Per-Hop Behavior) to a codepoint of a PHB which is
simlar to the default PHB in order to provide a best-effort-1like
service for the new branch. Mre specifically, this particular PHB
can provide a service that is even worse than the best-effort service
of the default PHB. See RFC 3662 [16] for a correspondi ng Lower

Ef fort Per-Domai n Behavi or

The conversion to this specific PHB could be necessary in order to
avoi d unfairness being introduced within the best-effort service
aggregate, and, which results fromthe higher amount of resource
usage of the incomng traffic belonging to the multicast group. |If
the rate at which re-marked packets are injected into the outgoing
aggregate is not reduced, those re-narked packets will probably cause
di scardi ng of other flow s packets in the outgoing aggregate if
resources are scarce

Therefore, the re-marked packets fromthis nulticast group should be
di scarded nore aggressively than other packets in this outgoing
aggregate. This could be acconplished by using an appropriately
configured PHB (and a rel ated DSCP) for those packets. |In order to
di stinguish this kind of PHB fromthe default PHB, it is referred to
as the Limted Effort (LE) PHB (which can be realized by an
appropriately configured AF PHB [9] or O ass Sel ector Conpliant PHB
[1]) throughout this docunment. Merely dropping packets nore
aggressively at the re-marking node is not sufficient, because there
may be enough resources in the outgoing behavior aggregate (BA) to
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transmt every re-marked packet w thout having to discard any other
packets within the same BA. However, resources in the next node may
be short for this particular BA. Those "excess" packets, therefore,
nmust be identifiable at this node.

Re- mar ki ng packets is only required at branchi ng nodes, whereas al
other nodes of the nulticast tree (such with outdegree 1) replicate
packets as usual. Because a branching node nmay al so be an interior
node of a domain, re-marking of packets requires conceptually per-
flow classification. Though this seens to be in contradiction to the
D ffServ phil osophy of a core that avoids per-flow states, IP
multicast flows are different fromunicast flows: traditional IP
mul ticast forwarding and nulticast routing are required to instal
states per nulticast group for every outgoing |ink anyway.
Therefore, re-marking in interior nodes is scalable to the sane
extent as IP nmulticast (cf. section 4).

Re-marking with standard DiffServ mechanisns [10] for every new
branch requires activation of a default traffic profile. The latter
acconpl i shes re-marki ng by using a conbination of an M-cl assifier
and a marker at an outgoing link that constitutes a new branch. The
classifier will direct all replicated packets to a marker that sets
the new codepoint. An alternative inplenentation is described in
section 7.

The better service will only be provided if a reservation request was
processed and approved by the resource managenent function. That
means an adm ssion control test nmust be perforned before resources
are actually used by the new branch. 1In case the admi ssion test is
successful, the re-marking node will be instructed by the resource
managenment to stop re-marking and to use the original codepoint again
(conceptually by removing the profile).

In summary, only those receivers will obtain a better service within
a DiffServ nulticast group, which previously reserved the
correspondi ng resources in the new branch with assi stance of the
resource managenent. Qherw se, they get a quality which might be
even | ower than best-effort.

3.2. Solution for Supporting Heterogeneous Milticast G oups
In this docunent, considerations are limted to provisioning
different service classes, but not different quality parameters
within a certain service class.
The proposed concept fromsection 3.1 provides a limted solution of

the heterogeneity problem Receivers are allowed to obtain a Linited
Effort service without a reservation, so that at |least two different
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service classes within a nulticast group are possible. Therefore, it
is possible for any receiver to participate in the nulticast session
wi thout getting any quality of service. This is useful if a receiver
just wants to see whether the content of the nulticast group is
i nteresting enough, before requesting a better service which nust be
paid for (like snooping into a group without prior reservation).

Al ternatively, a receiver mght not be able to receive this better
quality of service (e.g., because it is nobile and uses a wi reless
link of limted capacity), but it nmay be satisfied with the reduced
quality, instead of getting no content at all

Additionally, applying the RSVP concept of listening for PATH
messages before sending any RESV nessage is feasible again. Wthout
usi ng the proposed solution, this would have caused the NRS Probl em

Theoretically, the proposed approach in section 7 also supports nore
than two different services within one nulticast group, because the
additional field in the nmulticast routing table can store any DSCP
val ue. However, this would work only if PHBs can be ordered, so that
the "best"” PHB anong different required PHBs downstreamis chosen to
be forwarded on a specific link. This is mainly a nanagenent issue
and is out of the scope of this docunent.

More advanced concepts nmay al so support conditional re-marking in
dependence on the group address and DSCP value. This is useful if
the group uses different PHBs (e.g., for flows to different transport
protocol ports) and the re-marking should thus additionally depend on
the DSCP val ue of an inconing packet.

3.3. Solution for Any-Source Milticast

4.

Every partici pant would have to initiate an explicit reservation to
ensure the possibility of sending to the group with a better service
quality, regardl ess of whether other senders within the group already
use the sanme service class simultaneously. This would require a
separate reservation for each sender-rooted multicast tree.

However, in the specific case of best-effort service (the default
PHB), it is neverthel ess possible for participants to send packets to
the group anytinme without requiring any additional nmechanisns. The
reason for this is that the first DS-capable boundary node will mark
t hose packets with the DSCP of the default PHB because of a mi ssing
traffic profile for this particular sender. The first DS capabl e
boundary nodes should therefore always classify nmulticast packets
based on both the sender’s address and the nulticast group address.

Scal ability Considerations
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The proposed sol ution does not add conplexity to the DS architecture
or to a DS node, nor does it change the scalability properties of
DiffServ. Wth current IP nmulticast routing protocols, a multicast
router has to manage and hold state infornmation per traversing

mul ticast flow. The suggested solution scales to the sane extent as
IP multicast itself, because the proposed re-nmarki ng may occur per
branch of a nulticast flow This re-marking is logically associated
with an addition to the nulticast routing state that is required

anyway. In this respect, re-marking of packets for multicast flows
in interior nodes is not considered as a scalability problemor to be
in contradiction to the DiffServ approach itself. It is inportant to

di stinguish the nmulticast case fromexisting justifiable scalability
concerns relating to re-marking packets of unicast flows within
interior routers. Moreover, the decision of when to change a re-
mar ki ng policy is not perforned by the router, but by some nmanagenent
entity at atine scale which is different fromthe tine scale at the
packet forwarding | evel

5. Depl oynment Considerations

The sol ution proposed in section 3.1 can be depl oyed on nost router
pl atforns avail able today. Architectures that performrouting and

forwardi ng functions in software could be updated by a new software
rel ease.

However, there may be some specialized hardware platforns that are
currently not able to deploy the proposed solution fromsection 7
This may be the case when a nulticast packet is directly duplicated
on the backplane of the router, so that all outgoing interfaces read
the packet in parallel. Consequently, the codepoint cannot be
changed for a subset of these outgoing interfaces and the NRS probl em
can not be solved directly in the branching point.

In this case, there exist several alternative sol utions:

1. As nentioned in section 3.1, if traffic conditioning nmechani sns
can be applied on the outgoing packets at the individual output
interfaces, a conbination of classifier and marker may be used
for each branch.

2. The change of the codepoint for subtrees without properly

al | ocated resources could take place in the follow ng
downstreamrouter. There, for every incom ng packet of the
consi dered multicast group, the codepoint would be changed to
the value that the previous router should have set. |If a LAN
(e.g., a high-speed switching LAN) is attached to the

consi dered outgoing interface, then on every router connected
to the LAN, packets of the considered group should be changed
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on the incomng interface by standard Diff Serv mechani sns.

Future rel eases of router architectures may support the change of the
codepoint directly in the replication process as proposed in section
7

6. Security Considerations

Basically, the security considerations in [1] apply. The proposed
solution does not inply new security aspects. |If a join of arbitrary
end-systens to a nulticast group is not desired (thereby receiving a
| oner than best-effort quality) the application usually has to

excl ude these participants. This can be acconplished by using

aut henti cati on, authorization, or ciphering techniques at the
application level -- like in traditional IP multicast scenarios.

Moreover, it is inmportant to consider the security of correspondi ng
managenent mechani snms, because they are used to activate re-nmarking
of multicast flows. On the one hand, functions for instructing the
router to mark or re-mark packets of multicast flows are attractive
targets to performtheft of service attacks. On the other hand,
their security depends on the router nmanagenent nechani sns which are
used to realize this functionality. Router managenent shoul d
generally be protected agai nst unauthorized use, therefore preventing
those attacks as well.

7. Inplenmentation Model Exanple

One possibility of inplenenting the proposed solution from section
3.1 is described in the following. It has to be enphasized that
other realizations are also possible, and this description should not
be understood as a restriction on potential inplenentations. The
benefit of the follow ng described inplenentation is that it does not
require any additional classification of nulticast groups within an
aggregate. It serves as a proof of concept that no additiona
complexity is necessary to inplenent the proposed general solution
described in section 3.

Because every multicast flow has to be considered by the nulticast
routing process (in this context, this notion signifies the nmulticast
forwarding part and not the nmulticast route cal cul ation and

mai nt enance part, cf. Fig. 1), the addition of an extra byte in each
mul ticast routing table entry containing the DS field, and thus its
DS codepoi nt val ue per output link (resp. virtual interface, see Fig.
8), results in nearly no additional cost. Packets will be replicated
by the nulticast forwardi ng process, so this is also the right place
for setting the correct DSCP val ues of the replicated packets. Their
DSCP val ues are not copied fromthe incoming original packet, but
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8.

fromthe additional DS field in the multicasting routing table entry
for the corresponding output link (only the DSCP val ue nust be
copied, while the two remaining bits are ignored and are present for
sinmplification reasons only). This field initially contains the
codepoint of the LE PHB if incomi ng packets for this specific group
do not carry the codepoint of the default PHB.

When a packet arrives with the default PHB, the outgoing replicates
shoul d al so get the sane codepoint in order to retain the behavi or of
current common nulticast groups using the default PHB. A router
configurati on nessage changes the DSCP values in the nulticast
routing table and may al so carry the new DSCP val ue which shoul d be
set in the replicated packets. It should be noted that although re-
mar ki ng may al so be performed by interior nodes, the forwarding
performance will not be decreased, because the decision of when and
what to re-nmark is nade by the managenent (control plane)

Mul ti cast O her Li st
Destination Fields of

Addr ess vi rtual I nter- DS
interfaces face ID Field
oo e e e e e e o - + o e e oo oo oo +
| X | | e EREEEEEEEEEEEEEE > C | (DSCP, QY |
I e R | . +
| Y | | ACEEEEEREEEE + | D | (DscP Q) |
| | R EEEEEREEEEE +
| | - (.

. | oo +
R > B | (DSCP, QY |
L L + o +
I | D | (DBSCP, QY |
o mm e e e e e e e e e e e e e oo + o e e e e m e i oo +

Figure 8 Milticast routing table with additiona
fields for DSCP val ues

Proof of the Neglected Reservation Subtree Probl em

In the following, it is shown that the NRS problem actually exists
and occurs in reality. Hence, the problemand its solution was

i nvestigated using a standard Linux Kernel (v2.4.18) and the Linux-
based inplenmentation KIDS [11].

Furt hernore, the proposed solution for the NRS probl em has been
i npl ement ed by enhancing the nmulticast routing table, as well as the
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mul ti cast routing behavior in the Linux kernel. |In the follow ng
section, the nodifications are briefly described.

Addi tional neasurenments with the sinulation nodel sinmulatedKIDS [12]
will be presented in section 9. They show the effects of the NRS
problemin nore detail and al so the behavior of the BAs using or not
using the Limted Effort PHB for re-marking.

8.1. Inplenentation of the Proposed Solution

As described in section 3.1, the proposed solution for avoiding the
NRS Problemis an extension of each routing table entry in every

Mul ticast router by one byte. In the Linux OGS, the nulticast routing
table is inplenmented by the "Milticast Forwardi ng Cache (MFC)". The
M-C is a hash table consisting of an "nfc-cache"-entry for each

conbi nation of the followi ng three paraneters: sender’s |P address,
mul ti cast group address, and incom ng interface.

The routing information in a "nfc-cache"-entry is kept in an array of
TTLs for each virtual interface. When the TTL is zero, a packet

mat ching to this "nfc-cache"-entry will not be forwarded on this
virtual interface. Oherwise, if the TTL is less than the packet’'s
TTL, the latter will be forwarded on the interface with a decreased
TTL.

In order to set an appropriate codepoint if bandwi dth is allocated on
an outgoing link, we added a second array of bytes -- simlar to the
TTL array -- for specifying the codepoint that should be used on a
particular virtual interface. The first six bits of the byte contain
the DSCP that should be used, and the seventh bit indicates whether
the original codepoint in the packet has to be changed to the
specified one (=0) or has to be |left unchanged (=1). The default
entry of the codepoint byte is zero; so initially, all packets wll
be re-narked to the default DSCP

Furthernmore, we nodified the nmulticast forwarding code for
considering this information while replicating multicast packets. To
change an "nfc-cache"-entry we inplemented a daenon for exchangi ng
the control information with a managenent entity (e.g., a bandw dth
broker). Currently, the daenbn uses a proprietary protocol, but
mgration to the COPS protocol (RFC 2748) is planned.
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8.2. Test Environment and Execution

Sender
S FHN. First Hop Node
| S| BN: Boundary Node
+---+
+#
+#
+#
+---+ +- -+ +omm e +

| FHN| ++++++++++++| BN| +++++++++++| host |
| | | | Frrxxekerxx B

+--- 4+ +- - +H# to----- +
+# #
+# #
+# #
oommo- + oommo- +
| host A | host
ommmo - + ommmo - +

+++ EF flow (groupl) with reservation
### EF flow (group2) with reservation
*** EF flow (group2) without reservation

Figure 8.1: Evaluation of NRS-Problem described in
Figure 3

In order to prove case 1 of the NRS problem as described in section
2.1, the testbed shown in Figure 8.1 was built. It is a reduced
versi on of the network shown in Figure 5 and consists of two DS-
capabl e nodes, an ingress boundary node and an egress boundary node.
The absence of interior nodes does not have any effect on to the
proof of the described problem

The testbed is conprised of two Personal Conputers (Pentiumlll at
450 Whz, 128 MB Ram 3 network cards Intel eeprol00) used as DiffServ
nodes, as well as one sender and three receiver systens (also PCs).
On the routers, KIDS has been installed and an nrouted (Milticast
Routi ng Daenmon) was used to performnulticast routing. The network
was conpletely built of separate 10BaseT Ethernet segnents in full-
dupl ex mode. In [11], we eval uated the perfornmance of the software
routers and found out that even a PC at 200vhz had no probl em
handling up to 10Mips DS traffic on each Iink. Therefore, the
presented neasurenents are not a result of performance bottl enecks
caused by these software routers.
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The sender generated two shaped UDP traffic flows of 500kbps (packets
of 1.000 byte constant size) each and sent themto nulticast group 1
(233.1.1.1) and 2 (233.2.2.2). In both nmeasurements, receiver A had
a reservation along the path to the sender for each flow, receiver B
had reserved for flow 1, and C for flow 2. Therefore, two static
profiles are installed in the ingress boundary node w th 500kbps EF
bandwi dth and a token bucket size of 10.000 bytes for each flow

In the egress boundary node, one profile has been installed for the
output link to host B and one related for the output link to host C
Each of thempermts up to 500kbps Expedited Forwarding, but only the
aggregate of Expedited Forwarding traffic carried on the outgoing
link is considered.

In measurenent 1, the hosts A and B joined to group 1, while A, B

and C joined to group 2. Those joins are using a reservation for the
group towards the sender. Only the join of host B to group 2 has no
adm tted reservation. As described in section 2.1, this will cause
the NRS problem (case 1). Metering and policing mechanisms in the
egress boundary node throttle down the EF aggregate to the reserved
500kbps, and do not depend on whether or not individual flows have
been reserved.

Figure 8.2: Results of neasurenment 1 (w thout the
proposed sol ution): Average bandw dth of
each fl ow.

--> Flows of group 1 and 2 on the link to
host B share the reserved aggregate of
group 1.

Figure 8.2 shows the obtained results. Host A and C received their
flows without any interference. But host B received data from group
1 with only half of the reserved bandw dth, so one half of the
packets have been discarded. Figure 8.2 also shows that receiver B
got the total ampunt of bandwi dth for group 1 and 2, that is exactly
the reserved 500kbps. Flow 2 got Expedited Forwardi ng w thout
actual |l y having reserved any bandwi dth and additionally violated the
guarantee of group 1 on that link
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For measurement 2, the previously presented solution (cf. section
3.1) has been installed in the boundary node. Now, while duplicating
the packets, whether the codepoint has to be changed to Best-Effort
(or Limted Effort) or whether it can be just duplicated is checked.
In this neasurenent, it changed the codepoint for group 2 on the link
to Host B to Best-Effort.

Figure 8.3: Results of neasurenment 1 (with the
proposed sol ution): Average bandw dth of
each fl ow.

--> Flow of group 1 on the link to host B
gets the reserved bandw dth of group 1.
The flow of group 2 has been re-marked to
Best-Effort.

Results of this measurenent are presented in Figure 8.3. Each host
received its flows with the reserved bandw dth and wi thout any packet
| oss. Packets fromgroup 2 are re-marked in the boundary node so
that they have been treated as best-effort traffic. 1In this case,
they got the sane bandwi dth as the Expedited Forwarding flow, and
because there was not enough other traffic on the link present, there
was no need to discard packets.

The above measurenents confirmthat the Negl ected Reservation Subtree
problemis to be taken seriously and that the presented solution wll
solve it.

9. Simulative Study of the NRS Problemand Limted Effort PHB

This section shows sonme results froma simulative study which shows
the correctness of the proposed solution and the effect of re-marking
the responsible flowto Limted Effort. A proof of the NRS probl em
has al so been given in section 8 and in [13]. This section shows the
benefit for the default Best Effort traffic when Linmted Effort is
used for re-marking instead of Best Effort. The results strongly
motivate the use of Limted Effort.
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9.1. Simulation Scenario

In the foll owi ng scenario, the boundary nodes had a |ink speed of 10
Mpbs and Interior Routers had a |ink speed of 12 Mips. |n boundary
nodes, a 5 Mops aggregate for EF has been reserved.

When Limited Effort was used, LE got 10% capacity (0.5Mibs) fromthe
ori gi nal BE aggregate and BE 90% (4. 5Mops) of the original BE
aggregate capacity. The bandw dth between LE and BE is shared by
usi ng WFQ schedul i ng.

The foll owi ng topol ogy was used, where Sx is a sender, BRx a boundary
node, I Rx an interior node, and Dx a destination/receiver.

+--t+ +--+ +-- -+ +- -+
| S1| | SOf / =] BR5| =====| DO|
+--+ +--+ /] +---+ +- -+
W /1
W /1
+--+ \+---+ +---+ +---+ +---+ +- -+
| SZl :::l BR]_l :::::l | R]_l :::::l | R2| ::::::l BR3| :::::l D]_l
+- -+ +---+ [ +---+ +---+ +---+ +- -+
11 \\ +--+
/1 \\ / =| D2|
+- -+ +---+ /] \\ I +--+
| S3| ===| BR2| =/ +-- -+
oo+ oo -+ / =| BR4| =\
| ] +--+ [/ H+---+ \\ +--+
+- -+ | D4| =/ \ =| D3|
| S4| +- -+ -
+- -+

Figure 9.1: Sinmul ati on Topol ogy

The followi ng table shows the flows in the sinmulation runs, e.g., EFO
is sent from Sender SO to Destination DO with a rate of 4 Mps using
an EF reservation.

In the presented cases (I to 1V), different amounts of BE traffic
were used to show the effects of Limted Effort in different cases.
The intention of these four cases is described after the table.

In all simulation nodels, EF sources generated constant rate traffic
wi th constant packet sizes using UDP.

The BE sources al so generated constant rate traffic, where BEO used
UDP, and BEl used TCP as a transport protocol.
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Foomm e Fommma - I S S S T +
| Flow Source | Dest. | Case |l | Case Il | Case lll | Case |V
T R, TS R R S R +
| EFO| SO | DO | 4 Mops | 4 Mops | 4 Mops | 4 Mps
S D S Iy S S S TRy +
| EF1] S1 | D1 | 2 Mps | 2 Mps | 2 Mps | 2 Mps
Fomm e Fommma - T S IR S IR T +
| EF2| S2 | D2 | 5 Mps | 5 Mops | 5 Mps | 5 Mips
T R, TS R R S R +
| BEO| S3 | D3 | 1 Mops | 2.25 Mops | 0.75 Mips |3.75 Mops]|
S D S Iy S S S TRy +
| BE1]| S4 | D4 | 4 Mops | 2.25 Mops | 0.75 Mops | 3. 75 Mips|
Fomm e Fommma - T S IR S IR T +

Table 9.1: Direction, amount and Codepoint of flows in the four
simul ati on cases (case | to 1V)

The four cases (I to IV) used in the sinmulation runs had the
foll owi ng characteristics:

Case I: In this scenario, the BE sources sent together exactly 5
Mops, so there is no congestion in the BE queue.

Case Il: BE is sending less than 5 Mips, so there is space avail abl e
in the BE queue for re-marked traffic. BEO and BEl are
sendi ng together 4.5 Mops, which is exactly the share of BE
when LE is used. So, when nulticast packets are re-marked
to LE because of the NRS problem the LE should get 0.5
Mops and BE 4.5 Mops, which is still enough for BEO and
BE1l. LE should not show a greedy behavior and shoul d not
use resources from BE

Case Ill: In this case, BEis very low. BEO and BEl use together
only 1.5 Mips. So when LE is used, it should be able to
use the unused bandwi dth resources from BE

Case 1V: BEO and BEl send together 7.5 Mops so there is congestion
in the BE queue. 1In this case, LE should get 0.5 Mips (not
more and not | ess).

In each scenario, |loss rate and throughput of the considered flows
and aggregates have been netered.
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9.2. Simulation Results for Different Router Types
9.2.1. Interior Node

When the branching point of a newy added nulticast subtree is
| ocated in an interior node, the NRS problem can occur as described
in section 2.1 (Case 2).

In the simulation runs presented in the follow ng four subsections,
D3 joins to the nulticast group of sender SO wi thout maki ng any
reservation or resource allocation. Consequently, a new branch is
added to the existing nulticast tree. The branching point issued by
the join of D3 is located in IR2. On the link to BR3, no bandw dth
was al l ocated for the new fl ow ( EFO).

The netered t hroughput of flows on the link between IR2 and BR3 in
the four different cases is shown in the follow ng four subsections.
The situation before the new receiver joins is shown in the second
columm. The situation after the join w thout the proposed sol ution
is shown in colum three. The fourth colum presents the results
when the proposed solution of section 3.1 is used and the responsible
flowis re-marked to LE

9.2.1.1. Case |

Fomm e - o - o e e e e oo - o e e e e oo - Fom e e e oo +
| | before join | after join | after join, |
| | | (no re-marking) |(re-marking to LE)

S I e +
| | EFO: --- | EFO: 4.007 Mops | LEO: 0.504 Mps

| achi eved| EF1: 2.001 Mops | EF1: 2.003 Mops | EF1l: 2.000 Mps

| t hrough-| EF2: 5.002 Mips | EF2: 5.009 Mops | EF2: 5.000 Mops

| put | BEO: 1.000 Mops | BEO: 0.601 Mops | BEO: 1.000 Mps

| | BE1l: 4.000 Mops | BE1l: 0.399 Mps | BEl: 3.499 Mps

S I B B +
| BA | EF: 7.003 Mps | EF: 11.019 Mops | EF: 7.000 Mops

| through-] BE: 5.000 Mips | BE: 1.000 Mops | BE: 4.499 Moips

| put | LE: --- | LE: --- | LE: 0.504 Mops
Fomm oo o e e e oo o e e e oo o e e e e oo oo +
| | EFO: --- | EFO: 0 % | LEO: 87.4 % |
| packet | EF1: 0 % | EF1: 0 % | EF1: 0 % |
| I oss | EF2: 0 % | EF2: 0 % | EF2: 0 % |
|rate | BEO: 0 % | BEO: 34.8 % | BEO: 0 % |
| | BEZ1: 0 % | BEL: 59.1 % | BEZ1: 0 % |
Fomm oo o e e e oo o e e e oo o e e e e oo oo +

(*) EFO is re-marked to LE and signed as LEO
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Fomm oo R
| | before joi
I I

S -
| | EFO: ---
| achi eved| EF1: 2.000
| t hr ough-| EF2: 5.002
| put | BEO: 2.248
| | BE1l: 2.252
S -
| BA | EF: 7.002
| through-| BE: 4.500
| put | LE: ---
S SRR R
| | EFO: ---
| packet | EF1: 0
| I oss | EF2: 0
| rate | BEO: 0
| | BEZ1: 0
S SRR R

(*) EFO is re-marked

9.2.1.3. Case IlI

Fomm oo R
| | before joi
I I

S -
| | EFO: ---

| achi eved| EF1: 2.000
| t hr ough-| EF2: 5.000
| put | BEO: 0.749
| | BE1l: 0.749
S -
| BA | EF: 7.000
| through-| BE: 1.498
| put | LE: ---

S SRR R
| | EFO: ---

| packet | EF1: 0
| I oss | EF2: 0
| rate | BEO: 0
| | BEZ1: 0
S SRR R

(*) EFO is re-marked
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_____ o e e e e e e e e m - =
n | after join
| (no re-marking)
_____ B,
| EFO: 4.003 Mops
Mops | EF1: 2.001 Mops
Mops | EF2: 5.005 Mops
Mops | BEO: 0.941 Mops
Mops | BE1l: 0.069 Mops
_____ B,
Mops | EF: 11.009 Mops
Mops | BE: 1.010 Mops
| LE ---
_____ o e e e e e e e e e m ==
| EFO: 0 %
% | EF1: 0 %
% | EF2: 0 %
% | BEO: 58.0 %
% | BEL: 57.1 %
_____ o e e e e e e e e e m ==

_____ o e e e e e e e e m - =
n | after join
| (no re-marking)
_____ B,
| EFO: 3.998 Mps
Mops | EF1: 2.001 Mops
Mops | EF2: 5.002 Mops
Mops | BEO: 0.572 Mops
Mops | BE1l: 0.429 Mops
_____ B,
Mops | EF: 11.001 Mops
Mops | BE: 1.001 Mops
| LE ---
_____ o e e e e e e e e e m ==
| EFO: 0 %
% | EF1: 0 %
% | EF2: 0 %
% | BEO: 19.7 %
% | BElL: 32.6 %
_____ o e e e e e e e e e m ==

to LE and signed as LEO

I nf or mat i onal

| after join,

| (re-marking
N,
| LEO: 0.500
| EF1: 2.001
| EF2: 5.002
| BEO: 2.253
| BE1l: 2.247
N,
| EF: 7.003
| BE: 4.500
| LE: 0.500
.
| LEO: 87.4
| EF1: 0
| EF2: 0
| BEO: 0
| BE1: 0
.
.

| after join,

| (re-marking
N,
| LEO: 3.502
| EF1: 2.001
| EF2: 5.003
| BEO: 0.748
| BE1l: 0.748
N,
| EF: 7.004
| BE: 1.496
| LE: 3.502
.
| LEO: 12.5
| EF1: 0
| EF2: 0
| BEO: 0
| BE1: 0
.
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Fomm oo o e e e oo o e e e oo o e e e e oo oo +
| | before join | after join | after join, |
| | | (no re-marking) |(re-marking to LE)

S R . . +
| | EFO: --- | EFO: 4.001 Mops | LEO: 0.500 Mips

| achi eved| EF1l: 2.018 Mips | EF1l: 2.000 Mops | EF1l: 2.003 Mops

| t hrough-| EF2: 5.005 Mops | EF2: 5.001 Mops | EF2: 5.007 Mops

| put | BEO: 2.825 Mops | BEO: 1.000 Mops | BEO: 3.425 Mops

| | BE1l: 2.232 Mops | BE1: --- | BE1l: 1.074 Mops

S R R e +
| BA | EF: 7.023 Mops | EF: 11.002 Mops | EF: 7.010 Mops

| through-| BE: 5.057 Mips | BE: 1.000 Mops | BE: 4.499 Mops

| put | LE --- | LE --- | LE: 0.500 Mops

S SRR o e e e e oo o e e e e oo o e e e e oo oo +
| | EFO: --- | EFO: 0 % | LEO: 75.0 % |
| packet | EFL1: 0 % | EF1: 0 % | EF1: 0 % |
| I oss | EF2: 0 % | EF2: 0 % | EF2: 0 % [
|rate | BEO: 23.9 % | BEO: 73.3 % | BEO: 0 % |
| | BElL: 41.5 % | BEZ1: --- | BEZ1: 0 % |
S SRR o e e e e oo o e e e e oo o e e e e oo oo +

(*) EFO is re-marked to LE and signed as LEO

NOTE: BE1l has undefined throughput and loss in situation "after join
(no re-marking)", because TCP is going into retransm ssi on back- of f
ti mer phase and cl oses the connection after 512 seconds.

9.2.2. Boundary Node

When the branching point of a newy added nulticast subtree is
| ocated in a boundary node, the NRS problem can occur as described in
section 2.1 (Case 1)

In the simulation runs presented in the follow ng four subsections,
D3 joins to the nmulticast group of sender S1 without making any
reservation or resource allocation. Consequently, a new branch is
added to the existing nulticast tree. The branching point issued by
the join of D3 is located in BR3. On the link to BR4, no bandw dth
was al l ocated for the new fl ow (EF1).

The netered throughput of the flows on the |ink between BR3 and BR4
in the four different cases is shown in the follow ng four
subsections. The situation before the new receiver joins is shown in
the second colum. The situation after the join but w thout the
proposed solution is shown in colum three. The fourth colum
presents results when the proposed solution of section 3.1 is used
and the responsible flowis re-marked to LE
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| achi eved| EF1: ---

| t hr ough-| EF2: 5.002
| put | BEO: 1.000
| | BE1l: 4.000
S -
| BA | EF: 5.002
| through-| BE: 5.000
| put | LE: ---
S SRR R
| | EFO: ---
| packet | EF1: ---
| I oss | EF2: 0
| rate | BEO: 0
| | BEZ1: 0
S SRR R

(*) EF1 is re-marked

9.2.2.2. Case |1

| achi eved| EF1: ---

| t hr ough-| EF2: 5.003
| put | BEO: 2.249
| | BE1l: 2.252
S -
| BA | EF: 5.003
| through-| BE: 4.501
| put | LE: ---
S SRR R
| | EFO: ---
| packet | EF1: ---
| I oss | EF2: 0
| rate | BEO: 0
| | BEZ1: 0
S SRR R

(*) EF1 is re-nmarked
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_____ o e e e e e e e e m - =
n | after join
| (no re-marking)
_____ B,
| EFO: ---
| EF1: 1.489 Mops
Mops | EF2: 3.512 Mops
Mops | BEO: 1.000 Mops
Mops | BE1l: 4.002 Mops
_____ B,
Mops | EF: 5.001 Mops
Mops | BE: 5.002 Mops
| LE: ---
_____ o e e e e e e e e e m ==
| EFO: ---
| EF1: 25.6 %
% | EF2: 29.7 %
% | BEO: 0 %
% | BEL: 0 %
_____ o e e e e e e e e e m ==

_____ o e e e e e e e e m - =
n | after join
| (no re-marking)
_____ B,
| EFO: ---
| EF1: 1.520 Mops
Mops | EF2: 3.482 Mops
Mops | BEO: 2.249 Mops
Mops | BE1l: 2.252 Mops
_____ B,
Mops | EF: 5.002 Mops
Mops | BE: 4.501 Mops
| LE: ---
_____ o e e e e e e e e e m ==
| EFO: ---
| EF1: 24.0 %
% | EF2: 30.4 %
% | BEO: 0 %
% | BEL: 0 %
_____ o e e e e e e e e e m ==

to LE and signed as LEl

I nf or mat i onal

| after join,

| (re-marking
N,
| EFO: ---

| LE1: 0.504
| EF2: 5.002
| BEO: 1.004
| BE1l: 3.493
N,
| EF: 5.002
| BE: 4.497
| LE: 0.504
.
| EFO: ---

| LE1: 73.4
| EF2: 0
| BEO: 0
| BE1: 0
.
.

| after join,

| (re-marking
N,
| EFO: ---
| LE1: 0.504
| EF2: 5.002
| BEO: 2.245
| BE1l: 2.252
N,
| EF: 5.002
| BE: 4.497
| LE: 0.504
.
| EFO: ---
| LE1: 74.8
| EF2: 0
| BEO: 0
| BE1: 0
.
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| achi eved| EF1: ---

| t hrough-| EF2: 5.001
| put | BEO: 0.749
| | BE1l: 0.749
S -
| BA | EF: 5.001
| through-| BE: 1.498
| put | LE: ---
S SRR R
| | EFO: ---
| packet | EF1: ---
| I oss | EF2: 0
| rate | BEO: 0
| | BEZ1: 0
S SRR R

(*) EF1 is re-marked

9.2. 2. 4. Case |V:

| achi eved| EF1: ---

| t hrough-| EF2: 5.048
| put | BEO: 2.638
| | BE1l: 2.379
S -
| BA | EF: 5.048
| through-| BE: 5.017
| put | LE: ---
S SRR R
| | EFO: ---
| packet | EF1: ---
| I oss | EF2: 0
| rate | BEO: 30.3
| | BE1: 33.3
S SRR R

(*) EF1 is re-nmarked

Bl ess & Wehrl e

Mul ticast in DS Networks

_____ o e e e e e e e e m - =
n | after join
| (no re-marking)
_____ B,
| EFO: ---
| EF1: 1.084 Mops
Mops | EF2: 3.919 Mops
Mops | BEO: 0.752 Mops
Mops | BE1l: 0.748 Mops
_____ B,
Mops | EF: 5.003 Mops
Mops | BE: 1.500 Mops
| LE: ---
_____ o e e e e e e e e e m ==
| EFO: ---
| EF1: 45.7 %
% | EF2: 21.7 %
% | BEO: 0 %
% | BEL: 0 %
_____ o e e e e e e e e e m ==

_____ o e e e e e e e e m - =
n | after join
| (no re-marking)
_____ B,
| EFO: ---
| EF1: 1.201 Mops
Mops | EF2: 3.803 Mops
Mops | BEO: 2.535 Mops
Mops | BE1l: 2.536 Moips
_____ B,
Mops | EF: 5.004 Mops
Mops | BE: 5.071 Mops
| LE: ---
_____ o e e e e e e e e e m ==
| EFO: ---
| EF1: 40.0 %
% | EF2: 23.0 %
% | BEO: 32.1 %
% | BEL: 32.7 %
_____ o e e e e e e e e e m ==

to LE and signed as LEl

I nf or mat i onal

| after join,

| (re-marking
N,
| EFO: ---
| LE1: 2.000
| EF2: 5.000
| BEO: 0.750
| BE1l: 0.750
N,
| EF: 5.000
| BE: 1.500
| LE: 2.000
.
| EFO: ---
| LE1: 0
| EF2: 0
| BEO: 0
| BE1: 0
.
.

| after join,

| (re-marking
N,
| EFO: ---

| LE1: 0.500
| EF2: 5.004
| BEO: 3.473
| BE1l: 1.031
N,
| EF: 5.004
| BE: 4.504
| LE: 0.500
.
| EFO: ---

| LEL: 68.6
| EF2: 0
| BEO: 0
| BE1: 0
.
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