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Abstract

Thi s docunent describes an optional nodification for TCP s slowstart
for use with TCP connections with |arge congesti on wi ndows. For TCP
connections that are able to use congestion wi ndows of thousands (or
tens of thousands) of MSS-sized segments (for MSS the sender’s

MAXI MUM SEGVENT SI ZE), the current slowstart procedure can result in
i ncreasing the congestion wi ndow by t housands of segments in a single
round-trip time. Such an increase can easily result in thousands of
packets being dropped in one round-trip tinme. This is often
counter-productive for the TCP flowitself, and is also hard on the
rest of the traffic sharing the congested Ilink. This note describes
Limted Slow Start as an optional nmechanismfor limting the number
of segnents by which the congestion window is increased for one

wi ndow of data during slowstart, in order to inprove performance for
TCP connections with | arge congestion w ndows.

1. I nt roduction

This note describes an optional nodification for TCP's slowstart for
use with TCP connections with | arge congesti on wi ndows. For TCP
connections that are able to use congestion wi ndows of thousands (or
tens of thousands) of MSS-sized segnments (for MSS the sender’s

MAXI MUM SEGVENT SI ZE), the current slowstart procedure can result in
i ncreasing the congesti on wi ndow by thousands of segments in a single
round-trip time. Such an increase can easily result in thousands of
packets being dropped in one round-trip tinme. This is often
counter-productive for the TCP flowitself, and is also hard on the
rest of the traffic sharing the congested Ilink. This note describes
Limted SlowStart, limting the nunmber of segments by which the
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congestion window is increased for one wi ndow of data during slow
start, in order to inprove performance for TCP connections with | arge
congesti on wi ndows.

When slowstart results in a large increase in the congestion w ndow
in one round-trip tine, a |l arge nunber of packets night be dropped in
the network (even with carefully-tuned active queue nmanagenent

mechani sms in the routers). This drop of a | arge nunmber of packets
in the network can result in unnecessary retransmt tineouts for the
TCP connection. The TCP connection could end up in the congestion
avoi dance phase with a very small congestion wi ndow, and could take a
| arge nunber of round-trip tinmes to recover its old congestion

wi ndow. This poor performance is illustrated in [F02].

2. The Proposal for Limted Slow Start

Limted Slow Start introduces a paraneter, "nmax_ssthresh", and

nodi fies the slowstart mechani smfor val ues of the congestion w ndow
where "cwnd" is greater than "max_ssthresh". That is, during Sl ow
Start, when

cwnd <= max_sst hresh,

cwnd is increased by one MSS ( MAXI MUM SEGVENT SI ZE) for every
arriving ACK (acknow edgenent) during slowstart, as is always the
case. During Limted Slow Start, when

max_ssthresh < cwnd <= ssthresh,

the invariant is maintained so that the congestion w ndowis
increased during slowstart by at nmost max_ssthresh/2 MSS per round-
trip time. This is done as foll ows:

For each arriving ACK in slowstart:
If (cwnd <= max_sst hresh)
cwnd += MSS;
el se
K =int(cwnd/ (0.5 nmax_ssthresh));
cwnd += int(MSS/K);

Thus, during Limted Slow Start the window is increased by 1/ K MS

for each arriving ACK, for K= int(cwnd/ (0.5 nax_ssthresh)), instead
of by 1 MSS as in standard slowstart [RFC2581].
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When
ssthresh < cwnd,

slowstart is exited, and the sender is in the Congestion Avoi dance
phase.

Qur recomendati on woul d be for nmax_ssthresh to be set to 100 MSS.
(This is illustrated in the NS [NS] sinulator, for snapshots after
May 1, 2002, in the tests "./test-all-tcpHi ghspeed tcplA" and
"./test-all-tcpH ghspeed tcpH ghspeedl" in the subdirectory
"tcl/lib". Setting max _ssthresh to Infinity causes the TCP
connection in NS not to use Limted Slow Start.)

Wth Limted Slow Start, when the congestion wi ndow is greater than
max_ssthresh, the window is increased by at nost 1/2 MSS for each
arriving ACK; when the congestion window is greater than 1.5
max_ssthresh, the window is increased by at nost 1/3 MSS for each
arriving ACK, and so on.

Wth Limted Slow Start it takes:
| og( max_sst hresh)

round-trip times to reach a congestion wi ndow of nax_ssthresh, and it
t akes:

| og(max_ssthresh) + (cwnd - nmax_ssthresh)/ (max_sst hresh/ 2)

round-trip times to reach a congestion wi ndow of cwnd, for a
congesti on wi ndow greater than max_sst hresh.

Thus, with Limted SlowStart with nax_ssthresh set to 100 MSS, it
woul d take 836 round-trip times to reach a congestion w ndow of

83, 000 packets, conpared to 16 round-trip tinmes without Limted

Sl ow Start (assuming no packet drops). Wth Linmted Slow Start, the
| argest transient queue during slowstart would be 100 packets;
without Limted Slow Start, the transient queue during Slow Start
woul d reach nore than 32,000 packets.

By limting the maxi numincrease in the congestion windowin a
round-trip time, Limted Slow Start can reduce the nunber of drops
during slowstart, and inprove the performance of TCP connecti ons
with | arge congesti on w ndows.
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3.

Experimental Results

Tom Duni gan has added Limted Slow Start to the Linux 2.4.16 Wb100
kernel, and performed experinents conparing TCP with and wi t hout
Limted SlowStart [D02]. Results so far show i nproved perfornmance
for TCPs using Limted Slow Start. There are also severa
experinments conparing different values for max_ssthresh

Rel at ed Proposal s

There has been consi derabl e research on nmechani snms for the TCP sender
to learn about the limtations of the avail able bandwi dth, and to
exit slowstart before receiving a congestion indication fromthe
networ k [ VEGAS, H96]. O her proposals set TCP' s slow start paraneter
ssthresh based on information from previous TCP connections to the
sanme destination [WS95, G0]. This docunent proposes a sinple
limtation on slowstart that can be effective in some cases even in
t he absence of such nechani sns. The nax_ssthresh parameter does not
repl ace ssthresh, but is an additional parameter. Thus, Limted
Slow Start could be used in addition to mechani sms for setting

sst hresh.

Rat e- based paci ng has al so been proposed to inprove the perfornmance

of TCP during slowstart [VHI7, AD98, KCRP99, ASA00]. W believe that

rat e- based pacing could be of significant benefit, and could be used
in addition to the Limted Slow Start in this proposal

Appropriate Byte Counting [ RFC3465] proposes that TCP increase its
congestion wi ndow as a function of the nunber of bytes acknow edged,
rather than as a function of the nunmber of ACKs received.
Appropriate Byte Counting is largely orthogonal to this proposal for
Limted Slow Start.

Limted SlowStart is also orthogonal to other proposals to change
mechani sns for exiting slowstart. For exanple, FACK TCP includes an
over danpi ng nmechani smto decrease the congesti on wi ndow sonewhat nore

aggressively when a | oss occurs during slowstart [MW6]. It is also
true that larger values for the MSS woul d reduce the size of the
congestion window in units of MSS needed to fill a given pipe, and

therefore woul d reduce the size of the transient queue in units of
MVBS.
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Security Considerations

Thi s proposal nakes no changes to the underlying security of TCP.
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Ful I Copyright Statenent

Copyright (C) The Internet Society (2004). This docunment is subject
to the rights, licenses and restrictions contained in BCP 78 and
except as set forth therein, the authors retain all their rights.

Thi s docunent and the information contained herein are provided on an
"AS |'S" basis and THE CONTRI BUTOR, THE ORGANI ZATI ON HE/ SHE
REPRESENTS OR | S SPONSORED BY (I F ANY), THE | NTERNET SOCI ETY AND THE
I NTERNET ENG NEERI NG TASK FORCE DI SCLAI M ALL WARRANTI ES, EXPRESS OR

| MPLI ED, | NCLUDI NG BUT NOT LI M TED TO ANY WARRANTY THAT THE USE OF
THE | NFORVATI ON HEREI N W LL NOT | NFRI NGE ANY RI GHTS OR ANY | MPLI ED
WARRANTI ES OF MERCHANTABI LI TY OR FI TNESS FOR A PARTI CULAR PURPCSE

Intell ectual Property

The | ETF takes no position regarding the validity or scope of any
Intellectual Property Rights or other rights that m ght be clai nmed
to pertain to the inplenmentation or use of the technol ogy
described in this docunent or the extent to which any |icense
under such rights mght or mght not be avail able; nor does it
represent that it has made any independent effort to identify any
such rights. Information on the procedures with respect to

rights in RFC docunments can be found in BCP 78 and BCP 79

Copi es of IPR disclosures made to the | ETF Secretariat and any
assurances of licenses to be made available, or the result of an
attenpt made to obtain a general |icense or permssion for the use
of such proprietary rights by inplenenters or users of this
specification can be obtained fromthe I ETF on-line | PR repository
at http://ww.ietf.org/ipr

The I ETF invites any interested party to bring to its attention
any copyrights, patents or patent applications, or other
proprietary rights that nmay cover technology that may be required
to inplement this standard. Please address the information to the
| ETF at ietf-ipr@etf.org.
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