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Abst ract
Thi s docunent specifies an RTP payl oad format for encapsul ating
Eur opean Tel ecomuni cati ons Standards Institute (ETSI) European

Standard (ES) 201 108 front-end signal processing feature streans for
di stributed speech recognition (DSR) systens.
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1. Conventions and Acronyns
The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in [ RFC2119].
The foll owi ng acronyns are used in this docunent:

DSR - Distributed Speech Recognition

ETSI - the European Tel econmuni cati ons Standards Institute
FP - Franme Pair
DTX - Discontinuous Transm ssion

2. Introduction

Motivated by technol ogy advances in the field of speech recognition,
voice interfaces to services (such as airline information systens,
uni fi ed nmessagi ng) are becoming nore prevalent. In parallel, the
popul arity of nobile devices has al so increased dranmatically.
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However, the voice codecs typically enployed in nobile devices were
designed to optimze audi ble voice quality and not speech recognition
accuracy, and using these codecs with speech recogni zers can result
in poor recognition performance. For systens that can be accessed
from het er ogeneous networks using nmultiple speech codecs, recognition
system desi gners are further chall enged to accomvpdate the
characteristics of these differences in a robust manner. Channe
errors and | ost data packets in these networks result in further
degradation of the speech signal

In traditional systens as described above, the entire speech
recogni zer lies on the server. It is forced to use incom ng speech
in whatever condition it arrives after the network decodes the
vocoded speech. To address this problem we use a distributed speech
recognition (DSR) architecture. In such a system the renote device
acts as a thin client, also known as the front-end, in comunication
with a speech recognition server, also called a speech engine. The
renot e devi ce processes the speech, conpresses the data, and adds
error protection to the bitstreamin a manner optiml for speech
recognition. The speech engine then uses this representation
directly, mnimzing the signal processing necessary and benefiting
from enhanced error conceal nent.

To achieve interoperability with different client devices and speech
engi nes, a comon format is needed. Wthin the "Aurora" DSR worKking
group of the European Tel ecomruni cati ons Standards Institute (ETSI),
a payl oad has been defined and was published as a standard [ ES201108]
in February 2000.

For voice dial ogues between a caller and a voice service, |ow |atency
is a high priority along with accurate speech recognition. Wile
jitter in the speech recognizer input is not particularly inmportant,
many i ssues related to speech interaction over an | P-based connection
are still relevant. Therefore, it is desirable to use the DSR

payl oad i n an RTP-based session

2.1 ETSI ES 201 108 DSR Front-end Codec

The ETSI Standard ES 201 108 for DSR [ ES201108] defines a signa
processing front-end and conpression schene for speech input to a
speech recognition system Sone rel evant characteristics of this
ETSI DSR front-end codec are summari zed bel ow.

The coding algorithm a standard nel -cepstral technique comon to
many speech recognition systenms, supports three raw sanpling rates: 8
kHz, 11 kHz, and 16 kHz. The nel-cepstral calculation is a frame-
based schene that produces an output vector every 10 ns.
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After calculation of the nel-cepstral representation, the
representation is first quantized via split-vector quantization to
reduce the data rate of the encoded stream Then, the quantized
vectors fromtwo consecutive franes are put into an FP, as descri bed
in nore detail in Section 4.1

2.2 Typical Scenarios for Using DSR Payl oad For mat

The diagrams in Figure 1 show sone typical use scenarios of the ES
201 108 DSR RTP payl oad fornat.

| TERM NAL| == - == s s e o mmmmme e >|  ENG NE |

a) |P user termnal to | P speech engine

Fomm e + DSR over R + R +
| Non-IP | Circuit link | | 1'P/UDP/ RTP/DSR || P SPEECH |
| USER |:::::::i:iii:ii:> GATEWAY|--------------- >  ENG NE |
| TERM NAL| ETSI payl oad | | | |
o - + format Foemem - + Fommm o +

b) non-1P user termnal to | P speech engine via a gateway

AR EEE TR + Fommmm- + DSR over Fommmmmmm - +
|1 P USER | | P/ UDP/ RTP/ DSR | | circuit link | Non-IP

| TERM NAL| ----------------- >| GATEVAY| i ::::iriiiiio>  SPEECH |
| | | | ETSI payl oad | ENG NE |
R + R + format R +

c) IP user termnal to non-IP speech engine via a gateway
Figure 1. Typical Scenarios for Using DSR Payl oad For nat.

For the different scenarios in Figure 1, the speech recogni zer al ways
resides in the speech engine. A DSR front-end encoder inside the
User Ternminal performs front-end speech processing and sends the
resultant data to the speech engine in the formof "frame pairs"
(FPs). Each FP contains two sets of encoded speech vectors
representing 20ns of original speech
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3. ES 201 108 DSR RTP Payl oad For mat

An ES 201 108 DSR RTP payl oad dat agram consi sts of a standard RTP
header [ RFC3550] followed by a DSR payl oad. The DSR payl oad itself
is formed by concatenating a series of ES 201 108 DSR FPs (defined in
Section 4).

FPs are always packed bit-contiguously into the payl oad octets
beginning with the nost significant bit. For ES 201 108 front-end,
the size of each FP is 96 bits or 12 octets (see Sections 4.1 and
4.2). This ensures that a DSR payload will always end on an octet
boundary.

The foll owi ng exanpl e shows a DSR RTP datagram carryi ng a DSR payl oad
containing three 96-bit-long FPs (bit 0 is the MSB):

0 1 2 3
01234567890123456789012345678901
kL p SR S S R S S S R

\
RTP header in [RFC3550] /
\

=+=4+=+=+=+=+=+=+=4+=+=+=+=4+=+=4+=+=+=+=4+=+=+=+=+=+=4+=+=4+=+=4+=+=4=
FP #1 (96 bits)

N R

N R

N
L
L
L
L
L
L
L
FP #3 (96 bits)
L

I
I
I
I
FP #2 (96 bits) |
I
I
I
I

i T e e S e e TS

e T S T e S I S

Figure 2. An exanple of an ES 201 108 DSR RTP payl oad.
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3.1 Consideration on Number of FPs in Each RTP Packet

The nunber of FPs per payl oad packet should be determ ned by the

| at ency and bandw dth requirenents of the DSR application using this
payl oad format. In particular, using a snaller nunber of FPs per
payl oad packet in a session will result in | owered bandw dth
efficiency due to the RTP/UDP/|I P header overhead, while using a

| arger nunber of FPs per packet will cause |onger end-to-end del ay
and hence increased recognition |atency. Furthernore, carrying a
| arger nunber of FPs per packet will increase the possibility of

catastrophi ¢ packet loss; the loss of a |arge nunber of consecutive
FPs is a situation nost speech recogni zers have difficulty dealing
wi th.

It is therefore RECOWENDED that the nunber of FPs per DSR payl oad
packet be mnimzed, subject to neeting the application’s

requi renents on network bandwi dth efficiency. RTP header conpression
techni ques, such as those defined in [ RFC2508] and [ RFC3095], should
be considered to inprove network bandw dth efficiency.

3.2 Support for Discontinuous Transm ssion

The DSR RTP payl oads may be used to support di scontinuous
transm ssion (DTX) of speech, which allows that DSR FPs are sent only
when speech has been detected at the term nal equi prent.

In DTX a set of DSR franes codi ng an unbroken speech segnent
transmtted fromthe termnal to the server is called a transm ssion
segnent. A DSR frane inside such a transm ssion segnent can be
either a speech frane or a non-speech frame, depending on the nature
of the section of the speech signal it represents.

The end of a transm ssion segnent is determned at the sending end
equi pnent when the nunber of consecutive non-speech frames exceeds a
pre-set threshold, called the hangover tine. A typical val ue used
for the hangover time is 1.5 seconds.

After all FPs in a transnission segment are sent, the front-end

SHOULD i ndicate the end of the current transm ssion segment by
sendi ng one or nore Null FPs (defined in Section 4.2).
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4.

Frame Pair Formats

4.1 Format of Speech and Non-speech FPs

Xi e

The foll owi ng nel-cepstral frane MJUST be used, as defined in
[ ES201108] :

As defined in [ES201108], pairs of the quantized 10nms mel - cepstral
frames MJUST be grouped together and protected with a 4-bit CRC
formng a 92-bit long FP

0 1 2 3

01234567890123456789012345678901
B I i st ST S I S S S S S S S S e S S S S ik o S N S S S
| Frame #1 (44 bits) |
+ el i i R e S S el sl At S T e e e
| | Frame #2 (44 bits) |
R o e e e R e o
I | CRC ]0]0] 0|0
+-

I i S S i i S S e e e e . i S e -

The I ength of each frane is 44 bits representing 10ns of voice. The
followi ng nel -cepstral frane fornmats MUST be used when form ng an FP

Frame #1 in FP:

( MSB) (LSB)
0 1 2 3 4 5 6 7
. . . . . . . . +
idx(2,3) | i dx(0, 1) | Cctet 1
Hoomm- oo m- Hommm- Hoomm- Hoomm- omm- Hoomm- Hoomm- +
i dx(4,5) | idx(2,3) (cont) : Cctet 2
+--m - - +--m - - +--m - - +--m - - +--m - - +--m - - +--m - - +--m - - +
| i dx(6,7) | idx(4,5)(cont) OCctet 3
e . S . S . . e R +
i dx(10, 11) | i dx(8,9) | Cctet 4
Hoomm- oomm- Hommm- Hoomm- Hoomm- oo m- Hoomm- Hoomm- +
idx(12,13) | i dx(10, 11) (cont) : Cctet 5
+--m - - +--m - - +--m - - +--m - - +--m - - +--m - - +--m - - +--m - - +
| idx(12,13) (cont) : Cctet 6/1
e S S R +
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Frame #2 in FP

( MSB) (LSB)

1 2 3 4 5 6
. . . . +

i dx(0, 1) | Cctet 6/2
Hoomm- Hoomm- oo m- Hoomm- Hommm- Hoomm- Hoomm- Hoomm- +
| i dx(2,3) |idx(0,1)(cont) OCctet 7
+--m - - +--m - - +--m - - +--m - - +--m - - +--m - - +--m - - +--m - - +

i dx(6,7) | i dx(4,5) | Cctet 8

. oonnn e . . oonnn . . +

i dx(8,9) | i dx(6,7) (cont) : Cctet 9
Hoomm- Hoomm- oo m- Hoomm- Hommm- Hoomm- Homm- Hommm- +
| i dx(10, 11) |idx(8,9)(cont) OCctet 10
+--m - - +--m - - +--m - - +--m - - +--m - - +--m - - +--m - - +--m - - +
| i dx(12, 13) | Cctet 11
e . . S . S . . . . +

Therefore, each FP represents 20ns of original speech. Note, as
shown above, each FP MJUST be padded with 4 zeros to the end in order
to nmake it aligned to the 32-bit word boundary. This nmakes the size
of an FP 96 bits, or 12 octets. Note, this padding is separate from
paddi ng i ndicated by the P bit in the RTP header.

The 4-bit CRC MUST be cal cul ated using the fornmula defined in 6.2.4
in [ES201108]. The definition of the indices and the determi nation of
their value are al so described in [ ES201108].

4.2 Format of Null FP

A Null FP for the ES 201 108 front-end codec is defined by setting
the content of the first and second franme in the FP to null (i.e.,
filling the first 88 bits of the FP with 0’s). The 4-bit CRC MJST be
cal cul ated the sane way as described in 6.2.4 in [ES201108], and 4
zeros MUST be padded to the end of the Null FP to nmake it 32-bit word
al i gned.

4.3 RTP header usage

The format of the RTP header is specified in [ RFC3550]. This payl oad
format uses the fields of the header in a manner consistent with that
speci fication.

The RTP timestanp corresponds to the sanpling instant of the first
sampl e encoded for the first FP in the packet. The timestanmp clock
frequency is the sane as the sanpling frequency, so the tinestanp
unit is in sanples.
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As defined by ES 201 108 front-end codec, the duration of one FP is
20 s, corresponding to 160, 220, or 320 encoded sanples with
sampling rate of 8, 11, or 16 kHz being used at the front-end,
respectively. Thus, the timestanp is increased by 160, 220, or 320
for each consecutive FP, respectively.

The DSR payl oad for ES 201 108 front-end codes is always an integra
nunber of octets. |If additional padding is required for sone other
purpose, then the P bit in the RTP in the header may be set and
paddi ng appended as specified in [ RFC3550].

The RTP header marker bit (M should be set follow ng the genera
rules defined in [ RFC3551].

The assi gnment of an RTP payl oad type for this new packet format is
outside the scope of this docunent, and will not be specified here.

It is expected that the RTP profile under which this payl oad format
is being used will assign a payload type for this encoding or specify
that the payload type is to be bound dynamically.

5. | ANA Consi der ations

One new M ME subtype registration is required for this payl oad type,
as defined bel ow.

This section al so defines the optional paraneters that may be used to
describe a DSR session. The parameters are defined here as part of
the M ME subtype registration. A mapping of the paraneters into the
Session Description Protocol (SDP) [RFC2327] is also provided in 5.1
for those applications that use SDP

Medi a Type nane: audio

Medi a subtype name: dsr-es201108

Requi red parameters: none

Opti onal parameters:

rate: Indicates the sanple rate of the speech. Valid val ues include:
8000, 11000, and 16000. If this paraneter is not present, 8000
sanple rate is assuned.

maxpti me: The maxi mum anount of medi a which can be encapsul ated in
each packet, expressed as time in mlliseconds. The tinme shall be
cal culated as the sumof the tinme the nedia present in the packet

represents. The tinme SHOULD be a multiple of the franme pair size
(i.e., one FP <-> 20ms).
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If this parameter is not present, maxptinme is assunmed to be 80ns.

Not e, since the performance of nobst speech recognizers are
extrenely sensitive to consecutive FP | osses, if the user of the
payl oad format expects a high packet loss ratio for the session,
it MAY consider to explicitly choose a maxptinme value for the
session that is shorter than the default val ue.

ptime: see RFC2327 [ RFC2327].

Encodi ng considerations : This type is defined for transfer via RTP
[ RFC3550] as described in Sections 3 and 4 of RFC 3557

Security considerations : See Section 6 of RFC 3557

Person & email address to contact for further information:
Q aobi ng. Xi e@mt orol a. com

I ntended usage: COVMON. It is expected that many Vol P applications
(as well as nobile applications) will use this type.

Aut hor/ Change controll er
Q aobi ng. Xi e@mt orol a. com
| ETF Audi o/ Vi deo transport working group

5.1 Mapping M ME Parameters into SDP
The information carried in the MM nedia type specification has a
specific nmapping to fields in the Session Description Protocol (SDP)
[ RFC2327], which is commopnly used to describe RTP sessions. Wen SDP
is used to specify sessions enploying ES 201 018 DSR codec, the
mapping i s as foll ows:
o The MM type ("audio") goes in SDP "m=" as the nedia nane.

o The M ME subtype ("dsr-es201108") goes in SDP "a=rtpmap" as the
encodi hg nane.

o The optional parameter "rate" also goes in "a=rtpmap" as cl ock
rate.

0 The optional parameters "ptinme" and "nmaxptinme" go in the SDP
"a=ptinme" and "a=naxptinme" attributes, respectively.
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9.1

Xi e

Exanpl e of usage of ES 201 108 DSR:

mraudi o 49120 RTP/ AVP 101
a=rt prmap: 101 dsr-es201108/ 8000
a=maxpti nme: 40

Security Considerations

I mpl enent ati ons using the payl oad defined in this specification are
subject to the security considerations discussed in the RTP
specification [ RFC3550] and the RTP profile [RFC3551]. This payl oad
does not specify any different security services.

Contri butors

The foll owi ng individuals contributed to the design of this payl oad
format and the witing of this docunent: Q Xie (Mdtorola), D. Pearce
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(IBM, and, Hari Garudadri (Qual comm.
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