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Abst r act

Various routing protocols, including Open Shortest Path First (OSPF)
and Intermediate Systemto Internmediate System (1SIS), explicitly
al | ow "Equal - Cost Mul tipath" (ECMP) routing. Sone router

i npl ementations al so all ow equal -cost nultipath usage with RIP and
other routing protocols. The effect of nmultipath routing on a
forwarder is that the forwarder potentially has several next-hops for
any given destination and nust use sone nethod to choose whi ch next -
hop shoul d be used for a given data packet.

1. I nt roduction

Various routing protocols, including CSPF and ISIS, explicitly allow
"Equal - Cost Multipath" routing. Some router inplenentations also

al |l ow equal -cost nultipath usage with RIP and other routing
protocols. Using equal-cost multipath means that if multiple equal -
cost routes to the sanme destination exist, they can be discovered and
used to provide | oad bal anci ng anong redundant paths.

The effect of nultipath routing on a forwarder is that the forwarder
potentially has several next-hops for any given destination and nust
use sorme nethod to choose which next-hop should be used for a given
data packet. This neno summarizes current practices, problens, and
sol utions.
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Concer ns

Several router inplenentations allow nmultipath forwarding. This is
soneti mes done naively via round-robin, where each packet matching a
given destination route is forwarded using the subsequent next-hop,
in a round-robin fashion. This does provide a formof |oad

bal anci ng, but there are several problenms wth approaches such as
round-robin or random

Variabl e Path MU
Since each of the redundant paths nmay have a different MIU
this nmeans that the overall path MIU can change on a packet -
by- packet basis, negating the useful ness of path MIU di scovery.

Vari abl e Latencies
Si nce each of the redundant paths may have a different |atency
i nvol ved, havi ng packets take separate paths can cause packets
to always arrive out of order, increasing delivery |latency and
buffering requirenments.

Packet reordering causes TCP to believe that | oss has taken

pl ace when packets with higher sequence nunbers arrive before
an earlier one. Wen three or nore packets are received before
a "late" packet, TCP enters a node called "fast-retransmit" [6]
whi ch consunes extra bandwi dth (which could potentially cause
more | oss, decreasing throughput) as it attenpts to
unnecessarily retransmt the del ayed packet(s). Hence,
reordering can be detrinmental to network perfornance.

Debuggi ng
Conmon debugging utilities such as ping and traceroute are nuch
less reliable in the presence of nultiple paths and may even
present conpletely wong results.

In multicast routing, the problemwith nultiple paths is that

mul ticast routing protocols prevent |oops and duplicates by
constructing a single tree to all receivers of the sanme group
address. Milticast routing protocols deployed today (DVVMRP, Pl M DV
PIMSM [2] construct shortest-path trees rooted at either the
source, or another router known as a Core or Rendezvous Point.
Hence, the way they ensure that duplicates will not arise is that a
given tree nust use only a single next-hop towards the root of the
tree.
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3. Requirements

In the remai nder of this docunent, we will use the term"flow' to
represent the granularity at which the router keeps state (if at all)
for classes of traffic. The exact definition of a flow may depend on
the actual inplenentation. For exanple, a flow night be identified
solely by destination address, or it might be identified by (source
address, destination address, protocol id) triplet. Hence "flow' is
not necessarily synonynmous with the term"mcroflow' as used in RFC
2474 [7], which also includes port nunbers. |ndeed, including
transport-layer information in the next-hop sel ection process can
actually be problematic. For exanmple, if packets are fragnented, the
transport-layer information may not be avail able in every packet.

Furt hernmore, having the choice of path depend on transport-|ayer
fields may negate the benefit of caching information such as MU for
use in subsequent connections between the sane endpoints.

Al'l of the problens outlined in the previous section arise when
packets in the sanme unicast or nulticast "flow' are split anong
multiple paths. The natural solution is therefore to ensure that
packets for the sanme flow al ways use the sanme path.

Two additional features are desirable:

M ni mal di sruption
When multipath is used, neaning that nultiple routes contribute
val i d next-hops, the chances are higher of routes being added
and del eted from consideration than when only the "best" route
is used (in which case netric changes in alternate routes have
no effect on traffic paths). Since a higher nunber of routes
may actually be used for forwarding when nultipath is in use,
the potential for packet reordering and packet |oss due to
route flaps can be nmuch greater than when not using nultipath.
Hence, it is desirable to mninmze the nunber of active flows
affected by the addition or deletion of another next-hop

Fast inpl enentation
The anount of additional conputation required to forward a
packet should be small. For exanple, when doi ng round-robin,
this conputation mght consist of increnenting (nodulo the
nunber of next-hops) a next-hop index.

4. Solutions
We now provide three possible methods for inproving the performance

of multipath and then discuss their applicability to unicast and
mul ti cast forwarding.
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Modul o- N Hash
To select a next-hop fromthe list of N next-hops, the router
perfornms a nodul o-N hash over the packet header fields that
identify a flow This has the advantage of being fast, at the
expense of (N-1)/N of all flows changi ng paths whenever a
next-hop is added or renoved.

Hash- Thr eshol d
The router first selects a key by perform ng a hash over the
packet header fields that identify the flow. The N next-hops
have been assi gned uni que regions in the hash function's output
space. By conparing the hash val ue agai nst regi on boundaries
the router can determnine which region the hash val ue bel ongs to
and t hus which next-hop to use. This nmethod has the advant age
of only affecting fl ows near the regi on boundaries (or
t hreshol ds) when next-hops are added or renoved. For ECWP
hash-t hreshol d’ s | ookup can be done with a sinple division
(hash_value / fixed_region_size). Wen a next-hop is added or
removed, between 1/4 and 1/2 of all flows change paths. An
anal ysis of this nethod can be found in [3].

H ghest Random Wei ght (HRW
The router conmputes a key for EACH next-hop by performng a
hash over the packet header fields that identify the flow, as
wel |l as over the address of the next-hop. The router then
chooses the next-hop with the highest resulting key value [4].
Thi s has the advantage of mnim zing the nunber of flows
af fected by a next-hop addition or deletion (only 1/N of them,
but is approximately N tines as expensive as a nodul o-N hash

The applicability of these three alternatives depends on (at |east)
two factors: whether the forwarder maintains per-flow state, and how
precious CPU is to a multipath forwarder

Sone routers may nmaintain per-flow state for reasons other than for
supporting multipath. For exanple, routers typically keep per-flow
state for multicast flows so that they can nmaintain the |ist of
interfaces to which packets in the flow shoul d be copi ed.

If per-flow state is nmaintained in a nultipath forwarder, then

conput ation of the next-hop can be done by the router at state
creation time. This entails no additional conputations at packet
forwarding tinme conpared with normal forwarding to a single next-hop,
since the next-hop is preconputed. 1In this case, any nethod can be
used, including round-robin, random nodul o-N, hash-threshold or HRW
Hash functions such as nodul o-N, hash-threshold and HRWare better if
the forwarder state nmay be deleted for any reason during the lifetine
of a flow since subsequent next-hop conputations by the router will
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al ways sel ect the sanme path. This also inproves the useful ness of
debugging utilities such as traceroute. Finally, to nmaximze the
stability of paths (and hence the useful ness of traceroute, etc.),
the use of HRWis recomended over the other nethods nentioned
her ei n.

If per-flow state is not maintained by the forwarder, then using
mul ti pl e next-hops requires that the next-hop be cal cul ated at packet
arrival time. Wen CPUis nore precious than stability of flow

pat hs, hash-threshold is recommended over the other nethods nmentioned
her ei n.

4.1. Unicast Forwarding

Dependi ng on the inplenmentation, unicast forwarding may or may not
keep per-flow state. W recommend that where forwarder

i mpl ementations keep flow state, routers should use HRWat state
creation tinme (and next-hop deletion tine) to sel ect the next-hop,
and that forwarders without per-flow state use hash-threshol d.

4.2. Milticast Forwarding

Today’'s multicast forwardi ng engi nes use a cache of forwarding
entries indexed by group (or group prefix) and source (or source
prefix). This neans that today's multicast forwarder’s always keep
per-flow state, although for sonme multicast routing protocols, the
"flow' may be fairly coarse (e.g., traffic fromall sources to the
sanme destination). Since per-flow state is kept by the forwarder, it
is reconmended that the router always use HRWto sel ect the next-hop

Rout ers using explicit-joining protocols such as PIMSM[5] should
thus use the nultipath information when determ ning to which nei ghbor
a join message should be sent. For exanple, when multiple next-hops
exi st for a given Rendezvous Point (RP) toward which a (*, G Join
shoul d be sent, it is recomended that HRWbe used to select the
next-hop to use for each group

5. Applicability

The al gorithns di scussed above (except round-robin) all rely on sone
formof hash function. Equal flow distribution is achi eved when the
hash function is uniformy distributed. Since the commonly used hash
functions only becone uniformy distributed when the nunber of inputs
is relatively large, these algorithms are nore applicable to routers
used to route many flows, than in, for exanple, a small business
setting.
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6. Redundant Parall el Links

A rel ated probl em occurs when multiple parallel links are used
bet ween the sanme pair of routers. A common solution is to bundle the
two links together into a "super"-link when is then used for routing.

For multicast forwarding, this results in the two Iinks being reduced
to a single next-hop (over the conbined Iink) which can be used to
prevent duplicates. Wen a unicast or multicast packet is queued to
the conbined |ink, sone nethod, such as those discussed earlier, is
still required to determ ne the physical link on which to transmt
the packet. |If the parallel links are identical, then nost of the
concerns discussed in this docunent are avoided with the conbi ned
link. The exception is packet reordering, which can still occur with
round-robin, adversely affecting TCP

7. Security Considerations

Thi s docunent di scusses issues with various nmethods of choosing a
next-hop fromanong nmultiple valid next-hops. As such, it does not
directly inmpact the security of the Internet infrastructure or its
appl i cations.

One issue that is worth nentioning, however, is that when next-hop
sel ection is predictable, an attacker can synthesize traffic that
will all hash the same, naking it possible to launch a deni al - of -
service attack that overloads a particular path. Since a specia
case of this is when the sane (single) next-hop is always sel ected,
such an attack is easiest when nultipath is not being used.

I ntroducing multipath routing can nake such an attack nore difficult;
the nore unpredictable the hash is, the harder it becones to conduct
a deni al -of -service attack against any single |ink
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10. Full Copyright Statenent
Copyright (C) The Internet Society (2000). All R ghts Reserved.

Thi s docunent and translations of it may be copied and furnished to
others, and derivative works that comment on or otherwi se explain it
or assist in its inplenentation my be prepared, copied, published
and distributed, in whole or in part, without restriction of any

ki nd, provided that the above copyright notice and this paragraph are
included on all such copies and derivative works. However, this
docunent itself may not be nodified in any way, such as by renoving
the copyright notice or references to the Internet Society or other
I nternet organi zations, except as needed for the purpose of
devel opi ng I nternet standards in which case the procedures for
copyrights defined in the Internet Standards process nust be
followed, or as required to translate it into | anguages ot her than
Engl i sh.

The Iimted perm ssions granted above are perpetual and will not be
revoked by the Internet Society or its successors or assigns.

Thi s docunent and the information contained herein is provided on an
"AS |S" basis and THE | NTERNET SOCI ETY AND THE | NTERNET ENG NEERI NG
TASK FORCE DI SCLAI M5 ALL WARRANTI ES, EXPRESS OR | MPLI ED, | NCLUDI NG
BUT NOT LI M TED TO ANY WARRANTY THAT THE USE OF THE | NFORMATI ON
HEREI N W LL NOT | NFRI NGE ANY RI GHTS OR ANY | MPLI ED WARRANTI ES OF
MERCHANTABI LI TY OR FI TNESS FOR A PARTI CULAR PURPCSE
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