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1. Introduction and Mdtivation

The transition mechani sns specified in [ TRANS- MECH handl e t he case
of dual |Pv4/1Pv6 hosts interoperating with both dual hosts and

| Pv4-only hosts, which is needed early in the transition to |Pv6.

The dual hosts are assigned both an I Pv4 and one or nore |Pv6
addresses. As the nunber of available globally unique | Pv4 addresses
becones smaller and snmaller as the Internet grows there will be a
desire to take advantage of the large | Pv6 address and not require
that every new I nternet node have a permanently assigned |Pv4

addr ess.

There are several different scenarios where there m ght be |IPv6-only
hosts that need to conmunicate with I Pv4-only hosts. These |Pv6
hosts mi ght be | Pv4-capable, i.e. include an IPv4 inpl enentation but
not be assigned an | Pv4 address, or they night not even include an

| Pv4 i npl emrent ati on.

- A completely new network with new devices that all support |Pv6.

In this case it mght be beneficial to not have to configure the
routers within the new network to route |IPv4 since none of the
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hosts in the new network are configured with | Pv4 addresses. But
these new | Pv6 devi ces m ght occasionally need to comunicate with
some | Pv4 nodes out on the Internet.

- An existing network where a | arge nunber of |Pv6 devices are
added. The I Pv6 devices night have both an I Pv4 and an | Pv6
protocol stack but there is not enough gl obal |Pv4 address space
to give each one of them a permanent |Pv4 address. In this case
it is nmore likely that the routers in the network already route
I Pv4 and are upgraded to dual routers.

However, there are other potential solutions in this area:

- If there is no IPvd routing inside the network i.e., the cloud
that contains the new devices, some possible solutions are to
either use the translators specified in this docunent at the
boundary of the cloud, or to use Application Layer Gateways (ALQ
on dual nodes at the cloud s boundary. The ALG solution is |ess
flexible in that it is application protocol specific and it is
al so |l ess robust since an ALG box is likely to be a single point
of failure for a connection using that box.

- Oherwise, if IPv4 routing is supported inside the cloud and the
i npl ement ati ons support both IPv6 and IPv4 it might suffice to
have a mechanismfor allocating a tenporary address | Pv4 and use
I Pv4 end to end when conmmuni cating with | Pv4-only nodes. However,
it would seemthat such a solution would require the pool of
tenmporary | Pv4 addresses to be partitioned across all the subnets
in the cloud which would either require a | arger pool of |Pv4
addresses or result in cases where comunication would fail due to
no avail able | Pv4 address for the node’s subnet.

Thi s docunent specifies an algorithmthat is one of the conponents
needed to nake | Pv6-only nodes interoperate with I Pv4-only nodes.

O her conponents, not specified in this docunment, are a nechanism for
the I Pv6-only node to sonehow acquire a tenporary |Pv4 address, and a
mechani sm for providing routing (perhaps using tunneling) to and from
the tenporary | Pv4 address assigned to the node.

The tenporary | Pv4 address will be used as an |IPv4-translated | Pv6
address and the packets will travel through a stateless |IP/|CW
translator that will translate the packet headers between | Pv4 and
I Pv6 and translate the addresses in those headers between |Pv4
addresses on one side and | Pv4-transl ated or |Pv4-mapped | Pv6
addresses on the other side.
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Thi s specification does not cover how an | Pv6 node can acquire a
tenmporary | Pv4 address and how such a tenporary address be registered
in the DNS. The DHCP protocol, perhaps with some extensions, could
probably be used to acquire tenporary addresses with short | eases but
that is outside the scope of this docunent. Also, the nechanismfor
routing this IPv4-translated | Pv6 address in the site is not
specified in this docunent.

The figures bel ow show how the Stateless IP/1CVW Transl ation
algorithm (SIIT) can be used initially for small networks (e.g., a
single subnet) and later for a site which has I Pv6-only hosts in a
dual | Pv4/1Pv6 network. This use assunes a nmechanismfor the |Pv6
nodes to acquire a tenporary address fromthe pool of |IPv4 addresses.
Note that SIIT is not likely to be useful later during transition
when nost of the Internet is IPv6 and there are only small islands of
| Pv4 nodes, since such use would either require the | Pv6 nodes to
acquire tenporary | Pv4 addresses froma "distant" SII T box operated
by a different adm nistration, or require that the | Pv6 routing
contain routes for |Pv6-mapped addresses. (The latter is known to be
a very bad idea due to the size of the IPv4 routing table that would
potentially be injected into IPv6 routing in the form of |Pv4-nmapped
addr esses.)

/ \
[IPv6 Host]---[SIIT]--------- < | Pv4 network>--[1Pv4 Host]
\- /
(pool of |Pv4 addresses)
| Pv4-transl atable -> | Pv4->| Pv4 addresser
| Pv4- mapped

Figure 1. Using SIIT for a single |Pv6-only subnet.

/ \ / \
[1Pv6 Host]--< Dual network>--[SIIT]--< |Pv4d network>--[1Pv4 Host]
\- / | \- /
(pool of |Pv4 addresses)
| Pv4-transl atable -> | Pv4->| Pv4 addr esser
| Pv4- mapped

Figure 2. Using SIIT for an IPv6-only or dual cloud (e.g. a site)
whi ch contains sonme | Pv6-only hosts as well as | Pv4 hosts.
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The protocol translators are assuned to fit around sone piece of

topol ogy that includes some | Pv6-only nodes and that may al so include
I Pv4 nodes as well as dual nodes. There has to be a translator on
each path used by routing the "transl atabl e" packets in and out of
this cloud to ensure that such packets always get translated. This
does not require a translator at every physical connection between
the cloud and the rest of the Internet since the routing can be used
to deliver the packets to the translator.

The 1 Pv6-only node comunicating with an | Pv4 node through a
translator will see an | Pv4-mapped address for the peer and use an

| Pv4-transl atabl e address for its |ocal address for that

communi cati on. When the |IPv6-only node sends packets the | Pv4-mapped
address indicates that the translator needs to translate the packets.
VWhen the |1 Pv4 node sends packets those will translated to have the

| Pv4-transl atabl e address as a destination; it is not possible to use
an | Pv4-mapped or an | Pv4-conpati bl e address as a destination since
that would either route the packet back to the translator (for the

| Pv4- mapped address) or make the packet be encapsulated in |Pv4 (for
the |1 Pv4-conpatibl e address). Thus this specification introduces the
new notion of an |IPv4-transl atabl e address.

1.1. Applicability and Limtations

The use of this translation algorithmassunes that the | Pv6 network
is sonehow well connected i.e. when an | Pv6 node wants to comrunicate
wi th another | Pv6 node there is an I Pv6 path between them Various
tunnel i ng schenes exi st that can provide such a path, but those
mechani sns and their use is outside the scope of this docunent.

The 1 Pv6 protocol [IPv6] has been designed so that the TCP and UDP
pseudo- header checksums are not affected by the translations
specified in this docunent, thus the translator does not need to
nmodi fy normal TCP and UDP headers. The only exceptions are
unfragmented | Pv4 UDP packets which need to have a UDP checksum
conput ed since a pseudo- header checksumis required for UDP in | Pv6.
Al so, I CWPv6 include a pseudo-header checksumbut it is not present
in |CVWPv4 thus the checksumin | CVP nessages need to be nodified by
the translator. 1In addition, ICVP error nmessages contain an IP
header as part of the payload thus the translator need to rewite
those parts of the packets to nmake the receiver be able to understand
the included | P header. However, all of the translator’s operations,
i ncluding path MIU di scovery, are stateless in the sense that the
transl at or operates independently on each packet and does not retain
any state fromone packet to another. This allows redundant

transl ator boxes w thout any coordi nation and a gi ven TCP connection
can have the two directions of packets go through different
transl at or boxes.
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The translating function as specified in this docunent does not
translate any I Pv4 options and it does not translate |IPv6 routing
headers, hop-by-hop extension headers, or destination options
headers. It could be possible to define a translation between source
routing in IPv4 and | Pv6. However such a translati on would not be
semantically correct due to the slight differences between the | Pv4
and | Pv6 source routing. Also, the useful ness of source routing when
goi ng through a header translator mght be [imted since all the

I Pv6-only routers would need to have an | Pv4-transl ated | Pv6 address
since the I Pvd-only node will send a source route option containing
only | Pv4d addresses.

At first sight it mght appear that the IPsec functionality [|Pv6-SA
| Pv6- ESP, | Pv6- AH can not be carried across the translator.

However, since the translator does not nodify any headers above the
logical IP layer (IP headers, |Pv6 fragnment headers, and | CWP
nmessages) packets encrypted using ESP in Transport-node can be
carried through the translator. [Note that this assunes that the key
managenment can operate between the | Pv6-only node and the | Pv4-only
node.] The AH conputation covers parts of the |IPv4 header fields
such as | P addresses, and the identification field (fields that are
either imutable or predictable by the sender) [IPv6-AUTH . Wile
the SIIT algorithmis specified so that those | Pv4 fields can be
predicted by the I Pv6 sender it is not possible for the | Pv6 receiver
to determne the value of the IPv4 Identification field in packets
sent by the I Pv4 node. Thus as the translation algorithmis
specified in this docunent it is not possible to use end-to-end AH
through the transl ator.

For ESP Tunnel -node to work through the translator the | Pv6 node
woul d have to be able to both parse and generate "inner" |Pv4 headers
since the inner IP will be encrypted together with the transport

pr ot ocol

Thus in practise, only ESP transport node is relatively easy to nake
wor k through a transl ator

I Pv4 nulticast addresses can not be mapped to | Pv6 multicast
addresses. For instance, ::ffff:224.1.2.3 is an |Pv4 mapped | Pv6
address with a class D address, however it is not an | Pv6 nulticast
address. Wile the I P/ICVWP header translation aspect of this nmeno in
theory works for multicast packets this address mapping linmtation
makes it inpossible to apply the techniques in this neno for

mul ticast traffic.
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1.2. Assunptions

The 1 Pv6 nodes using the translator nmust have an | Pv4-transl ated | Pv6
address while it is conmunicating with | Pv4-only nodes.

The use of the algorithmassunmes that there is an | Pv4 address poo
used to generate | Pv4-transl ated addresses. Routing needs to be able
to route any | Pv4 packets, whether generated "outside" or "inside"
the translator, destined to addresses in this pool towards the
translator. This inplies that the address pool can not be assigned
to subnets but nmust be separated fromthe | Pv4 subnets used on the
"inside" of the translator

Fragmented | Pv4 UDP packets that do not contain a UDP checksum (i.e.
the UDP checksumfield is zero) are not of significant use over

wi de-areas in the Internet and will not be translated by the
translator. An informal trace [MLLER] in the backbone showed that
out of 34,984,468 | P packets there were 769 fragnented UDP packets
with a zero checksum However, all of themwere due to malicious or
broken behavior; a port scan and first fragnents of |P packets that
are not a multiple of 8 bytes.

1.3. Inpact Qutside the Network Layer

The potential existence of stateless IP/ICVWP translators is already
taken care of froma protocol perspective in [IPv6]. However, an

| Pv6 node that wants to be able to use translators needs sone
additional logic in the network | ayer.

The network layer in an | Pv6-only node, when presented by the
application with either an | Pv4 destination address or an | Pv4-mapped
| Pv6 destination address, is likely to drop the packet and return
some error nessage to the application. In order to take advantage of
translators such a node should instead send an | Pv6 packet where the
destination address is the | Pv4-nmapped address and the source address
is the node’'s tenporarily assigned | Pv4-translated address. |[If the
node does not have a tenporarily assigned |Pv4-transl ated address it
shoul d acquire one using nechani snms that are not discussed in this
docunent .

Note that the above also applies to a dual |Pv4/1Pv6 inplenentation
node which is not configured with any | Pv4 address.

There are no extra changes needed to applications to operate through
a transl ator beyond what applications already need to do to operate
on a dual node. The applications that have been nodified to work on
a dual node already have the nechanisns to deternine whether they are
comuni cating with an 1 Pv4 or an IPv6 peer. Thus if the applications
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need to nmodify their behavior depending on the type of the peer, such
as ftp determ ning whether to fallback to using the PORT/PASV conmand
when EPRT/EPSV fails (as specified in [FTPEXT]), they already need to
do that when running on dual nodes and the presense of translators
does not add anything. For exanple, when using the socket API

[ BSDAPI] the applications know that the peer is IPv6 if they get an
AF_| NET6 address fromthe name service and the address is not an

| Pv4- mapped address (i.e., IN6_IS ADDR VAMAPPED returns false). |If
this is not the case, i.e., the address is AF_INET or an | Pv4-mapped
| Pv6 address, the peer is |Pv4.

One way of viewing the translator, which nmight help clarify why
applications do not need to know that a translator is used, is to
|l ook at the information that is passed fromthe transport |layer to

the network layer. |If the transport passes down an | Pv4 address
(whether or not is in the | Pv4d-mapped encoding) this nmeans that at
sonme point there will be |IPv4 packets generated. |In a dual node the
generation of the | Pv4 packets takes place in the sending node. In

an | Pv6-only node conceptually the only difference is that the |Pv4
packet is generated by the translator - all the information that the
transport |ayer passed to the network layer will be conveyed to the
translator in sonme form That formjust "happens"” to be in the form
of an | Pv6 header.

2. Term nol ogy

Thi s docunents uses the term nol ogy defined in [IPv6] and
[ TRANS-MECH with these clarifications:

| Pv4 capabl e node:
A node whi ch has an | Pv4 protocol stack
In order for the stack to be usable the node nust be
assigned one or nore | Pv4 addresses.

| Pv4 enabl ed node:
A node whi ch has an | Pv4 protocol stack
and is assigned one or nore | Pv4 addresses. Both
| Pv4d-only and | Pv6/ 1 Pv4 nodes are | Pv4 enabl ed.

| Pv6 capabl e node:
A node which has an | Pv6 protocol stack
In order for the stack to be usable the node nust be
assigned one or nore | Pv6 addresses.

| Pv6 enabl ed node:
A node which has an | Pv6 protocol stack
and is assigned one or nore | Pv6 addresses. Both
| Pv6-only and | Pv6/ I Pv4 nodes are | Pv6 enabl ed.
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2.1. Addresses

In addition to the forns of addresses defined in [ ADDR-ARCH this
docunent al so introduces the new form of |Pv4-transl ated address.
This is needed to avoid using |Pv4-conpatible addresses outside the
i ntended use of automatic tunneling. Thus the address forns are:

| Pv4- mapped:
An address of the formO::ffff:a.b.c.d which refers
to a node that is not I Pv6-capable. 1In addition to

its use in the APl this protocol uses |Pv4-nmapped
addresses in | Pv6 packets to refer to an | Pv4 node.

| Pv4- conpati bl e:
An address of the formO0::0:a.b.c.d which refers to
an | Pv6/ 1 Pv4 node that supports automatic tunneling.
Such addresses are not used in this protocol.

| Pv4-transl at ed:
An address of the formO::ffff:0:a.b.c.d which refers
to an I Pv6-enabl ed node. Note that the prefix
0::ffff:0:0:0/96 is chosen to checksumto zero to
avoi d any changes to the transport protocol’s pseudo
header checksum

2.2. Requirements

The keywords MJST, MJST NOT, REQUI RED, SHALL, SHALL NOT, SHOULD
SHOULD NOT, RECOMVENDED, MAY, and OPTI ONAL, when they appear in this
docunent, are to be interpreted as described in [ KEYWORDS] .

3. Translating fromlPv4d to | Pv6

When an | Pv4-to-1Pv6 translator receives an | Pv4 dat agram addressed
to a destination that lies outside of the attached IPv4 island, it
transl ates the | Pv4 header of that packet into an | Pv6 header. It
then forwards the packet based on the I Pv6 destination address. The
original 1Pv4d header on the packet is renoved and replaced by an | Pv6
header. Except for |ICMP packets the transport |ayer header and data
portion of the packet are | eft unchanged.
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R + R +
| | Pv4 | | | Pv6 |
| Header | | Header |
S + S +
| Transport | |  Fragnent |
| Layer | ===> | Header |
| Header | | (not al ways) |
o m e e e oo - + o m e e e oo - +
| | | Transport |
~ Dat a ~ | Layer |
| | | Header |
S + S +

I I

~ Dat a ~

| |

S +

| Pv4-to-1Pv6 Transl ation

One of the differences between IPv4 and IPv6 is that in IPv6 path MIU
di scovery is mandatory but it is optional in IPv4. This inplies that
IPv6 routers will never fragnent a packet - only the sender can do
fragmentati on.

When the |1 Pv4 node perfornms path MIU di scovery (by setting the DF bit
in the header) the path MIU di scovery can operate end-to-end i.e.
across the translator. |In this case either 1Pv4d or I Pv6 routers

m ght send back | CMP "packet too big" nessages to the sender. Wen
these ICVWP errors are sent by the IPv6 routers they will pass through
a translator which will translate the ICMP error to a formthat the

| Pv4 sender can understand. 1In this case an |IPv6 fragment header is
only included if the |IPv4 packet is already fragnented.

However, when the | Pv4 sender does not perform path MIU di scovery the
translator has to ensure that the packet does not exceed the path Mru
on the IPv6 side. This is done by fragnmenting the |IPv4 packet so
that it fits in 1280 byte | Pv6 packet since |Pv6 guarantees that 1280
byt e packets never need to be fragmented. Al so, when the | Pv4 sender
does not perform path MIU di scovery the translator MJST al ways
include an | Pv6 fragnent header to indicate that the sender allows
fragnmentation. That is needed should the packet pass through an

| Pv6-to-1Pv4 transl ator.

The above rul es ensure that when packets are fragnmented either by the
sender or by IPv4 routers that the |oworder 16 bits of the fragnent
identification is carried end-end to ensure that packets are
correctly reassenbled. In addition, the rules use the presence of an
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| Pv6 fragment header to indicate that the sender night not be using
pat h MrU di scovery i.e. the packet should not have the DF flag set
should it later be translated back to | Pv4.

O her than the special rules for handling fragnents and path MIuU

di scovery the actual translation of the packet header consists of a
si npl e mappi ng as defined below. Note that | CVMP packets require
special handling in order to translate the content of |ICWP error
message and al so to add the | CMP pseudo- header checksum

3.1. Translating | Pv4 Headers into | Pv6 Headers

If the DF flag is not set and the | Pv4 packet will result in an |IPv6
packet | arger than 1280 bytes the |Pv4 packet MUST be fragmented
prior to translating it. Since |Pv4 packets with DF not set wll

al ways result in a fragnment header being added to the packet the |Pv4
packets nust be fragnented so that their |ength, excluding the |Pv4d
header, is at nobst 1232 bytes (1280 minus 40 for the | Pv6 header and
8 for the Fragnent header). The resulting fragments are then

transl ated i ndependently using the | ogic described bel ow

If the DF bit is set and the packet is not a fragnent (i.e., the M
flag is not set and the Fragnment Offset is zero) then there is no
need to add a fragnment header to the packet. The |IPv6 header fields
are set as foll ows:

Ver si on:
6

Traffic C ass:
By default, copied fromIP Type O Service and
Precedence field (all 8 bits are copied). According
to [DIFFSERV] the semantics of the bits are identica
in |Pv4d and | Pv6. However, in sonme |Pv4 environments
these fields mght be used with the old senmantics of
"Type OF Service and Precedence". An inplenentation
of a translator SHOULD provide the ability to ignore
the I1Pv4 "TCS" and always set the IPv6 traffic class
to zero.

Fl ow Label
0 (all zero bits)

Payl oad Lengt h:

Total |length value fromIPv4 header, mnus the size
of the I Pv4 header and |IPv4 options, if present.
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Next Header:
Protocol field copied froml|Pv4 header

Hop Limt:
TTL val ue copied from|Pv4 header. Since the
translator is a router, as part of forwarding the
packet it needs to decrenment either the |Pv4 TTL
(before the translation) or the IPv6 Hop Limt (after
the translation). As part of decrementing the TTL or
Hop Limt the translator (as any router) needs to
check for zero and send the | CvWPv4 or | CMPv6 "ttl
exceeded" error.

Sour ce Address:
The | oworder 32 bits is the | Pv4 source address.
The high-order 96 bits is the |Pv4-napped prefix
(::ffff:0:0/96)

Desti nati on Address:
The | oworder 32 bits is the | Pv4 destination
address. The high-order 96 bits is the | Pv4-
translated prefix (0::ffff:0:0:0/96)

If IPv4 options are present in the | Pv4 packet, they are ignored
i.e., there is no attenpt to translate them However, if an

unexpi red source route option is present then the packet MJST instead
be di scarded, and an | CVPv4 "destinati on unreachabl e/ source route
failed" (Type 3/ Code 5) error message SHOULD be returned to the
sender.

If there is need to add a fragnment header (the DF bit is not set or
the packet is a fragment) the header fields are set as above with the
foll owi ng excepti ons:

I Pv6 fields:
Payl oad Lengt h:
Total |length value fromI|Pv4 header, plus 8 for the
fragment header, mnus the size of the |IPv4 header
and |1 Pv4 options, if present.

Next Header:
Fragment Header (44).

Fragment header fiel ds:

Next Header:
Protocol field copied froml|Pv4d header.
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Fragment O fset:
Fragment O fset copied fromthe | Pv4d header.

M fl ag:
More Fragnents bit copied fromthe | Pv4d header

I dentification:
The | oworder 16 bits copied fromthe Identification
field in the I Pv4 header. The high-order 16 bits set
to zero.

3.2. Translating UDP over |Pv4

If a UDP packet has a zero UDP checksumthen a valid checksum nust be
calculated in order to translate the packet. A stateless translator
can not do this for fragnmented packets but [ MLLER] indicates that
fragmented UDP packets with a zero checksum appear to only be used
for malicious purposes. Thus this is not believed to be a noticeable
limtation.

VWhen a translator receives the first fragnment of a fragnented UDP

| Pv4 packet and the checksumfield is zero the translator SHOULD drop
the packet and generate a system nmanagenent event specifying at |east
the I P addresses and port nunbers in the packet. Wen it receives
fragments other than the first it SHOULD silently drop the packet,
since there is no port information to | og.

When a translator receives an unfragmented UDP | Pv4 packet and the
checksum field is zero the translator MJUST conpute the m ssing UDP
checksum as part of translating the packet. Al so, the translator
SHOULD maintain a counter of how nmany UDP checksuns are generated in
this manner.

3.3. Translating | CMPv4 Headers into | CVMPv6 Headers
Al 1 VWP nmessages that are to be translated require that the | Cw
checksum field be updated as part of the translation since | CVPv6,
unli ke | CMPv4, has a pseudo- header checksum just |ike UDP and TCP
In addition all |1 CWP packets need to have the Type val ue transl ated

and for ICVMP error nessages the included | P header al so needs
transl ati on.

Nor drar k St andards Track [ Page 13]



RFC 2765 SIIT February 2000

The actions needed to translate various | CMPv4 nessages are:
| CMPv4 query nessages:

Echo and Echo Reply (Type 8 and Type 0)
Adjust the type to 128 and 129, respectively, and adjust the
| CMP checksum both to take the type change into account and
to include the | CMPv6 pseudo- header.

I nformati on Request/Reply (Type 15 and Type 16)
osol eted in ICvWPv4. Silently drop.

Ti mestanp and Ti mestanp Reply (Type 13 and Type 14)
osol eted in 1CWPv6. Silently drop.

Addr ess Mask Request/Reply (Type 17 and Type 18)
osol eted in ICVWPv6. Silently drop.

| CMP Rout er Advertisenent (Type 9)
Singl e hop nmessage. Silently drop.

| CMP Router Solicitation (Type 10)
Singl e hop nessage. Silently drop.

Unknown | CMPv4 types
Silently drop.

| GW nessages:

Wil e the MLD nessages [M.D] are the |ogical |Pv6
counterparts for the IPv4 | GWP nessages all the "normal" | GW
messages are singl e-hop nessages and should be silently
dropped by the translator. Oher |GW nessages m ght be used
by nmulticast routing protocols and, since it would be a
configuration error to try to have router adjacencies across
I Pv4/ 1 Pv6 translators those packets should also be silently
dr opped.

| CMPv4 error nessages:
Destination Unreachable (Type 3)
For all that are not explicitly listed bel ow set the Type to
1.
Transl ate the code field as foll ows:

Code 0, 1 (net, host unreachable):
Set Code to O (no route to destination).
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(protocol unreachable):

Translate to an | CMPv6 Par aneter Problem (Type 4,
Code 1) and nake the Pointer point to the 1 Pv6 Next
Header fi el d.

(port unreachabl e):
Set Code to 4 (port unreachable).

(fragmentati on needed and DF set):

Translate to an | CMPv6 Packet Too Bi g nessage (Type
2) with code 0. The MU field needs to be adjusted
for the difference between the | Pv4 and | Pv6 header
sizes. Note that if the IPv4 router did not set
the MIU field i.e. the router does not inplenent

[ PMTW4], then the translator nust use the pl ateau
val ues specified in [PMIW4] to deternine a likely
path MrU and include that path MU in the | CMPv6
packet. (Use the greatest plateau value that is

| ess than the returned Total Length field.)

(source route failed):

Set Code to O (no route to destination). Note that
this error is unlikely since source routes are not
transl at ed.

7

Set Code to O (no route to destination).

Set Code to O (no route to destination).

10 (communication wi th destination host

adm nistratively prohibited):

Set Code to 1 (comunication with destination
admi ni stratively prohibited)

Code 11, 12:

Set Code to O (no route to destination).

Redi rect (Type 5)
Singl e hop nessage. Silently drop

Source Quench (Type 4)
bsoleted in I1CWv6. Silently drop

Ti me Exceeded (Type 11)
Set the Type field to 3. The Code field is unchanged.
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Par aret er Probl em (Type 12)
Set the Type field to 4. The Pointer needs to be updated to
point to the corresponding field in the translated include
| P header.

3.4. Translating | CMPv4 Error Messages into | CMPv6

There are sone differences between the I Pv4 and the I Pv6 | CVP error
message formats as detailed above. 1In addition, the |CVMP error
messages contain the | P header for the packet in error which needs to
be translated just like a normal | P header. The translation of this
"packet in error" is likely to change the length of the datagramthus
the Payl oad Length field in the outer |1 Pv6 header might need to be
updat ed.

S + S +
| | Pv4 | | | Pv6 |
| Header | | Header |
R + R +
| | CvPv4 | | | CMPv 6 |
| Header | | Header |
S + S +
| | Pv4 | ===> | | Pv6 |
| Header | | Header |
R + R +
| Parti al | | Parti al |
| Transport | | Transport |
| Layer | |  Layer |
| Header | | Header |
S + S +

| Pv4-to-1Pv6 |CVMP Error Transl ation

The translation of the inner | P header can be done by recursively
i nvoki ng the function that translated the outer |P headers.

3.5. Knowing when to Translate
The translator is assuned to know the pool (s) of |Pv4 address that
are used to represent the internal IPv6-only nodes. Thus if the |IPv4

destination field contains an address that falls in these configured
sets of prefixes the packet needs to be translated to | Pv6.
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4.

Translating fromIPv6 to | Pv4d

When an | Pv6-to-1Pv4 translator receives an | Pv6 dat agram addr essed
to an I Pv4-napped | Pv6 address, it translates the | Pv6 header of that
packet into an I Pv4 header. It then forwards the packet based on the
| Pv4 destination address. The original |Pv6 header on the packet is
renoved and replaced by an | Pv4 header. Except for |CW packets the
transport |ayer header and data portion of the packet are left
unchanged.

Fom e o - + Fom e o - +
| | Pv6 | | | Pv4 |
| Header | | Header |
o m e e e oo - + o m e e e oo - +
| Fragnent | | Transport |
| Header | ===> | Layer |
| (if present) | | Header |
S + S +
| Transport | | |
| Layer | ~ Dat a ~
| Header | | |
S + S +
I I

~ Dat a ~

I I

o m e e e oo - +

| Pv6-to-1Pv4 Transl ation

There are sone differences between IPv6 and | Pv4 in the area of
fragmentation and the minimumlink MU that effect the translation

An I Pv6 |link has to have an MIU of 1280 bytes or greater. The
corresponding limt for IPv4 is 68 bytes. Thus, unless there were
speci al nmeasures, it would not be possible to do end-to-end path MIuU
di scovery when the path includes an | Pv6-to-1Pv4 transl ator since the
| Pv6 node m ght receive | CVWP "packet too big" nmessages originated by
an | Pv4 router that report an MIU | ess than 1280. However, [ Pv6]
requires that |Pv6 nodes handl e such an | CMP "packet too big" nessage
by reducing the path MIU to 1280 and including an | Pv6 fragnent
header with each packet. This allows end-to-end path MIU di scovery
across the translator as long as the path MU is 1280 bytes or
greater. Wen the path MIU drops below the 1280 linmt the |IPv6
sender will originate 1280 byte packets that will be fragmented by

I Pv4 routers along the path after being translated to | Pv4.

The only drawback with this schene is that it is not possible to use
PMIU to do optimal UDP fragnmentation (as opposed to conpletely
avoi ding fragnmentation) at sender since the presence of an | Pv6
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Fragment header is interpreted that is it OKto fragnent the packet
on the I1Pv4 side. Thus if a UDP application wants to send | arge
packets i ndependent of the PMIU, the sender will only be able to
determne the path MU on the I Pv6 side of the translator. |If the
path MU on the I Pv4 side of the translator is smaller then the | Pv6
sender will not receive any ICVWP "too big" errors and can not adjust
the size fragnents it is sending.

O her than the special rules for handling fragnents and path MU

di scovery the actual translation of the packet header consists of a
si nmpl e mappi ng as defined below. Note that | CMP packets require
special handling in order to translate the content of |ICWVP error
message and al so to add the | CVMP pseudo- header checksum

4.1. Translating | Pv6 Headers into | Pv4 Headers

If there is no | Pv6 Fragnment header the | Pv4 header fields are set as
fol | ows:

Ver si on:
4

I nt ernet Header Length:
5 (no | Pv4 options)

Type of Service and Precedence:
By default, copied fromthe IPv6 Traffic Class (all 8
bits). According to [D FFSERV] the semantics of the
bits are identical in IPv4 and | Pv6. However, in
some | Pv4 environnents these bits might be used with
the old semantics of "Type O Service and
Precedence”. An inplenentation of a translator
SHOULD provide the ability to ignore the IPv6 traffic
class and al ways set the IPv4 "TOS" to zero.

Total Lengt h:
Payl oad | ength value from|Pv6 header, plus the size
of the | Pv4 header.

Identification:
Al zero.

Fl ags:
The More Fragnments flag is set to zero. The Don't
Fragnments flag is set to one.

Fragment O fset:
Al zero.
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Time to Live:
Hop Limt value copied fromI|Pv6 header. Since the
translator is a router, as part of forwarding the
packet it needs to decrenent either the |Pv6 Hop
Limt (before the translation) or the IPv4 TTL (after
the translation). As part of decrenmenting the TTL or
Hop Limt the translator (as any router) needs to
check for zero and send the 1CwPv4 or | CWPV6 "ttl
exceeded" error.

Pr ot ocol
Next Header field copied froml|Pv6 header

Header Checksum
Conput ed once the | Pv4 header has been created.

Sour ce Address
If the | Pv6 source address is an | Pv4-transl ated
address then the loworder 32 bits of the |Pv6 source
address is copied to the |1 Pv4 source address.
O herwi se, the source address is set to 0.0.0.0. The
use of 0.0.0.0 is to avoid conpletely dropping e.g.
| CMPv6 error nessages sent by |Pv6-only routers which
makes e.g. traceroute present sonmething for the
| Pv6-only hops.

Desti nati on Address:
| Pv6 packets that are translated have an | Pv4- mapped
destination address. Thus the loworder 32 bits of
the I Pv6 destination address is copied to the |Pv4
destination address.

If any of an | Pv6 hop-by-hop options header, destination options
header, or routing header with the Segnents Left field equal to zero
are present in the | Pv6 packet, they are ignored i.e., there is no
attenpt to translate them However, the Total Length field and the
Protocol field would have to be adjusted to "skip" these extension
header s.

If a routing header with a non-zero Segnents Left field is present
then the packet MUST NOT be translated, and an | CMPv6 "paraneter
probl em erroneous header field encountered" (Type 4/ Code 0) error
message, with the Pointer field indicating the first byte of the
Segnments Left field, SHOULD be returned to the sender.
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If the I Pv6 packet contains a Fragnment header the header fields are
set as above with the foll ow ng exceptions:

Total Length:
Payl oad | ength value from|Pv6 header, mnus 8 for
the Fragnent header, plus the size of the | Pv4
header .

I dentification:
Copied fromthe | oworder 16-bits in the
Identification field in the Fragnent header.

Fl ags:
The More Fragnments flag is copied fromthe Mflag in
the Fragnent header. The Don’t Fragnents flag is set
to zero allowing this packet to be fragnented by |Pv4
routers.

Fragment O fset:
Copied fromthe Fragnent Offset field in the Fragnent
Header .

Prot ocol :
Next Header val ue copied from Fragnment header.

4.2. Translating | CMPv6 Headers into | CMPv4 Headers
Al 1 CVP nessages that are to be translated require that the | Cw
checksum field be updated as part of the translation since | CMPV6,
unli ke | CMPv4, has a pseudo- header checksum just |ike UDP and TCP.

In addition all |1CWP packets need to have the Type val ue transl ated
and for ICMP error nessages the included |IP header also needs
transl ati on.

The actions needed to translate various | CMPv6 nessages are:
| CMPv6 i nformational nmessages:
Echo Request and Echo Reply (Type 128 and 129)
Adjust the type to 0 and 8, respectively, and adjust the | CW
checksum both to take the type change into account and to
excl ude the | CMPv6 pseudo- header.

MLD Mul ticast Listener Query/Report/Done (Type 130, 131, 132)
Singl e hop nessage. Silently drop.
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Nei ghbor Di scover nessages (Type 133 through 137)
Singl e hop message. Silently drop

Unknown i nfornmati onal nessages
Silently drop

| CMPv6 error nessages

Destinati on Unreachable (Type 1)
Set the Type field to 3. Translate the code field as
fol |l ows:
Code 0 (no route to destination):
Set Code to 1 (host unreachable).

Code 1 (conmunication with destination adm nistratively
prohi bi ted):
Set Code to 10 (conmunication with destination host
adm ni stratively prohibited).

Code 2 (beyond scope of source address):
Set Code to 1 (host unreachable). Note that this
error is very unlikely since the IPv4-transl atable
source address is considered to have gl obal scope.

Code 3 (address unreachabl e):
Set Code to 1 (host unreachable).

Code 4 (port unreachabl e)
Set Code to 3 (port unreachable).

Packet Too Big (Type 2)
Translate to an | CMPv4 Destinati on Unreachabl e with code 4.
The MIU field needs to be adjusted for the difference between
the 1 Pv4 and | Pv6 header sizes taking into account whether or
not the packet in error includes a Fragnment header

Ti me Exceeded (Type 3)
Set the Type to 11. The Code field is unchanged.

Par anet er Probl em (Type 4)
If the Code is 1 translate this to an | CMPv4 protoco
unreachabl e (Type 3, Code 2). Oherwi se set the Type to 12
and the Code to zero. The Pointer needs to be updated to
point to the corresponding field in the translated include IP
header .

Unknown error nessages
Silently drop.
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4.3. Translating |CMWv6 Error Messages into | CvWv4

There are sone differences between the I Pv4 and the I Pv6 | CVP error
message formats as detailed above. 1In addition, the |CVWP error
nmessages contain the | P header for the packet in error which needs to
be translated just like a normal | P header. The translation of this
"packet in error" is likely to change the length of the datagramthus
the Total Length field in the outer |Pv4 header m ght need to be
updat ed.

Fom e o - + Fom e o - +
| | Pv6 | | | Pv4 |
| Header | | Header |
o m e e e oo - + o m e e e oo - +
| | CMPv6 | | | CVPv4 |
| Header | | Header |
Fom e o - + Fom e o - +
| | Pv6 | ===> | | Pv4 |
| Header | | Header |
o m e e e oo - + o m e e e oo - +
| Parti al | | Parti al |
| Transport | | Transport |
| Layer | | Layer |
| Header | | Header |
R + R +

| Pv6-to-1Pv4 |CVMP Error Transl ation

The translation of the inner | P header can be done by recursively
i nvoki ng the function that translated the outer |IP headers.

4.4. Knowi ng when to Transl ate

When the translator receives an | Pv6 packet with an | Pv4- mapped
destination address the packet will be translated to |Pv4.

5. Inplications for IPv6-Only Nodes

An | Pv6-only node which works through SIIT transl ators need sone
nodi fi cati ons beyond a nornmal | Pv6-only node.

As specified in Section 1.3 the application protocols need to handl e

operation on a dual stack node. 1In addition the protocol stack needs
to be able to:
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6

0 Determine when an | Pv4-transl atabl e address needs to be allocated
and the allocation needs to be refreshed/renewed. This can
presumably be done wi thout involving the applications by e.qg.
handl ing this under the socket API. For instance, when the
connect or sendto socket calls are invoked they could check if the
destination is an | Pv4-mapped address and in that case
all ocate/refresh the | Pv4-transl atabl e address.

0 Ensure, as part of the source address sel ection nechani sm that
when the destination address is an | Pv4-mapped address the source
address MJUST be an | Pv4-transl atabl e address. And an | Pv4-
transl at abl e address MUST NOT be used with other forms of |Pv6
destination addresses.

o Should the peer have AAAA/ A6 address records the application (or
resol ver) SHOULD never fall back to | ooking for A address records
even if communication fails using the avail abl e AAAA/ A6 records.
The reason for this restriction is to prevent traffic between two
| Pv6 nodes (which AAAA/ A6 records in the DNS) from accidentally
going through SIIT translators twice; fromIPv6 to IPv4 and to
I Pv6 again. It is considered preferable to instead signal a
failure to comunicate to the application

Security Considerations

The use of stateless IP/ICWP translators does not introduce any new
security issues beyond the security issues that are already present
in the IPv4 and I Pv6 protocols and in the routing protocols which are
used to nmake the packets reach the translator

As the Authentication Header [IPv6-AUTH is specified to include the
I Pv4 Identification field and the translating function not being able
to always preserve the ldentification field, it is not possible for
an | Pv6 endpoint to conpute AH on received packets that have been
translated from | Pv4 packets. Thus AH does not work through a

transl ator.

Packets with ESP can be translated since ESP does not depend on
header fields prior to the ESP header. Note that ESP transport node
is easier to handl e than ESP tunnel node; in order to use ESP tunne
node the | Pv6 node needs to be able to generate an inner |Pv4 header
when transmitting packets and renpve such an | Pv4 header when
recei vi ng packets.
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