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Abst r act

RFC 2001 [ RFC2001] docunents the followi ng four intertw ned TCP
congestion control algorithns: Slow Start, Congestion Avoi dance, Fast
Retransmit, and Fast Recovery. RFC 2581 [RFC2581] explicitly allows
certain nodifications of these algorithns, including nodifications
that use the TCP Sel ective Acknow edgenent (SACK) option [ MVFRI6],
and nodifications that respond to "partial acknow edgnents" (ACKs

whi ch cover new data, but not all the data outstandi ng when | oss was
detected) in the absence of SACK. This document describes a specific
algorithmfor responding to partial acknow edgments, referred to as
NewReno. This response to partial acknow edgnents was first proposed
by Janey Hoe in [Hoe95].

1. Introduction

For the typical inplenentation of the TCP Fast Recovery al gorithm
described in [RFC2581] (first inplenented in the 1990 BSD Reno

rel ease, and referred to as the Reno algorithmin [FF96]), the TCP
data sender only retransmts a packet after a retransmt tinmeout has
occurred, or after three duplicate acknow edgenents have arrived
triggering the Fast Retransmt algorithm A single retransmt
timeout mght result in the retransm ssion of several data packets,
but each invocation of the Reno Fast Retransnmit algorithmleads to
the retransm ssion of only a single data packet.
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Probl ens can arise, therefore, when nultiple packets have been
dropped froma single wi ndow of data and the Fast Retransmit and Fast
Recovery algorithnms are invoked. 1In this case, if the SACK option is
avai l abl e, the TCP sender has the information to nmake intelligent
deci si ons about which packets to retransmt and which packets not to
retransmt during Fast Recovery. This docunent applies only for TCP
connections that are unable to use the TCP Sel ecti ve Acknow edgenent

(SACK) opti on.

In the absence of SACK, there is little information available to the
TCP sender in naking retransm ssion decisions during Fast Recovery.
Fromthe three duplicate acknow edgenents, the sender infers a packet
|l oss, and retransmits the indicated packet. After this, the data
sender could receive additional duplicate acknow edgenents, as the
data receiver acknow edges additional data packets that were already
in flight when the sender entered Fast Retransmt.

In the case of nultiple packets dropped froma single w ndow of data,
the first new information available to the sender conmes when the
sender receives an acknow edgenent for the retransmtted packet (that
is the packet retransmtted when Fast Retransmit was first entered).
If there had been a single packet drop, then the acknow edgenent for
this packet will acknow edge all of the packets transnmitted before
Fast Retransmit was entered (in the absence of reordering). However,
when there were nultiple packet drops, then the acknow edgenent for
the retransnmitted packet will acknow edge sonme but not all of the
packets transmtted before the Fast Retransmit. W call this packet
a partial acknow edgnent.

Along with several other suggestions, [Hoe95] suggested that during
Fast Recovery the TCP data sender respond to a partial acknow edgnent
by inferring that the indicated packet has been |ost, and
retransmtting that packet. This docunent describes a nodification
to the Fast Recovery algorithmin Reno TCP that incorporates a
response to partial acknow edgenments received during Fast Recovery.
We call this nodified Fast Recovery al gorithm NewReno, because it is
a slight but significant variation of the basic Reno algorithm This
docunent does not discuss the other suggestions in [Hoe95] and

[ Hoe96], such as a change to the ssthresh paraneter during Sl ow
Start, or the proposal to send a new packet for every two duplicate
acknow edgenents during Fast Recovery. The version of NewReno in
thi s docunent also draws on other discussions of NewReno in the
literature [LMI7].

We do not claimthat the NewReno version of Fast Recovery descri bed
here is an optimal nodification of Fast Recovery for responding to
partial acknow edgenents, for TCPs that are unable to use SACK
Based on our experiences with the NewReno nodification in the NS
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simulator [NS], we believe that this nodification inproves the
performance of the Fast Retransnmit and Fast Recovery algorithms in a
wi de variety of scenarios, and we are sinply docunenting it for the
benefit of the I ETF comunity. W encourage the use of this
nmodi fi cation to Fast Recovery, and we further encourage feedback
about operational experiences with this or related nodifications.

2. Definitions

Thi s docunent assunes that the reader is famliar with the terns

MAXI MUM SEGVENT SI ZE (MSS), CONGESTI ON W NDOW (cwnd), and FLI GHT Sl ZE
(FlightSize) defined in [RFC2581]. FLIGHT SIZE is defined as in

[ RFC2581] as fol |l ows:

FLI GHT SI ZE:
The anount of data that has been sent but not yet acknow edged.

3. The Fast Retransmt and Fast Recovery algorithnms in NewReno

The standard inplenmentation of the Fast Retransmit and Fast Recovery
algorithnms is given in [RFC2581]. The NewReno nodification of these
algorithms is given below. This NewReno nodification differs from
the inplementation in [ RFC2581] only in the introduction of the
variable "recover" in step 1, and in the response to a partial or new
acknow edgenment in step 5. The nodification defines a "Fast Recovery
procedure" that begins when three duplicate ACKs are received and
ends when either a retransm ssion timeout occurs or an ACK arrives
that acknow edges all of the data up to and including the data that
was out standi ng when the Fast Recovery procedure began

1. When the third duplicate ACK is received and the sender is not
already in the Fast Recovery procedure, set ssthresh to no nore
than the value given in equation 1 below (This is equation 3
from[ RFC2581]).

ssthresh = max (FlightSize / 2, 2*MSS) (1)

Record the hi ghest sequence nunber transmitted in the variable
"recover".

2. Retransnit the |ost segnment and set cwnd to ssthresh plus 3*MsS
This artificially "inflates" the congestion w ndow by the nunber
of segnents (three) that have left the network and which the
recei ver has buffered.

3. For each additional duplicate ACK received, increnent cwnd by

MSS. This artificially inflates the congestion w ndow in order
to reflect the additional segnent that has left the network.
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4. Transmit a segnent, if allowed by the new value of cwnd and the
receiver’s adverti sed w ndow.

5. Wien an ACK arrives that acknow edges new data, this ACK coul d be
the acknow edgnment elicited by the retransm ssion fromstep 2, or
elicited by a |ater retransm ssion.

If this ACK acknow edges all of the data up to and incl uding
"recover", then the ACK acknow edges all the internediate
segnents sent between the original transm ssion of the |ost
segnent and the receipt of the third duplicate ACK. Set cwnd to
either (1) mn (ssthresh, FlightSize + MSS); or (2) ssthresh,
where ssthresh is the value set in step 1; this is terned
"deflating" the window (W note that "FlightSize" in step 1
referred to the anbunt of data outstanding in step 1, when Fast
Recovery was entered, while "FlightSize" in step 5 refers to the
anount of data outstanding in step 5, when Fast Recovery is
exited.) If the second option is selected, the inplenentation
shoul d take neasures to avoid a possible burst of data, in case
the amount of data outstanding in the network was nuch | ess than
the new congestion wi ndow allows [HTHO98]. Exit the Fast Recovery
pr ocedur e.

If this ACK does *not* acknow edge all of the data up to and
including "recover”, then this is a partial ACK. In this case,
retransmt the first unacknow edged segnment. Deflate the
congesti on wi ndow by the anmount of new data acknow edged, then
add back one MSS and send a new segnent if pernmitted by the new
value of cwnd. This "partial w ndow deflation" attenpts to
ensure that, when Fast Recovery eventual ly ends, approximately
ssthresh anount of data will be outstanding in the network. Do
not exit the Fast Recovery procedure (i.e., if any duplicate ACKs
subsequently arrive, execute Steps 3 and 4 above).

For the first partial ACK that arrives during Fast Recovery, also
reset the retransmt tiner.

Note that in Step 5, the congestion window is deflated when a partia
acknow edgenent is received. The congestion wi ndow was |likely to
have been infl ated consi derably when the partial acknow edgenent was

received. In addition, depending on the original pattern of packet
| osses, the partial acknow edgenent ni ght acknow edge nearly a w ndow
of data. In this case, if the congestion w ndow was not defl ated,

the data sender m ght be able to send nearly a wi ndow of data back-
t o- back.

There are several possible variants to the sinple response to partial
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acknow edgenents descri bed above. First, there is a question of when
to reset the retransnmit tiner after a partial acknow edgenent. This
i s discussed further in Section 4 bel ow

There is a related question of how nmany packets to retransmt after
each partial acknow edgenent. The al gorithm descri bed above
retransmts a single packet after each partial acknow edgenment. This
is the nbst conservative alternative, in that it is the least likely
to result in an unnecessarily-retransmtted packet. A variant that
woul d recover faster froma w ndow with nany packet drops would be to
effectively Slow Start, requiring less than Nroundtrip tines to
recover fromN | osses [Hoe96]. Wth this slightly-nore-aggressive
response to partial acknow edgenents, it would be advantageous to
reset the retransmt tinmer after each retransm ssion. Because we
have not experinented with this variant in our sinulator, we do not

di scuss this variant further in this docunent.

A third question involves avoiding nmultiple Fast Retransnmits caused
by the retransm ssion of packets already received by the receiver
This is discussed in Section 5 below. Avoiding nultiple Fast
Retransmits is particularly inportant if nore aggressive responses to
partial acknow edgenents are inplenmented, because in this case the
sender is nore likely to retransmt packets already received by the
receiver.

As a final note, we would observe that in the absence of the SACK
option, the data sender is working fromlimted information. One
could spend a great deal of tine considering exactly which variant of
Fast Recovery is optinmal for which scenario in this case. Wen the

i ssue of recovery fromnultiple dropped packets froma single w ndow
of data is of particular inportance, the best alternative would be to
use the SACK option.

4. Resetting the retransmt tinmer.

The algorithmin Section 3 resets the retransmit timer only after the

first partial ACK In this case, if a large nunber of packets were
dropped froma w ndow of data, the TCP data sender’s retransmt timer
will ultimately expire, and the TCP data sender will invoke Sl ow

Start. (This is illustrated on page 12 of [F98].) W call this the
| npati ent variant of NewReno.

In contrast, the NewReno simulations in [FF96] illustrate the
al gorithm descri bed above, with the nodification that the retransmt
timer is reset after each partial acknow edgenent. W call this the

Sl ow but - St eady variant of NewReno. |In this case, for a window with
a | arge nunber of packet drops, the TCP data sender retransnits at
nmost one packet per roundtrip tinme. (This behavior is illustrated in
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the New Reno TCP sinulation of Figure 5 in [FF96], and on page 11 of
[ FO98].)

For TCP i npl enentati ons where the Retransm ssion Tineout Value (RTO
is generally not nuch larger than the round-trip tine (RTT), the

I mpatient variant can result in a retransmt tinmeout even in a
scenario with a small nunber of packet drops. For TCP

i mpl ement ati ons where the Retransm ssion Timeout Value (RTO is

usual Iy considerably larger than the round-trip time (RTT), the Sl ow
but - Steady variant can remain in Fast Recovery for a long tinme when
mul ti pl e packets have been dropped froma w ndow of data. Neither of
these variants are optimal; one possibility for a nore opti mal

al gorithm mi ght be one that recovered nore quickly fromnultiple
packet drops, and conbined this with the Sl ow but-Steady variant in
terns of resetting the retransmt tinmers. W note, however, that
there is alimtation to the potential perfornance in this case in
the absence of the SACK option

5. Avoiding Miultiple Fast Retransnits

In the absence of the SACK option, a duplicate acknow edgenent
carries no information to identify the data packet or packets at the
TCP data receiver that triggered that duplicate acknow edgenent. The
TCP data sender is unable to distinguish between a duplicate

acknow edgenent that results froma |lost or del ayed data packet, and
a duplicate acknow edgement that results fromthe sender’s

retransm ssion of a data packet that had al ready been received at the
TCP data receiver. Because of this, nultiple segnent | osses froma
singl e wi ndow of data can sonmetines result in unnecessary nmultiple
Fast Retransmits (and multiple reductions of the congestion w ndow)

[ Fl 094].

Wth the Fast Retransmt and Fast Recovery algorithnms in Reno or
NewReno TCP, the performance problens caused by nultiple Fast
Retransmits are relatively mnor (conpared to the potential problens
with Tahoe TCP, which does not inplenent Fast Recovery).
Nevert hel ess, unnecessary Fast Retransmits can occur with Reno or
NewReno TCP, particularly if a Retransmit Tineout occurs during Fast
Recovery. (This is illustrated for Reno on page 6 of [F98], and for
NewReno on page 8 of [F98].) Wth NewReno, the data sender renmins
in Fast Recovery until either a Retransmt Tinmeout, or until all of
the data outstandi ng when Fast Retransnit was entered has been
acknow edged. Thus with NewReno, the problemof multiple Fast
Retransmits froma single wi ndow of data can only occur after a
Retransmt Ti neout.

The followi ng nodification to the algorithms in Section 3 elimnates
the problemof multiple Fast Retransmits. (This nodification is
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called "bugfix" in [F98], and is illustrated on pages 7 and 9.) This
nmodi fi cati on uses a new variable "send_hi gh", whose initial value is
the initial send sequence nunber. After each retransmt timeout, the
hi ghest sequence nunbers transmtted so far is recorded in the

vari abl e "send_hi gh".

If, after a retransmt timeout, the TCP data sender retransmits three
consecutive packets that have already been received by the data
receiver, then the TCP data sender will receive three duplicate
acknow edgenents that do not acknow edge "send_high". |In this case,
the duplicate acknow edgenents are not an indication of a new

i nstance of congestion. They are sinply an indication that the
sender has unnecessarily retransmtted at |east three packets.

We note that if the TCP data sender receives three duplicate

acknow edgenents that do not acknow edge "send_hi gh", the sender does
not know whet her these duplicate acknow edgenents resulted froma new
packet drop or not. For a TCP that inplenents the bugfix described
inthis section for avoiding multiple fast retransmts, the sender
does not infer a packet drop from duplicate acknow edgenents in these
circunstances. As always, the retransnmit timer is the backup
mechani sm for inferring packet loss in this case.

The nodification to Fast Retransmt for avoiding multiple Fast
Retransmits replaces Step 1 in Section 3 with Step 1A below. In
addition, the nodification adds Step 6 bel ow

1A. Wen the third duplicate ACK is received and the sender is not
already in the Fast Recovery procedure, check to see if those
duplicate ACKs cover nore than "send_high". [If they do, then set
ssthresh to no nmore than the value given in equation 1, record
the the hi ghest sequence nunber transmitted in the variable
"recover", and go to Step 2. If the duplicate ACKs don’t cover
"send_hi gh", then do nothing. That is, do not enter the Fast
Retransmit and Fast Recovery procedure, do not change ssthresh,
do not go to Step 2 to retransnit the "lost" segnent, and do not
execute Step 3 upon subsequent duplicate ACKs.

Steps 2-5 are the sane as those steps in Section 3 above.

6. After a retransmt tineout, record the highest sequence nunber
transmitted in the variable "send_hi gh" and exit the Fast
Recovery procedure if applicable.

Step 1A above, in checking whether the duplicate ACKs cover *nore*

than "send_high", is the Careful variant of this algorithm Another
possi bl e variant would be to require sinply that the three duplicate
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acknow edgenents *cover* "send_hi gh" before initiating another Fast
Retransmt. W call this the Less Careful variant to Fast
Retransmt.

There are two separate scenarios in which the TCP sender could
receive three duplicate acknow edgenents acknow edgi ng "send_hi gh"
but no nore than "send_high". One scenario would be that the data
sender transnmitted four packets with sequence nunbers higher than
"send_hi gh", that the first packet was dropped in the network, and
the following three packets triggered three duplicate

acknow edgenents acknow edgi ng "send _high". The second scenario
woul d be that the sender unnecessarily retransnmitted three packets
bel ow "send_hi gh", and that these three packets triggered three

dupl i cat e acknow edgenments acknow edgi ng "send_high". In the absence
of SACK, the TCP sender in unable to distinguish between these two
scenari os.

For the Careful variant of Fast Retransnit, the data sender woul d
have to wait for a retransnit timeout in the first scenario, but
woul d not have an unnecessary Fast Retransmit in the second scenario.
For the Less Careful variant to Fast Retransmt, the data sender
woul d Fast Retransmit as desired in the first scenario, and woul d
unnecessarily Fast Retransmt in the second scenario. The NS

simul ator has inplenented the Less Careful variant of NewReno, and
the TCP inplenentation in Sun’s Solaris 7 inplenments the Carefu
variant. This docunent recommends the Careful variant given in Step
1A above.

6. Inplenmentation issues for the data receiver

[ RFC2001] specifies that "Qut-of-order data segments SHOULD be
acknow edged imredi ately, in order to trigger the fast retransmt
algorithm"™ Neal Cardwell has noted [C98] that some data receivers do
not send an i nmedi ate acknow edgenent when they send a parti al
acknow edgnent, but instead wait first for their del ayed

acknow edgenent tinmer to expire. As [C98] notes, this severely
limts the potential benefit from NewReno by del aying the receipt of
the partial acknow edgenent at the data sender. Qur recomendation
is that the data receiver send an i medi ate acknow edgenent for an
out - of -order segnent, even when that out-of-order segnent fills a
hole in the buffer

7. Simul ations
Simul ations with NewReno are illustrated with the validation test
"tcl/test/test-all-neweno” in the NS sinmulator. The command

"..l..Ins test-suite-neweno.tcl reno" shows a simulation with Reno
TCP, illustrating the data sender’s | ack of response to a partia
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10.

acknow edgement. In contrast, the conmmand "../../ns test-suite-
new eno.tcl neweno B" shows a simulation with the sane scenario
usi ng the NewReno al gorithmnms described in this paper

The tests "../../ns test-suite-neweno.tcl newenol BO" and "../../ns
test-suite-neweno.tcl newenol_B' show the S|l ow but-Steady and the
I mpati ent variants of NewReno, respectively.

Concl usi ons

Qur recommendation is that TCP inpl enentations include the NewReno
nmodi fication to the Fast Recovery algorithmgiven in Section 3, along
with the nodification for avoiding nultiple Fast Retransmits given in
Section 5. The NewReno nodification given in Section 3 can be

i mportant even for TCP inpl enentations that support the SACK option,
because the SACK option can only be used for TCP connections when
bot h TCP end-nodes support the SACK option. The NewReno nodification
given in Section 3 inplements the Inpatient rather than the Sl ow but -
St eady variant of NewReno.

Wil e this docunment mentions several possible variations to the
NewReno al gorithm we have not explored all of these possible
variations, and therefore are unable to make recomendati ons about
some of them Qur belief is that the differences between any two
variants of NewReno are small conpared to the differences between
Reno and NewReno. That is, the inportant thing is to inplenent
NewReno instead of Reno, for a TCP invocation w thout SACK; it is
| ess inmportant exactly which variant of NewReno is inplenented.
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11. Security Considerations

RFC 2581 di scusses general security considerations concerning TCP
congestion control. This docunent describes a specific algorithm
that conforns with the congestion control requirenents of RFC 2581,
and so those considerations apply to this algorithm too. There are
no known additional security concerns for this specific algorithm
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Copyright (C) The Internet Society (1999). All R ghts Reserved.

Thi s docunent and translations of it may be copied and furnished to
others, and derivative works that comment on or otherwi se explain it
or assist in its inplenentation my be prepared, copied, published
and distributed, in whole or in part, without restriction of any

ki nd, provided that the above copyright notice and this paragraph are
included on all such copies and derivative works. However, this
docunent itself may not be nodified in any way, such as by renoving
the copyright notice or references to the Internet Society or other
I nternet organi zations, except as needed for the purpose of
devel opi ng I nternet standards in which case the procedures for
copyrights defined in the Internet Standards process nust be
followed, or as required to translate it into | anguages ot her than
Engl i sh.

The Iimted perm ssions granted above are perpetual and will not be
revoked by the Internet Society or its successors or assigns.

Thi s docunent and the information contained herein is provided on an
"AS |S" basis and THE | NTERNET SOCI ETY AND THE | NTERNET ENG NEERI NG
TASK FORCE DI SCLAI M5 ALL WARRANTI ES, EXPRESS OR | MPLI ED, | NCLUDI NG
BUT NOT LI M TED TO ANY WARRANTY THAT THE USE OF THE | NFORMATI ON
HEREI N W LL NOT | NFRI NGE ANY RI GHTS OR ANY | MPLI ED WARRANTI ES OF
MERCHANTABI LI TY OR FI TNESS FOR A PARTI CULAR PURPCSE
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