Net wor k Wor ki ng G oup V. Schryver
Request for Comments: 1977 August 1996
Cat egory: Infornationa
PPP BSD Conpressi on Protocol
Status of This Meno
This menmo provides information for the Internet community. This meno
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this meno is unlimted.

Abst r act

The Point-to-Point Protocol (PPP) [1] provides a standard nethod for
transporting nulti-protocol datagrans over point-to-point |inks.

The PPP Conpression Control Protocol [2] provides a method to
negotiate and utilize conpression protocols over PPP encapsul at ed
I'i nks.

Thi s docunent describes the use of the Unix Conpress conpression
protocol for conpressing PPP encapsul ated packets.
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1. Introduction

UNI X conpress as enbodied in the freely and wi dely distributed BSD
source has the follow ng features

- dynam c table clearing when conpression becones | ess
ef fective.
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- automatic turning off of conpression when the overall result
is not smaller than the input.

- dynam ¢ choice of code width within predeternmined linmts.

- heavily used for many years in networks, on nodem and ot her
point-to-point links to transfer netnews.

- an effective code width requires | ess than 64KBytes of menory
on both sender and receive.

1.1. Licensing

BSD Uni x compress command source is widely and freely available, with
no additional license for many conputer vendors. The included source
code is based on the BSD conpress command source and carries only the
copyright of The Regents of the University of California. Use the
code entirely at your own risk. It has no warranties or

i ndemmi fi cations of any sort. Note that there are patents on LZW

2. BSD Compress Packets

Bef ore any BSD Conpress packets may be comuni cated, PPP nust reach
t he Network-Layer Protocol phase, and the CCP Control Protocol nust
reach the Opened state.

Exactly one BSD Conpress datagramis encapsul ated in the PPP
Information field, where the PPP Protocol field contains OxFD or
OxFB. OxFD is used when the PPP nmultilink protocol is not used or
"above" multilink. OxFB is used "below' multilink, to conpress

i ndependently on individual links of a nultilink bundle.

The maxi mum | ength of the BSD Conpress datagramtransmtted over a
PPP link is the sane as the maxi mum |l ength of the Information field
of a PPP encapsul at ed packet.

Only packets with PPP Protocol nunbers in the range 0x0000 to Ox3FFF
and neither OxFD nor OxFB are conpressed. Oher PPP packets are

al ways sent unconpressed. Control packets are infrequent and should
not be conpressed for robustness.

Paddi ng
BSD Compress packets require the previous negotiation of the
Sel f - Descri bi ng- Paddi ng Configuration Option [3] if padding is

added to packets. |If no padding is added, than Sel f-Describing-
Paddi ng is not required.
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Reliability and Sequencing

BSD Compress requires the packets to be delivered in sequence. It
relies on Reset-Request and Reset-Ack CCP packets or on
renegoti ati on of the Conpression Control Protocol [2] to indicate
| oss of synchronization between the transmtter and receiver. The
HDLC FCS detects corrupted packets and the normal nechani sns
discard them M ssing or out of order packets are detected by the
sequence nunber in each packet. The packet sequence nunber ought
to be checked before decodi ng the packet.

Instead of transmitting a Reset-Request packet when detecting a
deconpression error, the receiver MAY nonentary force CCP to drop
out of the Opened state by transmitting a new CCP Confi gure-
Request. This nethod is nore expensive than using Reset-Requests.

When the receiver first encounters an unexpected sequence numnber
it SHOULD send a Reset-Request CCP packet as defined in the
Conpressi on Control Protocol. Wen the transmitter sends the
Reset - Ack or when the receiver receives a Reset-ACK, they nust
reset the sequence number to zero, clear the conpression
dictionary, and resunme sending and receiving conpressed packets.
The receiver MJST discard all conpressed packets after detecting
an error and until it receives a Reset-Ack. This strategy can be
t hought of as abandoning the transm ssion of one "file" and
starting the transm ssion of a new "file."

The transmitter nmust clear its conpression dictionary and respond
with a Reset-Ack each tine it receives a Reset-Request, because it
cannot know if previous Reset-Acks reached the receiver. The
receiver MIUST clear its conpression dictionary each tinme it

recei ves a Reset-Ack, because the transmitter will have cleared
its conpression dictionary.

When the link is busy, one deconpression error is usually followed
by several nore before the Reset-Ack can be received. It is
undesirable to transmt Reset-Requests nore frequently than the
round-trip-time of the link, because redundant Reset-Requests
cause unnecessary conpression dictionary clearing. The receiver
MAY transmit an additional Reset-Request each tine it receives a
conpressed or unconpressed packet until it finally receives a
Reset - Ack, but the receiver ought not transmit another Reset-
Request until the Reset-Ack for the previous one is late. The
recei ver MIJST transmit enough Reset-Request packets to ensure that
the transmtter receives at |east one. For exanple, the receiver
m ght choose to not transmt another Reset-Request until after one
second (or, of course, a Reset-Ack has been received and
deconpressi on resuned).
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Dat a Expansi on

VWhen significant data expansion is detected, the PPP packet MJST
be sent w thout conpression. Packets that woul d expand by fewer
than 3 bytes SHOULD be sent wi thout conpression, but MAY be sent
conpressed provided the result does not exceed the MIU of the
link. This nakes npot standards docunment exegesi ses about exactly
whi ch bytes, such as the Protocol fields, count toward expansion

When a packet is received with PPP Protocol nunbers in the range
0x0000 to Ox3FFF, (except, of course, OxFD and OxFB) it is assuned
that the packet woul d have caused expansion. The packet is

I ocally conpressed to update the conpression history.

Sendi ng i nconpressi bl e packets in their native encapsul ation
avoi ds maxi mum transm ssion unit conplications. |f unconpressed
packets could be larger than their native form then it would be
necessary for the upper layers of an inplenmentation to treat the
PPP link as if it had a smaller MIU, to ensure that conpressed

i nconpressi bl e packets are never |arger than the negoti ated PPP
MTU.

Usi ng native encapsul ation for inconpressible packets conplicates
the inplenentation. The transmitter and the receiver must start
putting information into the conpression dictionary starting with
the sane packets, without relying upon seeing a conpressed packet
for synchronization. The first few packets after clearing the
dictionary are usually inconpressible, and so are likely to sent
in their native encapsul ation, just |ike packets before
conpression is turned on. |f CCP or LCP packets are handl ed
separately from Network-Layer packets (e.g. a "daenmon" for contro
packets and "kernel code" for data packets), care must be taken to
ensure that the transmtter synchronizes clearing the dictionary
with the transm ssion of the configure-ACK or Reset-Ack that
starts conpression, and the receiver nust sinmlarly ensure that
its dictionary is cleared before it processes the next packet.

A difficulty caused by sending data that woul d expand unconpressed
is that the receiver nmust adaptively clear its dictionary at
precisely the sane tines as the sender. 1In the classic BSD
conpression code, the dictionary clearing is signaled by the
reserved code 256. Because data that would expend is sent without
conpression, there is no reliable way for the sender to signa
explicitly when it has cleared its dictionary. This difficulty is
resol ved by specifying the paraneters that control the dictionary
clearing, and having both sender and receiver clear their
dictionaries at the sane tines.
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2.1. Packet Format
A summary of the BSD Conpress packet format is shown bel ow
The fields are transnmtted fromleft to right.

0 1 2 3
012345678901234567890123456789¢01
S S T A D S T S S T S M A S S S N NS S

| PPP Pr ot ocol | Sequence
S A A g S A g S
| Data ..

T s NI S

PPP Pr ot ocol

The PPP Protocol field is described in the Point-to-Point Protoco
Encapsul ation [1].

VWhen the BSD Conpress conpression protocol is successfully

negoti ated by the PPP Conpression Control Protocol [2], the value
of the protocol field is OxFD or OxFB. This val ue MAY be
conpressed when Protocol -Fi el d-Conpression i s negoti at ed.

Sequence

The sequence nunber is sent nobst significant octet first. It
starts at 0 when the dictionary is cleared, and is increnented by
1 after each packet, including unconpressed packets. The sequence
nunber after 65535 is zero. |In other words, the sequence numnber
"wraps" in the usual way.

The sequence nunber ensures that |ost or out of order packets do
not cause the conpressi on databases of the peers to becone
unsynchroni zed. Wen an unexpected sequence nunber is
encountered, the dictionaries nust be resynchronized with a CCP
Reset - Request or Configure-Request. The packet sequence number
can be checked before a conpressed packet is decoded.

Dat a

The conpressed PPP encapsul ated packet, consisting of the Protoco
and Data fields of the original, unconpressed packet foll ows.

The Protocol field conpression MJST be applied to the protoco

field in the original packet before the sequence nunber is
conmputed or the entire packet is conpressed, regardl ess of whether
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3.

the PPP protocol field conpression has been negotiated. Thus, if
the original protocol nunber was |ess than 0x100, it nust be
compressed to a single byte.

The format of the conpressed data is nore precisely described by
the exanple code in the "BSD Conpress Al gorithm appendi x.

Configuration Option Format

Description

The CCP BSD Conpress Configuration Option negotiates the use of
BSD Compress on the link. By default or ultimate di sagreement, no
conpression i s used.

A summary of the BSD Conpress Configuration Option format is shown
below. The fields are transmitted fromleft to right.

0 1 2
012345678901234567890123
I T S S i i S S S S S S S e

| Type | Length | Vers] Di ct
e T e R S e e s i oI T e S S I S e

Type
21 or 0x15 for BSD conpress
Lengt h
3
Vers
Must be the binary nunber 001.
Di ct
The size in bits of the largest code used. It can range from9 to
16. A common choice is 12. The code included bel ow can support
code sizes from9 to 15.
It is convenient to treat the byte containing the Vers and Dict

fields as a single field with | egal values ranging from 0x29 to
0x30.
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A

Lo I R S R TR T S I R

Note that the peer receiving conpressed data must use the sane
code size as the peer sending data. It is not practical for the
receiver to use a larger dictionary or code size, because both
dictionaries nust be cleared at the sane time, even when the data
is not conpressible, so that unconpressed packets are being sent,
and so the receiver cannot receive LZW"CLEAR' codes

When a received Configure-Request specifies a snaller dictionary
than the | ocal preference, it is often best to accept it instead
of using a Configure-Nak to ask the peer to specify a |larger
dictionary.

BSD Conpress Al gorithm

This code is the core of a comercial workstation inplenmentation. It
was derived by transliterating the 4.*BSD conpress conmand. It is
unlikely to be of direct use in any systemthat does not have the
same m xture of nmbufs and STREAMS buffers. It may need to be retuned

for CPU s other than RISC s with nany registers and certain

addr essi ng nodes. However, the code is the nost accurate and
unanbi guous way of defining the changes to the BSD conpress source
required to apply it to a streaminstead of a file.

Note that it assumes a "short" contains 16 bits and an "int" contains
at least 32 bits. Were it would matter if nobre than 32 bits were in
an "int" or "long," __uint32_t is used instead.

Because this code is derived fromthe 4.3BSD conpress source:

Copyright (c) 1985, 1986 The Regents of the University of California.
Al'l rights reserved.

This code is derived fromsoftware contributed to Berkel ey by
James A. Wbods, derived fromoriginal work by Spencer Thonas
and Joseph Orost.

Redi stribution and use in source and binary forns, with or without
nmodi fication, are permtted provided that the foll ow ng conditions
are net:

1. Redistributions of source code nust retain the above copyri ght
notice, this list of conditions and the follow ng disclainer.

2. Redistributions in binary formmust reproduce the above copyri ght
notice, this list of conditions and the follow ng disclainer in
the docunentation and/or other materials provided with the
di stribution.

3. Al advertising materials nmentioning features or use of this
sof tware nmust display the followi ng acknow edgemnent :
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L N S . N N S R N S

/*

st

#i

Thi s product includes software devel oped by the University of
California, Berkeley and its contributors.
4. Neither the nane of the University nor the nanes of its
contributors may be used to endorse or pronpote products derived
fromthis software without specific prior witten pernission

TH S SOFTWARE |'S PROVI DED BY THE REGENTS AND CONTRI BUTORS ‘“AS | S’
AND ANY EXPRESS OR | MPLI ED WARRANTI ES, | NCLUDI NG, BUT NOT LI M TED TGO
THE | MPLI ED WARRANTI ES OF MERCHANTABI LI TY AND FI TNESS FOR A
PARTI CULAR PURPCSE ARE DI SCLAI MED. | N NO EVENT SHALL THE REGENTS
OR CONTRI BUTORS BE LI ABLE FOR ANY DI RECT, | NDI RECT, | NCI DENTAL,
SPECI AL, EXEMPLARY, OR CONSEQUENTI AL DAMAGES (I NCLUDI NG BUT NOT
LIMTED TO PROCUREMENT OF SUBSTI TUTE GOODS OR SERVI CES; LOSS OF USE,
DATA, OR PRCFITS; OR BUSI NESS | NTERRUPTI ON) HOWEVER CAUSED AND ON ANY
THEORY OF LI ABILITY, WHETHER I N CONTRACT, STRICT LIABILITY, OR TORT
(1 NCLUDI NG NEGLI GENCE OR OTHERW SE) ARI SING | N ANY WAY OUT OF THE USE
OF TH' S SOFTWARE, EVEN | F ADVI SED OF THE PGCSSI BI LI TY OF SUCH DAMAGE
/

R S S S I O S */

ruct bsd db {
i nt totlen; /[* length of this structure */
u_int hsi ze; /* size of the hash table */
u_char hshift; /* used in hash function */
u_char n_bits; /* current bits/code */

u_char debug;
u_char unit;
u_short nru;

u_short seqgno; [* # of last byte of packet */
u_int maxmaxcode; /* largest valid code */
u_int max_ent ; /* largest code in use */
u_int i n_count; /* unconpressed bytes */
u_int byt es_out; /* conpressed bytes */
u_int ratio; /* recent conpression ratio */
u_int checkpoi nt; /* when to next check ratio */
i nt cl ear _count; /* times dictionary cleared */
i nt i nconp_count; [ * inconpressible packets */
i nt deconp_count; /* packets deconpressed */
i nt over shoot ; /* excess deconpression buf */
i nt under shoot ; [* insufficient deconp. buf */
u_short *lens; [* array of l|engths of codes */
struct bsd_dict {
uni on { /* hash val ue */
_uint32_t fcode;
struct {

fdef BSD LI TTLE _ENDI AN
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u_short prefix; /* preceding code */
u_char suffix; /* last character of new code */
u_char pad;
#el se
u_char pad;
u_char suffix; /* last character of new code */
u_short prefix; /* preceding code */
#endi f
} hs;
P
u_short codent; /* output of hash table -1 */
u_short cptr; /* map code to hash table */
} dict[1];
3
#def i ne BSD _OvHD (2+2) [ * over head/ packet */

#define MN BSD BITS 9

#define MAX BSD BITS 15

~

* inplementation limt */

#defi ne BSD_VERS 1 /* when shifted */

#i fdef _KERNEL

extern struct bsd_db *pf_bsd_ init(struct bsd _db*, int, int, int);
extern int pf_bsd_comp(struct bsd_db*,u_char*,int,struct nmbuf*,int);
extern nbl k_t* pf _bsd deconp(struct bsd db*, nblk t*);

extern void pf_bsd inconp(struct bsd db*, nmblk t*, u_int);

#endi f

/* R R */

/* PPP "BSD conpress" conpression

*

b T N R N N N N R N N

The differences between this conpression and the classic BSD LZW
source are obvious fromthe requirenent that the classic code worked
with files while this handles arbitrarily |long streanms that

are broken into packets. They are:

When the code size expands, a block of junk is not emtted by
the conpressor and not expected by the deconpressor

New codes are not necessarily assigned every tine an old
code is output by the conpressor. This is because a packet
end forces a code to be enmitted, but does not inply that a
new sequence has been seen

The conpression ratio is checked at the first end of a packet
after the appropriate gap. Besides sinplifying and speeding
things up, this nakes it nmore likely that the transmtter
and receiver will agree when the dictionary is cleared when
conpression is not going well.
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/*
* the next two codes should not be changed lightly, as they nust not
* lie within the contiguous general code space.

*/
#defi ne CLEAR 256 /* table clear output code */
#define FIRST 257 [* first free entry */

#defi ne LAST 255
#define BSD INIT BITS M N _BSD BI TS

#tdefi ne MAXCODE(b) ((1 << (b)) - 1)
#def i ne BADCODEML MAXCODE( MAX_BSD BI TS);

#def i ne BSD _HASH( prefix, suffix, hshift) ((((__uint32_t)(suffix)) \
<< (hshift)) \
N (__uint32_t)(prefix))
#defi ne BSD KEY(prefix,suffix) ((((_uint32_t)(suffix)) << 16) \
+ (__uint32_t)(prefix))

#defi ne CHECK GAP 10000 /* Ratio check interval */
#define RATI O _SCALE LGCG 8

#defi ne RATI O_SCALE (1<<RATI O_SCALE _LOG

#defi ne RATI O_MAX (ox7fffffff>>RATI O SCALE LOG

/* clear the dictionary

*/

static void

pf_bsd_cl ear (struct bsd_db *db)

{
db- >cl ear _count ++;
db->max_ent = FIRST-1;
db->n_bits = BSD INIT_BITS;
db->ratio = 0;
db- >bytes _out = 0O;
db->i n_count = 0;
db- >i nconmp_count
db- >deconp_count
db- >over shoot = O;
db- >under shoot
db- >checkpoi nt

0;
0;

o-

3

CHECK_GAP;

[* If the dictionary is full, then see if it is tine to reset it.

*

* Conpute the conpression ratio using fixed-point arithnetic
* with 8 fractional bits.
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Since we have an infinite streaminstead of a single file,
wat ch only the |l ocal conpression ratio.

Since both peers nust reset the dictionary at the same tinme even in
t he absence of CLEAR codes (while packets are inconpressible), they
* must compute the sane ratio.
*/
static int [* 1=out put CLEAR */
pf _bsd _check(struct bsd_db *db)
{

* ok X X kX

register u_int new ratio;

if (db->in_count >= db->checkpoint) {
/* age the ratio by limting the size of the counts */
if (db->in_count >= RATI O MAX
|| db->bytes out >= RATI O MAX) {
db->i n_count -= db->in_count/4;
db- >bytes_out -= db->bytes_out/4;
}

db- >checkpoi nt = db->in_count + CHECK GAP;

if (db->max_ent >= db->nmaxmaxcode) {
/* Reset the dictionary only if the ratio is
* worse, or if it looks as if it has been
poi soned by inconpressibl e data.

Thi s does not overfl ow, because
db->i n_count <= RATI O_MAX.

* Ok X F

/
new rati o = db->i n_count <<RATI O_SCALE LOG
if (db->bytes_out !'= 0)
new ratio /= db->bytes_out;

if (new_ratio < db->ratio
|| new ratio < 1*RATI O SCALE) {

pf _bsd_cl ear (db);

return 1,

db->ratio = new ratio;

}

return O;

/* Initialize the database.
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*/

struct bsd db *

pf _bsd_init(struct bsd_db *db, /* initialize this database */
int unit, /* for debugging */
int bits, /* size of LZWcode word */
int nru) /* MRU for input, 0 for output*/

register int i;
regi ster u_short *I|ens;
register u_int new en, hsize, hshift, nmaxnaxcode;

switch (bits) {

case 9: /* needs 82152 for both conmp &*/
case 10: /* needs 84144 deconp*/
case 11: /* needs 88240 */
case 12: /* needs 96432 */
hsi ze = 5003;
hshift = 4;
br eak;
case 13: /* needs 176784 */
hsi ze = 9001;
hshift = 5;
br eak;
case 14: /* needs 353744 */
hsi ze = 18013;
hshift = 6;
br eak;
case 15: /* needs 691440 */
hsi ze = 35023;
hshift = 7;
br eak;
case 16: /* needs 1366160--far too much*/
/* hsize = 69001; */ /* and 69001 is too big for */
/[* hshift = 8; */ [* cptr in struct bsd _db */
/* break; */
def aul t:
if (db) {
i f (db->lens)

kern_free(db->l ens);
kern_free(db);
}

return O;

}
maxmaxcode = MAXCODE( bits);

new en = sizeof (*db) + (hsize-1)*(sizeof(db->dict[0]));

if (db) {
| ens = db->| ens;
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(db->totlen !'= new en) {
if (lens)
kern_free(l ens);
kern_free(db);

August 1996

db = 0;
}
}
if ('db) {
db = (struct bsd_db*)kern_mal | oc(new en);
if (!'db)
return O;
if (mu == 0) {
| ens = 0;
} else {
Il ens = (u_short*)kern_mal | oc((maxnmaxcode+1)
* sizeof(*lens));
if (!lens) {
kern_free(db);
return O;
i = LAST+1;
while (i !'= 0)
lens[--i] = 1;
}
i = hsize;
while (i !'=0) {
db->dict[--i].codeml = BADCODEML;
db->dict[i].cptr = O;
}
}
bzero(db, si zeof (*db) - si zeof (db->dict));
db->l ens = | ens;
db->unit = unit;
db->nru = nru;
db- >hsi ze = hsi ze;
db->hshift = hshift;
db- >maxmaxcode = maxnaxcode;
db->cl ear _count = -1;
pf _bsd_cl ear (db);
return db;
}
/* conpress a packet
* Assune the protocol is known to be >= 0x21 and < Oxff.
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* One change fromthe BSD conpress comand is that when the
* code size expands, we do not output a bunch of padding
*/
i nt /* new slen */
pf _bsd _conp(struct bsd_db *db,
u_char *cp_buf, [* conpress into here */
int proto, /* this original PPP protocol */
struct mbuf *m [* fromhere */
int slen)

register int hshift = db->hshift;
register u_int nmax_ent = db->max_ent;
register u_int n_bits = db->n_bits;
register u_int bitno = 32;

register _ uint32_t accum = O;

regi ster struct bsd dict *dictp;
register __uint32_t fcode;

regi ster u_char c;

register int hval, disp, ent;
register u_char *rptr, *wptr;
struct nbuf *n;

#def i ne OQUTPUT(ent) {

bitno -= n_bits;

accum | = ((ent) << bitno);

do {
*wptr++ = accunk>24;
accum <<= 8§;
bitno += 8;

} while (bitno <= 24);

}

— -

[* start with the protocol byte */
ent = proto;
db- >i n_count ++;

/* install sequence number */
cp_buf[0] = db->segno>>8;
cp_buf[ 1] = db->seqno;

db- >seqno++

wptr = &cp_buf[2];

slen = m>m| en;
db->in_count += slen;
rptr = ntod(m u_char*);

n = m>m.next;

for (;;) {
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if (slen == 0) {

if (!'n)
br eak;
slen = n->ml en;
rptr = ntod(n, u_char*);
n = n->m.next;
if (!slen)
conti nue; /* handl e O-1ength buffers*/
db->in_count += slen;
}
sl en--;

C = *rptr++

fcode = BSD KEY(ent, c);

hval = BSD HASH(ent, c, hshift);
dictp = &db->dict[hval ];

/* Validate and then check the entry. */
i f (dictp->codenl >= max_ent)

got o nomat ch;
if (dictp->f.fcode == fcode) {

ent = dictp->codeml+1;

conti nue; [* found (prefix,suffix) */
}
/* continue probing until a match or invalid entry */
disp = (hval == 0) ? 1 : hval;
do {

hval += di sp
if (hval >= db->hsize)
hval -= db->hsi ze;
dictp = &dIb->dict[hval];
i f (dictp->codenl >= max_ent)
got o nomatch
} while (dictp->f.fcode != fcode);
ent = dictp->codeml+1l; /[/* found (prefix,suffix) */
conti nue;

nomat ch:
QUTPUT(ent) ; /* output the prefix */

/* code -> hashtable */
i f (max_ent < db->maxmaxcode) {
struct bsd_dict *dictp2;
/* expand code size if needed */
if (max_ent >= MAXCODE(n_bits))
db->n_bits = ++n_bits;
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/* Invalidate old hash table entry using

* this code, and then take it over.

*/

di ct p2 = &db->di ct[ max_ent +1] ;

if (db->dict[dictp2->cptr].codeml == max_ent)
db->di ct[ di ct p2- >cptr]. codenl=BADCODEML;

di ct p2->cptr = hval;

di ct p- >codenll = max_ent;

di ct p->f.fcode = fcode;

db->max_ent = ++max_ent;

}
ent = c;
}
QUTPUT(ent) ; /* output the last code */

db- >bytes_out += (wptr-&cp_buf[ 2] /* count conplete bytes */
+ (32-bitno+7)/8);

i f (pf_bsd_check(db))
OUTPUT( CLEAR) ; /* do not count the CLEAR */

/* Pad dribble bits of |last code with ones.
* Do not enit a conpletely usel ess byte of ones.
*/
if (bitno !'= 32)
*wptr++ = (accum | (Oxff << (bitno-8))) >> 24;

/* Increase code size if we would have without the packet
* boundary and as the deconpressor wll.
*/
if (max_ent >= MAXCODE(n_hits)
&& max_ent < db->maxmaxcode)
db->n_bi t s++;

return (wptr - cp_buf);
#undef OUTPUT

}

/* Update the "BSD Conpress" dictionary on the receiver for
* inconpressible data by pretending to conpress the i ncom ng data.
*/

voi d
pf _bsd_i nconp(struct bsd_db *db,

nmbl k_t *dnsg,

u_int ent) [* start with protocol byte */
{
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register u_int hshift = db->hshift;
register u_int max_ent = db->max_ent;
register u_int n_bits = db->n_bits;
regi ster struct bsd _dict *dictp;
register __uint32_t fcode;

regi ster u_char c;

register int hval, disp;

register int slen;

register u_int bitno = 7;

register u_char *rptr;

db- >i nconp_count ++;

db- >i n_count ++; /* count protocol as 1 byte */
db- >seqno++
rptr = dnsg->b_rptr+PPP_BUF_HEAD | NFG,
for (;:) {
slen = dnsg->b_wptr - rptr;
if (slen == 0) {
dnsg = dnsg->b_cont;

if (!dnsg)
br eak;
rptr = dnsg->b_rptr;
conti nue; [* skip zero-length buffers */

}

db->in_count += slen;

do {
C = *rptr++;
fcode = BSD KEY(ent, c);
hval = BSD HASH(ent, c, hshift);
dictp = &dIb->dict[hval];

/* validate and then check the entry */
i f (dictp->codenl >= max_ent)

got o nomat ch
if (dictp->f.fcode == fcode) {

ent = di ctp->codenl+1;

conti nue; [* found (prefix,suffix) */
}
/[* continue until match or invalid entry */
disp = (hval == 0) ? 1 : hval;
do {

hval += disp

if (hval >= db->hsize)
hval -= db->hsi ze;

dictp = &dIb->dict[hval];
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i f (dictp->codenl >= nmax_ent)
got o nomat ch;

} while (dictp->f.fcode != fcode);

ent

= di ct p- >codeml+1;

conti nue; [* found (prefix,suffix) */

/* output (count) the prefix */

bitno += n_bits;

/* code -> hashtable */
if (max_ent < db->maxmaxcode) {

}

ent

struct bsd _dict *dictp2;
/* expand code size if needed */
if (max_ent >= MAXCODE(n_hits))
db->n_bits = ++n_bits;
/* Invalidate previous hash table entry
* assigned this code, and then take it over
*/
di ct p2 = &db->di ct[ max_ent +1] ;
if (db->dict[dictp2->cptr].codenl==max_ent)
db->di ct [ di ct p2- >cptr]. codenl=BADCODEML;
di ct p2->cptr = hval;
di ct p->codenl = max_ent;
di ctp->f.fcode = fcode;

db->max_ent = ++max_ent;
db- >l ens[ max_ent] = db->| ens[ent] +1;

:C,

} while (--slen !=0);

}

bitno += n_bits;

/* output (count) |ast code */

db- >bytes_out += bitno/8;

(voi d) pf _bsd_check(db);

/* Increase code size if we would have without the packet
* boundary and as the deconpressor wll.

*/

if (max_ent >= MAXCODE(n_bits)
&& max_ent < db->nmaxmaxcode)
db->n_bi t s++;

Deconpress "BSD Conpress"

[* O=failed, so zap CCP */
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econp(struct bsd_db *db
mbl k_t *cnsg)

register u_int nax_ent = db->max_ent;

register __uint32_t accum = O;

register u_int bitno = 32; [* 1st valid bit in accum */
register u_int n_bits = db->n_bits;

register u_int tgtbitno = 32-n_bits; /* bitno when accum ful
regi ster struct bsd_dict *dictp;

register int explen, i;

register u_int incode, oldcode, finchar;

register u_char *p, *rptr, *rptr9, *wptr0, *wptr

mbl k_t *dmsg, *dmsgl, *bp;

db- >deconp_count ++;

rptr = cnsg->b_rptr;

ASSERT(cnsg->b_wptr >= rptr+PPP_BUF M N);
ASSERT( PPP_BUF_ALI GN\(rptr));

rptr += PPP_BUF_M N;

/* get the sequence numnber */

i =0

explen = 2;

do {

while (rptr >= cnsg->b_wptr) {

bp = cnsg;
cnsg = cnsg->b_cont;
freeb(bp);
if (lcmsg) {

i f (db->debug)
printf("bsd_deconp%l: m ssing"
" %l header bytes\n",
db->unit, explen);
return O,

}

rptr = cnsg->b_rptr;

}
i = (i << 8) + *rptr++;
} while (--explen I'= 0);
if (i !'= db->seqgno++) {
freensg(cnsq);
i f (db->debug)

*/

printf("bsd_decomp%l: bad sequence number Ox%"

i nstead of Ox%\n",
db->unit, i, db->seqno-1);
return O;
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/* Guess how nuch nmenory we will need. Assune this packet was
* compressed by at least 1.5X regardl ess of the recent ratio.
*/

if (db->ratio > (RATI O_SCALE*3)/2)

expl en = (nsgdsi ze(cnsg) *db->rati o)/ RATI O _SCALE
el se

expl en = (nsgdsi ze(cneg) *3)/2
if (explen > db->nru)

expl en = db->nru

dnsg = dnmsgl = al | ocb(expl en+PPP_BUF HEAD | NFO, BPRI _HI);
if ('dmsgl) {

freemsg(cnsq);

return O;

}
wptr = dnsgl->b wptr

((struct ppp_buf*)wptr)->type = BEEP_FRAME;
/* the protocol field must be conpressed */
((struct ppp_buf*)wptr)->proto = O;

wpt r += PPP_BUF_HEAD PROTO+1;

rptr9 = cnsg->b_wptr;

db- >bytes_out += rptr9-rptr;

wptrO = wptr;

expl en = dnmsgl->b_datap->db_|im- wptr;
ol dcode = CLEAR

for (;;) {
if (rptr >=rptr9) {
bp = cnsg;
cnsg = cnsg->b_cont;
freeb(bp);
if (!cnsQ) /* quit at end of nessage */
br eak;
rptr = cnsg->b rptr;
rptr9 = cnsg->b_wptr;
db- >bytes_out += rptr9-rptr;
conti nue; /* handl e O-length buffers */
}

/* Accurul ate bytes until we have a conpl ete code.
* Then get the next code, relying on the 32-bit,
* unsigned accumto mask the result.

*/
bitno -= 8;
accum | = *rptr++ << bitno;

if (tgtbitno < bitno)
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conti nue;
i ncode = accum >> tgtbitno;
accum <<= n_bits;
bitno += n_bits;

if (incode == CLEAR) {
[* The dictionary nust only be cleared at

* the end of a packet. But there could be an
* enpty nessage bl ock at the end.
*/
if (rptr !'=rptr9
|| cmsg->b_cont !'= 0) {

cnsg->b_rptr = rptr;
i = nsegdsi ze(cnsQ);
if (i '=0) {
freensg(dnsg);
freensg(cnsq);
i f (db->debug)
printf("bsd_deconp%:
"bad CLEAR n",
db->unit);

return O;

}

}

pf _bsd_cl ear (db);
freemsg(cnsq);
wptrO = wptr;

br eak;

}

/* Special case for KwkKwK string. */
if (incode > max_ent) {
if (incode > max_ent +2
| | incode > db->maxmaxcode
|| ol dcode == CLEAR) {
freenmsg(dnsgq);
freemsg(cnsq);
i f (db->debug)
printf("bsd_decomp%l: bad code %\n",
db->unit, incode);
return O;

i = db->l ens[ ol dcode];
/* do not wite past end of buf */

explen -=i+1;
if (explen < 0) {
db- >under shoot -= explen;

db->i n_count += wptr-wptrO0;
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dnsgl->b _wptr = wptr
CK_WPTR(dnsgl);
expl en = MAX(64,i+1);
bp = all ocb(explen, BPRI _H);
if (tbp) {
freenmsg(cnsq);
freemsg(dnsg);
return O;

dnsgl->b _cont = bp;

dnsgl = bp

wptrO = wptr = dnsgl->b wptr

expl en=dnsgl->b_datap->db_limwptr-(i+1);

}
p = (wptr +=i);
*wptr++ = finchar;

finchar ol dcode;
} else {
i = db->lens[finchar = incode];
explen -=i;
if (explen < 0) {
db- >under shoot -= explen;

db->i n_count += wptr-wptrO0;
dnsgl->b wptr = wptr
CK_WPTR(dnsgl) ;
expl en = MAX(64,i1);
bp = all ocb(explen, BPRI _H);
if (tbp) {
freensg(dnsgq);
freenmsg(cnsq);
return O,

dnsgl->b _cont = bp;

dnsgl bp;

wptr 0 wptr = dnsgl->b wptr

expl en = dnsgl->b_datap->db_[imwptr-i;

}
p = (wptr +=1);
}

/* decode code and install in deconpressed buffer */
while (finchar > LAST) {
dictp = &b->dict[db->dict[finchar].cptr];
*--p = dictp->f.hs.suffix;
finchar = dictp->f.hs.prefix;

*--p = finchar;
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/[* If not first code in a packet, and
* if not out of code space, then allocate a new code.
*
* Keep the hash table correct so it can be used
* with unconpressed packets.
*/
if (oldcode != CLEAR
&& max_ent < db->maxmaxcode) {
struct bsd_dict *dictp2;
__uint32_t fcode;
int hval, disp;

fcode = BSD _KEY(ol dcode, fi nchar);
hval = BSD_HASH( ol dcode, fi nchar, db->hshi ft);
dictp = &db->dict[hval ];
/* look for a free hash table entry */
i f (dictp->codenl < nax_ent) {
disp = (hval == 0) ? 1 : hval;
do {
hval += disp
if (hval >= db->hsize)
hval -= db->hsi ze;
dictp = &db->dict[hval ];
} while (dictp->codenl < nax_ent);
}

/* Invalidate previous hash table entry
* assigned this code, and then take it over
*/
di ct p2 = &db->di ct[ max_ent +1] ;
if (db->dict[dictp2->cptr].codenl == max_ent) {
db->di ct [ di ct p2- >cptr]. codenl=BADCODEML;
}

di ct p2->cptr = hval;
di ct p->codenl = max_ent;
di ct p->f.fcode = fcode;

db->max_ent = ++max_ent;
db- >l ens[ max_ent] = db->l| ens[ ol dcode] +1;

/* Expand code size if needed.
*/
if (max_ent >= MAXCODE(n_bits)
&& max_ent < db->maxmaxcode) {
db->n_bits = ++n_bits;
tgthitno = 32-n_bits;
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ol dcode = i ncode;

}

db->i n_count += wptr-wptrO0;
dnsgl->b wptr = wptr
CK_WPTR(dnsgl);

db- >over shoot += expl en;

/* Keep the checkpoint right so that inconpressible packets
* clear the dictionary at the right tines.
*/
i f (pf_bsd_check(db)
&& db- >debug) {
printf("bsd _decomp%l: peer should have
"cleared dictionary\n", db->unit);

}

return dmsg

}

Security Considerations
Security issues are not discussed in this nmeno.
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