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Status of this Meno

Thi s document specifies an Internet standards track protocol for the
Internet community, and requests discussion and suggestions for

i mprovenents. Please refer to the current edition of the "Internet
Oficial Protocol Standards" (STD 1) for the standardi zation state
and status of this protocol. Distribution of this neno is unlimted.

Abst ract

Thi s docunent specifies IPv4 conpatibility nechani sns that can be

i npl emented by |1 Pv6 hosts and routers. These nechani sns incl ude
provi ding conplete inplenentations of both versions of the Internet
Protocol (IPv4 and I Pv6), and tunneling | Pv6 packets over |Pv4
routing infrastructures. They are designed to allow | Pv6 nodes to
mai ntain conplete conpatibility with | Pv4, which should greatly
simplify the deploynent of IPv6 in the Internet, and facilitate the
eventual transition of the entire Internet to |Pv6.

1. Introduction

The key to a successful IPv6 transition is conpatibility with the

|l arge installed base of IPv4 hosts and routers. Maintaining
conpatibility with IPv4 while deploying IPv6 will streamine the task
of transitioning the Internet to IPv6. This specification defines a
set of mechanisns that | Pv6 hosts and routers nmay inplenent in order
to be conpatible with I Pv4 hosts and routers.

The nechanisns in this docunent are designed to be enpl oyed by | Pv6
hosts and routers that need to interoperate with I Pv4 hosts and
utilize IPvd routing infrastructures. W expect that nobst nodes in
the Internet will need such conpatibility for a long tine to cone,
and perhaps even indefinitely.

However, |1 Pv6 may be used in sone environments where interoperability
with IPv4 is not required. |Pv6 nodes that are designed to be used
in such environnents need not use or even inplenment these nechani sns.

The mechani snms specified here include:
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- Dual IP layer. Providing conplete support for both I|IPv4 and
IPv6 in hosts and routers.
- I Pv6 over |Pv4 tunneling. Encapsulating |Pv6 packets within
| Pv4 headers to carry themover |Pv4 routing infrastructures.

Two types of tunneling are enployed: configured and autonatic.

Additional transition and conpatibility nmechani sns may be devel oped
in the future. These will be specified in other docunents.

1.2. Term nol ogy
The following terms are used in this docunent:
Types of Nodes
| Pv4-only node:
A host or router that inplements only |Pv4. An
| Pv4d-only node does not understand | Pv6. The installed
base of I1Pv4 hosts and routers existing before the
transition begins are |Pv4-only nodes.
| Pv6/ | Pv4 node:
A host or router that inplenents both | Pv4 and | Pv6.
| Pv6-only node:
A host or router that inplenents |Pv6, and does not
i mpl emrent | Pv4. The operation of IPv6-only nodes is not
addr essed here.

| Pv6 node:

Any host or router that inplenents |Pv6. |Pv6/IPv4 and
| Pv6-only nodes are both | Pv6 nodes.

| Pv4 node:

Any host or router that inplenents IPv4. [|Pv6/IPv4 and
| Pv4-only nodes are both | Pv4 nodes.
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Types of | Pv6 Addresses
| Pv4-conpati bl e 1 Pv6 address:
An | Pv6 address, assigned to an |Pv6/I1Pv4 node, which
bears the high-order 96-bit prefix 0:0:0:0:0:0, and an
| Pv4 address in the | oworder 32-bits. |Pv4-conpatible
addresses are used by the automatic tunneling mechani sm

| Pv6-only address:

The renmai nder of the |Pv6 address space. An |Pv6
address that bears a prefix other than 0:0:0:0:0:0.

Techni ques Used in the Transition
| Pv6- over-1Pv4 tunneling:
The techni que of encapsul ating |IPv6 packets within |IPv4
so that they can be carried across |1Pv4 routing
i nfrastructures.
| Pv6-in-1Pv4 encapsul ation
| Pv6-over-1 Pv4 tunneling.
Confi gured tunneling:
| Pv6-over-1Pv4 tunneling where the | Pv4 tunnel endpoint
address is determned by configuration information on
t he encapsul ati ng node.
Aut omati ¢ tunneling:
| Pv6-over-1Pv4 tunneling where the | Pv4d tunnel endpoint
address is deternmined fromthe | Pv4 address enbedded in
the | Pv4-conpati bl e destination address of the |Pv6
packet .
1.3. Structure of this Docunent
The renmai nder of this docunent is organized into three sections:

- Section 2 discusses the | Pvd-conpati bl e address fornmat.

- Section 3 discusses the operation of nodes with a dual IP
| ayer, |Pv6/1Pv4 nodes.
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- Section 4 discusses |Pv6-over-I|Pv4 tunneling.
2. Addressing

The automatic tunneling nmechani smuses a special type of |Pv6
address, terned an "I Pv4-conpatibl e" address. An |Pv4-conpatible
address is identified by an all-zeros 96-bit prefix, and holds an

| Pv4 address in the | oworder 32-bits. |Pv4-conpatibl e addresses are
structured as foll ows:

| 96-bits | 32-bits |

| Pv4- Conpati bl e 1 Pv6 Address Format

| Pv4- conpati bl e addresses are assigned to | Pv6/ 1 Pv4 nodes that
support automatic tunneling. Nodes that are configured with | Pv4-
compati bl e addresses may use the conplete address as their |1Pv6
address, and use the enbedded | Pv4 address as their |Pv4 address.

The remai nder of the |Pv6 address space (that is, all addresses with
96-bit prefixes other than 0:0:0:0:0:0) are ternmed "I Pv6-only
Addr esses. "

3. Dual IP Layer

The nost straightforward way for 1 Pv6 nodes to remamin conpatible with
| Pv4-only nodes is by providing a conplete IPv4 inplementation. |Pv6
nodes that provide a conplete IPv4 inplenmentation in addition to
their 1Pv6 inplenentation are called "IPv6/1Pv4 nodes." |Pv6/IPv4
nodes have the ability to send and receive both IPv4 and | Pv6
packets. They can directly interoperate with I Pv4 nodes using | Pv4d
packets, and also directly interoperate with | Pv6 nodes using | Pv6
packets.

The dual | P layer technique may or nmay not be used in conjunction
with the I Pv6-over-1Pv4 tunneling techni ques, which are described in
section 4. An |IPv6/1Pv4 node that supports tunneling may support
only configured tunneling, or both configured and automatic
tunneling. Thus three configurations are possible:

- | Pv6/ 1 Pv4 node that does not performtunneling.

- | Pv6/ 1 Pv4 node that perforns configured tunneling only.

- | Pv6/ 1 Pv4 node that perforns configured tunneling and
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automati ¢ tunneling.
3.1. Address Configuration

Because t hey support both protocols, |Pv6/1Pv4d nodes nmay be
configured with both IPv4 and | Pv6 addresses. Al though the two
addresses may be related to each other, this is not required.

| Pv6/1 Pv4 nodes may be configured with I Pv6 and | Pv4 addresses that
are unrel ated to each other.

Nodes that perform automatic tunneling are configured with | Pv4-
conpatible | Pv6 addresses. These may be viewed as single addresses
that can serve both as |IPv6 and | Pv4 addresses. The entire 128-bit
| Pv4-conpatible I Pv6 address is used as the node’s | Pv6 address,
while the | Pv4 address enbedded in | oworder 32-bits serves as the
node’' s | Pv4 address.

| Pv6/ 1 Pv4 nodes may use the stateless |Pv6 address configuration
mechani sm[5] or DHCP for I1Pv6 [3] to acquire their |Pv6 address
These nechani sns may provide either |Pv4-conpatible or IPv6-only |Pv6
addr esses.

| Pv6/ 1 Pv4 nodes may use | Pv4 mechanisns to acquire their |Pv4
addr esses.

| Pv6/ 1 Pv4 nodes that perform automatic tunneling may al so acquire
their 1Pv4-conpatible I Pv6 addresses from anot her source: |Pv4
address configuration protocols. A node may use any |Pv4 address
configuration nechanismto acquire its | Pv4 address, then "map" that
address into an | Pv4-conpatible | Pv6 address by pre-pending it with
the 96-bit prefix 0:0:0:0:0:0. This node of configuration allows

| Pv6/1 Pv4d nodes to "l everage" the installed base of |Pv4 address
configuration servers. It can be particularly useful in environnents
where |1 Pv6 routers and address configuration servers have not yet
been depl oyed.

The specific algorithmfor acquiring an | Pv4-conpati bl e address using
| Pv4- based address configuration protocols is as foll ows:

1) The 1 Pv6/1Pv4 node uses standard | Pv4 nmechani sns or protocols
to acquire its own | Pv4 address. These incl ude:

- The Dynami ¢ Host Configuration Protocol (DHCP) [ 2]

- The Bootstrap Protocol (BOOTP) [1]

- The Reverse Address Resol ution Protocol (RARP) [9]

- Manual configuration

- Any ot her nmechani sm whi ch accurately yields the node’s
own | Pv4 address
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2) The node uses this address as its | Pv4 address.

3) The node prepends the 96-bit prefix 0:0:0:0:0:0 to the 32-bit
I Pv4 address that it acquired in step (1). The result is an
| Pv4-conpatible I Pv6 address with the node’s own | Pv4-address
enbedded in the |l oworder 32-bits. The node uses this address
as its own | Pv6 address.

3.1.1. 1 Pv4 Loopback Address

Many | Pv4 inplenentations treat the address 127.0.0.1 as a "l oopback
address" -- an address to reach services |ocated on the |oca

machi ne. Per the host requirenments specification [10], section
3.2.1.3, I1Pv4 packets addressed fromor to the | oopback address are
not to be sent onto the network; they nust remain entirely within the
node. |Pv6/IPv4 inplenentations nay treat the | Pvd-conpatible | Pv6
address ::127.0.0.1 as an | Pv6 | oopback address. Packets with this
address should also renmain entirely within the node, and not be
transmtted onto the network.

3.2. DNS

The Domain Naming System (DNS) is used in both |Pv4 and | Pv6 to nap
host names into addresses. A new resource record type named "AAAA"
has been defined for |IPv6 addresses [6]. Since |Pv6/1Pv4 nodes mnust
be able to interoperate directly with both IPv4 and | Pv6 nodes, they
must provide resolver libraries capable of dealing with IPv4 "A"
records as well as | Pv6 "AAAA" records.

3.2.1. Handling Records for |Pv4-Conpatible Addresses

When an | Pv4-conpatible | Pv6 addresses is assigned to an | Pv6/ I Pv4
host that supports automatic tunneling, both A and AAAA records are
listed in the DNS. The AAAA record holds the full |Pv4-conpatible

| Pv6 address, while the A record holds the | ow order 32-bits of that
address. The AAAA record is needed so that queries by |Pv6 hosts can
be satisfied. The A record is needed so that queries by |Pv4-only
hosts, whose resolver libraries only support the A record type, wll

| ocate the host.

DNS resolver libraries on |IPv6/IPv4 nodes nust be capabl e of handling
bot h AAAA and A records. However, when a query |ocates an AAAA
record hol ding an | Pv4-conpatible | Pv6 address, and an A record
hol di ng the correspondi ng | Pv4 address, the resolver |library need not
necessarily return both addresses. It has three options:
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- Return only the | Pv6 address to the application
- Return only the |1 Pv4 address to the application
- Return both addresses to the application

The sel ection of which address type to return in this case, or, if
bot h addresses are returned, in which order they are listed, can

af fect what type of IP traffic is generated. |If the |IPv6 address is
returned, the node will communicate with that destination using |Pv6
packets (in nost cases encapsulated in IPv4); If the |Pv4 address is
returned, the comunication will use |Pv4 packets.

The way that DNS resol ver inplenmentations handl e redundant records
for |1 Pv4-conpatibl e addresses may depend on whet her that

i mpl ement ati on supports autonatic tunneling, or whether it is

enabl ed. For exanple, an inplenentation that does not support
automatic tunneling would not return | Pv4-conpatible | Pv6 addresses
to applications because those destinations are generally only
reachabl e via tunneling. On the other hand, those inplenentations in
whi ch automatic tunneling is supported and enabled may elect to
return only the I Pvd-conpatible | Pv6 address and not the |Pv4

addr ess.

4. |1 Pv6-over-I|Pv4 Tunneling

In nost depl oyment scenarios, the IPv6 routing infrastructure will be
built up over tine. Wile the IPv6 infrastructure is being depl oyed,
the existing IPv4 routing infrastructure can remain functional, and
can be used to carry IPv6 traffic. Tunneling provides a way to
utilize an existing IPv4 routing infrastructure to carry |IPv6
traffic.

I Pv6/ 1 Pv4 hosts and routers can tunnel |Pv6 datagrans over regions of
I Pv4 routing topology by encapsulating themw thin | Pv4 packets.
Tunneling can be used in a variety of ways:

- Router-to-Router. |Pv6/1Pv4 routers interconnected by an | Pv4
infrastructure can tunnel |1Pv6 packets between thenselves. In
this case, the tunnel spans one segnent of the end-to-end path
that the |1 Pv6 packet takes.

- Host-to-Router. |Pv6/1Pv4 hosts can tunnel |Pv6 packets to an
intermediary 1 Pv6/1Pv4 router that is reachable via an | Pv4
infrastructure. This type of tunnel spans the first segnent
of the packet’s end-to-end path.
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- Host-to-Host. [|Pv6/1Pv4 hosts that are interconnected by an
I Pv4 infrastructure can tunnel |Pv6 packets between
thenselves. In this case, the tunnel spans the entire

end-to-end path that the packet takes.

- Rout er-to-Host. 1Pv6/1Pv4 routers can tunnel |Pv6 packets to
their final destination |IPv6/IPv4 host. This tunnel spans
only the | ast segnent of the end-to-end path.

Tunnel ing techni ques are usually classified according to the
mechani sm by which the encapsul ati ng node determ nes the address of
the node at the end of the tunnel. |In the first two tunneling

met hods |isted above -- router-to-router and host-to-router -- the

| Pv6 packet is being tunneled to a router. The endpoint of this type
of tunnel is an intermediary router which nust decapsul ate the |Pv6
packet and forward it on to its final destination. Wen tunneling to
a router, the endpoint of the tunnel is different fromthe
destination of the packet being tunneled. So the addresses in the

| Pv6 packet being tunneled do not provide the | Pv4 address of the
tunnel endpoint. Instead, the tunnel endpoint address nust be
determ ned fromconfiguration information on the node performng the
tunneling. W use the term"configured tunneling" to describe the
type of tunneling where the endpoint is explicitly configured.

In the last two tunneling nethods -- host-to-host and router-to-host
-- the 1 Pv6 packet is tunneled all the way to its final destination

The tunnel endpoint is the node to which the | Pv6 packet is
addressed. Since the endpoint of the tunnel is the destination of
the 1 Pv6 packet, the tunnel endpoint can be deternined fromthe
destination | Pv6 address of that packet: If that address is an | Pv4-
compati bl e address, then the |l oworder 32-bits hold the | Pv4 address
of the destination node, and that can be used as the tunnel endpoint
address. This technique avoids the need to explicitly configure the
tunnel endpoi nt address. Deriving the tunnel endpoint address from
the enbedded | Pv4 address of the packet’'s | Pv6 address is terned
"automatic tunneling".

The two tunneling techniques -- automatic and configured -- differ
primarily in how they determ ne the tunnel endpoint address. Mst of
t he underlying nmechani snms are the sane:

- The entry node of the tunnel (the encapsul ati ng node) creates an
encapsul ati ng | Pv4 header and transmts the encapsul ated packet.

- The exit node of the tunnel (the decapsul ati ng node) receives

the encapsul at ed packet, renoves the | Pv4 header, updates the
| Pv6 header, and processes the received | Pv6 packet.
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The encapsul ati ng node may need to maintain soft state
i nformati on for each tunnel recording such parameters as the MIU

of the tunnel
t he tunnel

in order to process |Pv6 packets forwarded into

Si nce the nunber of tunnels that any one host or
router nay be using nay grow to be quite |arge,
i nformati on can be cached and di scarded when not

this state
in use.

The next section discusses the comon nmechani sms that apply to both
Subsequent sections di scuss how the tunne

types of tunneling.

endpoi nt address is deternmined for automatic and confi gured

tunnel i ng.

4.1. Common Tunneling

Mechani sis

The encapsul ation of an IPv6 datagramin |IPv4 is shown bel ow

.
| | Pv6

| Header

o e e e e e e o - -
| Transport

| Layer

| Header

Fem e et e e e - -
I

~ Dat a

I

O

In addition to addi

o e e e e e e o - -
| | Pv4
| Header
+ o e e e e oo o
| | | Pv6
| | Header
+ Fom e o -
| | Transport
| ===> | Layer
| | Header
+ S
I I
~ ~ Dat a
I I
+ R

Encapsul ating 1Pv6 in | Pv4d

ng an | Pv4 header, the encapsul ati ng node al so has
to handl e sone nore conpl ex issues:

- Determ ne when to fragment and when to report an | CMP "packet

too big" error

- How to refl ect
path back to t

Those issues are discussed in the follow ng sections.

G lligan & Nordmark
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IPv4 ICWP errors fromrouters along the tunne

he source as |Pv6 ICVMP errors
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4.1.1. Tunnel MIU and Fragnentation

The encapsul ati ng node coul d view encapsul ati on as |1 Pv6 using |Pv4 as
alink layer with a very large MIU (65535-20 bytes to be exact; 20
bytes "extra" are needed for the encapsul ating | Pv4 header). The
encapsul ati ng node would need only to report |Pv6 | CMP "packet too
bi g" errors back to the source for packets that exceed this MU
However, such a scherme would be inefficient for two reasons:

1) It would result in nore fragnentation than needed. |Pv4 |ayer
fragnmentation should be avoi ded due to the performance probl ens
caused by the loss unit being snmaller than the retransm ssion
unit [11].

2) Any | Pv4 fragnentation occurring inside the tunnel would have to
be reassenbled at the tunnel endpoint. For tunnels that
termnate at a router, this would require additional nenory to
reassenble the I1Pv4 fragnents into a conplete | Pv6 packet before
t hat packet could be forwarded onward.

The fragnmentation inside the tunnel can be reduced to a m ni mum by
havi ng the encapsul ati ng node track the I Pv4 Path MIU across the
tunnel, using the IPv4 Path MIU Di scovery Protocol [8] and recording
the resulting path MIU. The IPv6 |ayer in the encapsul ati ng node can
then view a tunnel as a link layer with an MU equal to the IPv4 path
MIU, m nus the size of the encapsul ating | Pv4 header.

Note that this does not conpletely elimnate | Pv4 fragnentation in
the case when the IPv4 path MTU woul d result in an | Pv6 MIU | ess than
576 bytes. (Any link |layer used by IPv6 has to have an MIU of at

| east 576 bytes [4].) In this case the IPv6 layer has to "see" a link
|l ayer with an MIU of 576 bytes and the encapsul ati ng node has to use
I Pv4 fragnmentation in order to forward the 576 byte | Pv6 packets.

The encapsul ati ng node can enploy the followi ng algorithmto
determ ne when to forward an | Pv6 packet that is larger than the
tunnel’s path MIU using | Pv4 fragnmentation, and when to return an
I Pv6 | CVMP "packet too big" message:

if (IPv4 path MTU - 20) is less than or equal to 576

if packet is larger than 576 bytes
Send | Pv6 | CWP "packet too big" with MIU = 576.
Drop packet.

el se
Encapsul ate but do not set the Don’t Fragnent
flag in the | Pvd header. The resulting |Pv4
packet m ght be fragnented by the | Pv4 | ayer on
the encapsul ati ng node or by sonme router along
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the | Pv4 path.

endi f
el se
if packet is larger than (I1Pv4 path MIU - 20)
Send I Pv6 | CVP "packet too big" with
MIU = (I Pv4 path MIuU - 20).
Drop packet.
el se
Encapsul ate and set the Don't Fragnent flag
in the | Pv4 header.
endi f
endi f

Encapsul ati ng nodes that have a | arge nunmber of tunnels m ght not be
able to store the IPv4 Path MIU for all tunnels. Such nodes can, at
the expense of additional fragmentation in the network, avoid using
the I Pv4 Path MIU al gorithm across the tunnel and instead use the MIu
of the link layer (under IPv4) in the above algorithminstead of the
| Pv4 path Mru

In this case the Don't Fragment bit nust not be set in the
encapsul ati ng | Pv4 header.

4.1.2. Hop Limt

| Pv6-over-1Pv4 tunnels are nmodel ed as "single-hop". That is, the
IPv6 hop limt is decrenented by 1 when an | Pv6 packet traverses the
tunnel . The singl e-hop nodel serves to hide the existence of a
tunnel. The tunnel is opaque to users of the network, and is not
det ectabl e by network diagnostic tools such as traceroute.

The singl e-hop nmodel is inplenented by having the encapsul ati ng and
decapsul ati ng nodes process the IPv6 hop Iimt field as they would if
they were forwardi ng a packet on to any other datalink. That is,
they decrenment the hop linmt by 1 when forwarding an | Pv6 packet.
(The originating node and final destination do not decrement the hop
limt.)

The TTL of the encapsul ating | Pv4 header is selected in an

i npl ement ati on dependent nmanner. The current suggested value is
published in the "Assigned Nunbers RFC. |nplenentations may provide
a nechanismto allow the adm nistrator to configure the | Pv4 TTL.

4.1.3. Handling IPv4 ICVWP errors
In response to encapsul ated packets it has sent into the tunnel, the

encapsul ati ng node nmay receive |Pv4 | CVP error nessages from | Pv4
routers inside the tunnel. These packets are addressed to the
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encapsul ati ng node because it is the IPv4 source of the encapsul ated
packet .

The | CVMP "packet too big" error nessages are handl ed according to

| Pv4 Path MIU Di scovery [8] and the resulting path MU is recorded in
the IPv4 | ayer. The recorded path MU is used by |IPv6 to determ ne
if an IPv6 | CMP "packet too big" error has to be generated as
described in section 4.1.1.

The handling of other types of |ICMP error nessages depends on how
much information is included in the "packet in error” field, which
hol ds the encapsul ated packet that caused the error

Many ol der 1Pv4 routers return only 8 bytes of data beyond the |Pv4
header of the packet in error, which is not enough to include the
address fields of the I Pv6 header. Mre nodern | Pv4 routers may
return enough data beyond the | Pv4 header to include the entire | Pv6
header and possi bly even the data beyond that.

If the offending packet includes enough data, the encapsul ati ng node
may extract the encapsul ated |1 Pv6 packet and use it to generating an
I Pv6 | CVMP nessage directed back to the originating | Pv6 node, as
shown bel ow.

o e e o - +
| I Pv4 Header |
| dst = encaps |
| node |
oo s +
| | CWP |
| Header |
- - S +
| I'Pv4 Header |
| src = encaps
| Pv4 | node |
oo s + - -
Packet | | Pv6 |
| Header | Oiginal |Pve
in R T + Packet -
| Transport | Can be used to
Error | Header | generate an
R + | Pv6 | CWP
| | error nessage
~ Dat a ~ back to the source
R L

| Pv4 | CVP Error Message Returned to Encapsul ati ng Node
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4.1.4. |Pv4 Header Construction

When encapsul ating an |1 Pv6 packet in an |Pv4 datagram the |Pv4
header fields are set as foll ows:

Ver si on:
4
| P Header Length in 32-bit words:

5 (There are no | Pv4 options in the encapsul ating
header .)

Type of Service
0
Total Lengt h:

Payl oad | ength fromI|Pv6 header plus Iength of |IPv6 and
| Pv4 headers (i.e. a constant 60 bytes).

I dentification:

Generated uniquely as for any |Pv4 packet transmtted by
the system

Fl ags:
Set the Don’'t Fragment (DF) flag as specified in
section 4.1.1. Set the More Fragnents (MF) bit as
necessary if fragnenting.

Fragnment of fset:
Set as necessary if fragmenting.

Time to Live:
Set in inplenentation-specific nanner.

Pr ot ocol

41 (Assigned payl oad type number for |Pv6)
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Header Checksum
Cal cul ate the checksum of the | Pv4 header
Sour ce Address

| Pv4 address of outgoing interface of the
encapsul ati ng node.

Desti nati on Address:

| Pv4 address of tunnel endpoint.

April 1996

Any | Pv6 options are preserved in the packet (after the I Pv6 header).

4.1.5. Decapsul ating | Pv6-in-IPv4 Packets

When an | Pv6/1Pv4 host or a router receives an | Pv4 datagramthat is
addressed to one of its own | Pv4 address, and the value of the
protocol field is 41, it renmoves the | Pv4 header and submits the |IPv6
datagramto its I Pv6 | ayer code

The decapsul ation is shown bel ow

When decapsul ating the | Pv6-in-1Pv4 packet,

oo +
| | Pv4 |

| Header |

S + S +
| | Pv6 | | | Pv6 |
| Header | | Header |
o e oo + o e oo +
| Transport | | Transport |
| Layer | ===> | Layer

| Header | | Header |
oo + oo +
I I I I
~ Dat a ~ ~ Dat a ~
I I I I
S + S +

Decapsul ating | Pv6 from | Pv4d

the | Pv6 header

is not

modi fied. |f the packet is subsequently forwarded, its hop limt is
decrement ed by one.

The encapsul ating | Pv4 header is discarded.
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The decapsul ati ng node performs | Pv4 reassenbly before decapsul ating
the 1 Pv6 packet. Al 1Pv6 options are preserved even if the
encapsul ati ng | Pv4 packet is fragmented.

After the | Pv6 packet is decapsulated, it is processed the sane as
any received | Pv6 packet.

4.2. Configured Tunneling

In configured tunneling, the tunnel endpoint address is deternined
fromconfiguration information in the encapsul ati ng node. For each
tunnel, the encapsul ati ng node nmust store the tunnel endpoint
address. Wen an | Pv6 packet is transnmitted over a tunnel, the
tunnel endpoi nt address configured for that tunnel is used as the
destination address for the encapsul ating | Pv4 header

The determ nation of which packets to tunnel is usually nade by
routing information on the encapsulating node. This is usually done
via a routing table, which directs packets based on their destination
address using the prefix mask and match techni que.

4.2.1. Default Configured Tunne

Nodes that are connected to IPv4 routing infrastructures nmay use a
configured tunnel to reach an | Pv6 "backbone". |f the |IPv4 address
of an I Pv6/IPv4 router bordering the backbone is known, a tunnel can
be configured to that router. This tunnel can be configured into the

routing table as a "default route". That is, all IPv6 destination
addresses will match the route and could potentially traverse the
tunnel. Since the "mask | ength" of such default route is zero, it

will be used only if there are no other routes with a | onger nask
that match the destination.

The tunnel endpoint address of such a default tunnel could be the

| Pv4 address of one | Pv6/1Pv4 router at the border of the |Pv6
backbone. Alternatively, the tunnel endpoint could be an | Pv4
"anycast address". Wth this approach, multiple IPv6/1Pv4 routers at
the border advertise |IPv4 reachability to the same | Pv4 address. Al
of these routers accept packets to this address as their own, and

wi || decapsul ate | Pv6 packets tunneled to this address. When an

I Pv6/ |1 Pv4 node sends an encapsul ated packet to this address, it wll
be delivered to only one of the border routers, but the sendi ng node
wi Il not know which one. The IPv4 routing systemw || generally
carry the traffic to the closest router.

Using a default tunnel to an IPv4 "anycast address" provides a high

degree of robustness since nmultiple border router can be provided,
and, using the normal fallback mechanisnms of |Pv4 routing, traffic

G lligan & Nordmark St andards Track [ Page 15]



RFC 1933 I Pv6 Transition Mechani sns April 1996

will automatically switch to another router when one goes down.
4.3. Automatic Tunneling

In automatic tunneling, the tunnel endpoint address is deternined
fromthe packet being tunneled. The destination |Pv6 address in the
packet nust be an |Pv4-conpatible address. |If it is, the IPv4
address component of that address -- the loworder 32-bits -- are
extracted and used as the tunnel endpoint address. |Pv6 packets that
are not addressed to an | Pv4-conpati bl e address can not be tunnel ed
usi ng automatic tunneling.

| Pv6/ 1 Pv4 nodes need to deternine which | Pv6 packets can be sent via
automatic tunneling. One technique is to use the IPv6 routing table
to direct automatic tunneling. An inplenmentation can have a specia
static routing table entry for the prefix 0:0:0:0:0:0/96. (That is,
aroute to the all-zeros prefix with a 96-bit nask.) Packets that
match this prefix are sent to a pseudo-interface driver which
performs automatic tunneling. Since all |Pv4-conpatible |IPv6
addresses will match this prefix, all packets to those destinations
wi || be auto-tunnel ed.

4. 4. Default Sending Al gorithm

This section presents a conbined |IPv4 and | Pv6 sending al gorithmthat
I Pv6/ 1 Pv4 nodes can use. The algorithmcan be used to determ ne when
to send | Pv4 packets, when to send |IPv6 packets, and when to perform
automatic and configured tunneling. It illustrates how the

techni ques of dual IP layer, configured tunneling, and autonmatic
tunneling can be used together. Note that is just an exanple to show
how t he t echni ques can be conbi ned; |Pv6/I1Pv6 inplenmentations nmay
provide different algorithnms. This algorithmhas the follow ng
properties:

- Sends | Pv4 packets to all |Pv4 destinations.

- Sends | Pv6 packets to all 1Pv6 destinations on the same |ink

- Usi ng automatic tunneling, sends |IPv6 packets encapsul ated in
IPv4 to I Pv6 destinations with | Pv4-conpatibl e addresses that

are | ocated off-1Iink.

- Sends | Pv6 packets to | Pv6 destinations |ocated of f-1ink when
I Pv6 routers are present.

- Using the default I Pv6 tunnel, sends |Pv6 packets encapsul ated

in |IPvd to | Pv6 destinations with | Pv6-only addresses when no
I Pv6 routers are present.
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The algorithmis as foll ows:

1) If the address of the end node is an |IPv4 address then

1.1)

If the destination is |located on an attached |ink, then
send an | Pv4 packet addressed to the end node.

1.2) If the destination is located off-Iink, then;

1.2.1) If thereis an IPv4 router on link, then send an
| Pv4 format packet. The |Pv4 destination
address is the I Pv4 address of the end node.

The datalink address is the datalink address of
the I Pvd router.

1.2.2) Else, the destination is treated as
"unreachabl e" because it is located off link and
there are no on-link routers.

2) If the address of the end node is an |Pv4-conpatible |IPv6
address (i.e. bears the prefix 0:0:0:0:0:0), then
2.1) If the destination is located on an attached |ink, then
send an | Pv6 format packet (not encapsulated). The |Pv6
destination address is the | Pv6 address of the end node.

The datalink address is the datalink address of the end

node.

2.2) If the destination is located off-1link, then

2.2.1) If there is an IPv4 router on an attached |ink,
then send an | Pv6 packet encapsul ated in |Pv4.
The | Pv6 destination address is the address of
the end node. The |Pv4 destination address is
the loworder 32-bits of the end node’ s address.
The datalink address is the datalink address of
the |1 Pv4 router.

2.2.2) Else, if there is an IPv6 router on an attached
link, then send an | Pv6 format packet. The |IPv6
destination address is the | Pv6 address of the
end node. The datalink address is the datalink
address of the | Pv6 router.

2.2.3) Else, the destination is treated as
"unr eachabl e" because it is located off-1ink and
there are no on-link routers.
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3) If the address of the end node is an | Pv6-only address, then

3.1) |If the destination is |ocated on an attached |ink, then
send an | Pv6 format packet. The |IPv6 destination
address is the | Pv6 address of the end node. The
datalink address is the datalink address of the end

node.

3.2) If the destination is |located off-link, then

3.2.1)

3.2.2)

3.2.3)

If there is an I Pv6 router on an attached |ink,
then send an | Pv6 format packet. The |IPv6
destination address is the | Pv6 address of the
end node. The datalink address is the datalink
address of the | Pv6 router.

Else, if the destination is reachable via a
configured tunnel, and there is an | Pv4 router
on an attached link, then send an | Pv6

packet encapsulated in |IPv4. The |IPv6
destination address is the address of the end
node. The |Pv4 destination address is the
configured | Pv4 address of the tunnel endpoint.
The datalink address is the datalink address of
the |1 Pv4 router.

El se, the destination is treated as
"unr eachabl e" because it is located off-1ink and
there are no on-link I Pv6 routers.

A summary of these sending rules are given in the table bel ow

G lligan & Nordmark

St andards Track [ Page 18]



RFC 1933 I Pv6 Transition Mechani sns April 1996

End | End | 1Pv4 | 1Pv6 | Packet | | |
Node | Node | Router | Router | Format | IPv6 | |1Pv4 | DLink
Addr ess | On | On | On | To | Dest | Dest | Dest
Type | Link? | Link? | Link? | Send | Addr | Addr | Addr
------------ T T T T T g R
| Pv4 | Yes | NA | NA | I1Pv4 | NA| E4 | EL
------------ T T T e
| Pv4 | No | Yes | NA | 1Pv4d | NA| E4 | RL
------------ T T T T T
| Pv4 | No | No | NA | UNRCH | NA| NA| NA
------------ T T T T T g R
| Pv4-conpat | Yes | NA | NA | 1Pv6 | E6 | NA]| EL
------------ T T T e
| Pv4-conpat | No | Yes | NA | IPv6/4 | E6 | E4 | RL
------------ T T T T T
| Pv4-conpat | No | No | Yes | 1Pv6 | E6 | NA]| RL
------------ T T T T T g R
| Pv4-conpat | No | No | No | UNNCH | NA| NA]| NA
------------ T T T e
| Pv6-only | Yes | NA | NA | 1Pv6 | E6 | NA]| EL
------------ T T T T T
| Pv6-only | No | NA | Yes | 1Pv6 | E6 | NA]| RL
------------ T T T T T g R
I Pv6-only | No |  Yes | No | IPv6/4| E6 | T4 | RL
------------ T T T e
| Pv6-only | No | No | No | UNRCH | NA| NA| NA
------------ T T T T T

Key to Abbreviations

N A: Not applicable or does not matter.

E6: | Pv6 address of end node.

E4: | Pv4 address of end node (| ow order 32-bits of

| Pv4- conpati bl e address).

EL: Dat al i nk address of end node.

T4: | Pv4 address of the tunnel endpoint.

R6: | Pv6 address of router.

R4: | Pv4 address of router.

RL: Dat al i nk address of router.

| Pv4: | Pv4 packet format.

| Pv6: | Pv6 packet fornmat.

| Pv6/ 4: |1 Pv6 encapsul ated in | Pv4 packet fornmat.
UNRCH: Destination is unreachable. Don't send a packet.
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4.4.1 On/Of Link Determ nation

Part of the process of determ ning what packet format to use includes
determ ning whether a destination is located on an attached link or
not. |Pv4 and I Pv6 enploy different nechanisns. |Pv4 uses an
algorithmin which the destination address and the interface address
are both logically ANDed with the netmask of the interface and then

compared. If the resulting two values match, then the destination is
| ocated on-link. This algorithmis discussed in nore detail in
Section 3.3.1.1 of the host requirenents specification [10]. |Pv6

uses the nei ghbor discovery al gorithm described in "Nei ghbor
Di scovery for |IP Version 6" [7].

| Pv6/ 1 Pv4 nodes need to use both nethods:

- If a destination is an | Pv4 address, then the on/off |ink
determnation is nade by conparison with the netnask, as
described in RFC 1122 section 3.3.1.1

- If a destination is represented by an | Pv4-conpatible | Pv6
address (prefix 0:0:0:0:0:0), the decision is nmade using the
| Pv4 net mask conparison algorithmusing the | oworder 32-bits
(I Pv4 address part) of the destination address.

- If the destination is represented by an | Pv6-only address
(prefix other than 0:0:0:0:0:0), the on/off Iink determ nation
is made using the I Pv6 nei ghbor discovery mechani sm
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6. Security Considerations

Security issues are not discussed in this meno.
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