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TCP And UDP Over | PX Networks Wth Fi xed Path MIu
Status of this Meno

Thi s docunent defines an Experinmental Protocol for the Internet
community. This does not specify an Internet standard of any kind.
Di scussi on and suggestions for inprovenment are requested.
Distribution of this nmeno is unlimted.

| ESG Not e:

I nternet Engineering Steering Group commrent fromthe Area Director
for Transport Services: Please note well that this menp is an

i ndi vi dual product of the author. Inplenentation experience,
particularly on the effectiveness of the protocols in dual-stack
environments, is needed.

1. Introduction

Most of network applications run on sonme sort of transports. And, if
one is to let such applications to run over a foreign network
protocol, the sinplest way would be to allow the applications’
transports to run over that network protocol. For TCP/IP
applications, that transport is TCP or UDP. Hence, to let TCP/IP
applications run over IPX, we would need to have TCP and UDP run
over IPX. And, once TCP and UDP are allowed to run over IPX, all TCP
and UDP based applications, such as HITP for WMV or NFS, can easily
be made to work over | PX networks.

DLsw i s anot her exanple of such applications. As it is a TCP
application (and TCP requires IP), the admnistrator is forced to run
IP on his network in order to support DLsw. If the site was an |IPX
shop, it neans that he now nust nmanage | P protocol /addresses in
addition to IPX. If TCP could be nade to run on IPX, then he would
not have to add IP to his repertoire of network protocols to manage.

TCP/ 1 PX all ows TCP/I P applications to run over |PX networks by

letting TCP and UDP run over IPX. And this nmeno specifies the packet
format and operational procedures for running TCP and UDP over | PX
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2. Running UDP Over |PX

Si nce UDP datagrans can be up to 64K octets long, and the size of IPX
packet is limted to that of the path MIU, |arge UDP dat agrans nust
be fragnented. And, since |PX does not support fragmentation, |arge
UDP dat agrams nust be fragnented before they are passed to | PX. For
that purpose, a new protocol called | PXF (I PX Fragnentation |ayer),
is invented. UDP must run on |IPXF rather than directly on IPX. |PXF
| ayer is described in section 4.

To | PXF service users, |PXF behaves just |ike |IPX except that |PXF
accepts datagramlarger than the IPX path MIU. As such, we describe
UDP in this section as if it is running on |IPX

UDP nust send and receive the packets on | PX/ | PXF socket 0x9092
Though it may be possible to send a packet from sockets other than
0x9092, such sockets cannot receive UDP datagram destined to a well
known socket 0x9092. Hence, the bidirectional conmuncation may not
be established if a socket other than 0x9092 is used to send UDP
datagram For that reason. UDP/IPX does not allow source sockets
ot her than 0x9092. |If a datagramw th source socket number ot her
than 0x9092 is received, UDP/IPX should discard the packet silently.
(And increnent udplnDatagramErr M B counter if it is instrunented.)

UDP over | PX uses the | PX packet type 4, a normal |PX packet type.
The | PX packet type has no neaning to TCP/IPX protocol. It simply is
a nunber required by IPX for general |PX packets.

See Appendix B.1 and B.2 for UDP over |PX packet format.

The UDP/ | PX checksum uses a pseudo header similar to UDP/IP pseudo
header. The only difference is that |IP addresses and protocol ID are
repl aced by | PX addresses and socket numbers.

See Appendix B.3 for the UDP/| PX pseudo header fornat.
3. Running TCP Over |PX

Unli ke UDP, TCP runs directly over IPX Since |PX does not support
fragnmentation, no TCP segnent sent over |PX can be larger than the
path MIU for the connection. The discovery of the path MIU is
out si de of scope of this paper. |If the inplenmentation does not have
a way to dynamically deternmine the path MIU for each connection, it
should at least allow a way to statically configure a reasonabl e
value for all connections. For example, if the internetwork made of
ethernets only, the user may configure the segnent size to be 1470
including the TCP header. |I|f the configuration of the segnment size
is not possible, the inplenmentation should assune that the | PX path
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MIU is 576 octects, and not send any TCP segnent |arger than 546
octets including TCP header. That will result in |IPX packet of 576
octets which is the mninmumpath MU for IPX  The inplenentation is
then advi sed to conuni cate the configured/ default segnent size to the
peer TCP by exchangi ng MSS option

Note that this neno does not preclude the possibility of running TCP
over | PXF instead of IPX. Running on |IPXF can be done in the sane
manner as runni ng UDP over |PXF. However, in general, TCP should
refrain fromsending | arge segnents that nay result in fragnentation
Hence, running TCP over |PXF is not reconmmended.

The | PX socket nunber 0x9091 is reserved for the TCP. Al TCP packets
must be sent from and received on the socket 0x9091. |If the received
TCP/ 1 PX packet has the source | PX socket nunber other than 0x9091

the packet should be discarded silently. (And increment tcplnErrs MB
counter if it is instrunmented.)

TCP, like UDP, uses |IPX packet type 4. The |PX packet type has no
meaning to TCP/I PX protocol. It is packet type required by IPX for
general |PX packets.

See appendix A 1 for TCP/IPX packet format.

The TCP pseudo header, used in checksuning for TCP over IPX, is
simlar to TCP pseudo header for TCP over IP. Again, the difference
is that |1 PX addresses and | PX socket number are substituted in place
of I P addresses and | P protocol nunber.

See Appendix A 2 for the TCP/ | PX pseudo header fornat.
4. | PXF Layer

A large UDP dat agram cannot be sent directly over |IPX as | PX does not
support datagranms |larger than the path MU Hence, |arge UDP

dat agranms nust be fragnented before it can be sent over IPX. To have
| arge UDP datagrans fragnmented, UDP runs over |PXF | ayer instead of
running directly IPX

| PXF users treats IPXF as if it is IPX layer. That is, they pass
datagrans to | PXF specifying the destination | PX address/socket al ong
with the packet. They also nust set the source socket number of the
datagramto its actual |PX socket nunber, as it woul d when sendi ng
packets to I PX layer. (For UDP, both source and destination sockets
are 0x9092.)

Dat agrans passed to | PXF can be upto 64K octets |ong.
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| PXF fragnments a datagram as necessary, prepends each fragment with
the | PXF header and send themto the | PX socket 0x9093 in the
destination |IPX address. The actual destination socket numnber
(0x9092 for UDP) in the orignal IPX datagramis preserved in |PXF
header. Refer to Appendix B.2 for UDP/I|PXF/ | PX packet fornmat.

The | argest possible | PX datagramthat can be sent over the |PX path
is limted by the path MU size. The nechanismto discover the path
MIU i s outside of the scope of the paper. |If an IPXF inplenentation
does not have a nean to determine the path MIU, it should assune that
the | argest | PX packet size is 576. In that case, any UDP datagram

| arger than 546 octects will have to be fragnented.

If the datagram does not require fragnmentation, |IPXF acts as a nul
layer. That is, the whole packet is directly sent to the actual 1PX
destination socket without the | PXF fragnentation header. Refer to
Appendi x B.1 for UDP/IPX packet format without the | PXF header

An | PXF user receives datagrans by opening a socket with | PXF just as
it would with IPX. For exanple, UDP opens the socket 0x9092 with

| PXF to receive UDP datagrams. |PXF, in turn, opens |PX socket of
the sanme nunber with IPX, so that unfragnmented packets directed to
that socket will be delivered by IPX directly to the |IPXF user.

| PXF fragments are received by | PXF on the | PX socket 0x9093. The
receiving I PXF then reassenbles the fragments into a conplete |IPX
datagram restores the actual detination |IPX socket nunber fromthe
| PXF header and delivers the reassenbled |PX datagramto its actua
reci pi ent designated by the restored socket nunber.

Upon receiving a fragment, |PXF nust ignore the source socket nunber
in the | PX header of the fragment. The source |PX socket field in

I PX header contains the actual source of the IPX datagram As such,
the source | PX socket nunber in |IPX header usually is not 0x9093, and
it is meaningful only to the actual recepient of the assenbl ed

dat agram

The fragmentation/reassenbly algorithmused by IPXF is identical to
that of I P, except for the foll owing exceptions: 1) the offset of
fragnments are nmeasured in units of octets rather than in units of 8
octets. 2) if the receiving | PXF does not have sufficient resource
for the reassenbly, it should discard fragnents i mediately. The
receiving IPXF can deternmine if it has sufficient resources by

| ooking at the length of the original datagramincluded in every
fragment.

Note that, though it is required only for UDP in this neno, |PXF can
al so be used by any protocol that requires |IPX fragnentati on support.
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5. TCP/ 1 PX Checksum ng

TCP/ 1 PX is checksummed in exactly same manner as TCP/IP. It uses 16
bit 1's conplenent of 1's conplinment sumof all 16 bit words in the
pseudo header and text. See Appendix A. .2 and B.3 for the pseudo
header format for TCP and UDP

6. Miltiplexing

TCP and UDP data over IPX are delivered to the application in the
same manner as in TCP/IP. That is, they are delivered to the nost
speci fic matching endpoint, with the match nade on | ocal port, renote
port, local |IPX address and renote |PX address.

VWhen TCP or UDP is running over both IPX and I P, the connection
endpoint also identifies the network |ayer on which the endpoint is.
Hence, the triplet of network address, network address famly, and
the port nunber fornms the socket. And, the endpoint match nust be
made on the the network address familty as well.

For exmpl e, an endpoint bound to I PX network |ayer would be
identified by AF_IPX, |PX address and TCP port nunber. On the other
hand, endpoints bound to IP network | ayer would be identified by
AF I P, | P address, and TCP port. Finally, endpoints not bound to any
network | ayer would be identified by AF_UNSPEC and TCP port.

First, an attenpt is nade to deliver the data to the nmpst specific
endpoint that is bound to the network | ayer that the packet arrived
from |If there is no such endpoint, then the packet is delivered to
the best matching endpoint that is not bound to any network | ayer at
all. For exanple, if the packet arrived over |IPX network, then the
packet is delivered to the nost specific matching endpoint that is
bound to IPX. If there is no matching endpoint over IPX, then it is
delivered to an endpoint that did not specify any network | ayer

The use of endpoints not bound to any network layer is sinmlar to
TCP/ 1 P endpoints with no I P address bound to it. Such endpoints are
usual Iy used for listening for connection requests fromany of the
interfaces within the host. Simlarly, endpoints with no network

| ayer bound to it are used to field the connection requests from any
of the network | ayers.
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Appendi x A.1 - TCP/IPX Packet Format

A TCP/ 1 PX Packet has follow ng format:

S S S S S S S S +

| I'PX Checksum | |PX Pkt Len |

Fommma - Fommma - Fommma - Fommma - +

| Zero |IPX PT | IPX Dest -

R, R, R, R, +
Network | |PX Dest -

S S S S S S S S +
Node

Fommma - Fommma - Fommma - Fommma - +

| IPX Dest Skt | IPX Src -

R, R, R, R, +
Net wor k | IPX Src -

S S S S S D S S +
Node |

Fommma - Fommma - Fommma - Fommma - +

| I'PX Src Skt | TCP Header and

T R, R, +
Dat a

o - - -

IPX PT field contains the | PX packet type. It is set to 4 for
TCP/ 1 PX packet .

Both Src Skt and Dest Skt field in I PX header nust be set to 0x9091
for TCP/IPX packet. |If the Src Skt is not set to 0x9091, the
receiving TCP/ I PX shoul d discard the packet silently. (And increnent
tcplnErrs mib object if it is instrunmented.)
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Appendi x A.2 - TCP/IPX Pseudo Header For mat

TCP/ 1 PX uses foll ow ng pseudo header to conmpute checksum

oo - oo - oo - oo - +
| 1PX Src Network |
S S S S +
| I'PX Src Node
R, R, R, R, +
| 1PX Src Skt |
oo - oo - oo - oo - +
| I PX Dest Network |
S S S S +
| I PX Dest Node
R, R, R, R, +
| I'PX Dest Skt |
oo - oo - oo - oo - +
| Zero | TCP Length |
oo Fom e +

I PX Src/ Dest Network/Node/ Skt are the fields fromthe | PX header
TCP Length is the I PX Pkt Len nminus the | PX header length in octets.

Note that IPX Src Skt is expected to be 0x9091 for TCP. As such, one
may insert 0x9091 in IPX Src Skt field rather than getting the val ue
fromI|PX header. Then the inplenentation will not have to check the
IPX Src Skt field in the fast path since the checksumfailure wll

al so cover the unexpected value. |In that case, the inplenmentation
may want to exanmine if the checksumfailure was due to the IPX Src
Skt val ue other than 0x9091, so that it can increnent appropriate
counter, if proprietary counters other than tcplnErrs are used.
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Appendix B.1 - UDP/IPX Packet Format w thout Fragnentation

I PXF transmts UDP packets over IPX in this format if the UDP
dat agram does not have to be fragnented:

S S S S +

| I'PX Checksum | |PX Pkt Len |

B S, B S, B S, B S, +

| Zero |IPX PT | IPX Dest -

E E E E +
Net wor k | I PX Dest -

S S dememaas S +
Node

B S, B S, B S, B S, +

| 1PX Dest Skt | IPX Src -

E E E E +
Net wor k | I'PX Src -

S S dememaas S +
Node |

B S, B S, B S, B S, +

| I'PX Src Skt | UDP Header and

R E E +
Dat a

R,

The I PX PT field contains | PX packet type. It should be set to 4 for
al |l UDP/ I PX packets.

Both I PX Src Skt and | PX Dest Skt field nust be set 0x9092. The
recei ving UDP/ | PX shoul d discard the packet silently if the IPX Src
Skt field is not set to 0x9092. (And increnent udplnErrors mb
object if it is instrunented.)
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Appendi x B.2 - UDP/IPX Packet Format Wth Fragnentation

I PXF transmts fragmented datagrans over IPX in the follow ng format:

S S S S S S S S +
| I'PX Checksum | |PX Pkt Len |
Fommma - Fommma - Fommma - Fommma - +
| Zero |IPX PT | IPX Dest -
R, R, R, R, +
Net wor k | 1'PX Dest -
S S S S S D S S +
Node
Fommma - Fommma - Fommma - Fommma - +
| PX Dest Skt | IPX Src -
R, R, R, R, +
Net wor k | IPX Src -
S S S S S D S S +
Node |
Fommma - Fommma - Fommma - Fommma - +
| I'PX Src Skt | IPXF Ofset |
T R, R, +
| IPXF Frag ldentification |
O +
| | PXF Dest Skt | IPXF DG Len |
T T TRy +
| UDP Header and Data
e -

The I PX PT field contains | PX packet type. It is set to the value
set by the I PXF user in the | PX packet passed to | PXF. (UDP sets it
to 4.)

| PX Dest Skt field nust be set to 0x9093 for all |PXF Packets.

The value for IPX Src Skt field is variable, and nust be set to the
actual | PX socket nunber of the |PXF user. (For exanple, it nust be
set to 0x9092 for UDP.)

IPXF Ofset field indicates where the fragnment belongs in the
datagram The offset is neasured is octet fromthe begining of the
UDP datagram The first fragnment has the offset of O.

| PXF Frag Identification field is assigned a sane val ue by the sender
for all fragenents belonging to the same datagram The receiver then
uses this field to reassenble all fragnents with same IDinto a

dat agr am
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| PXF Dest Skt field contains the | PX socket nunmber of the actual

reci pient that the reassenbled datagramw |l be delivered to. (It is
0x9092 for UDP.) Al fragnments of a datagram nmust have the same
value in this field.

| PXF DG Len field is the total |ength of the |IPX datagram before the
fragmentation. The sender should set it to the value of |PX Pkt Len
of the original IPX datagram Al fragments of a | PX datagram nust
have the same value in this field.

Sung [ Page 11]



RFC 1791 TCP And UDP Over | PX April 1995

Appendi x B.3 - UDP/|PX Pseudo Header For mat

UDP/ | PX uses foll owi ng pseudo header for conputing the checksum

S S S S S S S S +
| 1PX Src Network |
Fommma - Fommma - Fommma - Fommma - +
| I'PX Src Node
R, R, R, R, +
| 1PX Src Skt |
S S S S S D S S +
| I PX Dest Network |
Fommma - Fommma - Fommma - Fommma - +
| I PX Dest Node
R, R, R, R, +
| 1 PX Dest Skt |
S S S S S D S S +
| Zero | UDP Length |
I IRy I IRy +

I PX Src/ Dest Network/Node/ Skt fields are fromthe I PX packet. Note
that, if UDP is running over |IPXF, the |PX Dest Skt field in |IPX
packet header is copied over from | PXF header before the reassenbl ed
| PX packet is delivered to UDP, Hence, the pseudo header nust be
derived fromthe reassenbl ed | PX header.

UDP Length is from UDP header.

Note that IPX Src Skt is expected to be 0x9092 for UDP. As such, one
may insert 0x9092 in IPX Src Skt field rather than getting the val ue
from | PX header. Then the inplenmentation will not have to check the
IPX Src Skt field in the fast path since the checksumfailure wll

al so cover the unexpected value. |In that case, the inplementation
may want to examine if the checksumfailure was due to the IPX Src
Skt val ue other than 0x9092, so that it can increnent appropriate
counter, if proprietary counters other than udplnDatagranErr are

Dat agr
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