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Routing in a Milti-provider I|Internet
Status of this Meno

This menmo provides information for the Internet community. This meno
does not specify an Internet standard of any kind. Distribution of
this meno is unlimted.

Abst r act

Thi s docunent was prepared by the author on behalf of the Internet
Architecture Board (IAB). It is offered by the |AB to stinulate
di scussi on.

Over the past few years the Internet has undergone significant
changes. Anong themis the enmergence of multiple Network Service
Provi ders, where resources that provide Internet-wi de |P connectivity
(routers, links) are controlled by different organizations. This
docunent presents some of the issues related to network layer routing
ina multi-provider Internet, and specifically to the unicast

routing.

1. Network Service Providers vs Network Service Subscribers

Wthin the current routing paradigmthe service offered by a provider
at the network layer (IP) is the set of destinations (hosts) that can
be reached through the provider. Once a subscriber establishes direct
connectivity to a provider, the subscriber can in principle reach al
the destinations reachabl e through the provider. Since the value of
the Internet-wi de connectivity service offered by a provider
increases with the nunmber of destinations reachable through the

provi der, providers are notivated to interconnect with each other

In principle a provider need not offer the same service (in terns of
the set of destinations) to all of its subscribers -- for sonme of the
subscribers the provider may restrict the services to a subset of the
destinations reachable through the provider. In fact, for certain
types of subscribers constrained connectivity could be seen as part
of the service offered by a provider

In a nmulti-provider environment individual providers may be driven by

di verse and sonetinmes even conflicting goals and objectives. Sone of
the providers exist to provide connectivity to only a specific group
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of Network Service Subscribers. Oher providers place no constraints
on the subscribers that can subscribe to them as long as the
subscri bers pay the fee charged by the providers. Some of the
providers place certain constraints on the reselling of the
connectivity services by organizations (e.g., other providers)
attached to the providers. Sone of the providers nmay be operated by
compani es that are subject to specific regulations (e.g., regulated
monopol y), while other providers are conpletely unregul ated. The
scope of geographical coverage anong providers varies froma snal
region (e.g., county, town) to a country-wi de, international, or even
i ntercontinental

There is no centralized control over all the providers in the
Internet. The providers do not always coordinate their efforts with
each other, and quite often are in conpetition with each ot her

Despite all the diversity anong the providers, the Internet-wide IP
connectivity is realized via Internet-wi de distributed routing, which
involves nultiple providers, and thus inplies certain degree of
cooperation and coordi nation. Therefore, there is a need to bal ance
the providers’ goals and objectives against the public interest of

I nternet-w de connectivity and subscribers’ choices. Further work is
needed to understand how to reach the bal ance.

2. Routing Requirenents

Conceptual Iy routing requirenents can be classified into the
followi ng three categories: source preferences, destination
preferences, and constraints on transit traffic. Source preferences
all ow an originator of a packet to exert control over the path to a
destination. Destination preferences allow a destination to exert
control over the path froma source to the destination. Constraints
on transit traffic allow a provider to control the traffic that can
traverse through the resources (routers, links) controlled by the
provi der.

From a conceptual point of view the requirenments over the degree of
control for source and destination preferences may vary from bei ng
able to just provide connectivity (regardl ess of the path), to being
able to select i mediate providers, to nore conpl ex scenarios, where
at the other extrene a subscriber may want to have conplete contro
over the path selection

From a conceptual point of view the requirenments over the degree of
control for transit traffic may vary fromcontrol based only on the
di rect physical connectivity (controlling the set of organizations
directly connected to the provider), to being able to restrict
traffic to a particular set of sources or destinations, or a
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combi nation of particular sources and destinations, or even take into
account the paths to/fromthese sources and/or destinations.

In view of a potentially wide variety of routing requirenents, we
need to get a better understanding on the relative practica

i mportance of various routing requirenments. In practice organizations
usual ly don't fornulate their routing requirenments in a vacuum For
exanple, since the primary role of a provider is to provide services
to a set of subscribers, the provider usually fornmulates its routing
requi renents based on the set of the routing requirements of the
subscribers the provider is expected to serve.

Support for various routing requirenments should take into account the
overhead and the scope of the overhead associated with those
requirenents. A situation where an organization can unilaterally

i mpose routing informati on overhead on other organization (e.g., by
requiring the other organization to nmaintain an additional routing

i nformati on) should be viewed as undesirable. The cost of supporting
a particular routing requirement should not be borne by organizations
that do not benefit from supporting that requirement. ldeally the
routing systemshould allow to shift the overhead associated with a
particular routing requirenment towards the entity that instigates the
requirenent (for exanple, there is a need to carefully bal ance the
over head associated with maintaining a state needed for nulti-hop
header conpression vs carrying explicit forwarding information on a
per packet basis). Organizations with sinple routing requirenments
shoul dn’t bear the sanme routing information overhead as organi zations
with conpl ex routing requirenents.

A situation where the overhead associated with supporting a
particul ar routing requirement has to be carried by every entity
(e.g., router, host) within an organization that would like to inpose
the requirenment could be viewed as undesirable. An organization
should be able to instantiate its routing requirenments in a nore or

| ess central fashion, for exanple by utilizing just sone of the
routers.

Even if the scope of the routing information overhead is purely
local, there is a need to performa careful analysis of the tradeoff
bet ween the potential benefits and the cost associated with
supporting various routing requirenents.

3. Encapsul ation
The techni que of encapsulation allows for the creation of a "virtual"”

| P overlay over an existing IP infrastructure. This has certain
inplications for the Internet routing system
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In the presence of encapsul ation, a provider may no |onger be able to
constrain its transit traffic to a particular set of ultimte sources
and/ or destinations, as a packet may be encapsul ated by sonme router
along the path, with the original source and/or destination addresses
bei ng "hi dden" (via encapsul ation) at the Network | ayer. Likew se,
encapsul ati on nay affect source and destination preferences, as a
source (or a destination) may either (a) be unaware of the

encapsul ation, or (b) have little or no control over the encapsul ated
segnment of a path.

Further work is needed to understand the inplications of the overlay
capabilities created via encapsulation on the semantics of routing
requi renents, as well as the interaction anong the routing
requirenents by the entities that formthe overlay and the entities
that formthe underlying infrastructure.

4. Price Structure and its Inpact on Routing

Routing among providers, as well as between providers and subscribers
may be influenced by the price structure enpl oyed by the providers,
as well as the usage pattern of the subscribers. A provider can view
routing as a nmechanismthat allows the provider to exert control over
who can use the provider’s services. A subscriber can view routing as
a nmechanismthat allows the subscriber to exert control over the
price it pays for the Internet connectivity.

The need to exert control has to be carefully bal anced agai nst the
cost of the routing mechani sns needed to provide such control. In a
conpetitive market one could question the viability of a mechani sm
whose increnental cost would be greater than the saving recovered by
the mechani sm-- conpetitive pressure or alternate mechani sns are
likely to push providers and subscribers towards choosing the
cheapest nechani sm

5. Scalability

One of the key requirenents inposed on the Internet routing is its
ability to scale. In addition to conventional metrics for scalability
(e.g., nenory, CPU, bandw dth), we need to take into account
scalability with respect to the human resources required to operate
the system The need for deploynment of CIDR al ready showed that a
routing schene that scales linearly with respect to the nunber of
connected networks, or even to the nunber of connected organizations
i s unacceptabl e today, and is likely to be unacceptable in the |ong
term 1t is not clear whether routing that scales linearly with the
nunber of providers is going to be acceptable in the long term
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Scaling inplies that the Internet routing system needs to have
power ful mechani sns to provide routing information
aggregati on/ abstracti on.

In the absence of Internet-w de coordination and in the presence of
conpetition anong the providers, the aggregation/abstraction
mechani sms shoul d minimze preconditions as well as limit the anount
of required inter-provider coordination. ldeally the routing system
shoul d allow a provider to control the anount of its |ocal resources
needed to deal with the routing overhead based on considerations that
are purely local to the provider

One of the side effects of the routing information
aggregation/abstraction is that some of the routing information is
going to be lost. This may inmpact route optinmality and even the
ability to find an existing route. The need for routing infornmation
aggregation/abstraction also inplies certain honbgeneity of the
informati on to be aggregated/abstracted. This needs to be counter-
bal anced agai nst the potential diversity of routing requirenents.

As a way to deal with the routing information |oss due to
aggregation/abstracti on, we need to explore nechanisnms that allow
routing that is based on the on-demand acquisition of subsets of
unaggr egat ed i nformati on.

The overhead associated with supporting specific routing requirenents
has a direct inmpact on the overall scalability of the Internet
routing system W need to get a better understandi ng of how various
routing requirenents inpact scalability. Wien the inpact is
significant, and the requirenments have practical inportance we need
to devel op nechani sns that allow the inpact to be reduced

6. Hierarchical Routing

Cl assless Inter-Domain Routing (ClIDR) (RFC1518, RFC1519) that is used
today for scalable Internet-wide routing is based on the techni que of
hi erarchical routing. Essential to this technique is the assunption
that Network | ayer addresses assigned to individual entities (e.qg.,
hosts, routers) reflect the position of these entities within the
networ k topol ogy -- addresses are said to be "topologically
significant". Wth Cl DR addresses assigned to nost of the individua
sites are expected to reflect providers the sites are connected to --
Cl DR uses "provider-based" addresses.

One of the fundamental consequences of using hierarchical routing is
that in order to preserve topol ogical significance of network
addresses, changes in the network topology nay need to be acconpani ed
by the correspondi ng changes in the addresses. Presence of nultiple
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provi ders serving the same geographical area inplies that a

subscri ber should be able to switch fromone provider to another.
Since such a switch inmplies changes in the Internet topology, it
follows that to retain topological significance of the (provider-
based) addresses within the subscriber, the subscriber has to change
the addresses of all of its entities -- the process known as
"renunbering". There are already tools to facilitate this process --
Dynam ¢ Host Configuration Protocol (DHCP). However, DHCP is not yet
wi dely depl oyed. Further work is needed to inprove these tools, get
them wi dely depl oyed, and to integrate themw th Domai n Nane System
(DNS) .

Mul ti-1level hierarchical routing allows for recapturing additiona
routing information (routing entropy) due to the m smatch between
addresses and topology at a particular level in the routing hierarchy
at sone higher level in the hierarchy (e.g., at an exchange point
anong providers). This enables the routing systemto contain the
scope of entities inpacted by the mismatch. Containing the scope of
entities could be an inportant factor to facilitate gracefu
renunbering. Further work is needed to devel op appropriate

depl oynent strategies to put these capabilities in place.

It is inportant to enphasize that the requirenment to maintain

topol ogically significant addresses doesn't need to be applied
indiscrimnately to all the organizations connected to the Internet
-- hierarchical routing requires that nost, but not all addresses be
topologically significant. For a |arge organization it could be
sufficient if the set of destinations within the organization can be
represented within the Internet routing systemas a small nunber of
address prefixes, even if these address prefixes are independent of
the providers that the organization uses to connect to the Internet
("provider-independent” addresses). The volune of routing information
that a large organi zation would inject into the Internet routing
system woul d be conparable to the (aggregated) routing infornmation
associated with a large nunber of snall organizations.

Exi stence of nultiple providers allows a subscriber to be

si mul t aneously connected to nmore than one provider (multi-homed
subscribers). CIDR offers several alternatives for handling such
cases. W need to gain nore operational experience as well as better
understand tradeoffs associated with the proposed alternatives.

An alternative to Cl DR address assignhnent is to assign addresses
based purely on the geographical |ocation. However, address
assignnent that reflects geographical location of an entity inplies
that either (a) the Internet topol ogy needs to be made sufficiently
congruent to the geography, or (b) addresses aren’'t going to be
topologically significant. In the forner case we need to understand
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the driving forces that woul d make the topol ogy congruent to the
geography. In the latter case techni ques other than hierarchica
routing need to be devel oped.

7. Routing Information Sharing

Whi l e ensuring I nternet-w de coordination may be nore and nore
difficult, as the Internet continues to grow, stability and

consi stency of the Internet-w de routing could significantly benefit
if the informati on about routing requirenents of various

organi zati ons coul d be shared across organi zati onal boundari es. Such
i nformati on could be used in a wide variety of situations ranging
fromtroubl eshooting to detecting and elimnating conflicting routing
requirenents. The scale of the Internet inplies that the information
shoul d be distributed. Work is currently underway to establish
depositories of this information (Routing Registries), as well as to
devel op tools that analyze, as well as utilize this information.

8. Summary

In this section we enunerate sone of the issues that the | AB thinks
shoul d be brought to the attention of the Internet community.

The following two tasks require the nost i mediate attention

- further work is needed to devel op technol ogies that facilitate
renunberi ng

- further work is needed to investigate feasibility of routing
i nformati on aggregati on above the direct (imediate) provider
| evel

The followi ng tasks are viewed as nmediumterm

- further work is needed to get a better understanding on the
relative practical inportance of various routing requirenents

- further work is needed to understand of how various routing
requirenents inpact scalability of the routing system

- further work is needed to investigate alternatives to
hi erarchical routing

Finally, the followi ng tasks are viewed as long term

- further work is needed to understand and utilize the benefits of
routing information sharing
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10.

- further work is needed to understand the inplications of virtua
overlays created via encapsul ation

- further work is needed to understand how different price
structures influence routing requirenents

- further work is needed to understand how to bal ance the
provi ders’ goals and objectives against the public interest of
I nternet-w de connectivity and subscribers’ choi ces.

Concl usi ons

Thi s docunent presents sone of the issues related to routing in a

mul ti-provider Internet. There are no doubt routing-related areas
that are not covered in this document. For instance, such areas as
mul ticast routing, or routing in the presence of nobile hosts, or
routing in the presence of a large shared nedia (e.g., ATM aren't

di scussed here. Further work is needed to understand the inplications
of a multi-provider Internet on these areas.

The inmpact of nulti-provider Internet goes well beyond just routing,
and percol ates into such areas as network managenent,

troubl eshooting, and others. Further work is needed to assess the

i nplications of multi-provider environnment on these areas, as well as
to understand the interaction anong all these areas froma system

Wi de perspective.
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