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Conparison of Proposals for Next Version of IP

Status of this Meno

This menmo provides information for the Internet community. |t does
not specify an Internet standard. Distribution of this meno is
unl i mted.

Abst ract

This is a slightly edited reprint of RARE Technical Report
(RTC(93) 004) .

The following is a brief summary of the characteristics of the three
mai n proposals for replacing the current Internet Protocol. It is not
i ntended to be exhaustive or definitive (a brief bibliography at the
end points to sources of nore information), but to serve as input to
t he European discussions on these proposals, to be co-ordi nated by
RARE and RIPE. It should be recognised that the proposals are
thensel ves "noving targets”, and in so far as this paper is accurate
at all, it reflects the position at the 25th | ETF neeting in

Washi ngton, DC. Comments from Ross Call on and Paul Tsuchiya on the
original draft have been incorporated. Note that for a tine the term
"I Pv7" was use to nean the eventual next version of |IP, but that the
same termwas cl osely associated with a particilar proposal, so the
term"IPng" is now used to identify the eventual next generation of

| P.

The paper begins with a "generic" discussion of the mechanisns for
sol vi ng probl ens and achi eving particul ar goals, before discussing
the proposal s invidually.

1. WHY IS THE CURRENT | P | NADEQUATE?

The probl em has been investigated and formul ated by the ROAD group,
but briefly reduces to the follow ng:

- Exhaustion of IP C ass B Address Space.
- Exhaustion of |P Address Space in General.

- Non- hi erarchical nature of address allocation |eading to flat
routing space.
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Al't hough the I ESG requirenents for a new Internet Protocol go further
than sinply routing and addressing issues, it is these issues that
make extension of the current protocol an inpractical option
Consequently, npost of the discussion and devel opnent of the various
proposed protocols has concentrated on these specific problens.

Near termrenedies for these problens include the CIDR proposals
(which pernmit the aggregation of Cass C networks for routing

pur poses) and assignnent policies which will allocate Cass C network
nunbers in a fashion which CI DR can take advantage of. Routing
protocol s supporting CIDR are OSPF and BGP4. None of these are pre-
requisites for the new IP (IPng), but are necessary to prolong the
life of the current Internet |ong enough to work on | onger-term
solutions. Ross Callon points out that there are other options for
prolonging the life of IP and that sone ideas have been distributed
on the TUBA li st.

Longer term proposal s are being sought which ultimately allow for
further gromh of the Internet. The tinmescale for considering these
proposal s is as follows:

- Dec 15 Issue selection criteria as RFC

- Feb 12 Two interoperable inplenentations avail abl e.

- Feb 26 Second draft of proposal docunments avail abl e.

The (anbitious) target is for a decision to be made at the 26th | ETF
(Col unbus, Ohio in March 1993) on which proposals to pursue.

The current likely candi dates for selection are:

- PIP (P Internet Protocol - an entirely new protocol).

- TUBA (TCP/UDP with Big Addresses - uses | SO CLNP)

- SIP (Sinple IP - IP with | arger addresses and fewer options).
There is a further proposal from Robert Ul mn of which | don’t claim
to have much know edge. Associated with each of the candidates are
transition plans, but these are largely independent of the protoco
itself and contain el enents which could be adopted separately, even

with P v4, to further extend the life of current inplenentations and
syst ens.
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2. WHAT THE PROPCSALS HAVE | N COMVON
2.1 Larger Addresses

Al'l the proposals (of course) nmake provision for |arger address
fields which not only increase the nunber of addressable systens, but
al so pernit the hierarchical allocation of addresses to facilitate
route aggregation.

2.2 Phil osophy

The proposals also originate froma "routing inplenentation" view of
the world - that is to say they focus on the internals of routing
within the network and do not primarily | ook at the network service
seen by the end-user, or by applications. This is perhaps inevitable,
especially given the tight time constraints for producing

i nteroperabl e i npl enentations. However, the (few) representatives of
real users at the 25th | ETF, the peopl e whose support is ultimately
necessary to depl oy new host inplenmentations, were distinctly
unhappy.

There is an inbuilt assunption in the proposals that IPng is

intended to be a universal protocol: that is, that the same network-

| ayer protocol will be used between hosts on the sane LAN, between
hosts and routers, between routers in the sane domain, and between
routers in different domains. There are sonme advantages in defining
separate "access" and "l ong-haul" protocols, and this is not
precluded by the requirenents. However, despite the few opportunities
for major change of this sort within the Internet, the need for speed
of devel opnent and | ow risk have led to the proposal s being
incremental, rather than radical, changes to well-proven existing

t echnol ogy.

There is a further unstated assunption that the architecture is
targeted at the singly-connected host. It is currently difficult to
design | Pv4 networks which pernmit hosts with nore than one interface
to benefit fromincreased bandwidth and reliability conmpared with
singl y-connected hosts (a consequence of the address bel onging to the
interface and not the host). It would be preferable if topol ogica
constraints such as these were docunmented. It has been asserted that
this is not necessarily a constraint of either the PIP or TUBA
proposals, but | believe it is an issue that has not energed so far
anongst the conparative criteria.
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2.3 Source Routing

The existing | Pv4 has provision for source-specified routes, though
this is little used [would soneone |ike to contradict nme here?],
partly because it requires know edge of the internal structure of the
network down to the router level. Source routes are usually required
by users when there are policy requirenents which make it preferable
or inperative that traffic between a source and destination should
pass through particul ar adm nistrative domains. Source routes can

al so be used by routers within admnistrative donains to route via
particul ar | ogical topologies. Source-specified routing requires a
nunmber of distinct conponents:

a. The specification by the source of the policy by which the
route shoul d be sel ected.

b. The selection of a route appropriate to the policy.
c. Mrking traffic with the identified route.
d. Routing marked traffic accordingly.

These steps are not wholly independent. The way in which routes are
identified in step (c) may constrain the kinds of route which can be
sel ected in previous steps. The destination, inevitably, participates
in the specification of source routes either by advertising the
policies it is prepared to accept or, conceivably, by a negotiation
process.

Al of the proposals mark source routes by adding a chain of (perhaps
partially-specified) intermedi ate addresses to each packet. None
specifies the process by which a host mght acquire the information
needed to specify these internedi ate addresses [not entirely
unreasonably at this stage, but further information is expected]. The
negati ve consequences of these decisions are:

- Packet headers can becone quite |ong, depending on the nunber of
i ntermedi at e addresses that nust be specified (although there are
mechani sms which are currently specified or which can be imagi ned
to specify only the significant portions of internedi ate addresses).

- The source route may have to be re-specified periodically if
particul ar intermedi ate addresses are no | onger reachabl e.

The positive consequences are:

- Inter-domain routers do not have to understand policies, they
sinply have to mechanically foll ow the source route.
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- Routers do not have to store context identifying routes, since
the information is specified in each packet header.

- Route servers can be | ocated anywhere in the network, provided
the hosts know how to find them

2.4 Encapsul ation

Encapsul ation is the ability to encl ose a network-Iayer packet within
anot her one so that the actual packet can be directed via a path it
woul d not otherw se take to a router that can renove the outernost
packet and direct the resultant packet to its destination
Encapsul ati on requires:

a. An indication in the packet that it contains another packet.

b. A function in routers which, on receiving such a packet,
removes the encapsul ation and re-enters the forwarding process.

Al'l the proposals support encapsulation. Note that it is possible to
achi eve the effect of source routing by suitabl e encapsul ati on by the
source.

2.5 Multicast

The specification of addresses to permt multicast with various
scopes can be acconodated by all the proposals. Internet-w de
mul ticast is, of course, for further study!

2.6 Fragnmentation

Al'l the proposals support the fragnentation of packets by
intermedi ate routers, though there has been sone recent discussion of
renovi ng this mechani smfromsonme of the proposals and requiring the
use of an MIU- di scovery process to avoid the need for fragnmentation
Such a decision would effectively preclude the use of transport
protocol s whi ch use nessage-count sequence nunbering (such as OS
Transport) over the network, as only protocols with byte-count

acknow edgenent (such as TCP) can deal with MIU reductions during the
lifetime of a connection. OSI Transport may not be particularly
relevant to the IP community (though it may be of rel evance to
commerci al suppliers providing nmultiprotocol services), however the
consequences for the types of services which may be supported over

I Png shoul d be not ed.
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2.7 The End of Lifetinme as W Know It

The old IPv4 "Time to Live" field has been recast in every case as a
sinple hop count, largely on grounds of inplenentation convenience.

Al though the old TTL was largely inplenmented in this fashion anyway,
it did serve an architectural purpose in putting an upper bound on
the lifetime of a packet in the network. If this field is recast as a
hop-count, there nust be some other specification of the maxi mum
lifetime of a packet in the network so that a source host can ensure
that network-layer fragment ids and transport-|ayer sequence nunbers
are never in danger of re-use whilst there is a danger of confusion
There are, in fact, three separate issues here:

1. Terminating routing |oops (solved by hop count).

2. Bounding lifetime of network-layer packets (a necessity,
unspecified so far) to support assunptions by the transport
| ayer.

3. Permitting the source to place further restrictions on packet
lifetime (for exanple so that "old" real-time traffic can be
di scarded in favour of newtraffic in the case of congestion
(an optional feature, unspecified so far).

3. WHAT THE PROPCSALS ONLY HI NT AT
3.1 Resource Reservation
Increasingly, applications require a certain bandwi dth or transit
delay if they are to be at all useful (for exanple, real-time video
and audi o transport). Such applications need procedures to indicate
their requirenents to the network and to have the required resources
reserved. This process is in some ways anal ogous to the sel ection of
a source route:
a. The specification by the source of its requirenents.
b. The confirmation that the requirenments can be net.
c. Marking traffic with the requirenent.
d. Routing marked traffic accordingly.
Traffic which is routed according to the sane set of resource
requirenents is sonetinmes called a "flow'. The identification of
flows requires a setup process, and it is tenpting to suppose that

the sane process mght also be used to set up source routes, however
there are a nunber of differences:
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- Al the routers on a path nmust participate in resource
reservation and agree to it.

- Consequently, it is relatively straightforward to maintain
context in each router and the identification for flows can be
short.

- The network can choose to reroute on failure.

By vari ous neans, each proposal could carry flowidentification,
though this is very nmuch "for future study" at present. No setup
mechansi sns are defined. The process for actually reserving the
resources is a higher-order problem The interaction between source-
routing and resource reservation needs further investigation

al though the two are distinct and have different inplementation
constraints, the consequence of having two different nechani sns coul d
be that it becones difficult to select routes which nmeet both policy
and performance goal s.

3.2 Address-Assignment Policies

In I Pv4, addresses were bound to systens on a long-termbasis and in
many cases could be used interchangeably with DNS nanes. It is
tacitly accepted that the association of an address with a particul ar
system may be nore volatile in I Png. Indeed, one of the proposals,
Pl P, nakes a distinction between the identification of a system (a
fixed quantity) and its address, and pernmits the binding to be
altered on the fly. None of the proposals defines bounds for the
lifetinme of addresses, and the manner in which addresses are assigned
is not necessarily bound to a particular proposal. For exanple,
within the | arger address space to be provided by IPng, there is a
choice to be made of assigning the "higher order"” part of the

hi erarchi cal address in a geographically-related fashion or by
reference to service provider. Geographically-based addresses can be
constant and easy to assign, but represent a renewed danger of
degeneration to "flat" addresses within the region of assignment,

unl ess certain topological restrictions are assunmed. Provider-based
address assignnent results in a change of address (if providers are
changed) or nultiple addresses (if nultiple providers are used).
Mobi | e hosts (dependi ng on the underlying technol ogy) can present
probl ems in both geographic and provider-based schenes.

W thout firm proposals for address-assignnent schemes and the
consequences for likely address lifetimes, it is inpossible to assume
that the existing DNS nodel by whi ch nanme-to-address bindings can be
di scovered renumins valid.
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Note that there is an interaction between the nmechani sm for
assi gnnent of addresses and way in which automatic configuration may
be depl oyed.

3.3 Automatic Configuration

Amongst the biggest (user) bugbears of current IP services is the
adm nistrative effort of maintaining basic configuration information,
such as assigning names and addresses to hosts, ensuring these are
refelected in the DNS, and keeping this information correct. Part of
this results frompoor inplenentation (or the blind belief that vi
and awk are network managenent tools). However, a |lot of the problens
could be alleviated by making this process nore automatic. Sone of
the possibilities (sone nutually-exlusive) are:

- Assigning host addresses fromsone (relative) invariant, such
as a LAN address.

- Defining a protocol for dynam c assignment of addresses within a
subnet wor k.

- Defining "generic addresses" by which hosts can without
preconfiguration reach necessary |ocal servers (DNS, route
servers, etc.).

- Have hosts determne their name by DNS | ookup

- Have hosts update their name/address bindi ngs when their
configuration changes.

Whi | st a nunber of the proposals make mention of some of these
possibilities, the choice of appropriate solutions depends to sone
extent on address-assignment policies. Al so, dynam c configuration
results in some difficult philosopical and practical issues (what
exactly is the role of an address?, In what sense is a host "the sane
host" when its address changes?, How do you handl e dynani c changes to
DNS mappi ngs and how do you aut henticate then?).

The groups involved in the proposals would, | think, see npbst of
these questions outside their scope. It would seemto be a failure in
the process of defining and sel ecting candidates for |IPng that
"systemmess" issues |like these will probably not be rmuch di scussed.
This is recognised by the participants, and it is likely that, even
when a decision is nmade, sonme of these ideas will be revisited by a
wi der audi ence.

It is, however, unlikely that IP will rmake an inpact on proprietary
net wor ki ng systems for the non-technical environment (e.g., Netware,
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Appl etal k), w thout automatic configuration being taken seriously
either in the architecture, or by suppliers. | believe that there are
i deas on people’s heads of how to address these issues - they sinply
have not nade it onto paper yet.

3.4 Application Interface/Application Protocol Changes

A nunber of common application protocols (FTP, RPC, etc.) have been
identified which specifically transfer 32-bit |Pv4 addresses, and
there are doubtless others, both standard and proprietary. There are
al so many applications which treat | Pv4 addresses as sinple 32-bit

i ntegers. Even applications which use BSD sockets and try to handl e
addresses opaquely will not understand how to parse or print |onger
addresses (even if the socket structure is big enough to accommodate

t hem

Each proposal, therefore, needs to specify nechanisns to permt
existing applications and interfaces to operate in the new

envi ronnment whil st conversion takes place. It would be useful also,
to have (one) specification of a reference programm ng interface for
(TCP and) 1Png (which would al so operate on IPv4), to all ow

devel opers to begin changi ng applications now. Al the proposals
specify transition nechansi sns from which existing application-
conpatibility can be inferred. There is no sign yet of a new
interface specification i ndependent of chosen protocol

3.5 DNS Changes

It is obvious that there has to be a nane to address nmappi ng service
whi ch supports the new, |onger, addresses. Al the proposals assune
that this service will be provided by DNS, with sone suitably-defined
new resource record. There is some discussi on ongoi hg about the
appropri ateness of returning this information along with "A" record
information in response to certain enquiries, and which information
shoul d be requested first. There is a potential tradeoff between the
nunber of queries needed to establish the correct address to use and
the potential for breaking existing inplenentations by returning
informati on that they do not expect.

There has been heat, but not |ight, generated by discussion of the

use of DNS for auto-configuration and the scaling (or otherw se) of
reverse translations for certain addressing schenes.
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4. WHAT THE PROPOSALS DON' T REALLY MENTI ON
4.1 Congestion Avoi dance

I Pv4 offers "Source Quench" control nessages which may be used by
routers to indicate to a source that it is congested and has or nay
shortly drop packets. TUBA/PIP have a "congestion encountered" bit
whi ch provides simlar information to the destination. None of these
specifications offers detailed instructions on howto use these
facilities. However, there has been a substantial body of analysis
over recent years that suggests that such facilities can be used (by
providing infornmation to the transport protocol) not only to signha
congestion, but also to mininise delay through the network | ayer
Each proposal can offer sone form of congestion signalling, but none
specifies a mechanismfor its use (or an analysis of whether the
mechanismis in fact useful).

As a user of a network service which currently has a discard rate of
around 30% and a round-trip-tine of up to 2 seconds for a distance of
only 500 miles | would be nost interested in some proposals for a
nmore graceful degradation of the network service under excess | oad.

4.2 Mobile Hosts

A characteristic of nobile hosts is that they (relatively) rapidly
move their physical |ocation and point of attachment to the network
topol ogy. This obviously has signficance for addressing (whether
geographi cal or topological) and routing. There seens to be an
under st andi ng of the problem but so far no detail ed specification of
a sol ution.

4.3 Accounting

The 1 ESG sel ection criteria require only that proposals do not have
the effect of preventing the collection of information that nmay be of
interest for audit or billing purposes. Consequently, none of the
proposal s consider potential accounting nechanisns.

4.4 Security
"Network Layer Security |ssues are For Further Study". O secret.

However, it would be useful to have it denonstrated that each

candi date coul d be extended to provide a | evel of security, for
exanpl e agai nst address-spoofing. This will be particularly
important if resource-allocation features will pernit certain hosts
to claimlarge chunks of avail abl e bandwi dth for specialised
appl i cations.
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Note that providing some |evel of security inplies manual
configuration of security information within the network and nust be
considered in relationship to auto-configuration goals.

5. WHAT MAKES THE PROPCSALS DI FFERENT?

Each proposal is about as different to the others as it is to |Pv4d -
that is the differences are snmall in principle, but may have
significant effects (extending the size of addresses is only a snal
difference in principle!). The main distinct characteristics are:

Pl P:

PI P has an innovative header format that facilitates hierarchical,
policy and virtual-circuit routing. It also has "opaque" fields in
t he header whose senantics can be defined differently in different
adm ni strative donai ns and whose use and translation can be
negoti at ed across donmai n boundaries. No control protocol is yet
speci fi ed.

Sl P:

SIP offers a "minimalist" approach - renoving all little-used
fields fromthe | Pv4 header and extending the size of addresses to
(only) 64 bits. The control protocol is based on nodifications to
| CMP. This proposal has the advantages of processing efficiency
and famliarity.

TUBA:

TUBA is based on CLNP (1SO 8473) and the ES-1S (1SO 9542) contro
protocol. TUBA provides for the operation of TCP transport and UDP
over a CLNP network. The main argunents in favour of TUBA are that
routers already exist which can handl e the network-1|ayer protocol,
that the extensible addresses offer a wide margin of "future-
proofing" and that there is an opportunity for convergence of
standards and products.

5.1 PIP

Pl P packet headers contain a set of instructions to the router’s
forwardi ng processor to performcertain actions on the packet. In
traditional protocols, the contents of certain fields inply certain
actions; PIP gives the source the flexibility to wite snal
"prograns” which direct the routing of packets through the network.

Pl P addresses have an effectively unlimted | ength: each level in the
t opol ogi cal hierarchy of the network contributes part of the address
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and addresses change as the network topol ogy changes. In a conpletely
hi erarchi cal network topol ogy, the anount of routing information
required at each |level could be very small. However, in practice,

| evel s of hierarchy will be determ ned nore by commercial and
practical factors than by the constraints of any particular routing
protocol. A greater advantage is that higher-order parts of the
address may be omitted in |l ocal exchanges and that |ower-order parts
may be omitted in source routes, reducing the amount of topol ogica
informati on that host systens are required to know

There is an assunption that PIP addresses are liable to change, so a
further quantity, the PIP ID, is assigned to systens for the purposes
of identification. It isn't clear that this quantity has any purpose
whi ch could not equally be served by a DNS nane [it is nore conpact,
but equally it does not need to be carried in every packet and
requires an additional |ookup]. However, the problem does arise of
how two potentially-comunicating host systens find the correct
addresses to use.

The nost conplex part of PIP is that the meaning of some of the
header fields is determ ned by nutual agreement within a particul ar
domai n. The senmantics of specific processing facilities (for exanple,
queuing priority) are registered globally, but the actual use and
encodi ng of requests for these facilities in the packet header can be
different in different domains. Border routers between two domains
whi ch use different encodi ngs must map from one encodi ng to another.
Since routers may not only be adjacent physically to other domains,
but also via "tunnels", the nunber of different encoding rules a
router nay need to understand is potentially quite |arge. Al though
there is a saving in header space by using such a schene as opposed
to the nore fanmiliar "options", the cost in the conplexity of

negoti ating the use and encoding of these facilities, together with
re-codi ng the packets at each domain border, is a subject of some
concern. Although it may be possible for hosts to "preconpile" the
encoding rules for their local domain, there are nmany potenti al

i mpl ementai on difficulties.

Al t hough PIP offers the nost flexibility of the three proposals, nore
wor k needs to be done on "likely use" scenarios which make the
potenti al advantages and di sadvant ages nore concrete.

5.2 SIP
SIPis sinply IPwith |arger addresses and fewer options. Its main

advantage is that it is even sinpler that IPv4 to process. Its main
di sadvant ages are:
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- It is far fromclear that, if 32 bits of address are
insufficient, 64 will be enough for the forseeable future;

- although there are a few "reserved" bits in the header, the
extension of SIP to support new features i s not obvious.

There's really very little else to say!
5.3 TUBA

The characteristics of 1SO CLNS are reasonably well known: the
protocol bears a strong cultural resenblance to | Pv4, though with

20- byt e network-1ayer addressing. Apart froma spurious "Not |nvented
Here" prejudice, the main argument againt TUBA is that it is rather
too like IPv4, offering nothing other than | arger, nore flexible,
addresses. There is proof-by-exanple that routers are capabl e of
handl ing the (very) long addresses efficiently, rather less that the
| onger headers do not adversely inpact network bandwi dth.

There are a nunber of objections to the proposed control protoco
(1SO 9542):

- My early experience is that the process by which routers
di scover hosts is inefficient and resource consumning for
routers - and requires quite fine tinmer resolution on hosts -
if large LANs are to be acconpdated reasonably. Proponents of
TUBA suggest that recent experience suggests that ARP is no
better, but | think this issue needs exam nation

- The "redirect" nechanismis based on (effectively) LAN
addresses and not network addresses, meaning that |local routers
can only "hand-of f" conpl ex routing decisions to other routers
on the sane LAN. Equally, redirection schenes (such as that of
I Pv4) which redirect to network addresses can result in
unnecessary extra hops. Analysis of which solution is better
is rather dependent on the scenarios which are constructed.

To be fair, however, the part of the protocol which provides for
rout er-di scovery provides a nechani sm absent from other proposals,
by which hosts can | ocate nearby gateways and potentially
automatically configure their addresses.

6. Transition Plans

It should be obvious that a transition which pernmits "old" hosts to
talk to "new' hosts requires:
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Ei t her:

(a) That IPng hosts can al so use | Pv4 or
(b) There is translation by an internediate system

and either:

(c) The infrastructure between systens is capable of carrying both
IPng and 1 Pv4 or (d) Tunneling or translation is used to carry
one protocol within another in parts of the network

The transition plans espoused by the various proposals are sinply
di fferent conbinations of the above. Experience would tend to show
that all these things will in fact happen, regardl ess of which
protocol is chosen.

One probl em of the tunneling/translation process is that there is
additional information (the extra address parts) which nust be
carried across I Pv4 tunnels in the network. This can either be
carried by adding an extra "header" to the data before encapsul ation
in the | Pv4 packet, or by encoding the information as new | Pv4 option
types. In the fornmer case, it may be difficult to nap error nessages
correctly, since the original packet is truncated before return; in
the latter case there is a danger of the packet being discarded (IPv4
options are not self-describing and new ones may not pass through

I Pv4 routers). There is thus the possibility of having to introduce a
"new' version of I1Pv4 in order to support |Png tunneling.

The alternative (in which | Png hosts have two stacks and the
infrastructure nmay or may not support |IPng or |Pv4) of course
requi res a nechani smfor resolving which protocols to try.

7. Random Comment s

This is the first fundanental change in the Internet protocols that
has occurred since the Internet was nanageable as an entity and its
devel opment was tied to US governnent contracts. It was perhaps
inevitable that the | ETF/ I ESG | AB structure woul d not have evolved to
manage a change of this magnitude and it is to be hoped that the new
structures that are proposed will be nore successful in pronoting a
(useful) consensus. It is interesting to see that many of the

percei ved problens of the OSI process (slow progress, factiona

i nfighting over trivia, convergence on the |owest-comon denomi nator
solution, lack of consideration for the end-user) are in danger of
attaching thenselves to IPng and it will be interesting to see to
what extent these difficulties are an inevitable consequence of w de
representation and participation in network design
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It could be regarded either as a sign of success or failure of the
competitive process for the selection of IPng that the three main
proposals have fewreally significant differences. In this respect,
the result of the selection process is not of particular
significance, but the process itself is perhaps necessary to repair
the social and technical cohesion of the Internet Engineering
process.

8. Further Infornation

The main discussion lists for the proposals listed are:

TUBA: t uba@ anl . gov

Pl P: pi p@ hunper . bel | core. com
Sl P: si p@al dera. usc. edu
General : bi g-i nternet @unnari.oz. au

(Requests to: <list nane>-request @host >)

Internet-Drafts and RFCs for the various proposals can be found in
the usual pl aces.

Security Considerations

Security issues are not discussed in this nmeno.
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