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The Hi tchhi kers Guide to the |nternet
Status of this Meno

This RFC is being distributed to nmenbers of the Internet community in
order to make available sone "hints" which will allow new network
participants to understand how the direction of the Internet is set,
how to acquire online informati on and how to be a good Internet

nei ghbor. Wiile the information di scussed may not be relevant to the
research problens of the Internet, it nay be interesting to a nunber
of researchers and inplenmentors. No standards are defined or
specified in this meno. Distribution of this nmeno is unlimted.

NOTI1 CE:

The hitchhikers guide to the Internet is a very unevenly edited neno
and contains many passages which sinply seened to its editors like a
good idea at the tine. It is an indispensable conpanion to all those
who are keen to nake sense of life in an infinitely conpl ex and
confusing Internet, for although it cannot hope to be useful or
informative on all matters, it does nake the reassuring claimthat
where it is inaccurate, it is at least definitively inaccurate. In
cases of nmjor discrepancy it is always reality that’'s got it wong.
And renenber, DON T PANIC. (Apol ogies to Douglas Adans.)

Pur pose and Audi ence

Thi s docunent assunes that one is famliar with the workings of a
non- connected sinple I P network (e.g., a few 4.3 BSD systens on an

Et hernet not connected to anywhere el se). Appendix A contains
renedial information to get one to this point. |Its purpose is to get
that person, famliar with a sinple net, versed in the "ora
tradition” of the Internet to the point that that net can be
connected to the Internet with little danger to either. It is not a
tutorial, it consists of pointers to other places, literature, and
hints which are not normally docunmented. Since the Internet is a
dynani ¢ environment, changes to this document will be made regul arly.
The aut hor wel comes commrents and suggestions. This is especially
true of terns for the glossary (definitions are not necessary).
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VWhat is the Internet?

In the beginning there was the ARPANET, a w de area experi mental
networ k connecting hosts and term nal servers together. Procedures
were set up to regulate the allocation of addresses and to create
voluntary standards for the network. As |ocal area networks becane
nmore pervasive, many hosts becanme gateways to |ocal networks. A
network layer to allow the interoperation of these networks was
devel oped and called Internet Protocol (IP). Over tine other groups
created |l ong haul | P based networks (NASA, NSF, states...). These
nets, too, interoperate because of IP. The collection of all of
these interoperating networks is the Internet.

A few groups provide nuch of the information services on the
Internet. Information Sciences Institute (1SlI) does much of the
standardi zati on and al |l ocation work of the Internet acting as the

I nternet Assigned Numbers Authority (1ANA). SRl Internationa

provi des the principal information services for the Internet by
operating the Network Information Center (NIC). 1In fact, after you
are connected to the Internet nost of the information in this
docunent can be retrieved fromthe SRI-NIC. Bolt Beranek and Newran
(BBN) provides information services for CSNET (the CIC) and NSFNET
(the NNSC), and Merit provides information services for NSFNET (the
NI'S).

Qperating the Internet

Each network, be it the ARPANET, NSFNET or a regional network, has
its own operations center. The ARPANET is run by BBN, |Inc. under

contract from DCA (on behal f of DARPA). Their facility is called the
Net wor k Operations Center or NOC. Merit, Inc. operates NSFNET from

yet another and conpletely seperate NOC. It goes on to the regionals
having simlar facilities to nonitor and keep watch over the goings
on of their portion of the Internet. In addition, they all should

have sone know edge of what is happening to the Internet in total

If a problemcones up, it is suggested that a canpus network |iaison
shoul d contact the network operator to which he is directly
connected. That is, if you are connected to a regional network
(which is gatewayed to the NSFNET, which is connected to the
ARPANET. ..) and have a problem you should contact your regiona

net wor k operations center

RFCs
The internal workings of the Internet are defined by a set of
docunents call ed RFCs (Request for Comments). The general process

for creating an RFC is for soneone wanting sonething formalized to
wite a docunment describing the issue and nailing it to Jon Postel
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(Postel @SI.EDU). He acts as a referee for the proposal. It is then
comrent ed upon by all those wishing to take part in the discussion
(electronically of course). It may go through multiple revisions.

Should it be generally accepted as a good idea, it will be assigned a
number and filed with the RFCs.

There are two i ndependent categorizations of protocols. The first is

the state of standardization which is one of "standard", "draft
standard", "proposed", "experinental", or "historic". The second is
the status of this protocol which is one of "required",
"recommended", "elective", or "not recommended". One could expect a

particul ar protocol to nove along the scale of status fromelective
to required at the sane time as it noves al ong the scal e of
st andardi zati on from proposed to standard.

A Required Standard protocol (e.g., RFC-791, The Internet Protocol)
must be inplemented on any host connected to the Internet.
Recommended St andard protocols are generally inplenmented by network
hosts. Lack of them does not preclude access to the Internet, but
may inpact its usability. RFC 793 (Transm ssion Control Protocol) is
a Recommended Standard protocol. Elective Proposed protocols were
di scussed and agreed to, but their application has never cone into
wi de use. This nay be due to the |ack of wi de need for the specific
application (RFC-937, The Post Ofice Protocol) or that, although
technically superior, ran against other pervasive approaches. It is
suggested that should the facility be required by a particular site,
an inpl ementati on be done in accordance with the RFC. This insures
that, should the idea be one whose tine has conme, the inplenmentation
will be in accordance with sone standard and will be generally
usabl e.

I nformational RFCs contain factual information about the Internet and
its operation (RFC- 1010, Assigned Nunbers). Finally, as the Internet
and technol ogy have grown, some RFCs have becone unnecessary. These
obsol ete RFCs cannot be ignored, however. Frequently when a change
is made to some RFC that causes a new one to be issued obsol eting
others, the new RFC may only contains expl anati ons and notivati ons
for the change. Understanding the nodel on which the whole facility
is based may invol ve reading the original and subsequent RFCs on the
topic. (Appendix B contains a list of what are considered to be the
maj or RFCs necessary for understanding the Internet).

Only a few RFCs actually specify standards, nost RFCs are for

i nformati on or discussion purposes. To find out what the current
standards are see the RFC titled "I AB O ficial Protocol Standards”
(rmost recently published as RFC 1100).
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The Network Information Center (N Q)

The NICis a facility available to all Internet users which provides
information to the community. There are three nmeans of N C contact:
network, tel ephone, and nail. The network accesses are the nobst
prevalent. Interactive access is frequently used to do queries of
NI C service overviews, |ook up user and host nanes, and scan lists of
NI C docunents. It is available by using

% el net nic.ddn. ml

on a BSD system and follow ng the directions provided by a user
friendly pronpter. From poking around in the databases provi ded, one
m ght decide that a document named NETI NFO NUG DOC (The Users Quide
to the ARPANET) would be worth having. It could be retrieved via an
anonynous FTP. An anonynous FTP woul d proceed sonething |like the
following. (The dialogue may vary slightly depending on the

i npl ementation of FTP you are using).

%tp nic.ddn. ml

Connected to nic.ddn. ml

220 NIC.DDN. M L FTP Server 5Z(47)-6 at Wed 17-Jun-87 12:00 PDT
Nane (nic.ddn.nml:nynane): anonynous

331 ANONYMOUS user ok, send real ident as password.

Passwor d: nyname

230 User ANONYMOUS | ogged in at Wed 17-Jun-87 12: 01 PDT, job 15
ftp> get netinfo:nug. doc

200 Port 18.144 at host 128.174.5.50 accept ed.

150 ASCI| retrieve of <NETI NFO>NUG DCC. 11 started.

226 Transfer Conpleted 157675 (8) bytes transferred

| ocal : netinfo:nug.doc renote:netinfo:nug.doc

157675 bytes in 4.5e+02 seconds (0.34 Kbytes/s)

ftp> quit

221 QUIT comand recei ved. Goodbye

(Anot her good initial document to fetch is NETI NFO WHAT- THE- NI C-
DCES. TXT) .

Questions of the NIC or problens with services can be asked of or

reported to using electronic mail. The follow ng addresses can be
used:
NI C@NI C. DDN. M L General user assistance, document requests

REG STRAR@NI C. DDN. M L User registration and WHO S updat es
HOSTVASTER@NI C. DDN. M L Host nane and domai n changes and updat es
ACTI ON@NI C. DDN. M L SRI - NI C conput er operations
SUGGESTI ONS@NI C. DDN. M L Conmmrents on NI C publications and services
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For people without network access, or if the nunber of docunents is
| arge, many of the NI C docunments are available in printed formfor a
smal |l charge. One frequently ordered docunment for starting sites is
a conpendi um of maj or RFCs. Tel ephone access is used primarily for
questions or problens with network access. (See appendix B for

mai | / t el ephone contact nunbers).

The NSFNET Networ k Service Center

5

The NSFNET Network Service Center (NNSC), |ocated at BBN Systens and
Technol ogies Corp., is a project of the University Corporation for
At nospheric Research under agreenent with the National Science
Foundati on. The NNSC provi des support to end-users of NSFNET shoul d
they have questions or encounter problens traversing the network.

The NNSC, which has information and docunents online and in printed
form distributes news through network mailing lists, bulletins, and
online reports. NNSC publications include a hardcopy newsletter, the
NSF Networ k News, which contains articles of interest to network
users and the Internet Resource Guide, which lists facilities (such
as supercomputer centers and on-line library catal ogues) accessible
fromthe Internet. The Resource Qui de can be obtained via anonynous
ftp to nnsc.nsf.net in the directory resource-guide, or by joining
the resource guide nailing list (send a subscription request to
Resour ce- Qui de- Request @GNNSC. NSF. NET. )

il Reflectors

The way nost people keep up to date on network news is through
subscription to a nunber of mail reflectors (also known as nail

expl oders). Ml reflectors are special electronic mail boxes which,
when they receive a nmessage, resend it to a list of other nuail boxes.
This in effect creates a discussion group on a particular topic.

Each subscriber sees all the mail forwarded by the reflector, and if
one wants to put his "two cents" in sends a nessage with the coments
to the reflector.

The general format to subscribe to a mail list is to find the address
refl ector and append the string -REQUEST to the mail box nanme (not the
host nane). For exanple, if you wanted to take part in the nailing
list for NSFNET refl ected by NSFNET-| NFO@Q/ERI T. EDU, one sends a
request to NSFNET-| NFO REQUEST@VERI T. EDU. This may be a wonderfu
schene, but the problemis that you must know the list exists in the
first place. It is suggested that, if you are interested, you read
the mail fromone list (like NSFNET-INFO) and you will probably
becone famliar with the existence of others. A registration service
for mail reflectors is provided by the NICin the files

NETI NFO | NTEREST- GROUPS- 1. TXT, NETI NFO | NTEREST- GROUPS- 2. TXT,
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NETI NFO | NTEREST- GROUPS- 3. TXT, through NETI NFQ | NTEREST- CROUPS- 9. TXT

The NSFNET-INFO mail reflector is targeted at those people who have a
day to day interest in the news of the NSFNET (the backbone, regiona
network, and Internet inter-connection site workers). The nessages
are reflected by a central |ocation and are sent as separate nessages
to each subscriber. This creates hundreds of nessages on the wi de
area networks where bandwidth is the scarcest.

There are two ways in which a canpus could spread the news and not
cause these nessages to inundate the wide area networks. One is to
re-reflect the nessage on the canpus. That is, set up a reflector on
a |l ocal machi ne which forwards the nessage to a canpus distribution
list. The other is to create an alias on a canpus machi ne which

pl aces the nmessages into a notesfile on the topic. Canpus users who
want the information could access the notesfile and see the nessages
that have been sent since their |ast access. One mght also elect to
have the canpus wi de area network |iaison screen the messages in
either case and only forward those which are considered of nerit.

Ei ther of these schenes all ows one nessage to be sent to the canpus,
while allowi ng wide distribution wthin.

Address Al |l ocation

Before a | ocal network can be connected to the Internet it nust be
all ocated a unique | P address. These addresses are allocated by
SRI-NIC. The allocation process consists of getting an application
form Send a nessage to Hostnmaster @I C. DDN. ML and ask for the
tenplate for a connected address. This tenplate is filled out and
mai | ed back to the hostnaster. An address is allocated and e-nmiled
back to you. This can also be done by postal mail (Appendix B)

| P addresses are 32 bits long. It is usually witten as four decinal
nunbers separated by periods (e.g., 192.17.5.100). Each nunber is
the value of an octet of the 32 bits. Sone networks night choose to
organi ze thensel ves as very flat (one net with a | ot of nodes) and
some might organize hierarchically (many interconnected nets with
fewer nodes each and a backbone). To provide for these cases,
addresses were differentiated into class A, B, and C networks. This
classification had to with the interpretation of the octets. Cass A
networ ks have the first octet as a network address and the remaining
three as a host address on that network. C ass C addresses have
three octets of network address and one of host. Class Bis split
two and two. Therefore, there is an address space for a few | arge
nets, a reasonabl e nunmber of medium nets and a | arge nunber of snal
nets. The high order bits in the first octet are coded to tell the
address format. There are very few unallocated class A nets, so a
very good case nmust be nmade for them So as a practical matter, one
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has to choose between C ass B and O ass C when placi ng an order
(There are also class D (Multicast) and E (Experinental) formats.
Mul ticast addresses will likely cone into greater use in the near
future, but are not frequently used yet).

In the past, sites requiring multiple network addresses requested

mul tiple discrete addresses (usually Cass C. This was done because
much of the software avail able (notably 4.2BSD) could not deal with
subnetted addresses. Information on how to reach a particul ar
network (routing information) nust be stored in Internet gateways and
packet switches. Sone of these nodes have a limted capability to
store and exchange routing information (limted to about 700
networks). Therefore, it is suggested that any canpus announce (mnake
known to the Internet) no nore than two di screte network nunbers.

If a canpus expects to be constrained by this, it should consider
subnetting. Subnetting (RFC-950) all ows one to announce one address
to the Internet and use a set of addresses on the canpus. Basically,
one defines a nask which allows the network to differentiate between
the network portion and host portion of the address. By using a
different mask on the Internet and the campus, the address can be
interpreted in nultiple ways. For exanple, if a canpus requires two
networks internally and has the 32,000 addresses begi nni ng
128.174. X. X (a Cass B address) allocated to it, the canpus could

al l ocate 128.174.5. X to one part of canpus and 128.174.10.X to
another. By advertising 128.174 to the Internet with a subnet nask
of FF.FF.00.00, the Internet would treat these two addresses as one.
Wthin the canpus a mask of FF.FF. FF. 00 woul d be used, allow ng the
canpus to treat the addresses as separate entities. (In reality, you
don't pass the subnet nask of FF.FF.00.00 to the Internet, the octet
meaning is inmplicit inits being a class B address).

A word of warning is necessary. Not all systems know how to do
subnetting. Some 4.2BSD systens require additional software. 4.3BSD
systens subnet as released. O her devices and operating systens vary
in the problens they have dealing with subnets. Frequently, these
machi nes can be used as a | eaf on a network but not as a gateway
within the subnetted portion of the network. As time passes and nore
systens becone 4.3BSD based, these problens shoul d di sappear

There has been sone confusion in the past over the format of an IP
broadcast address. Some machi nes used an address of all zeros to
mean broadcast and some all ones. This was confusing when nachi nes
of both type were connected to the same network. The broadcast
address of all ones has been adopted to end the grief. Sone systens
(e.g., 4.3 BSD) allow one to choose the format of the broadcast
address. |If a systemdoes allow this choice, care should be taken
that the all ones format is chosen. (This is explained in RFC 1009
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and RFC-1010).
I nternet Probl ens

There are a nunber of problens with the Internet. Solutions to the
probl enms range from software changes to long termresearch projects.
Sone of the nmjor ones are detail ed bel ow

Nunber of Networks

When the Internet was designed it was to have about 50 connected
networks. Wth the explosion of networking, the nunber is now
approachi ng 1000. The software in a group of critical gateways
(called the core gateways) are not able to pass or store nuch nore
than that nunmber. 1In the short term core reallocation and
recodi ng has raised the nunber slightly.

Routing |ssues

Along with sheer mass of the data necessary to route packets to a
| arge nunber of networks, there are many problenms with the
updating, stability, and optinmality of the routing al gorithns.
Much research is being done in the area, but the optinmal solution
to these routing problenms is still years away. |In npst cases, the
the routing we have today works, but sub-optinmally and sonetines
unpredi ctably. The current best hope for a good routing protoco

i s somet hi ng known as OSPFI GP which will be generally avail able
frommany router manufacturers within a year

Trust |ssues

Gat eways exchange network routing information. Currently, nost
gat eways accept on faith that the information provided about the
state of the network is correct. |In the past this was not a big
probl em si nce nost of the gateways belonged to a single

adm nistrative entity (DARPA). Now, with multiple w de area

net wor ks under different administrations, a rogue gateway
somewhere in the net could cripple the Internet. There is design
wor k going on to solve both the problem of a gateway doing

unr easonabl e things and providing enough infornation to reasonably
route data between multiply connected networks (nulti-honed
net wor ks) .

Capacity & Congestion
Sone portions of the Internet are very congested during the busy

part of the day. Gowh is dramatic with sone networks
experiencing growh in traffic in excess of 20% per nonth.
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Addi ti onal bandwi dth is planned, but delivery and budgets night
not allow supply to keep up.
Setting Direction and Priority
The Internet Activities Board (1AB), currently chaired by Vint Cerf
of NRI, is responsible for setting the technical direction,

est abl i shing standards, and resolving problens in the Internet.

The current | AB nenbers are:

Vinton Cerf - Chai rman

David d ark - | RTF Chai rman
Phillip G oss - | ETF Chairman

Jon Post el - RFC Editor

Robert Braden - Executive Director
Hans- Veer ner Br aun - NSFNET Li ai son
Barry Leiner - CCI RN Liaison

Dani el Lynch - Vendor Liaison

St ephen Kent

Internet Security

This board is supported by a Research Task Force (chaired by Dave
Clark of MT) and an Engi neering Task Force (chaired by Phill G oss
of NRI).

The I nternet Research Task Force has the foll owi ng Research G oups:

Aut ononpus Net wor ks Deborah Estrin
End-t o- End Servi ces Bob Braden
Privacy St eve Kent
User Interfaces Keith Lantz

The I nternet Engineering Task Force has the follow ng technical

ar eas:
Appli cations TBD
Host Protocols Craig Partridge
I nternet Protocols Noel Chi appa
Rout i ng Robert Hi nden
Net wor k Managenent Davi d Crocker
CSl Interoperability Ross Cal | on, Robert Hagen
Qper ati ons TBD
Security TBD

The I nternet Engi neering Task Force has the foll ow ng Wrking G oups:

ALERTMAN Loui s Steinberg
Aut henti cati on Jeff Schiller
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Routing is the algorithmby which a network directs a packet fromits

source to its destination.
child trying to find a table in a restaurant.
of view,
route easily chosen
pat hs between tabl es where a good path,

the goal is not discernible.

A little nore background m ght be appropriate.

The child, however,

To appreciate the problem watch a smnal
From the adult point
the structure of the dining roomis seen and an opti nal
is presented with a set of

|l et alone the optimal one to

correctly routers) are boxes which have connections to nmultiple

networ ks and pass traffic between these nets.
packet
packet and the state of the network.

| P gat eways (nore

They deci de how t he

is to be sent based on the information in the | P header of the

Each interface on a router

an uni que address appropriate to the network to which it is

connect ed.
primarily the destination address.
service)

is largely ignored at this tine.

The information in the | P header which is used is
O her information (e.g.,
The state of the network

has

type of

is deternmined by the routers passing information anong thensel ves.

The distribution of the database (what each node knows),

the updates, and metrics used to nmeasure the value of a connection,

the form of

are the paranmeters which deternmine the characteristics of a routing
pr ot ocol

Under sone al gorithns,

Kr ol

each node in the network has conpl ete
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know edge of the state of the network (the adult algorithm. This

i mplies the nodes must have | arger anpunts of |ocal storage and
enough CPU to search the large tables in a short enough tine
(renmenber, this nust be done for each packet). Also, routing updates
usual Iy contain only changes to the existing information (or you
spend a | arge amount of the network capacity passing around nmegabyte
routing updates). This type of algorithm has several problens.

Since the only way the routing informati on can be passed around is
across the network and the propagation time is non-trivial, the view
of the network at each node is a correct historical view of the
network at varying tinmes in the past. (The adult algorithm but
rather than |l ooking directly at the dining area, |ooking at a

phot ograph of the dining room One is likely to pick the optinma
route and find a bus-cart has noved in to block the path after the
photo was taken). These inconsistencies can cause circul ar routes
(called routing | oops) where once a packet enters it is routed in a
closed path until its tinme to live (TTL) field expires and it is

di scarded

O her algorithms may know about only a subset of the network. To
prevent | oops in these protocols, they are usually used in a

hi erarchi cal network. They know conpl etely about their own area, but
to | eave that area they go to one particular place (the default
gateway). Typically these are used in snaller networks (canpus or
regional).

Routing protocols in current use
Static (no protocol -tabl e/default routing)

Don’t laugh. It is probably the nost reliable, easiest to

i mpl ement, and least likely to get one into trouble for a snal
network or a leaf on the Internet. This is, also, the only method
avai |l abl e on sonme CPU-operating systemconbinations. |If a host is
connected to an Et hernet which has only one gateway off of it, one
shoul d make that the default gateway for the host and do no other
routing. (O course, that gateway may pass the reachability

i nformati on somehow on the other side of itself.)

One word of warning, it is only with extrene caution that one
shoul d use static routes in the niddle of a network which is al so
usi ng dynanic routing. The routers passing dynam c infornmation
are sonetinmes confused by conflicting dynam c and static routes.
If your host is on an ethernet with nultiple routers to other
networks on it and the routers are doing dynam c routing anong
thenselves, it is usually better to take part in the dynanmc
routing than to use static routes.
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R P

RIP is a routing protocol based on XNS (Xerox Network System
adapted for IP networks. It is used by nmany routers (Proteon,
cisco, UB...) and many BSD Uni x systens. BSD systens typically
run a programcalled "routed" to exchange information with other
systens running RIP. RIP works best for nets of snall dianeter
(few hops) where the links are of equal speed. The reason for
this is that the metric used to determ ne which path is best is
the hop-count. A hop is a traversal across a gateway. So, all
machi nes on the same Ethernet are zero hops away. |If a router
connects connects two networks directly, a nmachine on the other
side of the router is one hop awmay. As the routing information is
passed t hrough a gateway, the gateway adds one to the hop counts
to keep them consistent across the network. The dianeter of a
network is defined as the | argest hop-count possible within a
network. Unfortunately, a hop count of 16 is defined as infinity
in RIP neaning the link is dowm. Therefore, RIP will not allow
hosts separated by nore than 15 gateways in the RIP space to
commruni cat e.

The other problemw th hop-count nmetrics is that if |inks have
different speeds, that difference is not reflected in the hop-
count. So a one hop satellite link (with a .5 sec delay) at 56kb
woul d be used instead of a two hop T1 connection. Congestion can
be viewed as a decrease in the efficacy of a link. So, as a link
gets nore congested, RIP will still knowit is the best hop-count
route and congest it even nore by throwi ng nore packets on the
queue for that |ink.

RIP was originally not well documented in the comunity and peopl e
read BSD code to find out how RIP really worked. Finally, it was
docunented i n RFC- 1058.

Rout ed

Kr ol

The routed program which does RIP for 4.2BSD systens, has nany
options. One of the nost frequently used is: "routed -q" (quiet
nmode) which neans listen to RIP information, but never broadcast
it. This would be used by a machine on a network with nultiple
Rl P speaking gateways. It allows the host to determ ne which
gateway is best (hopwise) to use to reach a distant network. (O
course, you night want to have a default gateway to prevent having
to pass all the addresses known to the Internet around with RIP.)

There are two ways to insert static routes into routed; the

/etc/gateways file, and the "route add" command. Static routes
are useful if you know how to reach a distant network, but you are
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not receiving that route using RIP. For the nost part the "route
add" command is preferable to use. The reason for this is that
the command adds the route to that machine’s routing table but
does not export it through RIP. The /etc/gateways file takes
precedence over any routing information received through a RIP
update. It is also broadcast as fact in R P updates produced by
the host without question, so if a mistake is made in the
/etc/gateways file, that mistake will soon perneate the RI P space
and may bring the network to its knees.

One of the problens with routed is that you have very little
control over what gets broadcast and what doesn’'t. Many tines in
| arger networks where various parts of the network are under
different adnministrative controls, you would like to pass on
through RIP only nets which you receive fromR P and you know are
reasonabl e. This prevents people fromadding | P addresses to the
networ k which may be illegal and you bei ng responsible for passing
themon to the Internet. This type of reasonability checks are
not available with routed and | eave it usable, but inadequate for

| ar ge networks.

Hel | o (RFC 891)

Kr ol

Hello is a routing protocol which was designed and inplenented in
a experinmental software router called a "Fuzzball" which runs on a
PDP-11. It does not have wi de usage, but is the routing protoco
formerly used on the initial NSFNET backbone. The data
transferred between nodes is simlar to RIP (a list of networks
and their netrics). The metric, however, is mlliseconds of

delay. This allows Hello to be used over nets of various |ink
speeds and perforns better in congestive situations.

One of the nost interesting side effects of Hello based networks
is their great tinekeeping ability. |If you consider the problem
of measuring delay on a link for the nmetric, you find that it is
not an easy thing to do. You cannot neasure round trip time since
the return link nmay be nore congested, of a different speed, or
even not there. It is not really feasible for each node on the
network to have a builtin WW (nati onwi de radio time standard)
receiver. So, you nust design an algorithmto pass around tine
bet ween nodes over the network |inks where the delay in

transm ssion can only be approxinmated. Hello routers do this and
in a nationw de network maintain synchronized time within
mlliseconds. (See also the Network Tine Protocol, RFC 1059.)
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Gat eway Gateway Protocol (GG RFC-823)

The core gateways originally used G3 to exchange information
anong thenselves. This is a "distance-vector" algorithm The new
core gateways use a "link-state" algorithm

NSFNET SPF (RFC-1074)

The current NSFNET Backbone routers use a version of the ANSI |S-
IS and SO ES-1S routing protocol. This is a "shortest path
first" (SPF) algorithmwhich is in the class of "link-state"

al gorithns.

Exterior Gateway Protocol (EGP RFC- 904)

EGP is not strictly a routing protocol, it is a reachability
protocol. It tells what nets can be reached through what gateway,
but not how good the connection is. It is the standard by which
gat eways exchange network reachability information with the core
gateways. It is generally used between autononpbus systens. There
is amnmetric passed around by EGP, but its usage is not
standardi zed formally. The netric’s value ranges fromO0 to 255
with small er values considered "better”. Sone inplenentations
consi der the value 255 to nean unreachable. Mny routers talk EGP
so they can be used to interface to routers of different

manuf acture or operated by different adm nistrations. For
exanpl e, when a router of the NSFNET Backbone exchanges routing or
reachability information with a gateway of a regional network EGP
i s used.

Gat ed

Kr ol

So we have regional and campus networks tal king R P anong

t hensel ves and the DDN and NSFNET speaki ng EGP. How do they
interoperate? In the beginning, there was static routing. The
problemw th doing static routing in the niddle of the network is
that it is broadcast to the Internet whether it is usable or not.
Therefore, if a net becones unreachable and you try to get there,
dynamic routing will inmediately issue a net unreachable to you
Under static routing the routers would think the net could be
reached and woul d continue trying until the application gave up
(in 2 or nore minutes). Mark Fedor, then of Cornell, attenpted to
sol ve these problens with a replacenent for routed call ed gated

Gated talks RIP to RI P speaking hosts, EGP to EGP speakers, and

Hello to Hell o ers. These speakers frequently all |ive on one
Et hernet, but luckily (or unluckily) cannot understand each others
ruminations. In addition, under configuration file control it can
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filter the conversion. For exanple, one can produce a
configuration saying announce RIP nets via Hello only if they are
specified in a list and are reachable by way of a R P broadcast as
well. This neans that if a rogue network appears in your |oca
site’s RIP space, it won't be passed through to the Hello side of
the world. There are also configuration options to do static
routing and name trusted gateways.

This may sound |like the greatest thing since sliced bread, but
there is a catch called netric conversion. You have RI P neasuring
in hops, Hello neasuring in mlliseconds, and EGP using arbitrary
smal | nunbers. The big questions is how many hops to a
mllisecond, how many nmilliseconds in the EGP nunmber 3.... Al so,
remenber that infinity (unreachability) is 16 to RIP, 30000 or so
to Hello, and 8 to the DDN with EGP. Getting all these metrics to

work well together is no small feat. |f done incorrectly and you
translate an RIP of 16 into an EGP of 6, everyone in the ARPANET
will still think your gateway can reach the unreachable and will

send every packet in the world your way. Gated is available via
anonynmous FTP from devvax.tn.cornell.edu in directory pub/gated.

Names

Al'l routing across the network is done by neans of the | P address
associated with a packet. Since humans find it difficult to remenber
addresses like 128.174.5.50, a synbolic name register was set up at
the NI C where people would say, "I would like nmy host to be naned

ui ucuxc". Machines connected to the Internet across the nation would
connect to the NICin the mddle of the night, check nodification
dates on the hosts file, and if nodified, nove it to their |oca
machine. Wth the advent of workstations and micros, changes to the
host file would have to be made nightly. 1t would also be very |abor
i ntensive and consune a | ot of network bandwi dth. RFC 1034 and a
nunber of others describe Domain Nane Service (DNS), a distributed
data base system for mappi ng nanes into addresses.

We nust look a little nmore closely into what’s in a name. First,
note that an address specifies a particular connection on a specific
network. |If the machi ne noves, the address changes. Second, a
machi ne can have one or nore nanes and one or nore network addresses
(connections) to different networks. Nanmes point to a sonething

whi ch does useful work (i.e., the machine) and | P addresses point to
an interface on that provider. A nanme is a purely synbolic
representation of a list of addresses on the network. |f a machine
moves to a different network, the addresses will change but the nane
could remain the sane.

Domai n nanes are tree structured names with the root of the tree at
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the right. For exanple:
UXc. CSO. ui uc. edu

is a machine called "uxc" (purely arbitrary), within the subdomai ns
of the Uof I, and "uiuc" (the University of Illinois at Urbana),
registered with "edu" (the set of educational institutions).

A simplified nodel of how a name is resolved is that on the user’s
machine there is a resolver. The resolver knows how to cont act
across the network a root nanme server. Root servers are the base of
the tree structured data retrieval system They know who is

responsi ble for handling first level domains (e.g., 'edu ). What
root servers to use is an installation parameter. Fromthe root
server the resolver finds out who provides 'edu service. It

contacts the "edu’ name server which supplies it with a list of
addresses of servers for the subdomains (like "uiuc’). This action
is repeated with the sub-domain servers until the final subdomrain
returns a list of addresses of interfaces on the host in question

The user’s machine then has its choice of which of these addresses to
use for conmmuni cation

A group may apply for its own donmain nane (like 'uiuc’ above). This
is done in a manner simlar to the IP address allocation. The only
requirenents are that the requestor have two machi nes reachabl e from
the Internet, which will act as nane servers for that domain. Those
servers could also act as servers for subdomains or other servers
coul d be designated as such. Note that the servers need not be

| ocated in any particular place, as long as they are reachable for
name resolution. (U of | could ask Mchigan State to act on its
behal f and that would be fine.) The biggest problemis that someone
must do mai ntenance on the database. |If the machine is not

conveni ent, that mght not be done in a tinely fashion. The other
thing to note is that once the domain is allocated to an

adm nistrative entity, that entity can freely allocate subdonai ns
usi ng what ever manner it sees fit.

The Berkel ey Internet Nane Domain (BIND) Server inplenents the
Internet name server for UNI X systenms. The nane server is a
distributed data base systemthat allows clients to nanme resources
and to share that information with other network hosts. BIND is
integrated with 4.3BSD and is used to | ookup and store host nanes,
addresses, mail agents, host information, and nore. It replaces the
/etc/hosts file or host nane | ookup. BIND is still an evolving
program To keep up with reports on operational problems, future
design decisions, etc., join the BIND mailing list by sending a
request to Bi nd- Request QUCBARPA. BERKELEY. EDU. BIND can al so be
obt ai ned via anonynous FTP from ucbar pa. ber kel ey. edu
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There are several advantages in using BIND. One of the npst

important is that it frees a host fromrelying on /etc/hosts being up
to date and conmplete. Wthin the .uiuc.edu dormain, only a few hosts

are included in the host table distributed by SRI. The renainder are
listed locally within the BIND tabl es on uxc.cso. uiuc.edu (the server
machi ne for nost of the .uiuc.edu domain). Al are equally reachable
fromany other Internet host running BIND, or any DNS resol ver.

BIND can al so provide mail forwarding information for interior hosts
not directly reachable fromthe Internet. These hosts an either be
on non-adverti sed networks, or not connected to an IP network at all,
as in the case of UUCP-reachabl e hosts (see RFC-974). DMore
information on BIND is available in the "Nane Server Operations CGuide
for BIND' in UNI X System Manager’s Manual, 4.3BSD rel ease

There are a few special donmins on the network, |like N C DDN. M L.

The hosts database at the NIC. There are others of the form

NNSC. NSF. NET. These speci al donains are used sparingly, and require
anple justification. They refer to servers under the adm nistrative
control of the network rather than any single organization. This

all ows for the actual server to be noved around the net while the
user interface to that nachine remains constant. That is, should BBN
relinquish control of the NNSC, the new provider would be pointed to
by that nane.

In actuality, the domain systemis a much nore general and conpl ex
system t han has been described. Resolvers and some servers cache
information to allow steps in the resolution to be skipped.

I nformation provided by the servers can be arbitrary, not nerely IP
addresses. This allows the systemto be used both by non-IP networks
and for mail, where it may be necessary to give information on
intermedi ate mail bridges.

What's wong with Berkel ey Unix

University of California at Berkel ey has been funded by DARPA to
nmodi fy the Unix systemin a nunber of ways. Included in these

nmodi fications is support for the Internet protocols. In earlier
versions (e.g., BSD 4.2) there was good support for the basic
Internet protocols (TCP, IP, SMIP, ARP) which allowed it to perform
nicely on IP Ethernets and snaller Internets. There were
defi ci enci es, however, when it was connected to conplicated networks.
Most of these probl ens have been resol ved under the newest rel ease
(BSD 4.3). Since it is the springboard fromwhi ch nany vendors have
| aunched Uni x inplenmentations (either by porting the existing code or
by using it as a nodel), many inplenentations (e.g., Utrix) are
still based on BSD 4.2. Therefore, nmany inplenmentations still exist
with the BSD 4.2 problens. As tine goes on, when BSD 4.3 trickles
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t hrough vendors as new rel ease, nany of the problens will be
resolved. Following is a list of sone problem scenarios and their
handl i ng under each of these rel eases.

ICVP redirects

Under the Internet nodel, all a system needs to know to get
anywhere in the Internet is its own address, the address of where
it wants to go, and how to reach a gateway which knows about the
Internet. It doesn't have to be the best gateway. If the system
is on a network with nultiple gateways, and a host sends a packet
for delivery to a gateway which feels another directly connected
gateway is nore appropriate, the gateway sends the sender a
message. This nessage is an I CVP redirect, which politely says,
"I"ll deliver this nessage for you, but you really ought to use
that gateway over there to reach this host". BSD 4.2 ignores
these nessages. This creates nore stress on the gateways and the
| ocal network, since for every packet sent, the gateway sends a
packet to the originator. BSD 4.3 uses the redirect to update its
routing tables, will use the route until it tines out, then revert
to the use of the route it thinks is should use. The whole
process then repeats, but it is far better than one per packet.

Trailers
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An application (like FTP) sends a string of octets to TCP which
breaks it into chunks, and adds a TCP header. TCP then sends

bl ocks of data to IP which adds its own headers and ships the
packets over the network. All this prepending of the data with
headers causes nmenory noves in both the sending and the receiving
machi nes. Someone got the bright idea that if packets were |ong
and they stuck the headers on the end (they becane trailers), the
recei ving machi ne could put the packet on the beginning of a page
boundary and if the trailer was OK nerely delete it and transfer
control of the page with no nmenory noves involved. The problemis
that trailers were never standardized and nost gateways don’t know
to look for the routing information at the end of the block. When
trailers are used, the machine typically works fine on the |oca
network (no gateways involved) and for short blocks through
gateways (on which trailers aren’t used). So TELNET and FTP' s of
very short files work just fine and FTP's of long files seemto
hang. On BSD 4.2 trailers are a boot option and one shoul d nake
sure they are off when using the Internet. BSD 4.3 negotiates
trailers, so it uses themon its |local net and doesn’t use them
when goi ng across the network.
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Ret r ansmi ssi ons

TCP fires off blocks to its partner at the far end of the
connection. If it doesn’t receive an acknow edgenent in a
reasonabl e ampunt of tine it retransnmts the bl ocks. The
determnati on of what is reasonable is done by TCP' s
retransm ssion al gorithm

There is no correct algorithmbut some are better than others,
where worse i s neasured by the nunber of retransm ssions done
unnecessarily. BSD 4.2 had a retransm ssion al gorithm which
retransmtted quickly and often. This is exactly what you woul d
want if you had a bunch of machines on an Ethernet (a | ow del ay
network of large bandwidth). |If you have a network of relatively
| onger delay and scarce bandwidth (e.g., 56kb lines), it tends to
retransmt too aggressively. Therefore, it nmakes the networks and
gateways pass nore traffic than is really necessary for a given
conversation. Retransm ssion algorithns do adapt to the delay of
the network after a few packets, but 4.2's adapts slowy in delay
situations. BSD 4.3 does a lot better and tries to do the best

for both worlds. It fires off a fewretransm ssions really
qui ckly assunming it is on a | ow delay network, and then backs off
very quickly. It also allows the delay to be about 4 mnutes

before it gives up and decl ares the connection broken

Even better than the original 4.3 code is a version of TCP with a
retransm ssion al gorithm devel oped by Van Jacobson of LBL. He did
a lot of research into how the algorithmworks on real networks
and nodified it to get both better throughput and be friendlier to
the network. This code has been integrated into the later

rel eases of BSD 4.3 and can be fetched anonymously from

ucbar pa. berkel ey. edu in directory 4. 3.

Tinme to Live
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The | P packet header contains a field called the tine to live
(TTL) field. It is decrenented each tine the packet traverses a
gateway. TTL was designed to prevent packets caught in routing

| oops from bei ng passed forever with no hope of delivery. Since
the definition bears sonme |likeness to the RIP hop count, sone

m sgui ded systens have set the TTL field to 15 because the
unreachable flag in RIP is 16. Obviously, no networks could have
more than 15 hops. The RI P space where hops are limted ends when
RIP is not used as a routing protocol any nore (e.g., when NSFnet
starts transporting the packet). Therefore, it is quite easy for
a packet to require nore than 15 hops. These machines will

exhi bit the behavior of being able to reach sonme places but not

ot hers even though the routing information appears correct.
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Sol ving the problemtypically requires kernel patches so it may be
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RFC- 768
RFC- 791
RFC- 792
RFC- 793
RFC- 821
RFC- 822
RFC- 826
RFC- 854
RFC- 862
RFC- 894

RFC- 904
RFC- 919
RFC- 922
RFC- 950
RFC- 951
RFC- 959
RFC- 966
RFC- 974
RFC- 100
RFC- 100
RFC- 101
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ifficult if source is not avail abl e.

X A - References to Renedial Information

Quarterman and Hoski ns, "Notable Computer Networks",
Conmuni cati ons of the ACM Vol. 29, No. 10, pp. 932-971, OCctober
1986.

Tannenbaum A., "Conputer Networks", Prentice Hall, 1981.

Hedrick, C, "Introduction to the Internet Protocols", Via
Anonymous FTP fromtopaz.rutgers.edu, directory pub/tcp-ip-docs,
file tcp-ip-intro.doc.

Coner, D., "Internetworking with TCP/IP: Principles, Protocols,
and Architecture", Copyright 1988, by Prentice-Hall, Inc.,
Engl ewood Ciffs, NJ, 07632 |SBN 0-13-470154-2.

x B - List of Mjor RFCs

st of key "Basic Beige" RFCs was compiled by J. K Reynolds. This
30 August 1989 edition of the list.

User Dat agram Protocol (UDP)

Internet Protocol (IP)

I nternet Control Message Protocol (I CWP)

Transm ssion Control Protocol (TCP)

Sinple Mail Transfer Protocol (SMIP)

Standard for the Format of ARPA Internet Text Messages

Et her net Address Resol uti on Protocol

Tel net Protocol

Echo Protocol

A Standard for the Transmi ssion of IP

Dat agranms over Et hernet Networks

Exterior Gateway Protocol

Broadcasting | nternet Datagrans

Broadcasting Internet Datagrans in the Presence of Subnets
I nternet Standard Subnetting Procedure

Boot strap Protocol (BOOTP)

File Transfer Protocol (FTP)

Host Groups: A Miulticast Extension to the Internet Protocol

Mai | Routing and the Domain System
0 The Request for Comments Reference Quide
9 Requirenents for Internet Gateways
0 Assi gned Nunbers
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RFC- 1011
RFC- 1012
RFC- 1034
RFC- 1035
RFC- 1042

RFC- 1048
RFC- 1058
RFC- 1059
RFC- 1065

RFC- 1066

RFC- 1084
RFC- 1087
RFC- 1095

RFC- 1098
RFC- 1100
RFC- 1101
RFC- 1112
RFC- 1117

Note: This |ist
retrieved fromthe N C under

course).

The Hitchhikers GQuide to the Internet Sept enber

Oficial Internet Protocols

Bi bl i ography of Request for Comments 1 through 999
Domai n Nanmes - Concepts and Facilities

Domai n Nanes - | nplenmentation

A Standard for the Transmission of IP

Dat agranms over | EEE 802 Net wor ks

BOOTP Vendor | nformation Extensions

Routing | nformation Protocol

Net wor k Ti ne Protocol (NTP)

Structure and Identification of

Managenent | nformation for TCP/ I P-based internets
Managenent | nformati on Base for Network
Managenment of TCP/ | P-based internets

BOOTP Vendor | nformation Extensions

Et hi cs and the Internet

The Common Managenent | nformation

Servi ces and Protocol over TCP/IP (CMOT)

A Si npl e Networ k Managerment Protocol (SNWP)
IAB OFficial Protocol Standards

DNS Encodi ng of Network Nanes and O her Types
Host Extensions for IP Milticasting

I nt ernet Numbers

The following list is not necessary for connection to the Internet,

but is useful
gat eways:

RFC- 974

RFC- 1009
RFC- 1034
RFC- 1035
RFC- 1101
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i n understandi ng the domain system mail system and

Mai | Routing and the Domain System
Requirements for Internet Gateways

Domai n Nanes - Concepts and Facilities

Domai n Nanes - | nplenentation and Specification
DNS Encodi ng of Network Nanes and O her Types

1989

is a portion of alist of RFC s by topic that may be
NETI NFO RFC- SETS. TXT (anonynous FTP, of
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Appendi x C - Contact Points for Network Information

Net work I nformation Center (N C

DDN Network | nformati on Center
SRl International, Room EJ291
333 Ravenswood Avenue

Menl o Par k, CA 94025

(800) 235-3155 or (415) 859-3695

NI C@Nl C. DDN. M L

NSF Network Service Center (NNSC)

NNSC

BBN Systens and Technol ogy Cor poration
10 Moulton St.

Canbri dge, MA 02238

(617) 873-3400

NNSC@NNSC. NSF. NET

NSF Network I nformation Service (N S)

ac
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Nl S

Merit Inc.

Uni versity of M chigan
1075 Beal Avenue

Ann Arbor, M 48109
(313) 763-4897

I NFO@NI S. NSF. NET

CSNET Coordi nati on and |Infornmation Center
Bol t Ber anek and Newmran | nc.

10 Moul ton Street

Canbri dge, MA 02238

(617) 873-2777

| NFO@sH. CS. NET

The Hitchhi kers Guide to the Internet

Sept enber 1989
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G ossary

aut ononbus system

A set of gateways under a single admnistrative control and using
conpati bl e and consistent routing procedures. Generally speaking,
the gateways run by a particul ar organi zation. Since a gateway is
connected to two (or nore) networks it is not usually correct to
say that a gateway is in a network. For exanple, the gateways
that connect regional networks to the NSF Backbone network are run
by Merit and form an aut ononous system Another exanple, the

gat eways that connect canpuses to NYSERNET are run by NYSER and
form an aut ononmous system

core gat eway

The innernpst gateways of the Internet. These gateways have a
total picture of the reachability to all networks known to the
Internet. They then redistribute reachability information to
their nei ghbor gateways speaking EGP. It is fromthem your EGP
agent (there is one acting for you sonewhere if you can reach the
core of the Internet) finds out it can reach all the nets on the
Internet. Wich is then passed to you via Hello, gated, RIP. The
core gateways nostly connect canpuses to the ARPANET, or

i nterconnect the ARPANET and the M LNET, and are run by BBN.

count to infinity

The synptom of a routing problemwhere routing information is
passed in a circular manner through multiple gateways. Each
gateway increments the metric appropriately and passes it on. As
the metric is passed around the loop, it increnments to ever
increasing values until it reaches the maxi numfor the routing
protocol being used, which typically denotes a |ink outage.

hol d down
VWhen a router discovers a path in the network has gone down
announci ng that that path is down for a m ni rum anount of tine
(usually at least two minutes). This allows for the propagation
of the routing information across the network and prevents the
formati on of routing | oops.

split horizon

When a router (or group of routers working in consort) accept
routing information fromnultiple external networks, but do not
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pass on information | earned fromone external network to any
others. This is an attenpt to prevent bogus routes to a network
from bei ng propagated because of gossip or counting to infinity.

DDN

Def ense Data Network the collective name for the ARPANET and
M LNET. Used frequently because although they are seperate
networ ks the operational and informational foci are the sane.

Security Considerations

Security and privacy protection is a serious matter and too often
nothing is done about it. There are some known security bugs
(especially in access control) in BSD Unix and in some

i npl ement ati ons of network services. The hitchhi kers gui de does not
di scuss these issues (too bad).
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