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Abst ract

In the context of CATS applications, resource nodeling and dynanic
schedul i ng face core chal | enges: heterogeneous conputing resources
(e.g., CPUs, GPUs, FPGAs) with differentiated characteristics are
difficult to unify through traditional coarse-grained netrics (e.qg.,
vi rtual machi ne/ contai ner counts). Moreover, dynam cally changi ng
resource states (e.g., resource occupancy, service instance |oad
cycles) conplicate routing table maintenance in network nodes,
creating bottl enecks for resources scheduling. This docunent

provi des a service-oriented conputing capability nodeling franmework,
abstracting heterogeneous resources into standardi zed service units
for efficient resource nodelling and traffic steering.

Status of This Meno

This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunments valid for a maxi num of six nonths
and nmay be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."

This Internet-Draft will expire on 2 Septenber 2026.
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1. I nt roduction

Conputing-aware traffic steering (CATS) is a traffic engineering
approach that takes into account the dynam c nature of conputing
resources and network state to optim ze service-specific traffic
forwarding towards a given service instance. As described in
[I-Dietf-cats-franmework], the Conputing-Aware Traffic Steering
(CATS) framework assunes that there mght be multiple service

i nstances that are providing one given service, which are running in
one or nore service sites. Each of these service instances can be
accessed via a service contact instance, which is a client-facing
service function instance. A single service site may host one or

mul tiple service contact instances. A single service site may have
limted conputing resources available at a given tine, whereas the
various service sites may experience different resource availability
i ssues over time. Therefore, steering traffic anmong different
service sites can address the issues of |acking resources in a
specific service site. Base on this, [I-D.ietf-cats-franmework]

provi des an architectural framework that ainms at facilitating the
maki ng of conpute- and network-aware traffic steering decisions in
net wor ki ng envi ronnments where conputing service resources are

depl oyed.
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In CATS framework, C SMA collects both conputing-related capabilities
and netrics, and associates themwith a CS-1D that identifies the
service. The C SMA then advertises CS-1Ds along with metrics to
related C-PSes in the network. Conputing netrics are very huge and
may change very frequently, which nmake them unsuitable for direct

di ssemination on the network. [I-D.ietf-cats-netric-definition]
proposes to use normalized nmetrics in CATS. Level 1 and level 2
metrics are proposed to transfer on the network instead of the |evel
O raw netrics. How to make level 1 and level 2 netrics to steer
traffic is further to be studied.

Unlike electricity, conputing nmetrics cannot be quantified sinply in
units like "kWh/ kWh", especially considering the different types of
CPUs, GPUs, FPGAs, ASICs and other chips, it is difficult to make a
uni fi ed measurenent. The concrete normalization nethod for conputing
metrics is very hard and is a key factor hindering the devel opnent of
CATS. The normalization will face two challenges. The first is
different service provider may use different normalization nethod,
which will nmake C-PS hard to decide for a nornalized netric. The
second is a normalized value may | ose inportant information of the
concrete raw netrics.

To solve this problem this draft proposes a service-oriented
conmputing capability nodeling framework, naned Conmputing Metrics as a
Service (CMAS). CMAS is a standardi zati on approach that packages
computing metrics (e.g., FLOPS, nenory, |atency) al ongside services

i nstead of pure resource aggregation. Wen depl oying specific
services, the service site allocates resources based on these bundl ed
metric units, enabling efficient, service-oriented resource nodelling
across heterogeneous infrastructures.

2. Term nol ogy

Thi s docunent nakes use of the terns defined in
[I-D.ietf-cats-framework] and al so nakes use of the follow ng terns:

* Conputing Metrics as a Service (CVMAS): CMAS is a standardi zation
approach that packages conmputing metrics (e.g., FLOPS, nenory,
| at ency) al ongsi de services. When depl oying specific services,
the service site allocates resources based on these bundled netric
units, enabling efficient, service-oriented resource allocation
across heterogeneous infrastructures.

* Public service platform The public service platformhosts the
compl ete set of CATS public services and acts as a bridge between
clients and service sites. Fromit, service sites can downl oad
and depl oy offerings, while clients can fornulate and subnit their
service requests.
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3. Conputing Metrics As a Service (CMAS)

CMAS is realized through ingeniously building a public service

pl atform which hosts the conplete set of CATS public services and
acts as a bridge between clients and service sites. Fromit, service
sites can downl oad and depl oy offerings, while clients can fornul ate
and submit their service requests. Mdst inportantly, in this

pl atform services and conputing netrics are bundled, and the service
site all ocates resources according to the computing metric units
bundl ed with servi ces when depl oying specific services. The

| i ghtwei ght service-oriented resource nodel can be easliy build with
CMAS, maeking it possible for CATS to be widely deployed on the
Internet. The public service platformprovides all public services
of the CATS framework and serves as a bridge between clients and
service sites, fromwhich the service sits can downl oad and depl oy
sonme services to provide service for clients and the clients can
build their service requests. Table 1 illustrates a typical public
service tableZI&n openly searchabl e and browsable registry for both
clients and service sites.
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o e e o - o S o e e e oo +--- - -
---------- T
| Service ID | Service Nane | I nput | Servi ce | Se
rvice | Conputi ng | St or age | Computing Tine | Sof t war e |
| | | | Description | Runi
ng Code | Requi r enent | Requirenent | | Dependency
I I I I I
I I I I I
o e e - o e e e oo o e e e e e oo - o e e e o +--m - -
---------- T e TSy
| | | Motion Capture | This service |
I I I I I
| | | Voi ce Tracki ng | receives nmultiple
| mul ti-thread CPUs| 16GB DRAM | | Unity, |
| AR1 | AR/ VR | Eye Tracking | inputs fromsensors| Gt
hub Link |with m ninmm | 256GB SSD | 7. 1ms | Unreal Engine,
| | | Envi ronnment al | and generate scenes|
| 2. 0GHz; Hi gher | | | etc. |
I I I Sensi ng I I
| than RTX 4060 | | | |
o e e - o e e e oo o e e e e e oo - o e e e o +--m - -
---------- T e TSy
| | | Transport standard | Automation Driving|
| CPU ¥ - 4.0GHz, | 64GB DDR5 DRAM | | Apache Kafka |
TP1 | Intelligent | datas, transport | Sensing Enviroment| Gt
hub Link | ¥ - 24MB L3 Cache, | % - 1TB NVMe SSD | 7. 20ns | Apol | o
|
| | transportation | traffic info, etc. | |
| GPU. % - 200 TOPS | | | CUDA |
I I R R +-----
---------- T T T T T gy
| | | Video input source | Video Gane Live
| CPU. ¥} - 4.5GHz, 12 | % - 32GB DDR5 DRAM | depending on | OBS St udio |
| LB1 | Li ve | Audio input source | Interaction Live | Gt
hub Link |cores; GPU: NVENC| % - 5TB NVMe SSD | pecific scene | WebRTC |
| | br oadcase | I'nteraction input | Sport Live |
| encoder | | 0.5s - 3s | FFnpeg |
| -------------- o e e e e e o o e e e e e a e oo o e e e e m e i oo +-----
---------- T STy
| | | speech i nput | real -tinme caption
| CPU. ¥ - 3.5GHz, 16| ¥ - 32GB DDR5 DRAM | | CUDA/ cuDNN |
| ST1 | Simultaneous | (optional) action cap|conf. translation | Gt
hub Link | threads; GPU: | % - 1TB NVMe SSD | w., 1s | Apache Kalfa
| | interpretation | interaction input | |
| RTX 4090, FP16 | ¥ - 16GB GPU DRAM | | |
R o e e e e oo o e e e e m oo oo o e e e e oo +-----
---------- T T T T T gy

Table 1. exanples of the service table in the public service platform The servic
e I D represents the service.

The service nane is the name of the service. The input describes the concrete inf
ormation and format of the input data for the service.

The service description details the concrete function of the service. The service
code contains the location of the service code

The conputing requirenment lists the basic conputing resources denmands of the serv
i ce such as CPU GPU NPU detail ed infornmation.

The storage requirenent lists the basic storage demands of the service such as ne
mory and di sk detailed information

The conputing tinme describes the conputing delay of the service when conputing a
basi ¢ data sanpl e.

The software dependency describes the software environnent for deploying the serv
i ce.



The service IDis enpowered to indicate a kind of service ability by
the service table. The client can query the service table to find
the service he may interest, build his service request using the
service I D, and send the service request to its Ingress CATS-
Forwarder to get the service. The service site can query the service
table and find services interested, allocates resouces based on the
computing and storage requirenments of a service and depl oy these
services as service instances. A Service contact instance can be run
on the service site for these service instances who provide the sane
servi ce.
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By i ngeniously designing the public-service platform clients can
fornmulate their requirements in plain service-language, while service
sites normalize their heterogeneous conpute and storage into service-
specific units onlyZ Eo unified abstraction across resource types is
required. The service table spells out a conmon resource recipe
(CPU, nmenory, runtinme) for one logical service unit. A site my
therefore

* allocate 37 that recipe and run three ARl service instances, or

* allocate 4x and run four TPl service instances, all according to
its own capacity and busi ness goal s.

The conputing time listed in the table is the del ay nmeasured when the
basi c reci pe processes the basic data sanple (Table 1). If a client
wants faster turnaround, he sinply requests nore service instances
(higher Gas); CATS will pick the site/instance conbi nati on whose rea
conmputing tinme requested delay, while keeping cost close to his

st at ed budget.

4. Service nodelling with CVMAS

A service site as a public service provider or contributor can

publish sonme specific services to the public service platform based

on the fields in the service table. A service site—such as a

regi onal cl oud-conputing pool —depl oys services by browsing the public
service platformi s catal ogue and applying for the specific services
it intends to host. The service site nodels its available conmpute

and storage resources in terns of the services it can actually
deliver. Table 2 illustrates such a service nodel table: each row
descri bes one service type (e.g., ARLl), while the columms expose the
site’'s current capacity, econonics and contact points.

* GAS (dobal Available Slots) the total nunber of identica
service instances that the site is willing to run concurrently.
Exanpl e: GAS = 3 for ARL nmeans the site will keep three ARl
service instances alive, so three clients can be served
si mul t aneousl y.

* Conputing Time the conputing delay of the depl oyed service when
conputing a basic data sanple. The conputing tine is eval uated by
each depl oyed service instance at the service site, with
appropriate val ues determ ned through these evaluations. The
actual value may be | ower than the conputing time specified in
Table 1, as a service site may allocate greater conputing or
storage resources to each service instance than the mni mum
requirenents outlined in Table 1.
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the site-declared price for one such slot.

Rul e of thumb: an edge site with scarce GPUs may set higher cost

than a central cloud w th abundant

* CSCI-ID a tiny proxy VMcreated per service,
Rol e:

port
over (token exchange,

is published as the CSCl-ID.
redirect,

resour ces.

whose public I P and
handl es concrete hand-
health ping) so that the main

service instances remains shielded fromdirect client traffic.

Thus,
metrics nodel i ng by:
nmodel table; 2.spawns GAS identica

the service site realizes the service-oriented conputing
l.inserts one row per service into its service
service instances;

3.starts one

proxy per service and stores its conputing time and CSCl-1D into the

service nodel table; 4.updates

| oad or hardware changes occur
t he nost econom cal or cl osest
while the service site retains ful
capacity policies.
S o e e e e oo -
_______________________ +
| Service ID | Gas
CsCl -1 D |
I I
I
I I
|
R o e e e e oo
_______________________ +
I I
I
I I
|
| AR1L | 3
| P address & port |
I I
I
I I
|
R o e e e e oo
_______________________ +
I I
I
| TP1 | 6
| P address & port |
I I
I
I e m e e
....................... +
I I
|
| LB1 | 2
| P address & port |
I I
I
| -------------- o e e e e e o
_______________________ +
I I
I
| ST1 | 1

| P address & port |
I I

cost and GAS in rea

This allows CATS to rank and sel ect
i nstance for each client
contr ol

16ms

1s

1s

time as | ocal

request,
over its own pricing and



Tabl e 2: exanple of the service-oriented nodelling table of a service site.

In this way, a service site turns its raw conpute and storage
capacity into service-oriented offers without ever exposing interna
conputing netrics to the network. Instead of publishing FLOPS,
menory sizes or utilization curves, the site sinply naintains and
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distributes its service nodel table—a concise, standardized summary
of how many instances of each service type it can run and at what
cost.

* |nitial state: the site sends the entire table to the C SVA.

* Subsequent changes: only the delta (new depl oynents, added/renoved
i nstances, price adjustnents) is transmtted, keeping updates
| i ghtwei ght and avoi ding the conmpl ex normalization of raw
conmputing netrics

CVMAS turns the traditional flood of raw conputing netrics into a
single, lightweight service nodel table. Because the table contains
only service information values, the information vol une shrinks
dramatically and is i medi ately understandable to the C-PS. Resource
managenent inside the site is equally sinplified:

* To allocate resources for a service, the site sinply increnments
its GAS counter by one.

* To free resources, it decrements GAS by one.

No nornmalization, no conplex resource aggregation, no netric
flooding—just “+1” or “-1” against its own service nodel table.

5. Service Distribution Under CMAS

[I-D.ietf-cats-framework] describes that a CSMA col |l ects both
conputing-related capabilities and netrics, and associates themwth
a CS-IDthat identifies the service, then advertises CS-1Ds al ong
with netrics to related CGPSes in the network. Wth CMAS nmechani sm
the C-SMA only needs to collect a mnimal service-netric
tuple—(Service ID, CSCl-1D, computing time, gas, cost)—from each
site. Meanwhile, the C-NVA gathers purely network-related netrics
such as delay, jitter, and bandw dth; no raw conputing figures are
ever distributed, keeping both data collection and cross-donain
orchestration |ightweight and standardi zed.

Figure 1 illustrates how CATS netrics are di ssenm nated under the CMAS
mechanism A client reaches the network through “CATS-Forwarder 1”7 .
For the service identified by CS-ID “1” , two contact instances exist:

* Instance CSCI-ID “1” at Service Site 2 (reachable via CATS-
For war der 2)

* |Instance CSCI-1D “3” at Service Site 3 (reachable via CATS-
For war der 3)
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Additionally, two separate services (CS-ID “2” and CS-ID “3” ) each
have one contact instance |located at Service Site 2 and Service Site
3, respectively.

Cs-ID1, CsCl-ID 1, conputing time, gas, cost
CsS-1D 2, CsCl-ID 2, conputing time, gas, cost

L T T
: : AR EEEEE R +
A + : |CS-1D1 |
| Public | : : .--|CSCl-1D 1|
| Service | : R + [ e +
| Platform | : | C- SMA [ ----] Service Site 2
Fomm e e e oo + : S + | B S +
| conputi ng| | CATS- For war der 2| "--|CS-1D 2 |
| time | R LR T + | CsC -1 D 2|
S + | | S +
| ddient | | Network +---------------------- +
E - + | del ay | +------- + |
| | REREEEEEEE | CNwA | |
| | | e + |
o e e e e m oo oo + | |
| CATS- Forwarder 1| C-PS|----| |
L LT + | Under | ay |
Service | Infrastructure | ACEE T +
tabl e | | |CS-ID 1 |
oo + .---|CSCl-1D 3|
| | +
ommmmmmeo +  H------ +
| CATS- Forwarder 3|--|C-SMA | Service Site 3
ommmmmm o +  He----- +
I
| Fomm - +
"---|Cs-1D 3 |
|CsCl-1D 4 |
T T Hommmeea +

CS-IDl; CsCl -1D 3, conmputing tine, gas,.cost
CS-1D 3, CsCl-ID 4, conputing time, gas, cost

Figure 1: An Exanpl e of CATS Service Metric Dissem nation Under CMAS.
The service table formed in CGPS in this exanple is:

(Cs-ID 1, CsCl-1D 1, gas, cost, conmputing tine, network del ay)
(Cs-ID 1, CsCl-1D 3, gas, cost, computing tinme, network del ay)
(Cs-ID 2, CsCl-1D 2, gas, cost, computing tinme, network del ay)
(Cs-ID 3, CsCl-1D 4, gas, cost, computing tinme, network del ay)
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In Figure 1, the G SMA co-located with “CATS-Forwarder 2” advertises
the CMAS nmetrics for both service-contact instances it covers—nanely
(Cs-ID1, CcsCl-1D 1, conputing tine, gas, cost) and (CS-ID 1, CSC-ID
2, conputing time, gas, cost). Likew se, the C-SMA agent at “Service
Site 3”7 publishes the netrics for the two services hosted by that
site. Al these service-netric advertisenents are received and
processed by the G-PS hosted on “CATS-Forwarder 1” , which al so
handl es the network-nmetric adverti senents sent by the G NVA

Under CVAS, the C-PS can effortlessly build and nmaintain a unified
service view for every offering. It sinply collects all service
metrics fromthe sites, appends the network metrics (here, del ay)
advertised by the CNWVA, and fetches each service's conputing tine
fromthe public service platform This yields a conprehensive
service table in the form(Service ID, CSCl-1D, gas, cost, conputing
time, network delay), which we call it the whole service table.

Using this table, the CPS selects the nost suitable path to the
egress CATS- Forwarder by eval uating:

* the client’s initial service request ("CS-ID 1" or "CS-ID 2"),

* the real-tine state of each service-contact instance (gas, cost,
conmputing time), and

* the current network state (delay and other metrics).
6. Service Consum ng Under CMAS

In the exanple of Figure 1, the client first queries the public
service platformto build its request from Table 1. The request is
expressed as a 4-tuple: (Service ID, gas, cost, delay). It is
injected into the network through "CATS-Forwarder 1" (ingress role),
which forwards it to the CGPS. The CPS (co-located or centralised)
sel ects the CSCl-1D that best nmatches the tuple by conparing:

* @Gas requested Gas,
* Cost closest to requested Cost,

* Real Delay requested Delay, where Real Delay = conputing Tinme +
network del ay taken fromthe whol e service table.

The C-PS returns a 6-tuple response: (Service ID, CSCl-ID, Gas, Real-
Cost, Real -Del ay, success). Wen this response reaches "CATS-
Forwarder 1", the forwarder notifies the client that the service is
ready with a sinplified acknow edgenent: (Service |ID, Gas, Real-Cost,
Real - Del ay, success). The client then
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7.

7.

1.

* pays the Real -Cost,
* assenbles input data according to the "input" schema in Table 1,
* sends (Service |ID, data) back to "CATS-Forwarder 1".

Using the CSCl-ID returned in the response, the forwarder establishes
a direct data-plane tunnel between the client and the sel ected
service-contact instance. Cdient data and subsequent conputing
results flow through this tunnel; no further routing decisions are
needed.

I medi ately after the tunnel is set up, the forwarder signals the
C-PS to decrement the correspondi ng GAS value in the gl obal service
table. When the service conpletes, the contact instance itself sends
a “service-finished” heartbeat to the GPS, which increnents GAS
agai n, keeping the table accurate in real tine.
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