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Abst r act

Mul ticast has the potential to be applied in Artificial Intelligence
Data Centers (AIDCs) to inmprove the efficiency of point-to-multipoint
data transm ssion during |arge | anguage nodel training and inference.
Thi s docunent identifies key requirements of nulticast in Al DCs, and
anal yzes the gaps between these requirenents and the capabilities of
exi sting nmulticast technol ogi es.
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1. I nt roduction

Artificial Intelligence (Al) Data Centers (Al DCs) serve as the key
infrastructure for Al |arge | anguage nodel (LLM training and

i nference, where point-to-multipoint (P2MP) conmunication patterns
are pervasive and critical to overall systemefficiency. Network
mul ticast | everages in-network data replication to achieve efficient
distribution of identical data, reducing processing overhead and

net wor k bandwi dt h consunpti on of the sender, thereby enhancing the
efficiency of P2MP data transmission. Milticast is a pronising
techni que for deploynment in AIDCs. The typical use cases of
multicast in AIDCs are as foll ows:

* Token dispatch in M xture-of-Experts (ME) nodels: MoE is a
mai nstream architecture for LLMs. During execution, input tokens
are dispatched to nmultiple expert nodes based on routing
deci sions. This token dispatch process naturally follows the
mul ti cast communi cation pattern
[1-D. zzhang- bi er-opti nm zed-use-in-aidc].

* Data broadcast in Al Reduce operations: In distributed training of
LLMs, All Reduce is a core collective communication operation for
data parallelismand tensor parallelism Al though Al Reduce can
be inplemented in nmultiple ways, deconposing it into Reduce and
Br oadcast phases is a basic approach, where the Broadcast phase
can benefit fromefficient network multicast.

Zhang & Cheng Expi res 3 Septenber 2026 [ Page 2]



Internet-Draft Abbreviated Title March 2026

1.

2

2

* Milti-replica checkpoint storage: To avoid |oss of training
progress due to failures, training prograns periodically save
nmodel states, i.e., checkpoints, to nmultiple storage nodes.
Multicast is a promsing technique in this scenario, which is
supposed to inprove the efficiency of transmtting nassive data to
multiple replicas [I-D.liu-multicast-for-conputing-storage].

Despite these potential opportunities, existing multicast

technol ogies are not originally designed to address the specific
characteristics of AIDC networks. AIDC networks are defined by

ul tra-high bandwi dth (often 400 Gbps or greater), mcrosecond-|eve
| atency, and high reliability that demands near-zero packet | oss.
These core perfornmance characteristics necessitate correspondi ng
qualities in multicast technol ogies, including interactivity,
reliability, and sinplicity. Furthernore, enmerging nulticast use
cases in Al DCs, such as MdE token dispatch, also introduce specific
requi renents, including high dynam cs and nmenbershi p sparseness.

Thi s docunent identifies the key requirenents for nmulticast in Al DCs
and analyzes the limtations of existing nmulticast technologies in
meeting these requirenents.

1. Requirenents Language

The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMMENDED', "MAY", and
"OPTIONAL" in this docunment are to be interpreted as described in BCP
14 [ RFC2119] [ RFC8174] when, and only when, they appear in al
capitals, as shown here

Mul ticast Requirenents
1. Bidirectional Interactivity

Al workl oads are highly sensitive to packet loss. |In LLMtraining,
packet loss without a reliability acknow edgnent nechani sm can
corrupt nodel paraneters, |eading to degraded nmodel quality or even
training failures. Moreover, congestion control is required to
actively avoid congestion and packet |oss. Therefore, networks in
Al DCs are required to support closed-loop control, such

acknow edgnent and congestion control, to neet the high-performance
and high-reliability requirements of Al workl oads.

Traditional IP multicast only supports best-effort P2MP data
delivery, while multicast in AlIDCs should support bidirectiona
interaction, including both efficient P2MP data forwardi ng and
mul ti point-to-point (MP2P) feedback forwarding. The core
interactivity demands are as follows:
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*  P2MP forwarding: Milticast should support efficient P2MP

2

forwardi ng, which is the fundamental requirenent of nulticast.

* MP2P forwarding: Multicast in AIDCs should natively support

efficient MP2P forwarding, particularly for feedback signals
generated fromreceivers to senders such as acknow edgnents (ACKs)
to confirm successful data reception and negative acknow edgnents
(NACKs) to report packet |loss, as well as congestion notification
si gnal s.

*  MP2P packet aggregation: In large-scale AIDCs w th nunerous

receivers, if each receiver sends feedback packets to a sender

i ndependently, it can |lead to excessive reverse traffic to the
sender, resulting in network congestion, increased |atency, and
anplified jitter. To address this issue, nmulticast in Al DCs
shoul d support MP2P packet aggregation. Network devices serving
as rendezvous points should aggregate nultiple feedback packets
fromdifferent receivers into a single packet and send it to the
sender.

H gh Reliability

Mai nt ai ni ng uni nterrupted tasks for long periods is crucial for LLM
training. However, hardware is prone to failures, and as the scale
of training networks increases, the |ikelihood of network failures
rises due to an increasing nunmber of switches, network interface
cards, and optical nodul es

[1-D.cheng-rtgwg-ai -network-reliability-problem. Therefore,

mul ticast in AIDCs should provide high reliability to ensure service
continuity. The specific requirenments are as follows:

* Fast failure detection: The multicast should support fast
detection of link failures and node failures and efficient
detection of gray failures, which are the prerequisite for any
subsequent recovery action

* Fast failure recovery: Upon failure detection, the multicast
shoul d support fast recovery mechanisns to restore mnulticast
traffic rapidly. It is unacceptable to rely solely on gl oba
control -pl ane convergence and nulticast tree reconstruction for
sl ow recovery tine.

* Mnimzed failure domain: The recovery nechani sm shoul d confine
the inpact of a failure to the smallest possible set of receivers.

Local link or node failures should only affect the faulty segnent,
wi t hout spreading to the entire nulticast tree or other service
branches.
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H gh Dynamnics

Al wor kl oads, especially those using sparse architectures |ike ME
have hi ghly dynam ¢ communication patterns. ME-based Al training
and i nference uses token dispatch, where gating networks sel ect
expert nodes per token at mcrosecond tinescales, dynamcally
determining real-time nulticast receiver sets with no fixed groups.
This ultra-fast selection leaves no tinme for traditional multicast to
establish, update, or tear down trees, |leading to delays, packet

|l oss, or Al task failure [I-D.zhang-rtgwg-II| nmmoe-nulticast].
Therefore, nmulticast in A DC should nmeet high dynam cs requirenents,
and the key points are as foll ows:

* Fast change of nmulticast menmbers: Milticast should be able to
adapt to the dynami c change of multicast menbers in mcrosecond
timescal es.

* Low overhead for dynam ¢ change: The dynani c change of nulticast
menbers shoul d generate ninimal overhead in both the control plane
and data plane. Excessive signaling or processing overhead during
dynanmi ¢ change will increase transm ssion |atency and reduce the
efficiency of Al workl oads.

Spar seness

Multicast in AIDCs frequently involves nulticast groups where only a
smal |l fraction of the total nodes in the cluster are nulticast
menbers, a characteristic closely tied to the sparse activation
mechani sm of nodern Al nobdels such as MbE. For exanple, DeepSeekV3
uses 256 experts and activates 9 experts at a time. Milticast
technol ogi es that are designed for dense groups are inefficient for
this sparse node. The multicast should be efficient when the group
size is small relative to the network size, and neet the foll ow ng
spar seness requirenents:

* Efficient sparse nmenber identification: Milticast technol ogies
shoul d support efficient identification of sparse nulticast
menbers. The methods for identifying nulticast menbers shoul d
avoi d unnecessary scanning or signaling of non-nmenber nodes, and
be efficient for forwarding.

* Low overhead for sparse state nmi ntenance: The nmintenance of
mul ti cast nmenber state should be |ightweight and | ow overhead,
adapting to the sparse characteristics of A DC multicast groups.
It should avoid maintaining redundant state information for non-
menber nodes, reducing state nmi ntenance burden and ensuring that
state updates do not introduce additional |atency that affects Al
task efficiency.
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2.5. Simplicity

Sinplicity is a foundational architectural principle for nulticast in
Al DCs, directly enabling the m crosecond-tinescal e | owl atency
transmission in |arge-scale AIDC networks. Conplexity in the contro
or data plane nmanifests as variable |atency, unpredictable jitter,
and an inability to nmeet the strict performance bounds of Al
wor kl oads. Therefore, multicast in Al DCs should be governed by the
foll owi ng overarching sinplicity requirenents:

* Control plane sinplicity: The multicast control plane should be
architecturally sinple to maintain core functions like multicast
routing, mnimzing signaling interaction overhead and contro
processes. It should avoid conplex state synchronization and
prot ocol negotiation processes, to reduce network operation and
mai nt enance conpl exity.

* Data plane sinplicity: The nulticast data plane needs to be highly
efficient and sinple, including efficient menber identification
and forwardi ng adapting to sparse and dynam c mnul ticast
characteristics, and optim zed packet processing nmechani sms.

These ensure mninal forwardi ng and processing overhead, neeting
the I owlatency transm ssion requirenments of Al workl oads.

3. Gap Analysis

To address the gaps between multicast requirenents in Al DCs and

exi sting technol ogies, typical nulticast technologies are first

i ntroduced, followed by an analysis of their capabilities agai nst key
requirenents.

3.1. Typical Milticast Technol ogies

Prot ocol | ndependent Multicast (PIM is a widely deployed nulticast
routing protocol that operates independently of underlying unicast
routing protocols. It supports dense node (PIM DM [RFC3973] and
sparse node (PIMSM [RFC7761]. PIM SM builds unidirectional shared
trees rooted at a Rendezvous Point per group and it optionally
creates shortest-path trees per source.

Mul ti poi nt extensions for Label Distribution Protocol (nlLDP)

[ RFC6388] constructs the P2MP or multi point-to-nultipoint (MP2MP)
Label Switched Paths (LSPs) in Miltiprotocol Label Sw tching (MPLS)
networ ks without interacting with or relying upon any other multicast
tree construction protocol
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Segnment Routing Point-to-Miltipoint (SR P2MP)
[I-D.ietf-pimsr-p2nmp-policy] enables creation of P2MP trees for
efficient multi-point packet delivery in a Segnent Routing (SR
domain. It requires the routing nodule of the controller or ingress
node to calculate and determine the path of the multicast traffic,
and the data plane can reuse existing SR unicast forwarding

mechani sns.

Bit Indexed Explicit Replication (BIER) [RFC8279] is a stateless

mul ticast technology that elimnates the need for explicit tree
construction. Instead, the set of intended receivers is encoded as a
BitString within the packet header. |Internedi ate Bl ER Forwardi ng
Routers (BFRs) replicate packets based on the BitString, w thout

mai ntai ning any per-flow or per-tree state.

3.2. @Gap Anal ysis Agai nst Requirenents

The support of typical multicast technol ogies for multicast
requirenents in AIDCs is summarized in Table 1.

B e e sl s s ety ety ety
| Technol ogy| I nteractivity| Reliability|Dynan cs| Sparseness| Sinplicity]|
B et peety el gl p—p—p——————— e —p—j—— plp———(—————— pjp—{—p——————
| Pl M | No | Poor | Poor | Good | Poor |
R I i I I R R +
| m.DP | No | Poor | Poor | CGood | Poor |
F--- - - F-- - - - - - F--- - - - +---- - - - F--- - - F--- - - +
| SR-P2MP | No | Good | Moder at e| Good | Moderate
I L i I F-------- I I +
| BIER | No | Good | Good | Poor | Good
R I i I I R R +

Table 1: Gap Analysis

Interactivity: Traditional nulticast technol ogi es can support best-
effort P2MP data delivery, but none of themcan natively support the
reverse MP2P forwarding or aggregation to achieve bidirectiona
interactivity.

Reliability: The reliability of PIMand nLDP basically relies on
routing convergence and nulticast tree reconstruction. Al though sone
fast detection and recovery nmechani sms [ RFC9186] [ RFC9860] [ RFC7715]
can be adopted to accelerate failure recovery, their tree-based
architectures often keep the failure inpact domain tree-level. In
contrast, BIER and SR P2MP can effectively reuse unicast’ s
reliability capabilities such as Fast ReRouting, and control the
failure domain within the damaged receivers, denobnstrating good
reliability.
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Dynamics: PIMand nlDP adjust multicast trees via control signals,

| eading to sl ow convergence that struggles to handl e high-frequency
menber changes. SR-P2MP dynamically recal cul ates forwarding trees
via a controller, which need gl obal recalculating and result
distribution. BIER only requires updating the BitString in packets,
enabling faster responses to nenber changes and exhibiting good
dynani cs.

Sparseness: PIM nlDP, and SR-P2MP can all adapt well to sparse
scenarios, as they establish nmulticast trees or tunnels on denand,
and nul ticast nenber identification is based on | P or other non-

contiguous labels. |In contrast, BIER encodes the receiver set as a
BitString, whose length is proportional to the nunber of nodes in the
domain. Even with sparse nmenbers, the full BitString nust still be

carried, leading to significant degradation in bandw dth overhead and
forwarding efficiency. This linmts BIER s applicability in AIDC
sparse multicast scenarios

Sinplicity: PIMand nLDP require the maintenance of conplex mnulticast
tree states and signaling mechanisns, resulting in high operationa
complexity and poor sinplicity. SR-P2MP reuses the SR unicast
forwardi ng plane, with the control plane relying on a controller,

| eading to noderate conplexity but still requiring additional tree
management logic. BIER on the other hand, elimnates the need for
explicit multicast tree construction, with no per-flow state at

i ntermedi ate nodes, resulting in better sinplicity. Moreover,
simplicity still needs further optim zation to nmeet the ultra-high
performance requirenments of Al networks

In sunmary, the nost critical common gap is the lack of native
support for efficient, scalable bidirectional interactivity, which is
the cornerstone for inplementing cl osed-Ioop acknow edgement and
congestion control. Furthermore, no single multicast technol ogy
excels in all dinmensions: some lack reliability, dynam cs or
simplicity (PIM nlLDP, SR-P2MP), others are inefficient for sparse
groups (BIER). Consequently, nerely deploying or conbining these

exi sting technologies is insufficient to meet the stringent denands
of AIDC workl oads. This gap anal ysis underscores the need for either
a new architecture designed fromthe ground up for Al DCs or
significant extensions to existing technol ogies.

4. | ANA Consi derati ons

TBD.
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5. Security Considerations
TBD.
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