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Abst ract

Large Language Mddels (LLMs) have been wi dely used in recent years.
The M xture of Experts (MdE) architecture is one of the features of
LLMs that enables efficient inference and cost-effective training.
Wth the MoE architecture, there are potential nmulticast use cases
such as tokens dispatching. This draft attenpts to anal yze these use
cases.

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunments of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng docunents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunments valid for a maxi num of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."

This Internet-Draft will expire on 15 Cctober 2026.
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Copyright (c) 2026 | ETF Trust and the persons identified as the
docunment authors. All rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Legal
Provisions Relating to | ETF Documents (https://trustee.ietf.org/
license-info) in effect on the date of publication of this docunent.
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1. Introduction

In recent years, |arge | anguage nodel s (LLMs) have been wi dely used.
M xture of Experts Moddel (MoE) is one of the functions of LLMto
achi eve efficient inference and economical training. Many LLM
currently adopt the MoE architecture, such as DeepSeek-V2/V3, Google
Gemini 1.5 Pro, xAl Gok-1, Mstral 8*22B, Qwen3, etc. During

i nference, ME only activates a snall nunber of paraneters to

det ermi ne each out put token, which significantly reduces the anount
of conputation required by the processor, thereby reducing the
overal |l computational requirements. Therefore, the fewer parameters
are activated, the | ess conputation the processor needs to perform
In the MbE architecture, one token needs to be sent to nultiple
experts, which is a typical nulticast use case.

In most LLMs, two experts are activated during the conmputation: one
is arouted expert and the other is a shared expert. |n DeepSeekV3,
one token activates eight routed experts and one shared expert.

When all activated experts are |located on a node with rmultiple GPUs
installed, only intra-node comunication is required. Wen activated
experts are located on different nodes, inter-node comrunication is
required. Due to the bandwi dth difference between intra-node and

i nter-node scenarios, comunication across |eaf sw tches and even
spine switches is inevitable.

This draft analyzes the nulticast use case of LLMin data centers.
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1.1. Requirenents Language

The key words "MJST", "MJST NOT",
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"REQUI RED", "SHALL", "SHALL NOT",

"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in [ RFC2119].

2. Use case - tokens dispatching
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During the pre-filling and decodi ng phases, tokens need to be sent to

all selected experts, including routed experts and shared experts.
The t okens dispatching can be intra-node or inter-node. Different
LLMs use different nunbers of experts. For exanple, Mxtral uses 8
experts and activates 2 experts at a time; LlaMa 4 uses 16 experts
(Scout) or 128 experts (Maverick), and activates 2 experts at a tine;
DeepSeekV3 uses 256 experts and activates 9 experts at a tinme. The
nore routed experts there are, the nore distribution there is between
nodes. I n order to balance the experts, it is difficult tolinmt the
nunber of experts to one node even if only two experts (one routed
expert and one shared expert) are used.

The tokens di spatching can be optim zed. For exanple, in DeepSeekV3,
LLMfirst selects the node group and then selects the expert fromthe
node. By inplenenting the node restricted routing function, a

maxi mum of four nodes are selected to reduce the inter-node

Expi res 15 October 2026 [ Page 3]



I nternet-Draft Abbreviated Title April 2026

consunption of tokens dispatching. |In addition, in order to naximze
the usage of the high intra-node bandwi dth, after the switch or GPU
in the node receives the tokens, the switch or GPU needs to
distribute the tokens to the experts in the same node. This
optinmization ains to reduce the inter-node distribution, but it
cannot avoid multicast between nodes.

It is worth noting that even during an inference or training process,
the experts selected by the token are not fixed. Each token may be
sent to a different conbination of experts. For exanple, in
DeepSeekv3, each token nmay be sent to 9 different experts.

Therefore, the use of nulticast nmay be intra-node or inter-node. The
existing nulticast inplenentation methods are different in intra-node
and inter-node scenarios, and nulticast nmanagenment is nmore difficult.

2.1. Intra-node nulticast

When tokens need to be sent to multiple GPUs in the sanme node, the
GPU or the switch connected to the GPU may send the tokens in a
mul ti cast manner. This requires the switch or GPU to support the

mul ticast function. This function can reduce the conputationa

burden of the source GPU and reduce the bandw dth consunption between
nodes.

2. 2. I nt er-node nul ti cast

When tokens need to be sent to nultiple nodes, Leaf sw tches and even
Spi ne switches need to forward tokens. Due to the linmtation of

i nter-node bandwi dth, the nore packets there are, the greater the

ri sk of congestion. Using multicast technol ogy can reduce the burden
on the source GPU and reduce the risk of congestion

2.3. Dynam c Requirenents

Due to the random nature of nulticast destination selection, for
exanpl e, in the token di spatching process nmentioned above, each token
may select a different expert conbination. The selection process is
very short, leaving no time for nulticast technologies |like PIMto
establish a nmulticast tree. Therefore, nmulticast technology that can
meet dynami ¢ needs is needed.
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2.4. Reliability requirenents

The transm ssion of all types of data (including tokens) used for LLM
calculations requires extrenely high reliability. This neans that
packet |oss, long delays or jitters, and retransm ssions during data
transm ssion can inpact LLMcalculations. Reliability is a paranmount
requi renent when applying multicast technology to data transm ssion

If reliability is insufficient, even if npbst data reaches its
destination quickly, if even one destination fails to receive the
data in tinme due to packet |oss, long | atency, or excessive jitter,
the LLM cal cul ation may need to be restarted, significantly reducing
conput ati onal efficiency.

So conmpared to unicast, nmulticast reliability technology is nore
conplex. Especially in LLM applications, it is necessary to avoid
packet |oss, long | atency, excessive jitter, and retransm ssions
caused by individual multicast branches to nininize the inmpact on LLM
cal cul ati ons

3. Milticast technol ogi es anal ysis

Prot ocol | ndependent Multicast - Sparse Mdde (PIMSM [RFC7761] is a
traditional nulticast technology. It relies on PIMsignaling to
build the nmulticast tree. When the receivers change, the multicast
tree may need to be rebuilt. Wen PIMis used for intra-node or
inter-node nmulticast, the stability of the nmulticast tree is nore
important. It nay not be applicable when the expert conbination is
flexible. Even in the intra-node scenario, the nunber of potentia
mul ticast trees may be large despite the limted nunber of GPUs in a
si ngl e node.

BIER (Bit-Indexed Explicit Replication) [RFC8279] is an architecture
that provides optimal multicast forwarding through a "multicast

domai n", without requiring internediate routers to maintain any per-
flow state or to engage in an explicit tree-building protocol. BIER
is nore flexible than PIM Experts can be nunbered and can act as
ingress or egress BFRs in BIER Bl ER header encapsul ati on can be a
function defined in [RFC8296], [I-D.ietf-bier-bierin6], or

[1-D. zzhang- bi er-unmasked-bi er]. By using the BIER function, Leaf
and Spine switches, and even GPUs or switches connected to GPUs, can
pre-buil d expert-based forwarding tables. tokens can be sent to any
sel ected expert.

O her multicast methods, such as PIM DM (dense node) and i ngress

replication, may consune nore bandw dth and may not be a good choice
for multicast scenarios such as LLM tokens di spatching.
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6.

Consi dering dynamic requirenents |ike token dispatching, technol ogies
like PIM which require the establishment of a nmulticast tree, are

i nadequate. BIER, on the other hand, allows the source GPU (siml ar
to BFIRin BIER) to directly specify the destination expert group
(simlar to BFERs in BIER) and encapsulate it into the nessage,
elimnating the tine for multicast tree establishment. Therefore,
BIER is the nost suitable nulticast technology. O course, prior to
this, control-plane negotiation between the source GPU and the
experts regarding data transm ssion i s required.

Wil e the network |layer can provide multicast capabilities for

mul ticast scenarios, the nulticast approach needs to work in
conjunction with the LLM software. It may work in conjunction with
the inplementation of collective comruni cati on and N C (network
interface card).

I ANA Consi derati ons
There are no | ANA consi deration introduced by this draft.
Security Considerations
There are no security issues introduced by this draft.
Ref er ences
1. Normative References

[ RFC2119] Bradner, S., "Key words for use in RFCs to Indicate
Requi renment Level s", BCP 14, RFC 2119,
DO 10.17487/ RFC2119, March 1997,
<https://www.rfc-editor.org/info/rfc2119>.

[ RFC7761] Fenner, B., Handley, M, Hol brook, H, Kouvelas, I.,
Parekh, R, Zhang, Z., and L. Zheng, "Protocol I|ndependent
Mul ticast - Sparse Mode (PIMSM: Protocol Specification
(Revised)", STD 83, RFC 7761, DO 10.17487/ RFC7761, March
2016, <https://www.rfc-editor.org/info/rfc7761>.

[ RFC8279] Wjnands, 1J., Ed., Rosen, E., Ed., Dol ganow, A.,
Przygienda, T., and S. Aldrin, "Milticast Using Bit |ndex
Explicit Replication (BIER)", RFC 8279,
DO 10.17487/ RFC8279, Novenber 2017,
<https://www.rfc-editor.org/info/rfc8279>.

Zhang, et al. Expi res 15 October 2026 [ Page 6]



I nternet-Draft Abbreviated Title April 2026

[ RFC8296] Wijnands, 1J., Ed., Rosen, E., Ed., Dol ganow, A.,
Tantsura, J., Aldrin, S., and |I. Meilik, "Encapsulation
for Bit Index Explicit Replication (BIER) in MPLS and Non-
MPLS Networks", RFC 8296, DA 10.17487/ RFC8296, January
2018, <https://ww. rfc-editor.org/info/rfc8296>.

6.2. Informative References

[1-D.ietf-bier-bieriné]
Zhang, Z., Zhang, Z. J., Wjnands, |I., Mshra, M P.,
Bidgoli, H, and G S. Mshra, "Supporting BIER in | Pv6
Net wor ks (BIERi n6)", Work in Progress, Internet-Draft,
draft-ietf-bier-bierin6-13, 23 February 2026,
<https://datatracker.ietf.org/doc/htm/draft-ietf-bier-
bi eri n6-13>.

[1-D. zzhang- bi er - unmasked- bi er]
Przygienda, T., Zhang, Z. J., Bigdoli, H, and I.
W j nands, "Unnasked Bl ER Mbde", Work in Progress,
Internet-Draft, draft-zzhang-bier-unnmasked-bier-01, 23
February 2025, <https://datatracker.ietf.org/doc/htm/
dr aft - zzhang- bi er - unmasked- bi er-01>.

Aut hors’ Addr esses

Zheng Zhang
ZTE Corporation

Chi na

Enmai | : zhang. zheng@te. comcn
Wei Duan

ZTE Corporation

Chi na

Emai | : duan. wei 1@te.comcn

Xi aohu Xu

Chi na Mobile

Chi na

Enmai | : xuxi aohu_i etf @uotmail.com
Yi song Liu

Chi na Mobile

Chi na

Enmail: liuyisong.ietf@nail.com

Zhang, et al. Expi res 15 October 2026 [ Page 7]



