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1. Introduction
# Abstract

Thi s docunent defines an ldentity Nanmespace Architecture that
establ i shes globally unique, cryptographically verifiable identifiers
and their associated trust boundaries. The architecture specifies
nanespace structure, resolution semantics, and authority separation
wi t hout prescribing specific transports or cryptographic al gorithmns.
It is intended to serve as a foundational identity substrate for

hi gher | evel protocols and enforcenent nechani sns.

# | ntroduction

The ldentity Namespace System Architecture (I NSA) defines a
cryptographically verifiable framework for the representation,
publication, and resolution of hunan and institutional identities.
I NSA is designed to provide a durable identity substrate that is

i ndependent of transport protocols, application |ayers, and
commruni cati on nechani sns.

Existing identity systens frequently conflate identity with

aut henti cation, nessaging, directory services, or application-

speci fic account nodels. This coupling introduces systenic
fragility, centralization pressure, and opaque trust dependenci es.

I NSA explicitly rejects this approach by isolating identity senmantics
and ownership fromall higher-layer concerns.

At its core, INSA provides a nechani smby which an identity may be
uni quely anchored to cryptographic material, published under a
soverei gn trust boundary, resolved wi thout prior trust relationships,
and i ndependently verified without reliance on centralized

i ntermedi ari es.
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The architecture is intentionally mninmal. |NSA does not prescribe
user interfaces, storage backends, transport protocols, or
application workflows. Instead, it defines the smallest set of

primtives required to support long-lived, verifiable identity in a
global ly distributed environnent.

I NSA di sti ngui shes between canonical identities and subordinate
identities. Canonical identities represent long-Ilived personhood and
are anchored by cryptographic keys generated and control |l ed by the
identity holder. Subordinate identities represent institutionally
governed rol es i ssued under explicit authorization and accountability
structures. This separation enables institutions to assert role-
based authority w thout subsuming or controlling the underlying human
identity.

Identity information within INSA is expressed through signed
mani f ests and published into Merkle-rooted registries operated by
sovereign authorities. These registries allow relying parties to
verify identity inclusion and integrity using cryptographic proofs
rather than trust in online services or proprietary directories.
Resol ution is designed to be stateless, allow ng i ndependent
verifiers to operate wi thout synchronized databases or persistent
connections to identity operators.

I NSA del i berately excludes endpoi nt di scovery, nessagi ng, session

est abl i shnent, and comunication semantics. VWhile identity
identifiers may be used as stable references by higher-1layer systens,
the architecture itself does not define how conmmuni cation occurs, how
nmessages are routed, or how presence is established. These concerns
are addressed in separate conpani on specifications.

The primary design goals of INSA are durability, verifiability, and
sovereignty. ldentities are intended to persist across decades,
survive institutional change, and renmmin independently verifiable
even when originating authorities are offline. By grounding identity
in cryptographic proofs and explicit governance boundaries, |NSA ains
to provide an identity substrate suitable for civil, comercial, and
personal use without reliance on centralized platformns.

Thi s docunent specifies the architectural conponents, trust nodel,
nanespace structure, and resolution semantics of INSA. It does not
define application profiles or operational policies beyond those
required for interoperability and security.

# Ter m nol ogy
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The key words **MJST**, **MUST NOT**, **REQUI RED**, **SHALL**,
**SHALL NOT**, **SHOULD**, **SHOULD NOT**, **RECOMMENDED**, **MAY**,
and **OPTI ONAL** in this docunment are to be interpreted as descri bed
in <<rfc2119>> and <<rfc8174>>

The following terms are used throughout this docunent.

**|dentity** A persistent representation of a human or institutiona
entity, anchored by cryptographic material and governed by explicit
aut hority.

* **Canonical ldentity** A long-lived identity representing a rea
human. A canonical identity is anchored by a public key generated
and controlled by the identity hol der and published under a sovereign
nanespace. Canonical identities persist independently of
institutional roles, enploynment, or affiliations.

* **Subordinate ldentity** An identity representing an
institutionally governed role associated with a canonical identity.
Subordinate identities are issued, renewed, and revoked by role
authorities and are subject to institutional policy and
accountability.

* **Soverei gn Operator** An authority responsible for operating a
sovereign identity namespace and publishing a Merkle-rooted registry
of canonical identity manifests. A sovereign operator defines the
trust boundary for canonical identity issuance and governance wthin
its nanmespace

* **Role Authority** An institution authorized to issue and manage
subordinate identities within a sovereign namespace. A role
authority asserts institutional accountability for actions performed
under subordinate identities it issues.

* **Mani fest** A signed, structured docunent describing identity
attributes, cryptographi c keys, governance netadata, and |ineage
informati on. Manifests are the primary data objects published and
resolved within | NSA

* **Canoni cal Manifest** A nmanifest describing a canonical identity.
Canoni cal manifests are published into sovereign identity trees and
i nclude the canonical public key, optional descriptive attributes,

| i neage metadata, and soverei gn operator attestation

* **Subordi nate Manifest** A manifest describing a subordinate
identity. Subordinate nmanifests include role identifiers, capability
bi ndi ngs, validity periods, and dual attestations fromboth the
canoni cal identity holder and the issuing role authority.
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* **Cagpability** A cryptographically verifiable authorization
describing a set of permtted actions. Capabilities are bound to
subordinate identities and eval uated i ndependently by relying
systens.

* **Sovereign ldentity Tree** A Merkle-rooted registry containing
canoni cal identity nmanifests operated by a soverei gn operator. Each
tree version is commtted by a signed Merkle root, enabling inclusion
proofs and statel ess verification

* **Merkl e Root** The cryptographic commitnent representing the state
of a sovereign identity tree at a specific point in tinme. The Merkle
root is signed by the sovereign operator and published as
authoritative netadata.

* **]nclusion Proof** A cryptographic proof denonstrating that a

specific nmanifest is included within a given Merkle root. Inclusion
proofs allow relying parties to verify identity nenbership w thout
access to the full identity tree

* **Resol ver** A software conponent that retrieves identity
mani f ests, Merkle roots, and inclusion proofs, and perforns
cryptographic verification of identity data. Resolvers operate
without requiring trust in the source of retrieved data.

* **RATB (User-Controlled Trust Broker)** A user-controlled

crypt ographi ¢ conmponent responsible for safeguarding private keys,
perform ng signature operations, and enforcing |ocal policy. The
RATB MAY be inpl enented using hardware or software nechanisns and is
not required to be network-accessible.

* **Nanmespace Suffix** A globally unique identifier designating a
sovereign identity namespace, such as ‘ca.id'. Namespace suffixes
define trust boundaries and publication authority.

* **Resol ution** The process of retrieving identity data and
verifying its authenticity and integrity using cryptographic proofs
and signed net adat a.

* **Relying Party** An entity that consunes resolved identity
informati on to nake authorization, authentication, or policy
deci si ons.

* **Conpani on Specification** A separate docunent defining

functionality intentionally excluded fromINSA, such as endpoint
di scovery, nessaging, or communication profiles.
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These terns are used normatively throughout this docunent to define
the architecture and behavior of the Identity Nanespace System
Archi tecture.

# Architectural Overview

The ldentity Namespace System Architecture is conposed of a snall set
of layered conmponents that together enable durable, verifiable
identity publication and resolution. Each |layer has a clearly
defined responsibility and interacts with adjacent |ayers through
explicit, cryptographically verifiable artifacts.

The architecture is intentionally non-interactive. No conponent is
required to maintain session state, trust |live network services, or
participate in gl obal consensus. Al trust decisions are derived
fromverifiable data objects and signed comm t nents.

## Architectural Layers
I NSA is organized into the follow ng conceptual |ayers
2.  Probl em Stat ement

* Sovereign ldentity Tree Layer * Canonical ldentity Layer *
Subordinate Identity Layer * Capability Layer * Resolution Layer

Each | ayer MAY be i npl enented i ndependently, provided that the
required data formats and verification senantics are preserved

## Sovereign ldentity Tree Layer

The Sovereign Identity Tree Layer provides the authoritative

publi cati on nechani smfor canonical identities. A sovereign operator
mai ntains a Merkle-rooted registry contai ning canonical identity
mani f est s.

Each update to the registry produces a new Merkle root. The
soverei gn operator MJUST sign each Merkle root and make it avail abl e
to relying parties. The signed Merkle root represents a
cryptographic commitment to the conplete set of canonical identities
published at that point in tine.

Sovereign identity trees do not require real-tinme availability.
Rel ying parties MAY obtain Merkle roots and inclusion proofs from
untrusted sources and verify them i ndependently.

## Canonical |dentity Layer
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The Canonical Identity Layer defines the representation of long-1lived
human i dentities. Each canonical identity is anchored by a public
key generated and controlled by the identity hol der

Canoni cal identity mani fests describe the canonical public key,
optional descriptive attributes, and |lineage netadata required to
support key rotation and continuity. Canonical nanifests MJST be
included in a sovereign identity tree to be considered valid.

The soverei gn operator attests to inclusion and governance of
canoni cal identities but does not control the private keys associ ated
with them

## Subordinate ldentity Layer

The Subordinate Identity Layer enables institutions to issue role-
based identities without assum ng control of the underlying hunman
identity.

Subordinate identities are represented by subordi nate nanifests
i ssued under dual attestation. A subordinate nmanifest MJST be signed
by both the canonical identity holder and the issuing role authority.

Subordi nate identities MAY be renewed, revoked, or replaced
i ndependently of the canonical identity. Revocation of a subordinate
identity does not affect the validity of the canonical identity.

## Capability Layer

The Capability Layer defines fine-grained authorization semantics
associated with subordinate identities. Capabilities describe the
actions a subordinate identity is authorized to perform and the
condi ti ons under which those actions are valid.

Capabilities are bound to subordinate identities and eval uated by
relying parties during authorization decisions. |NSA does not define
a global capability |language; it defines only the cryptographic

bi ndi ng and verification nodel

## Resol ution Layer

The Resol ution Layer defines howidentity data is retrieved and
verified. Resolution consists of obtaining identity nanifests,
si gned Merkle roots, and inclusion proofs, then perform ng
cryptographic verification

Resol vers MUST verify:
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* the signature on the Merkle root * the validity of the inclusion
proof * the signatures on resolved manifests * the binding between
canoni cal and subordi nate identities

Resol vers do not require direct trust in sovereign operators, role
authorities, or distribution infrastructure. Al retrieved data MAY
be cached, mirrored, or transported through untrusted channels.

## Separation of Concerns

I NSA explicitly separates identity from authentication protocols,
messagi ng systens, transport mechani sns, and application |ogic.
Wiile identity identifiers may be used by higher-layer systens, |NSA
does not define howidentities are authenticated in sessions or how
messages are exchanged.

This separation allows INSA to serve as a stable substrate across
di verse technical and institutional environments without inposing
application-level constraints.

## Extensibility

I NSA i s designed to be extensible through conpani on specifications.
Addi tional docunents nmay define endpoint discovery, comunication
profiles, application bindings, or sector- specific policies wthout
modi fying the core architecture defined in this docunent.

Such extensions MJST NOT alter the semantics of canonical identities,
subordinate identities, or sovereign identity trees as defined
her ei n.

# Sovereign ldentity Namespace Mdde

I NSA or gani zes canonical identities within sovereign identity
nanespaces. A sovereign identity nanespace defines the trust
boundary under which canonical identities are issued, governed, and
publi shed. Each nanmespace is operated by a sovereign operator and
identified by a globally uni que namespace suffi x.

The nanespace nodel is designed to support decentralization,
jurisdictional diversity, and explicit governance w thout introducing
gl obal coordination requirements.

## Namespace Suffi xes
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Each sovereign identity nanespace is identified by a nanespace
suffix, such as ‘ca.id'. Nanespace suffixes are gl obally unique
identifiers that establish authority over canonical identity
publication within their scope.

Nanespace suffixes do not inply nam ng uni queness at the human-
readabl e l evel . Human-readabl e | abel s MAY col |l i de across nanmespaces
or within a nanespace w thout affecting cryptographic identity

uni queness.

## Authority and Trust Boundaries

A sovereign operator is authoritative only within the namespace
suffix it operates. Trust in a sovereign operator does not inply
trust in any other operator

Rel ying parties MAY choose to trust nultiple sovereign operators
concurrently or restrict trust to a specific set of namespaces based
on policy, jurisdiction, or application context.

I NSA does not define a global root authority or hierarchical trust
chai n across soverei gn operators.

## Canonical ldentity Allocation

Wthin a soverei gn nanespace, canonical identities are allocated
according to policies defined by the sovereign operator. These
policies MAY include identity proofing, registration requirenents, or
gover nance constraints.

3. Threat Nbdel

I NSA does not mandate any specific identity proofing process. The
architecture assunes only that canonical identity manifests published
within a sovereign identity tree are governed by the operator
responsi bl e for that nanespace.

## Name Anbiguity and Hunan Readability

Human- r eadabl e | abel s associ ated with canonical identities are
descriptive attributes and are not treated as unique identifiers.
Mul tiple canonical identities MAY share identical hunan-readabl e
nanes wi thout anbiguity at the cryptographic |evel

Rel ying parties MJUST NOT assune uni queness of human-readabl e | abel s.

Crypt ographi ¢ keys and nmanifest identifiers are the sole
authoritative identity anchors.
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## Del egation to Role Authorities

Soverei gn operators MAY del egate authority to institutions to issue
subordinate identities within their namespace. Such del egation does
not transfer control over canonical identities.

Del egated role authorities operate under the governance constraints
of the sovereign operator and are accountabl e for subordinate
identities they issue.

## Nanmespace Evol ution

Nanespace suffixes and governance policies MAY evol ve over time.
Changes to namespace policies MJUST NOT invalidate previously issued
canoni cal identities unless explicitly revoked under sovereign

aut hority.

I NSA requires that sovereign operators provide continuity guarantees
for canonical identities across nanespace evol ution events.

## Cross- Nanespace Resol ution

I NSA does not require resolvers to possess prior know edge of al
namespace suffixes. Resolvers MAY obtain namespace netadata
dynani cally or through local policy configuration

Cross- namespace resol ution does not inply cross-namespace trust.
Each resol ved identity MJST be eval uated i ndependently according to
the relying party's trust policy.

# Canoni cal ldentity

Canoni cal identities represent long-lived human identities within
INSA. A canonical identity is intended to persist across
institutional affiliations, enploynment changes, and application
contexts. Canonical identities formthe foundational |ayer upon
whi ch all subordinate identities and institutional roles are built.

Canoni cal identities are governed within sovereign identity
nanespaces but are not owned or controlled by institutions.

## Canoni cal Public Key
Each canonical identity is anchored by a canonical public key. The

canoni cal public key serves as the primary cryptographic identifier
for the identity.
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The corresponding private key MIST be generated and controlled by the
identity holder. Sovereign operators and institutions MJST NOT
generate or retain private keys associated with canonical identities.

Loss of control over a canonical private key constitutes |oss of
control over the associated identity and therefore represents a
critical security event.

## Canoni cal Mani f est

Canoni cal identities are described by canonical manifests. A
canoni cal manifest is a signed data structure that includes, at a
m ni mum

* the canonical public key * a manifest identifier * optiona
descriptive attributes * lineage nmetadata * a validity interval or
i ssuance tinmestanp * sovereign operator attestation

Canoni cal mani fests MJUST be signed by the canonical private key and
attested by the sovereign operator through inclusion in a sovereign
identity tree

## Descriptive Attributes

Descriptive attributes associated with canonical identities MAY

i ncl ude human-readabl e nanes, photographs, or other metadata. Such
attributes are non-authoritative and MJUST NOT be treated as identity
anchors.

Descriptive attributes MAY change over time without affecting the
continuity of the canonical identity.

## Key Rotation and Continuity

Canoni cal identities support key rotation to mitigate key conprom se
and cryptographi ¢ obsol escence. Key rotation is achieved through

i ssuance of a new canoni cal nmanifest that references the previous
canoni cal key via |lineage mnetadat a.

Li neage netadata MJST cryptographically bind successive canonica
keys to preserve identity continuity. Relying parties MJST validate
| i neage chains when resolving rotated canonical identities.

Rot ati on of a canoni cal key MUST NOT require issuance of a new
identity unless explicitly mandated by sovereign policy.

## Revocation and Invalidity
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Revocation of a canonical identity is an exceptional event and is
governed by sovereign operator policy. Revocation MAY occur in cases
of fraud, |egal mandate, or explicit identity hol der request.

Revocation of a canonical identity invalidates all subordinate
identities derived fromit.

## Soverei gn Operator Role

Soverei gn operators are responsi ble for governing canonical identity

i ssuance, revocation, and publication. Sovereign operators attest to
canoni cal identity inclusion but do not participate in authentication
or usage of canonical identities.

Soverei gn operators MJST publish signed Merkle roots and associ at ed
nmet adata sufficient to all ow i ndependent verification of canonica
identity inclusion.

## | ndependence from Institutions

Canoni cal identities are independent of institutional systens and
roles. Institutions MJUST NOT require transfer or escrow of canonica
private keys as a condition of service or enploynent.

Thi s separation preserves human identity sovereignty while enabling
institutional accountability through subordinate identities.

4. ldentity Pressure
# Subordinate ldentity

Subordinate identities represent institutionally governed roles
associated with a canonical identity. Subordinate identities enable
organi zations to assert authority, responsibility, and accountability
for actions perforned by individuals w thout assum ng control over
the underlying human identity.

Subordinate identities are explicitly scoped, time-bounded, and
revocabl e.

## Rol e- Based ldentity Mbdel
A subordinate identity corresponds to a specific role, function, or
capacity within an institutional context. Exanples include

enpl oynent rol es, professional certifications, delegated authorities,
or operational perm ssions.
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Subordi nate identities are not intended to persist indefinitely and
MAY be repl aced, renewed, or revoked according to institutiona

policy.
## Dual Attestation

Creation of a subordinate identity requires dual attestation. A
subor di nat e mani fest MJST be signed by:

* the canonical identity holder, indicating acceptance of the role *
the issuing role authority, indicating institutional authorization

Dual attestation establishes explicit accountability for both the
human actor and the issuing institution.

## Subordi nate Mani f est

A subordinate manifest is a signed data structure that includes, at a
m ni mum

* a reference to the associ ated canonical identity * a role
identifier * one or nore bound capabilities * validity constraints
such as tinme limts or conditions * signatures fromboth the
canoni cal identity holder and the role authority

Subor di nate mani fests MAY include additional netadata defined by
institutional policy.

## Renewal and Revocation

Subordi nate identities MAY be renewed by issuance of a new

subordi nate mani fest. Renewal does not require nodification of the
canoni cal identity.

Revocation of a subordinate identity MJST be perfornmed by the issuing
role authority and MJUST be di scoverable by relying parties during
resol ution.

Revocation of a subordinate identity does not affect the validity of
the associ ated canonical identity.

## Accountability and Attribution

Actions performed under a subordinate identity are attributable to
bot h the canonical identity holder and the issuing role authority.

Rel ying parties SHOULD record both attestati ons when | ogging or
auditing actions perfornmed under subordinate identities.

Zi nn Expires 22 July 2026 [ Page 13]



I nternet-Draft Identity Namespace Architecture January 2026

## Separation from Canonical ldentity

Subordi nate identities do not confer ownership or control over the
canonical identity. Institutions MJST NOT require disclosure of
canoni cal private keys or enforce key escrow as a condition of
subordinate identity issuance.

Thi s separation preserves individual sovereignty while enabling
institutional governance.

## Expiration Semantics

Subordi nate identities SHOULD i nclude explicit expiration semantics.
Expi red subordinate identities MJIST be treated as invalid even if
crypt ographi c signatures remain valid.

Relying parties MJST verify validity intervals during resolution
# Capability Assignnent

Capabilities define the actions a subordinate identity is authorized
to performwithin a given context. Capabilities provide fine-grained
aut hori zati on semantics that are evaluated by relying parties

i ndependently of identity resolution

I NSA does not define a universal capability | anguage. Instead, it
defines the cryptographic binding and verification nodel required to
associate capabilities with subordinate identities in a verifiable
manner .

## Capability Semantics

A capability represents pernmission to performa specific class of
actions under defined conditions. Capability semantics are
interpreted by relying systens according to | ocal policy and
application requirenents.

Capabi lities MAY encode scope, constraints, linmts, or contextua
paraneters. |NSA does not inpose semantic neani ng beyond the
requirenent that capabilities be cryptographically verifiable.
## Binding Capabilities to Subordinate ldentities

Capabi lities MJST be bound to subordinate identities through

subordi nate mani fests. A subordi nate nani fest MAY bind one or nore
capabilities.
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Capabi lity bindi ngs MUST be covered by the signatures of both the
canoni cal identity holder and the issuing role authority.

## Capability Eval uation

Rel ying parties evaluate capabilities when maki ng authorization
deci sions. Evaluation includes verification of:

* the subordi nate mani fest signatures * the validity interval of the
subordinate identity * the integrity of bound capabilities * any
application-specific constraints

I NSA does not require relying parties to contact issuing authorities
during capability eval uation.

5. Docunent Pressure
## Revocation and Update of Capabilities
Capabilities MAY be revoked or nodified by issuing a new subordi nate
mani fest. Revocation of a subordinate identity inplicitly revokes

al | associated capabilities.

Rel ying parties MJUST treat revoked or expired subordinate identities
as having no valid capabilities.

## Least Privil ege

Issuing role authorities SHOULD apply the principle of |east

privil ege when assigning capabilities. Capabilities SHOULD grant
only the mni mum perni ssions necessary to performthe intended role.
## | ndependence from Aut hentication Protocols

Capabi lity evaluation is independent of authentication protocols,
sessi on managenent, or transport nechani sns. | NSA defines only the
aut hori zati on data nodel, not how capabilities are exercised within
appl i cations.

## Capability Portability

Capabilities MAY be evaluated across different systens and
applications provided that the capability semantics are understood by
the relying party. |NSA does not restrict capability interpretation
to a single platformor vendor

# | DNS Resol ution
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IDNS resolution is the process by which a relying party retrieves and
verifies identity information using cryptographic proofs rather than
trusted online services. Resolution is designed to be stateless,
determnistic, and verifiable using data obtained fromuntrusted

sour ces.

Resol uti on does not require prior trust relationships between the
resol ver and sovereign operators, role authorities, or distribution
infrastructure

## Resol ution |nputs
An | DNS resol ution operation takes the follow ng inputs:

* an identity reference, such as a canonical or subordinate
identifier * a nanespace suffix identifying the sovereign identity
nanespace * |locally configured trust policy defining acceptable
soverei gn operators

Resol vers MAY accept additional policy inputs defined by the relying
party.

## Resol ution Qutputs

Successful resolution produces a verified identity result that
i ncl udes:

* the resol ved canoni cal manifest * zero or nore resol ved subordi nate
mani fests * verified Merkle inclusion proofs * verified signed Merkle
root netadata * validation status and error indicators

Resol vers MUST di stingui sh between verification failure and absence
of identity data.

## Canonical ldentity Resol ution

To resol ve a canonical identity, a resolver perforns the follow ng
st eps:

1. Retrieve the canonical manifest fromany avail abl e source. 2
Retrieve the corresponding Merkle inclusion proof. 3. Retrieve the
signed Merkle root for the relevant sovereign identity tree. 4.
Verify the signature on the Merkle root. 5. Verify the inclusion
proof against the Merkle root. 6. Verify the signature on the
canonical manifest. 7. Apply local trust policy to the sovereign
operat or signature.

Failure at any step MJUST result in resolution failure.
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## Subordinate ldentity Resol ution

To resolve a subordinate identity, a resolver perfornms the foll ow ng
st eps:

1. Resolve the associated canonical identity. 2. Retrieve the
subordinate manifest. 3. Verify the subordinate nanifest signatures.
4. Verify validity intervals and revocation status. 5. Verify
capabi l ity bi ndi ngs.

Resol vers MUST verify that subordi nate nanifests reference a valid
canoni cal identity.

## Stateless Verification

Resol vers MUST NOT rely on synchroni zed dat abases or real -tine
connections to sovereign operators or role authorities. Al
retrieved data MAY be cached, mirrored, or relayed through untrusted
i ntermedi ari es.

Statel ess verification ensures that resolution remains robust under
network partition, operator outage, or adversarial distribution
condi tions.

## Caching Semantics

Resol vers MAY cache verified manifests, Merkle roots, and inclusion
proofs to inprove performance. Cached data MJST be revali dated
according to local policy and expiration constraints.

Cachi ng MUST NOT override verification requirenments.

## Fail ure Mdes

Resol vers MUST provide explicit failure indicators for the follow ng
condi tions:

* invalid signatures * invalid Merkle proofs * expired or revoked
identities * unsupported namespace suffixes * policy rejection by the
relying party

Resol vers SHOULD avoi d anbi guous failure states

## Mil tipl e Namespace Support

Resol vers MAY support mnultiple soverei gn namespaces concurrently.

Resol ution within one namespace MJST NOT inply trust in any other
nanmespace
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6

Institutional Pressure

Trust deci sions across nanespaces are governed solely by |oca
policy.

## O fline Resolution

Resol vers MAY perform resol ution using previously obtained data when
networ k access is unavailable. Ofline resolution MIST apply the
sanme verification rules as online resolution and MJST respect
validity intervals and revocation information.

# Merkle Tree Construction and Update Semantics

I NSA uses Merkle trees as cryptographic conmtment structures for
publ i shing canonical identity manifests. Merkle trees provide
efficient inclusion proofs, tanper evidence, and stateless
verification without requiring global consensus or synchronized
replicas.

This section defines the construction, ordering, hashing, and update
semantics required for interoperable Merkle tree inplenentations
wi t hin | NSA

## Hash Function Requirenents

Merkl e trees used in I NSA MIUST enmpl oy a cryptographi c hash function
that provi des preimage resi stance, second-prei nage resistance, and
col l'i sion resistance.

The sel ected hash function MJUST be specified by the sovereign
operator and published as part of namespace netadata. Hash function
agility SHOULD be supported to acconmodate cryptographi c evol ution.
## Leaf Encoding

Each | eaf node in a sovereign identity tree represents a canonica
identity manifest.

Leaf nodes MJST be constructed by hashing a canonical, byte-for-byte
serialization of the canonical manifest. The serialization format
MUST be deterministic and unambi guous.

| mpl enent ati ons MJUST NOT i nclude transport-specific or presentation-
specific data in | eaf encodi ngs.

## Canoni cal Ordering
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Canoni cal identity mani fests MJST be ordered deterministically prior
to Merkle tree construction. Odering MAY be based on nanifest
identifiers, canonical public keys, or other determnistic attributes
defined by the soverei gn operator.

The ordering rul e MJST be published and stable across tree updates.
## Tree Construction

Merkl e trees MAY use binary or higher-arity branching. The branching
factor MJUST be consistent within a given sovereign identity tree and
docunented i n nanespace net adat a.

Interior nodes MIST be constructed by hashing the concatenation of
their child node hashes. The concatenation order MJST follow the
canoni cal ordering of child nodes.

## Merkl e Root Commit nent

The Merkle root represents a cryptographic conmtment to the conplete
set of canonical identity manifests at a specific point in tine.

Soverei gn operators MJST sign each Merkle root using an operator
signing key. The signed Merkle root MJUST be published along with
sufficient netadata to all ow i ndependent verification.

## I nclusion Proofs

An inclusion proof consists of the mniml set of sibling hashes
required to reconstruct the Merkle root froma given |eaf.

I ncl usi on proofs MJST be verifiable without access to the full tree
and MJST be valid only for the specific Merkle root to which they
correspond.

Resol vers MUST reject inclusion proofs that do not validate agai nst
the signed Merkle root.

## Tree Updates

Updates to a sovereign identity tree occur when canonical identity
mani f ests are added, updated, or revoked.

Each update produces a new Merkle root. Previous roots MJST remain
verifiable and MUST NOT be retroactively nodified.

Sovereign operators SHOULD retain historical Merkle roots to support
auditability and | ong-termverification.
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## Key Rotation and Tree Updates

Canoni cal identity key rotation results in issuance of a new
canoni cal mani fest and a corresponding tree update. The new nanifest
MUST reference prior lineage infornation to preserve identity
continuity.

Tree updates resulting fromkey rotati on MJST preserve the validity
of historical roots.

## Transparency Conpatibility

Merkl e trees used in INSA are conpatible with transparency | og
architectures. Sovereign operators MAY publish Merkle roots to
external transparency systens to enhance auditability.

I NSA does not require global transparency |ogs or bl ockchai n-based
consensus.

## Error Handling

Resol vers MUST detect and reject malforned trees, invalid node
hashes, or inconsistent ordering rules. Failure to validate Merkle
semantics MJST result in resolution failure.

## Security Considerations for Merkle Trees

Merkle tree integrity depends on correct ordering, determnistic
encodi ng, and secure hash functions. Sovereign operators MJST ensure
that tree construction rules are clearly specified and consistently
appl i ed.

7. Tenporal Pressure

Anmbiguity in | eaf encoding or ordering MAY enabl e substitution or
equi vocation attacks and MJST be avoi ded.

# Security Considerations

INSA is designed to minimze inplicit trust and reduce reliance on
centralized services. Security is achieved through cryptographic
verification, explicit governance boundaries, and determninistic
resolution semantics. This section analyzes rel evant threat nodels
and defines required mitigations.

No trust relationship is inplied by co residency, shared

infrastructure, deploynent environnent, organizational ownership, or
admi ni strative donmain
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## Threat Model

I NSA assunmes an adversarial environment in which network
infrastructure, storage systens, and data distribution channels may
be comprom sed or malicious. Adversaries MAY control distribution
endpoints, attenpt data substitution, replay stale infornmation, or

i nduce confusi on across namespaces.

I NSA does not assune conpromi se of cryptographic primtives or secure
key generation processes.

## Substitution Attacks

An attacker may attenpt to substitute identity manifests, Merkle
roots, or inclusion proofs.

Resol vers MUST verify signatures on Merkle roots and nmani fests and
MJUST val i date inclusion proofs against the signed Merkle root.
Failure to validate any cryptographic el enment MJST result in
resolution failure.

Substitution attacks are mtigated by cryptographic binding of
mani fests to Merkle roots and soverei gn operator signatures.

## Repl ay Attacks

An attacker may attenpt to replay outdated but previously valid
identity data.

Resol vers MJUST verify validity intervals, revocation status, and
| i neage nmetadata. Resolvers SHOULD apply local policy to determne
accept abl e stal eness of Merkle roots.

Soverei gn operators SHOULD publish root netadata frequently enough to
limt replay w ndows.

## Rogue Sovereign Operators

A soverei gn operator may behave maliciously or negligently within its
namespace.

I NSA does not attenpt to prevent malicious soverei gn behavior.
Instead, it enables relying parties to apply explicit trust policy
when sel ecting accept abl e namespaces.

Rel ying parties MJUST NOT assune correctness or benevol ence of
soverei gn operators outside their configured trust policy.
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## Conprom sed Role Authorities

Rol e authorities may issue unauthorized subordinate identities or
capabilities.

Dual attestation mitigates this risk by requiring canonical identity
hol der signatures. Relying parties SHOULD verify both attestations
and apply institutional trust policy when eval uati ng subordinate
identities.

## Canoni cal Key Conprom se

Conpromi se of a canonical private key enabl es inpersonation of the
associated identity.

Canoni cal key hol ders MJUST protect private keys using appropriate
saf eguards. Key rotation nechani sns enabl e recovery from conprom se
but cannot prevent misuse prior to detection

Loss of canonical key control represents a severe security event.

## Subor di nate Key Conprom se

Conpromi se of subordinate identity keys enabl es m suse of
institutional roles.

Institutions SHOULD limt subordinate identity validity periods and
apply least-privilege capability assignnment. Revocation nechani sns
MUST be di scoverabl e during resolution

## Nanespace Confusion Attacks

An attacker may attenpt to exploit human-readabl e nane ambiguity or
nanespace simlarity.

Rel ying parties MJST treat namespace suffixes and cryptographic
identifiers as authoritative and MJUST NOT rely on human-readabl e
| abel s for security decisions.

## Downgr ade Attacks

Attackers may attenpt to induce resolvers to accept weaker
crypt ographi c paraneters

Resol vers MUST enforce m ni mum crypt ographic requirenents and reject
unsupported or deprecated algorithns according to | ocal policy.

## Deni al of Service Considerations
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I NSA does not require interactive services during resol ution,
reduci ng exposure to denial -of-service attacks. However, |arge

i nclusion proofs or excessive resolution requests may inpact resol ver
per f or mance.

Resol vers SHOULD i npl ement reasonabl e resource limts and caching
strat egi es.

## Auditability and Accountability

Retenti on of historical Merkle roots and mani fests enabl es post-event
audit and forensic analysis. Sovereign operators SHOULD provide
sufficient data to support independent audits.

8. System c Pressure
## Security Sunmary

INSA's security nodel relies on explicit trust selection,
cryptographic verification, and stateless resolution. Relying
parties bear responsibility for trust policy configuration and
enf or cenent .

# Privacy Considerations

I NSA i s designed to support verifiable identity while m nim zing
unnecessary disclosure and correlation. Privacy protection is
achieved primarily through architectural separation, selective

di scl osure, and reliance on cryptographic verification rather than
centralized query services

## Separation of ldentity Contexts

I NSA di stingui shes between canonical identities and subordinate
identities to reduce cross-context correlation. Canonical identities
represent long-lived personhood, while subordinate identities
represent scoped, institution-specific roles.

Rel ying parties SHOULD prefer subordinate identities when interacting
ininstitutional or role-based contexts. Use of canonical identities
SHOULD be Iimted to cases where | ong-term personhood is explicitly
required.

## M ni mal Di scl osure
Canoni cal and subordi nate mani fests MAY include optional descriptive

attributes. Such attributes SHOULD be mininized and limted to
information strictly necessary for the intended purpose.
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Rel yi ng parties MJUST NOT assume the presence of descriptive
attributes and MJUST NOT require attributes beyond those necessary for
verification and authorizati on.

## Correl ati on Ri sks

Repeat ed resol ution of the same canonical identity across unrel ated
contexts may enabl e correlation by observers of resolution activity.

INSA mitigates this risk by enabling stateless resolution and

all owi ng nani fests, Merkle roots, and inclusion proofs to be
retrieved fromuntrusted or offline sources. Resolvers MAY cache
identity data to reduce observable network activity.

## Namespace- Level Observability

Soverei gn operators nay observe publication events within their
nanespace but do not participate in identity resolution. Resolution
does not require contacting the sovereign operator in real tine.

This design limts operator visibility into relying party behavi or
and identity usage patterns.

## O fline and Del egated Resol ution

Resol vers MAY performresolution using locally cached data or

del egated resol ution services. Delegated resolvers MIJST NOT be
trusted inplicitly and SHOULD be treated as untrusted distribution
poi nt s.

Al'l verification MJST occur locally at the relying party.

## Attribute Evolution

Descriptive attributes associated with identities nay change over
time. Attribute updates MJUST NOT invalidate identity continuity and
SHOULD be treated as non-authoritative netadata.

## Rel ati onship to Conpani on Specifications

Endpoi nt di scovery, nessaging, and comruni cati on profiles introduce
addi tional privacy considerations beyond the scope of this docunent.
Such considerations are addressed in conpanion specifications and
MUST NOT alter the privacy guarantees described herein.

## Privacy Summary
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I NSA provides structural privacy protections through separation of
concerns, stateless verification, and minimzation of required

di sclosure. Privacy outconmes ultimately depend on relying party
policy and inplenentation choices.

# | ANA Consi derations

Thi s docunent defines architectural elenments that require coordi nated
registration to ensure interoperability across independent

i npl ementations. This section specifies the ANA registries required
by I NSA and the policies governing their naintenance.

## URI Schene Regi stration

Thi s docunent requests registration of the ‘id" URl schene in the
I ANA URI Schenes registry in accordance with <<rfc3986>>

### Scheme Nane

lidl

### Status

Per manent

### Schene Synt ax

The general syntax of an ‘id" URl is:

id://'<identifier>

The ‘<identifier>" conmponent is interpreted according to | NSA
resolution rules and MAY include nanmespace suffixes, canonica
identifiers, or subordinate identifiers.

### Schene Semantics

The ‘id" URI schene identifies an INSA identity reference. It does
not inmply transport, |ocation, or conmunication semantics.
Resolution of an ‘id" URl yields identity data and verification
artifacts, not network endpoints.

### Encodi ng Consi derations

9. Architectural Inplications

The ‘id" URI schene confornms to the encoding requirenents defined in
<<rf c3986>>.
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### Security Considerations
Security considerations for the 'id" UR schene are described

t hroughout this docunent, including Sections on resolution, Mrkle
verification, and trust policy.

## Soverei gn Namespace Suffix Registry

Thi s docunent requests the creation of an | ANA registry for Sovereign
I dentity Nanespace Suffixes

### Regi stry Purpose

The registry records nanmespace suffixes corresponding to sovereign

i dentity nanmespaces. Each entry represents a trust boundary operated
by a sovereign operator

### Registry Contents

Each registry entry MJST incl ude:

* Nanespace suffix (for exanple, ‘ca.id') * Sovereign operator nane *
Ref erence to operator policy docurmentation * Cryptographi c metadata
endpoint or reference * Contact information for operational issues

### Regi stration Policy

Regi stration of nanespace suffixes MJST follow a policy of **Expert
Revi ew** as defined in <<rfc8126>>

Expert review ensures that suffixes are unique, well-fornmed, and
associated with a clearly identified sovereign operator.

### Update and Revocati on
Regi stry entries MAY be updated to reflect changes in operator
met adata. Revocation or deprecation of a nanespace suffix MJST be

clearly indicated and MUST NOT invalidate previously issued canonica
identities unless explicitly stated by sovereign policy.

## Extension Registries

Future specifications MAY define additional | ANA registries related
to INSA, including but not Iimted to:
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* jdentity manifest schena identifiers * capability schema
identifiers * resolution netadata formats

Such registries MJST be defined in conpanion specifications and MJST
NOT nodi fy the core registries defined in this docunent.

## No d obal Root Registry

I NSA explicitly does not require a global root authority or

hi erarchi cal registry beyond the nanmespace suffix registry defined
above. The absence of a global root registry is a deliberate design
choi ce intended to preserve decentralization and soverei gn autonony.

## | ANA Sunmmary

The | ANA actions requested by this docunment are limted in scope and
designed to support interoperability wi thout introducing centralized
control over identity issuance or resolution

# Summary

The ldentity Namespace System Architecture defines a durable,
verifiable, and sovereign identity substrate grounded in

crypt ographic proofs rather than centralized services. By separating
canoni cal human identities frominstitutionally governed subordi nate
roles, I NSA enabl es accountability wi thout conpronising individua
sovereignty.

I NSA's use of signed manifests, Merkle-rooted registries, and

statel ess resolution allows relying parties to independently verify
identity information obtained fromuntrusted sources. Explicit trust
boundari es defined by soverei gn nanespaces replace inmplicit gl oba
trust assunptions, enabling decentralized governance and
jurisdictional diversity.

This docunent intentionally limts its scope to identity
representation, publication, and resolution. Endpoint discovery,
messagi ng, and conmuni cation semantics are addressed in separate
compani on specifications to preserve architectural clarity and | ong-
termstability.

Toget her, these design principles position INSA as a foundati ona

identity layer suitable for civil, commercial, and personal use in a
global ly distributed environnent.
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