I nternet Area Working G oup W Kumar i

I nternet-Draft CGoogl e, LLC
I ntended status: Standards Track A. Al ston
Expires: 8 March 2026 Al st on Net wor ks
Vyncke

S. Krishnan
G sco
D. Eastl| ake

I ndependent

4 Sept enber 2025

Safe(r) Linited Domains
draft-wkumari-intarea-safe-limted-domai ns-05

Abst r act

Docurnent s describing protocols that are only intended to be used
within "limted domains" often do not clearly define how the boundary
of the limted domain is inplenented and enforced, or require that
operators of these limted domains perfectly filter at all of the
boundary nodes of the donmain to protect the rest of the globa
Internet fromthese protocols and vice-versa

Thi s docunent di scusses some design principles and of fers nechani sns
to allow protocols that are designed to operate in a limted domain
"fail-closed" rather than "fail-open", thereby making these protocols
safer to deploy on the Internet.

These nechani sm are not applicable to all protocols intended for use
inalimted domain, but if inplenented on certain classes of
protocols, they can significantly reduce the risks.

Di scussi on Venues
This note is to be renoved before publishing as an RFC
Di scussion of this docunent takes place on the Internet Area Wrking
G oup Wrking Goup mailing list (int-area@etf.org), which is
archived at https://mailarchive.ietf.org/arch/browse/int-areal.
Source for this draft and an issue tracker can be found at

https://github. com wkumari/draft-wkumari-intarea-safe-linited-
domai ns.
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Status of This Meno

This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunments valid for a maxi num of six nonths
and nmay be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."

This Internet-Draft will expire on 8 March 2026.
Copyri ght Notice

Copyright (c) 2025 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Legal
Provisions Relating to | ETF Docunments (https://trustee.ietf.org/
license-info) in effect on the date of publication of this docunent.
Pl ease revi ew these documents carefully, as they describe your rights
and restrictions with respect to this docunent. Code Conponents
extracted fromthis docunment nust include Revised BSD License text as
described in Section 4.e of the Trust Legal Provisions and are

provi ded wi thout warranty as described in the Revised BSD License.
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1. Introduction
[ RFC8799] discusses the concept of "limted domai ns", provides

exanples of limted domains, as well as Exanples of Linted Domain
Sol utions, including Service Function Chaining (SFC [ RFC7665] ),
Segnent Routing, "Creative uses of IPv6 features" (including

Ext ensi on headers, e.g., for in situ Operations, Admnistration, and
mai nt enance [ RFC9378]).

In order to provide context, this document will quote extensively
from[RFC8799], but it is assunmed that the reader will actually read
[RFC8799] in its entirety.

[ RFC8799] Section 3, notes:

A common argunent is that if a protocol is intended for linmted
use, the chances are very high that it will in fact be used (or

m sused) in other scenarios including the so-called open Internet.
This is undoubtedly true and neans that |limted use is not an
excuse for bad design or poor security. |In fact, a limted use
requi renent potentially adds conplexity to both the protocol and
its security design, as discussed |ater

Notably, in [RFC8799] Section 2, states:

Domai n boundari es that are defined adm nistratively (e.g., by
address filtering rules in routers) are prone to | eakage caused by
human error, especially if the limted domain traffic appears
otherwi se nornmal to the boundary routers. In this case, the
networ k operator needs to take active steps to protect the
boundary. This formof |eakage is nuch less likely if nodes nust
be explicitly configured to handle a given linited-domain
protocol, for exanple, by installing a specific protocol handler.

In addition, [RFC8799] Section 6, notes:

Today, where limted domains exist, they are essentially created
by careful configuration of boundary routers and firewalls. |If a
domain is characterized by one or nore address prefixes, address
assignnent to hosts must also be carefully nmanaged. This is an
error-prone nethod, and a conbination of configuration errors and
default routing can lead to unwanted traffic escaping the donain.
Qur basic assunption is therefore that it should be possible for
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domains to be created and nanaged automatically, with m ninal
human configuration. W now di scuss requirenents for automating
domai n creation and managenent.

Thi s docunent di scusses sone of the mechani snms which protoco
designers can use to limt the scope of their protocols to a single
link. |If the protocol is intended to be used in across multiple

i nks, but should not be forwarded beyond a single admnistrative
domai n, then the protocol designer should consider naking the
protocol "fail-closed" rather than "fail-open", as described bel ow

This is primarily targeted towards protocols which are intended to
primarily be used within a single |ayer-2 broadcast domain, or for
protocol s which provide a transport type service (simlar to MPLS or
SRv6) and are not intended to remain within a single admnistrative
domai n.

2. Conventions and Definitions

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in
BCP 14 [ RFC2119] [ RFCB174] when, and only when, they appear in all
capitals, as shown here

3. Sone types of limted domain protocols
[ RFC8799] Section 3 discusses sonme exanples of Limted Domains, based
mai nly on the network type (e.g. Hone, Sensor Networks, Data Centers,
etc).

This section instead classifies the types of limted domain protocols
based nore on their intended use, and technol ogy.

Broadl y speaking, there are two types of limted domai n protocols:

* Layer-2 type linmited domain protocols: These are protocols that
are intended to be used within a single LAN segnent.

* Transport type service (for exanple MPLS and SRv6): These
protocols are intended to provide a transport service, and are
intended to remain within a single administrative domain such as a
Enterprise or a Service Provider network.
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4.

Fai | - open versus Fail -cl osed

Protocol s can be broadly classified as either "fail-open" or "fail-
closed". Fail-closed protocols are those that require explicit
interface or device-w de configuration to enable themto be accepted
or processed when received on an interface. A classic exanple of a
fail-closed protocol is MPLS ([RFC3031]): In order to allow MPLS to
transit an interface, the operator nust enable the MPLS protocol on
that interface and on the device itself. This ensures that outside
MPLS traffic does not leak in or out of the network / donain.

Fai |l -open protocols are those that require explicit configuration in
order to ensure that they do not |eak out of a donmin, for exanple,
through the application of filters. An exanple of a fail-open
protocol is SRv6 - in order to ensure that SRv6 traffic does not |eak
out of a network, the operator nust explicitly filter this traffic,
and, in order to ensure that SRv6 traffic does not leak in, the
operator nust explicitly filter SRv6 traffic.

Fai |l -open protocols are inherently riskier than fail-closed
protocols, as they rely on perfect configuration of filters on all
interfaces at the boundary of a dommin, and, if the filters are
renoved for any reason (for exanple, during troubl eshooting), there
is a risk of inbound or outbound leaks. |In addition, sone devices or
interfaces may have limtations in the size and conplexity of filters
that can be applied, and so adding new filter entries to limt |eaks
of a new protocol may not be possi bl e.

Fail -cl osed protocols, on the other hand, do not require any explicit

filtering. |In order for the protocol to be accepted and processed
when received on an interface, the operator nust explicitly enable
the protocol on that interface and on the device itself. In

addition, there is less risk of operational mstakes, as it does not
rely on filters that may be limted in nunber and conplexity.
Finally, fail-closed protocols do not require that operators of
networ ks outside of the limted domain inplenment filters to protect
their networks fromthe limted domain traffic.

IP Hop-Limt Limting

Sone |imted donain protocols are intended to only be used within a
single I P subnet. In these cases, it nay be possible to use the IP
Hop-Limit to ensure that the protocol does not |eak out of the
subnet .
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By specifying that the I P Hop-Limt of packets carrying the protoco
be set to a value of 1, it is possible to ensure that the protoco
does not |eak out of the subnet. This is because routers wll
decrenent the Hop-Limt of packets by 1 when forwardi ng them and
di scard the packet when it reaches zero.

The approach of setting the IP Hop-Limit to 1 ensures that the
prot ocol does |leave the subnet. This is different fromrequiring the
received IP Hop-Limt has a value of 255, as used in [RFC3682], which
ensures that traffic cannot be spoofed from outside the subnet.

Wi ch option to choose (if either) depends on the specific
requi renents of the protocol

6. [|Pv4d Milticast Addressing

Sone protocols (e.g OSPF) use addresses fromthe | P Local Network
Control Block [RFC5771], (224.0.0/24). In addition to providing a
di scovery nmechanism this traffic is not forwarded off-1ink,
providing a sinple and effective way to linmt the scope of the

pr ot ocol

In sone (rare) cases, |Pv4 "Link Local" addresses ([RFC3927] may be
an appropriate mechanismto limt the scope of the protocol, but this
such a niche case that it is not discussed further here.

7. | Pv6 Link Local Addresses

Li nk- Local 1Pv6 Unicast Addresses ([RFC4291] Section 2.5.6) are used
for conmuni cati on between nodes on a single link. They are not
routable and are not forwarded by routers. 1In cases where a linited-
domai n protocol is intended to be used only within a single link, the
use of I Pv6 Link-Local addresses can be an effective way to linmt the
scope of the protocol

8. Making a layer-3 type linited-domain protocol fail-closed

One way to nmake a limted-domain protocol fail-closed is to assign it
a unique |ayer-2 protocol identifier, usually an EtherType. This

mechanismis used by MPLS. In nodern router and hosts, if such a
protocol identifier is not enabled on an interface, then the Ethernet
chip-set will ignore the frame, and the node will not see or process

it. Thus, it is necessary to specifically enable the layer-2
protocol identifier on all relevant interfaces inside the linited
domai n, and the protocol will be blocked at the domai n boundary where
the protocol has not been so enabled. This is a sinple and effective
mechanismto ensure that the protocol does not |eak out of the
limted domain if and when an operator makes a mistake in configuring
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filters based on identifiers appearing deeper in the frame such as IP
addresses or | P protocol or header options.

This layer-2 protocol identifier technique only works for transport-
type limted domain protocols (i.e., protocols running at |ayer 3).
H gher |ayer protocols cannot necessarily be protected in this way,
and so cryptographically enforced nechani sns nay need to be used
instead (e.g., as done used by ANIMA in [RFC8994] and [ RFC8995]).

9. FEthernet Protocol Ildentification

Figure 1 shows the general format of Ethernet frames. The relevant
protocol identification field occurs after the destinati on and source
MAC addresses and any tags (such a VLAN tags). The alternatives for
protocol identification are discussed in Section 3 of [RFC9542].

Fom e Fom e Ly S B T +
| Destination| Source | Optional| Protocol | Body of | Trailer

| MAC Address| MAC Address| Tags |ldentifier]| Frame | |
N N + - - -

Figure 1. Ethernet Frane Fornmat

Thi s docunent considers EtherType protocol identification. An

Et her Type is an unsigned 16-bit field in an Ethernet frane with a

val ue in the range of 0x0600 to OxFFFF, and so it is a somewhat
limted resource; however, there exists a special Extended EtherType
(0x88B7) that can be suffixed by an O ganizationally Unique
Identifier (QU) followed by a further 16-bits identifying the
protocol relative to that QU as discussed in Section 3 of [RFC9542].
These alternatives of a direct EtherType or use of the Extended

Et her Type for the case of the |ANA QU are illustrated in Figure 2.
The foll owi ng subsections discuss the factors which may influence the
choi ce between these alternatives when use of such | ayer 2 protoco
identification, to nake the isolation of a linited domain nore
robust, is warranted.

01234567 01234567

Fomm oo Fomm oo +
| Et her Type |
T T +

Speci fic EtherType

01234567 01234567 01234567 01234567 01234567 01234567 01234567

Fomm oo Fomm oo Fomm oo Fomm oo Fomm oo Fomm oo Fomm oo +
| Ox88 | OxB7 | O0x00 | O0Ox00 | Ox5E | Protocol Nunmber |
T T T T T T T +
Ext ended Et her Type| I ANA QU |  ANA Protocol Number
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Fi gure 2: EtherType Based Protocol Identification

Because specific EtherTypes are a limted resource, an Extended
Et her Type SHOULD be used unless there is a strong reason why it wll
not work satisfactorily and a specific EtherType is required.

9.1. Extended EtherType Protocol Identification

The mai n advant age of using an Extended Et her Type with an | ANA

Prot ocol Nunber, as shown in Figure 2, is that such a nunber can be
all ocated by | ANA with Expert Revi ew based on an Internet Draft and
is thus relatively easy to obtain. The main disadvantage is that the
protocol identification is 5 bytes longer than a specific dedi cated
Et her Type.

9.2. Specific EtherType Protocol ldentification

The primary di sadvantage of using a specific EtherType, as opposed to
an Extended EtherType, is that assignment of such an EtherType is
significantly nore difficult than assignnent of an Extended EtherType
I ANA protocol nunmber. As discussed in [ RFC9542], a specific

Et her Type can only be assigned by the | EEE Regi stration Authority
under the followi ng policy: "Since EtherTypes are a fairly scarce
resource, the IEEE RAC has let us know that they will not assign a
new Et her Type to a new | ETF protocol specification until the | ESG has

approved the protocol specification for publication as an RFC. In
exceptional cases, the IEEE RAis willing to consider "early
al | ocation" of an EtherType for an | ETF protocol that is still under

devel opment as | ong as the request cones from and has been vetted by
the ESG " ([ RFC9542] Appendix B.1, citing [| ESG Et her Type])

Duri ng devel opment and testing, a protocol can use a "Local

Experi mental Ethertype" (0x88b5 and 0x88b6 - [| ANA Et her Type]). Once
the protocol is approved for publication, the | ESG can request an

Et her Type fromthe | EEE. However, there is always a risk of sone

i npl ementation using a Local Experinental EtherType not getting
updat ed causing conflicts with a later different use of that
experinental EtherType.

The primary advantage of using a specific EtherType is the saving of

5 bytes relative to the use of the Extended EtherType with a protoco
nunber under the | ANA QU
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10.

11.

12.

12.

12.

Security Considerations

Protocol s are designated as "limted domai n" because sonething
unexpect ed m ght happen if they | eak outside of a domain with unified
managenment. For exanple, VLAN or VPN or overlay identifiers may be
m sinterpreted resulting in the delivery of data to or the acceptance
of data from unaut horized network nodes violating intended security
constraints. The use of a |layer-2 protocol identifier to provide a
"fail closed" barrier at the domain border can significantly inprove
security by elimnating the opportunity for such msinterpretation

I ANA Consi derations

Thi s docunent has no | ANA acti ons.
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