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Abstract

This draft proposes a service affinity solution between client and
server based on Transport Layer Security (TLS). An extension to
Transport Layer Security (TLS) 1.3 to enable session migration. This
mechani smis designed for network architectures, particularly for

mul ti-homed servers that possess nultiple network interfaces and IP
addr esses.

Thi s docunent al so introduces a Reliable Framing Layer that operates
above the TLS record layer to provide nessage frami ng, sequence
nunberi ng, acknow edgment tracking, and automatic retransm ssion.
The Fram ng Layer ensures zero application data | oss during TLS
session migration by buffering unacknow edged data franmes and
retransmtting themto the new server endpoint after mgration

conpl et es.

Status of This Meno

This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (IETF). Note that other groups may also distribute

wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunments valid for a maxi num of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress.”

This Internet-Draft will expire on 19 Novenber 2026.
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1. Introduction

The rapid growm h of internet services and the increasing complexity
of network architectures have created a denand for nore flexible and
resilient connections between clients and servers. Moddern service
depl oynents often utilize multi-honmed servers. These are systens
that are equipped with nultiple network interfaces and | P addresses.
Thi s architecture enhances availability, bal ances |oads, and
optimnmzes routing based on dynam c network conditions.

In such environnents, clients often need to mgrate their connections
fromone server |IP address to another. Service continuity nust be
mai ntained during traffic mgration. This necessity can arise from
changes in network topol ogy, server maintenance requirenments, or the
need to bal ance conput ational resources across different service
nodes.

In traditional solutions for maintaining service affinity or
facilitating mgration, each device needs to naintain a custoner-
based connection status table. This table will not change
dynamically with the change of network status and computing
resources. Mreover, the network devices should keep | arge anmpunts
of status table to keep the service affinity for every custoner flow
As the nunber of sessions increases, this table will grow in size,
and an excessive nunber of sessions will inpose pressure on the

devi ce.
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Besi des, in the | oad bal ance scenari o, a |load bal ancer is usually put
in front of all the physical servers so that all the packets sent and
recei ved by the physical servers should pass through the | oad

bal ancer. This deploynent may | ead to the | oad bal ancer becone the
bottl eneck when the traffic increases.

HTTP redirection enabl es automati c page junps by having the browser
automatically send a new request based on the specific response
status code and the value of the Location field returned by the
server. It mainly involve the comrmuni cati on between client and
server. Both client and server do not perceive changes in network
status and cannot achi eve conprehensive optinizati on based on network
status and conputing resource status.

DNS redirection can redirect custoner requests from one domai n nane
to anot her by nodifying DNS resolution records, or change the
resolution result of a domain nanme to point to a different server IP
address. However, due to the caching tine of DNS records, it takes
sone time for the nodification to take effect, which may result in
custoners still accessing servers that have been taken offli ne,
thereby affecting customer experience.

We propose a solution for the service affinity between client and
server by extending TLS 1.3. This proposal is designed for

envi ronnments where operational sinplicity and migration speed are
paranount. It intentionally omts the path validation steps to
mnimze the |l atency of the mgration process. Furthermore, it
sinmplifies the trigger nmechanismby using a new TLS alert, which is a
di rect and unanbi guous si gnal

Whil e the TLS session migration mechani smdescribed in Sections 4-5
ensures cryptographic session continuity, it does not by itself
guarantee that in-flight application data is preserved during the
reconnection. To address this, Section 6 introduces a Reliable

Fram ng Layer that provides nessage fram ng, sequence tracking, and
automatic retransnission to ensure zero application data | oss across
nmi grations.

2. Conventions used in this document
The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",

"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in [ RFC2119]
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3. Mdtivation and design rationale

In distributed cloud and edge computing architectures, traditiona
session identification based on static |IP addresses can no | onger
meet the demands of dynanmic networks. This proposal chooses to

i mpl ement service affinity at the TLS layer, rather than through

redirection at the application layer (e.g., HITP) or the network

| ayer, based on the followi ng three core dinensions:

First, TLS 1.3 [ RFC8446] provides a secure channel for negotiating
connection parameters w thout exposing sensitive data to network
intermedi aries. By conveying mgration instructions and
cryptographic material wthin the handshake, the solution avoids the
visibility and interference issues associated with in-band
application-layer signaling (e.g., HITP redirects) or out-of-band
net wor k-1 ayer nechani sns.

Second, the TLS session resunption franmework offers a natura
abstraction for session continuity. The proposed extension |everages
the existing NewSessionTi cket message to bind mgration authorization
to the session state. This approach ensures that m gration tokens
are cryptographically bound to the original session keys, preventing
unaut hori zed redirection or session hijacking.

Third, integrating mgration into the handshake enables 0-RTT
resunption at the new endpoint. Wen a client mgrates, it presents
the ticket containing the mgration extension, allow ng the new
server instance to validate the token and resune the session wthout
performing a full cryptographi c handshake. This ninimzes the

| atency inpact of migration, which is critical for real-tine
appl i cations.

Critically, this design does not require changes to the application
data flow. It is transparent to both the application and the network
path, making it conpatible with any protocol running over TLS

4. Procedures of the proposed solution

4.1. Message flow of the overall procedure

The nessage flow of the procedures of service affinity mechani sm
based on TLS are shown in Figure 1.
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3.2 Initial handshake and token i ssuance

dient Server (1P A)
Key "~ dientHello
Exch | + key_share*
| + signature_al gorithns*
| + psk_key_exchange_ npdes*
| + pre_shared_key*
v + mgration_support  -------- >
ServerHello * Key
+ key_share* | Exch
+ pre_shared _key* v
{Encrypt edExt ensi ons} " Server
{CertificateRequest*} v Parans
{Certificate*} ~
{CertificateVerify*} | Auth
S {Finished} v
N {Certificate*}
Auth | {CertificateVerify*}
v {Finished} -------- >
[ NewSessi onTi cket ]
(MAY include mgration_token
with target | P B)
Cmmmmmm-- Fi ni shed
3.3 (a) dient initiated:
Cient Server (IP A
(term nates connection to IP A)-------- >
3.3 (b) Server initiated:
dient Server (1P A
S mgrate_notify (alert, no payl oad)
(term nates connection to IP A)-------- >

3.4 Reconnection and resunption
dient Server (1P B)
ClientHello (to I P B)
+ key_share*
+ signature_al gorithns*
+ psk_key_exchange_nodes*
+ pre_shared_key*
+ mgration_token -------- >

(verifies MgrationToken

signature, expiry, nonce, session binding)
ServerHel |l o

+ key_share*
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+ pre_shared_key*

{ Encr ypt edExt ensi ons}
{CertificateRequest*}

{Certificate*}

{CertificateVerify*}

[ NewSessi onTi cket ]

Smmmme--- {Fi ni shed}

Application Data <------- > Application Data

Figure 1: service affinity mechani smbased on TLS

4. 2. Phase 1: initial handshake and token issuance

1. Aclient supporting this nechani smincludes the
‘mgration_support’ extension in its initial ‘CientHell o' nessage to
the server at IP A This extension is enpty and serves only to
signal capability.

2. The server at |IP A conpletes a standard TLS 1.3 handshake.

3. After the handshake is conplete, the server sends a

‘ NewSessi onTi cket* message to enabl e standard Pre-Shared Key-based
(PSK- based) session resunption. Wthin this nmessage, the server MAY
include the new ‘mgration_token' extension. This extension contains
the ‘M grationToken', an authorization credential that includes the
pre-determ ned destination (IP B) for a future mgration

4.3. Phase 2: migration trigger
a) If the session mgration is triggered by the client, the client
can directly switch the session to the new server according to
busi ness requirenents.

b) If the session migration is triggered by the server, it perforns
as foll ow

1. At a later point, the server at IP Ainitiates the mgration
2. The server sends a new TLS alert, ‘mgrate notify', over the
encrypted and authenticated connection. This alert has no payl oad

and serves as a sinple, direct instruction for the client to initiate
the migration process.
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4.4. Phase 3: reconnection and resunption
1. The client inspect its stored ‘MgrationToken*. If a valid token
exists, it extracts the target | P address and port, terminates its
connection to IP A and initiates a new TLS connection to | P B.

2. The client sends a ‘CientHell o' nmessage to P B. This nessage
MUST i ncl ude:

* The standard ‘ pre_shared_key' extension, containing the session
ticket identity received fromlIP A

* The ‘mgration_token' extension, containing the ‘M grationToken
it received fromIP A

3. The server at |IP B uses the PSK identity to retrieve the session
state. It then MJUST validate the ‘M grati onToken', confirmng its
signature, expiration, and nonce, and verifying that the token is
cryptographically bound to the session

4. 1f all checks pass, the server accepts the PSK and compl etes the
abbrevi at ed handshake.

5. Detailed formats

This section defines the structure of the new protocol elenents,
followi ng the presentation | anguage of [ RFC8446].

5.1. mgration_support extension
This extension is sent in the “ClientHello' to indicate support for
this protocol. The ‘extension_data’ field of this extension is zero-
| engt h.

struct { } MgrationSupport;

5.2. mgration_token extension
This extension is sent in the ‘ NewSessionTi cket' message and cont ai ns
the ‘M grationToken' structure. It is also sent by the client in the
‘CientHell o' during a mgration attenpt.

M grati onToken mi gration_token;

The ‘M grationToken' is a credential that authorizes the mgration of
a specific session to a pre-determ ned destination.
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enum { ipv4(0), ipv6e(1l) } | PAddressType;

struct {
| PAddr essType type;
sel ect (I PAddress.type) {
case ipv4: uint8 ipv4d _address[4];
case ipv6: uint8 ipv6_address[16];

b

uint16 port;
} | PAddress;
struct {

| PAddr ess target _address;

opaque session_i d<32..255>;

ui nt 64 expiry_ti mestanp;

opaque nonce<16..255>;

opaque signat ure<32..255>;
} MgrationToken;

Wher e:

*

5.3.

Thi

Wang,

target _address: An ‘| PAddress’ structure specifying the
destination |IP address (v4 or v6) and port for the client to
reconnect to.

session_id: A unique identifier for the TLS session, derived from
the session’s ‘resunption_master_secret® using an HKDF- Expand
functi on.

expiry tinmestanp: A 64-bit unsigned integer representing the Unix
timestanp after which this token becones invalid.

nonce: A unique, single-use value generated by the server to
prevent replay attacks.

signature: An HVAC tag providing integrity and authenticity. The
signature is computed over a concatenation of the

‘target _address’', ‘session_id', ‘expiry_tinmestamp‘, and ‘nonce
fields. The key for the HVAC MJST be derived fromthe
‘resunption_naster_secret’.

mgrate notify alert

s proposal introduces a new alert type to trigger the mgration
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6

6

enum {
H{Q}ate_notify(TBDG),
} Alé}iDescription;

The ‘migrate_notify' alert is a notification-level alert. Upon
receiving this alert, the client SHOULD initiate the mgration
process as described in Section 3.3. It does not indicate a protoco
error.

Rel i abl e Fram ng Layer
1. Overview and Mtivation

The TLS session migration nechani smdescribed in Sections 4-5

provi des cryptographic session continuity, enabling a client to
seam essly resunme a TLS session on a new server endpoint. However,
during the mgration process, there is a period where the client has
sent application data to the original server (Server A) that has not
yet been acknow edged by the application layer. [If the client

di sconnects from Server A before receiving acknow edgnents for al
sent data, that data nmay be | ost.

This section defines a Reliable Franmi ng Layer that operates above the
TLS record |l ayer (as shown in Figure 2) to provide

* Message Fram ng: Delineation of application-level nessages within
the continuous TLS byte stream independent of TLS record
boundari es.

* Sequence Nunbering: Unique, nonotonically increasing sequence
nunbers for each sent frane, enabling ordered delivery and gap
det ecti on.

*  Acknow edgment Tracking: Explicit ACK frames that allow the
receiver to confirmreceipt of specific data frames, giving the
sender visibility into which data has been processed.

* Automatic Retransm ssion: Upon migration to a new server endpoint,
the client automatically retransnits all data franmes that were not
acknow edged by the previous server, ensuring zero application
data | oss.

Wang, et al. Expi res 19 Novenber 2026 [ Page 10]



I nternet-Draft tcp-service-affinity-option May 2026

Rel i abl e Fram ng Layer |
| (fram ng, sequencing, ACK, retransmt) |

| TLS Record Layer |
| (encryption, authentication, MAC) |

Figure 2: Protocol Stack with Reliable Fram ng Layer
The Fram ng Layer is designed to be:

* Transparent to TLS: It operates on top of the established TLS
connection and does not nodify TLS handshake behavi or

* Transport-agnostic: While specified here in the context of TLS
session mgration, the fram ng protocol can operate over any
reliable byte-streamtransport.

* Mnimal overhead: The frame header is conpact (11 bytes), and the
protocol does not require additional round trips beyond those
needed for TLS session migration

* Application-controlled ACK policy: The receiver decides when to
send ACKs, enabling strategies such as i mmedi ate ACK, del ayed ACK,
or selective ACK based on application requirenents.

6.2. new section

Every frame transmitted over the Fram ng Layer has the foll ow ng
structure:
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enum {
FRAVE_MAGQ C(0x46524D), // "FRM' in ASClI
} FranmeMagi c;

enum {
FRAVE_FLAG_DATA( 0x00),
FRAME_FLAG ACK(0x01),
FRAVE_FLAG_FI N( 0x02),
FRAVE_FLAG _RETRANSM T(0x04),
} FraneFl ag;

struct {
ui nt 16 nmagi c; [l Frame magi ¢ nunber (0x4652)
uint8 flags; /1 Bitwise OR of FrameFlag val ues
ui nt 32 sequence_nunber; [/ Sequence nunber of this frame
ui nt 32 | engt h; /1 Length of payload in bytes
opaque payl oad[l ength]; [/ Frame payload (0 for ACK/ FIN)
} Frane;

The total header size is 11 bytes:

E N R o m e e e e e e e e e e e oo oo
| Ofset | Size | Field | Description
T S o o m e e e e e e e e e e e e aao o
| 0 | 2 | magi ¢ | Frame magi ¢ nunmber 0x4652 ("FR')
B Fomm e e e oo Fom e e e oo - e
| 2 | 1 | flags | Bitwi se OR of frame type flags
E N R o m e e e e e e e e e e e oo oo
| 3 | 4 | sequence_nunber | Sequence nunber of this frane
T S o o m e e e e e e e e e e e e aao o
| 7 | 4 | | ength | Payl oad I ength in bytes (0 for ACK/ FIN)|
B Fomm e e e oo Fom e e e oo - e
| 11 | variable | payl oad | Frame payl oad data
E N R o m e e e e e e e e e e e oo oo
Const ant s:

const uintl6 FRAME MAG C = 0x4652;

const uint8 FRAME_FLAG DATA = 0x00;

const uint8 FRAME_FLAG ACK = 0x01;

const uint8 FRAME FLAG FIN = 0x02;

const uint8 FRAME FLAG RETRANSM T = 0x04;

const uint16 FRAME_HEADER Sl ZE = 11,
const ui nt 32 FRAVE MAX PAYLOAD = 4096;
const uint32 FRAME_MAX QUEUE = 1024;

6.3. Frane Types and Fl ags
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6.3.1. DATA Frame (0x00)

DATA franme carries application data fromthe sender to the receiver.
Its format is shown in Figure 3.

Fomm o - Fomm o - S T S +
| 0x46 | 0x52 | 0x00 | seg# | length |
F-- - - - F-- - - - Fomm e e e oo B Fomm e e e oo +
| payl oad |
oo e e e e e e e e e e e e e e e e e e e oo oo +

Figure 3: The format of DATA frane

Wher e:

* sequence_nunber: The sender’s nonotonically increasing sequence
nunmber for this data frane.

* length: The length of the application data payl oad.
* payload: The application data bytes, up to 4096 bytes.

The receiver SHOULD send an ACK frane for each recei ved DATA frane,
according to its ACK policy.

6.3.2. ACK Frane (0x01)

ACK frame is the acknow edges receipt of a specific DATA frane. |Its
format is shown in Figure 4.

S R S R - S . . +
| Ox46 | O0x52 | 0x01 | 0x0000 | 0x00000004|
F-- - - - F-- - - - Fomm e e e oo B o m e e e - +
| ack_sequence_nunber (4 bytes) |
o s e o e e e e e e e e e e e e e e e oo oo +

Figure 4: The format of ACK frane

Wher e:

* sequence_nunber field in header: MJST be set to O (unused for
ACK) .

* length: MJST be 4.

payl oad: A 4-byte big-endian unsigned integer containing the
sequence nunber of the DATA frame bei ng acknow edged.

Upon receiving an ACK franme, the sender marks the corresponding entry
inits send queue as acknow edged.
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6.3.3. FIN Frane (0x02)

FIN frame signals the graceful end of the fram ng session. No

payload. Its format is shown in Figure 5
Fomm o - Fomm o - S T T +
| Ox46 | 0x52 | 0x02 | seq# | 0x0000
Fom e e - - Fom e e - - Fomm oo - Fomm e - o - Fomm e - o - +

Figure 5: The format of FIN frane
Wher e:
* sequence_nunber: The sender’s next expected send sequence nunber.
* |ength: MJST be O.

The receiver of a FIN frame SHOULD respond with its own FIN frane and
then cl ose the connection

6.3.4. RETRANSM T Fl ag (0x04)

RETRANSM T flag is conbined with FRAME FLAG DATA using bitwise ORto
indicate that a DATA frane is a retransm ssion of a previously sent
frane.

flags = FRAME_FLAG DATA | FRAME _FLAG RETRANSM T // 0x04
The receiver SHOULD process retransmtted franes in the sane manner
as new franmes. |If the franme has al ready been processed (i.e., its
sequence nunber is less than the receiver’s next_recv_seq), the
receiver MAY silently discard it but MJST still send an ACK
6.4. Sequence Nunbering and Acknow edgnent
6.4.1. Sequence Number Space

Each endpoi nt naintains two sequence counters:

* next_send_seq: The sequence number to assign to the next DATA
frame sent. Initialized to 1 and increnmented after each DATA
frane is queued for sending.

* next_recv_seq: The sequence nunmber expected for the next DATA

franme received. Initialized to 1 and incremented when a new (non-
duplicate) DATA frane is successfully received.
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Sequence nunbers are 32-bit unsigned integers. They MJST be
initialized to 1 at the start of each fram ng session (i.e., when a
new TLS connection is established).

6.4.2. Send Queue

The sender maintains a send queue that stores netadata for each sent
DATA franme until it is acknow edged:

struct {
ui nt 32 sequence_nunber; /1 Sequence nunber of the frane
ui nt 32 | engt h; /'l Payl oad | ength
opaque data[l ength]; /1 Copy of the payload data
bool ean acked; /1 Whether this franme has been ACKed

uint8 retransmt_count; // Nunber of tines retransmtted
} SendQueueEntry;

The send queue has a maxi mum capacity of FRAME_MAX_QUEUE (1024)
entries. |If the queue is full, the sender MJUST stop accepting new
application data until space beconmes available (i.e., until some
frames are acknow edged).

6.4.3. Acknow edgnent Processing
When the sender receives an ACK frame with ack_sequence_nunber equal
to N, it searches its send queue for the entry with sequence_nunber
== N and marks it as acked = true.
The sender MAY prune acknow edged entries fromthe send queue to
reclaimmenory, but MJST retain all unacknow edged entries for
potential retransm ssion.

6.4.4. Duplicate Detection
When the receiver receives a DATA frane with sequence_nunber <
next _recv_seq, it identifies the frame as a duplicate
(retransmi ssion). The receiver:
* MJST still send an ACK for the frane.

*  SHOULD di scard the payload without delivering it to the
appl i cation.
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6.5. Send Queue and Retransni ssion
6.5.1. Retransmi ssion Trigger
Retransmi ssion is performed in two scenari os:

* Mgration-triggered retransm ssion: After conpleting TLS session
mgration to a new server (Section 4.4), the client MJST
retransmt all unacknow edged DATA franes fromits send queue to
the new server. This is the primary use case addressed by this
speci fication.

* Timer-based retransm ssion (optional): |nplenentations MAY support
a retransmission tiner that triggers retransm ssion of
unacknow edged frames after a configurable timeout. This is
useful for handling packet loss within a single connection but is
OPTI ONAL for the migration use case.

6.5.2. Retransm ssion Procedure

To retransmt unacknow edged franes, the sender

1. Iterates through the send queue fromthe ol dest to the newest
entry.
2. For each entry where acked == fal se:

* Constructs a new DATA frame with flags = FRAME_FLAG DATA |
FRAVE_FLAG _RETRANSM T.

* Sets sequence_nunber to the original frame’'s sequence nunber.
* Copies the original payl oad data.

* Sends the frame over the current TLS connection

* Increnents the entry’s retransmit_count.

3. The sender MJST preserve the original sequence nunbers during

retransm ssion. The receiver uses sequence nunbers to detect and
deduplicate retransmitted franes.
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Retransmi t Al | Unacked():
for each entry in send_queue:
if entry.acked == fal se:
frame = Frane {
magi ¢: 0x4652,
flags: DATA | RETRANSM T,
sequence_numnber: entry. sequence_nunber,
I ength: entry.length,
payl oad: entry.data

send(frane)
entry.retransmt_count ++

6.6. Fram ng Layer State Machine
6.6.1. Sender State

| ACTI VE | Normal operation: sending DATA frames,
| (next_send_seq) | receiving ACKs, managi ng send queue.

. +
| M GRATI NG | TLS connection to old server closed.
| (queue intact) | Send queue preserved for retransm ssion.
E R S —— +
I
| New TLS connection established
%
o e e e e a e oo m +
| RETRANSM TTING | Sending all unacknow edged franes to

| | new server, then resum ng nornmal send.

T S +
| Al unacked frames retransnitted
v
o e e e e oo oo +
ACTI VE | Resunme normal operation on new server.
o e e e oo +

Fi gure 6: Sender state machine

6. 6. 2. Recei ver State
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| ACTI VE | Normal operation: receiving DATA franes,
| (next_recv_seq) | sending ACKs, delivering to application

Fi gure 7: Receiver state machine
On the new server, the receiver initializes next_recv_seq = 1 and
processes both retransmtted and new frames normally. The receiver
does not need to be aware that sone frames are retransnmi ssions froma
previ ous server.
6.6.3. State Reset on New Connection

When a new TLS connection is established (after migration), the
sender:

* MJST reset next recv_seq to 1 (for receiving ACKs and data from
t he new server).

* MUIST preserve the send queue intact (for retransm ssion).

*  MJST preserve next_send_seq (to avoid sequence nunber collisions
with retransmtted franes).

The receiver on the new server:
* MJST initialize next_recv_seq to 1.
* MJIST initialize an enpty send queue.
6.7. Fram ng Layer Procedures During M gration
6.7.1. Pre-Mgration (Phase 1)
During normal data transfer with Server A
* The client sends DATA frames via the Fram ng Layer. Each frame is

assigned a nonotonically increasing sequence nunber and added to
the send queue.
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* Server A receives DATA franes and sends ACK franes according to
its ACK policy. The application on Server A processes the data
and deci des whether to acknow edge each frane.

* The client processes incom ng ACK franes and narks correspondi ng
send queue entries as acknow edged.

6.7.2. Mgration (Phase 2)
When migration is triggered:

* The client records the current state of its send queue, noting
whi ch frames remai n unacknow edged.

* The client disconnects from Server A. The send queue is preserved
in menory.

* The client initiates a new TLS connection to Server B, performng
PSK- based session resunption as described in Section 4.4.

6.7.3. Post-Mgration (Phase 3)
After the new TLS connection is established with Server B:

* The client resets its receive state (next_recv_seq = 1) for the
new connecti on.

* The client calls Retransm tAll Unacked() to resend all
unacknowl edged DATA franes to Server B. These franes carry the
RETRANSM T f1 ag.

* Server B receives the retransnmitted franes. Since Server B
initializes next_recv_seq = 1, it processes them as new franes,
sends ACKs, and delivers the data to the application.

* The client resunes normal data transfer, sending new DATA franes
wi th sequence nunbers continuing fromwhere it left off.
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Phase 1 (Server A): Phase 3 (Server B):

| | | ACKED| (no retransmt)

| I | ACKED| (no retransmit)
#3 | DATA | ACKED | #3 | DATA | ACKED| (no retransnit)

| | |

| | |

#4 | DATA UNACK] --> #4 | DATA ACKED| (retransmitted)
UNACK] --> #5 | DATA ACKED| (retransmtted)
B T, F-- - - - + S F-- - - - +
| #6 | DATA | NEW | (post-mgration)
tom e oo - - [ +

Figure 8. Send Queue State Transition During Mgration
6.8. Message Flow with Fram ng Layer
The followi ng diagramillustrates the conplete nmessage flow incl uding

the Framing Layer during a mgration scenari o where Server A
acknow edges only the first 3 of 5 data frames:
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dient Server A
I I
| === Phase 1: Data Transfer === |
I I
| DATA(seq=1l, "nBQg-1") ---------mmmmmm i > |
| DATA(seq=2, "NBQ-2") ----------------mm oo > |
| DATA(seq=3, "NBQ-3") ------------mmmmai oo > |
| DATA(seq=4, "nMBg-4") -----------mmmmmmaa oo oo > |
| DATA(seq=5, "mBg-5") -------------------------- > |
I I
|  ACK(SeQg=l) <------mmmm i |
|  ACK(SEeg=2) <-----mmmmmi i |
|  ACK(sSeg=3) <-------mmmmi i |
I I
| Note: seq=4 and seq=5 are NOT acknow edged |
I I
| NewSessionTicket(mgration_token) <------------- |
I I
| === Phase 2: Mgration Trigger === |
I I
| mgrate notify (alert) <----------------------- |
Client disconnects from Server A
Send queue preserved: seq#4, seqg#5 unacknow edged
dient Server B
I I
| === Phase 3: Reconnection + Retransm ssion === |
I I
| dientHello + PSK + nmigration_token ----------- > |
| ServerHello + PSK (abbreviated handshake) |
| R > |
I I
| DATAl R(seq=4, "nBg-4") ------------------------ > |
| DATA|l R(seq=5, "msg-5") -------cmmmmmmmi oo > |
| DATA(seq=6, "nNBg-NewW') ---------------m-o-m---- > |
I I
| ACK(seq=4) <----------mmmme oo |
|  ACK(seg=5) <---------mmmim oo |
| ACK(seq=6) <--------------“"-"“"-““----------------- |
Result: All 6 nessages delivered, zero |oss
Figure 9: Framing Layer Message Fl ow During Mgration
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7. Use case

Conputing-Aware Traffic Steering (CATS) provides a conpelling use
case for TLS-layer session mgration. |In CATS architectures, traffic
is dynamically steered to optinal endpoints based on real -tine
network conditions, server |oad, and conputational resource

avail ability. The scenario is shown as Figure 10, and the transm ssion
process of packets is shown in Figure 11

o o m o o o e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e mm— oo oo +
| Anycast | P/1P4 |
| e + |
| | Servi ce node| |
| +----- F-- - - - + |
| | |
| R + |
I I R4 I I
| R + Egress +------------ + |
| oo + | |
| | | Anycast | P/1P3 |

N + N S I S + |

A -+ R1 | | R3 +--+Servi ce node| |

B-+1Ingress +-------------------------- + Egress | AH------------ +

S + S + |
I I I I
| EREEELEEEE + | |
| R + R2 S + |
| | Egress | |
| S R + |
I I I
| +----- +o-o - - + |
| | Servi ce node| |
| R + |
| Anycast | P/ I P2 |
o e o e e e o e e e e e e e e e e e e e e e e e e mee—eaoao-s +

Figure 10: The Conputing-Aware Traffic Steering (CATS) scenario

Customer A and custoner B want to access the same service. For
custoner A, the packet will firstly be transmtted to the
correspondi ng anycast | P address. The ingress will deternine the
optimal service node for custoner A based on the access cost,
conputing resources of each service node, and the schedul ed conputing
resource scheduling algorithm Simlar processing will be performed
when custonmer B accesses the sanme service

When customer A accesses to the service, it presents the follow ng
st eps:
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* Step 1: Custoner A access to the service. It sends a initia
‘CdientHell o message which includes the ‘migration_support’
extension to RL. The destination address of this packet is set to
the anycast | P address of this service (IPs).

* Step 2: Rl schedul es the customer A's service connection request
according to the real-tinme status of the network and conputi ng
resources, and determine that the server (IP address = 1P4) wll
provi de services to custoner A

* Step 3: the server conpletes a standard TLS 1.3 handshake.
* Step 4: the server sends a ‘NewSessionTi cket' message to enabl e
standard PSK-based session resunption. It carry the

‘M grationToken', an authorization credential that refers to | P4.

* Step 5: custoner A re-establishes the connection to server through

| P4.

Fomm e e e oo S e + Fomm e e e oo +

| Customrer Al | R1 | | server (1 P4|

+- - - - - e E p—— +- - - - - E p——
| Step 1(1Ps) | Step 2: (IPs) |
[--=---------- b [ >|
| Step 3: A standard TLS 1.3 handshake |
s >|

Figure 11: Procedures for the service affinity solution

In the whol e process, devices in the network only need to broadcast
the informati on of the conputing network <Anycast | P Address, Service
node Status>, and perform optim zed scheduling of conmputing network
resources according to this information

Conparing to the existing solutions such as maintaining the custoner-
based connection status table in network devices, HTTP redirection
and DNS redirection, this solution can avoid the waste of resources
caused by saving a | arge anount of custoner status data in the

net wor k devices, and realize the optim zed scheduling of resources
based on network conditions and computing resources in the conputing-
aware traffic steering scenario, so as to realize the reasonable
operation of network resources, cloud resources and conputing

resour ces
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8. new section
8.1. Threat node
8.2. Informal security goals

This section defines the infornmal security goals required for the TLS
Service Affinity nmechanism These goals aimto ensure data
integrity, server authentication, and replay protection during the
session mgration process.

1) Integrity: Integrity of the Mgrati onToken MJST be guaranteed. An
adversary MUST NOT be able to nodify the server identifier (e.g.
Server IP B) or the expiration tine within the MgrationToken wi t hout
det ecti on.

2) Server Authentication: Authentication of the Target Server MJST be
guaranteed. The client MJST verify that the server providing the

M grationToken is a legitimate nmenber of the server cluster and not a
malicious third party.

3) Freshness and Replay Protection: Freshness of the M grationToken
MUST be guaranteed. The client MJST ensure that the stored

M grati onToken was issued in a recent session to prevent an adversary
fromreplaying old, expired tokens.

8.3. Fram ng Layer Security
8.3.1. Confidentiality and Integrity

The Frami ng Layer operates entirely within the TLS encrypted channel
Al'l frame headers and payl oads are protected by TLS record-I ayer
encryption and authentication. An attacker who cannot break the TLS
ci pher suite cannot read, nodify, or inject franes.

8.3.2. Sequence Number Mani pul ation

Sequence nunbers are transmtted in the clear within the TLS record
(i.e., they are encrypted but the receiver nust be able to read
then). Since the entire frane is protected by TLS, an attacker
cannot nodi fy sequence nunbers w thout detection. |nplenentations
SHOULD verify that received sequence nunbers are within an acceptabl e
wi ndow to detect potential protocol-Ilevel attacks.
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8.3.3. Denial of Service via Send Queue Exhaustion

A malicious receiver could refuse to send ACK frames, causing the
sender’s send queue to grow until it reaches FRAVME MAX QUEUE. At
that point, the sender MJST stop accepting new application data. To
mtigate this, inplenentations SHOULD:

* Mnitor send queue utilization and | og warni ngs when it approaches
capacity.

* Provide a configurabl e maxi num queue size appropriate for the
depl oynent environnent.

* Consider a tineout after which unacknow edged franes are di scarded
and the connection is termnated with an error.

8.3.4. Retransm ssion Flooding

10.

A malicious client could retransnit a | arge nunber of frames to a new
server after migration. The new server SHOULD apply rate limting to
retransmtted franes and SHOULD validate that retransmtted frame
sequence nunbers are within the expected range. Since retransnitted
franes carry the RETRANSM T flag, the server can apply differentiated
rate limting policies for newvs. retransmitted franes.

| ANA Consi der ati ons

Thi s docunent requires IANA to all ocate new codepoints fromthe
following TLS registries, as defined in [ RFC8446]:

1. Fromthe "TLS ExtensionType Val ues" registry for
‘mgration_support’ and ‘mgration_token'. This document suggests the
val ues TBD1 and TBD2.

2. Fromthe "TLS Alert Registry" for the ‘“migrate notify' alert.
Thi s docunent suggests the val ue TBDS.

3. Fromthe "TLS ExtensionType Val ues" registry for framng_ | ayer.
Thi s docunent suggests the value TBD4. This extension, when present
in CientHello, indicates that the client supports the Reliable
Fram ng Layer defined in Section 6. The extension_data is zero-

| engt h:

struct { } Fram ngSupport;
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