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Abstract

Thi s docunent proposes a nethod of distributing device discovery
information in NVMe over RoCEv2 storage network using the BGP
routing protocol. A new BGP Network Layer Reachability Information
(NLRI') encoding format, named NoF NLRI, is defined.

Status of this Meno

This Internet-Draft is submtted in full confornmance with the
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1. Introduction

As data center networks keep grow ng, the performance of

conmmuni cati on net hods needs to accelerate. At present, NVMe over
RoCEv2 is becoming a popul ar solution of storage network based on
Et hernet. In such network, a host accesses to an NVMe storage
subsystem via Ethernet Fabric with RoCEv2 protocol

In the traditional way, the discovery of hosts and storage
subsystens is achieved by manual configurations. However, the manual
way is difficult for nanagenent and nmi ntenance. In addition, the
reacti on speed is slow when a device goes online or offline, making
it hard to realize hot-plug and failover. To solve these problens,
aut omati ¢ di scovery nethod shoul d be depl oyed.
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When a host or storage subsystemis directly connected to a swtch,
the device reports its information to the switch using device

di scovery protocol |ike LLDP. Then, the device discovery information
is distributed to others switches in the fabric. Finally, other
devices get the information fromthe switches which they directly
connect with.

Thi s docunent proposes a new nmethod of distributing device discovery
i nformati on among switches in NVMe over RoCEv2 storage network using
the BGP routing protocol.

1.1. Requirenents Language

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in
BCP 14 [ RFC2119] [ RFCB174] when, and only when, they appear in all
capitals, as shown here.

2. Distribution of Device Discovery Information Using BGP

In hierarchical topology, a host or storage subsystemis usually
connected to a switch at access layer. In Cos topology, a host or
storage subsystemis usually connected to a "Leaf" switch. To keep
term nology uniform in this docunment the swi tches which the hosts
and storage subsystens directed connect with will be referred to as
the access sw tches.

[ ODCC- 2020- 05016] describes a solution for device discovery in NVMe
over RoCEv2 storage network.

Fomm e - o - + Fomm e - o - + Fomm e - o - + Fomm e - o - +
| Host |-------- | Switch |-------- | Switch |-------- | St or age |
S SRR + S SRR + S SRR + S SRR +

ERREEEEEEEEEEREE >| SRR |

| LLDP Msg | | LLDP Msg |

| S >| |

| | Info Sync | |

| <-oomemeoemeoene s | |-mmmmoee o |

| Notification Msg| | Notification Msg|

When any host or storage subsystemis connected with an access
switch, it periodically sends LLDP nessages to the access switch,
including its own informati on and subscription of interested

devi ces. The access switch receives the LLDP nessages and nai ntai ns
the states of directly connected devices. If the state of any device
changes, such as going online or offline, the access switch wll
notify the other directly connected devices which have subscri bed.
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However, the devices on the other access switches may al so be
interested with the device discovery information, especially in a

| arge-scal e storage network. For exanple, when a storage subsystem
is neWmy connecting to an access switch, a host |ocated in another
access switch needs to know that it gets online. Then the host will
establish connection with the storage subsystem and transmt data
through NVMe over RoCEv2. If that storage subsystemfail ed, that
host, which has NVMe connection with the fail ed storage subsystem
needs to be notified as soon as possible. Then the host will quickly
di sconnect fromthe storage subsystem and switch over to the
redundant service. Therefore, the access switches are required to

di stribute device discovery informati on anong them So that the host
can get the required information fromthe directly connected swtch

[ ODCC- 2020- 05016] specifies the definitions of LLDP nessages and
notification messages between access switches and hosts or storage
subsystens, but |eaves the information synchronization nethod
undef i ned.

In this docurment the distribution of device discovery informtion
anong access switches is achieved by using BGP. Al the access

swi tches are BGP speakers, and the device discovery information is
exchanged as BGP routes anbng them

In order to reduce the nunber of BGP connections, the application of
BGP Route Reflectors [RFC4456] is recomended. Figure 1 shows an
exanpl e of BGP connections with route reflectors. SW1 and SW?2
serve as reflectors, and SW3, SW4, SW5 and SW6 are their
clients. Wien a client sends a BGP route, which contains device

di scovery information, to a reflector, the reflector will reflect
the route to the other clients. Therefore, all the access sw tches
work as clients, and each of themonly needs to establish BGP
connections to the reflectors, rather than establishing BGP
connecti ons between each other. In this exanple, there are two
reflectors, SW1 and SW2, which run as a hot standby for each
other. It is also fine to deploy only one reflector in the network.
However, to inprove availability, deploying multiple reflectors are
r ecomrended.
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S T + S T +
| Swi | | Sw2 | BGP Refl ector
S R + S R +
+o---- ] L
[ B R R R R R R ]
[ R I sAREEEEEEEEEEEEE + ]
[ T I | +----- +
[ R I to---t I
[ I e b |-------- +
[ N |-------- + [
[ R | |
(. (. (. (.
Fommma - + Fommma - + Fommma - + Fommma - +
| SW3 | | sSW4 | | SW5 | | SW6 | BGP dient
R, + R, + R, + R, +
* * * * * * * *
* * * * *
H3 SS3 H4 SS4 H5 SS5 H6 SS6
SW Switch
H  Host

SS: St orage Subsystem
--: BGP Connection
**: Access Link

Figure 1 BGP Connections with Route Reflectors

In Figure 1, the reflector switches are not directly connected with
hosts or storage subsystens, and they are not access switches.

Fi gure 2 shows another exanple, in which case two of the access
switches serve as BGP route reflectors. The main difference with
Figure 1 is that the reflectors, SW1 and SW2, also need to

establi sh BGP connections between each other. If any device directly
connected with the reflector goes online or offline, the reflector
not only sends the device discovery information to its clients, but
al so sends information to the other reflectors.
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HL SSs1 H2 SS2
[ [
(. (.
R + R +
| SW1 |-------------- | Sw2 | BGP Refl ector
S + S +
te---- + 1] L
Il Il Il B it +1 ]
[ A abbbEREEEEEEEES +
[ N O I | +----- +
[ N A I to---t I
[ N Rl R |-------- +
[ |-------- + [

[ [ [
(. (. (. (.
AR, + AR, + AR, + AR, +
| SwW3 | | sSw4 | | SW5 | | Sweé | BGP dient

Fomm o - + Fomm o - + Fomm o - + Fomm o - +
* * * *
* * * *
H3 SS3 H4 SS4 H5 SS5 H6 SS6
SW Switch
H  Host

SS: St orage Subsystem
--: BGP Connection
**-  Access Link

Figure 2 Access Switches Serve as Reflectors
Thi s docunment mainly focus on the distribution nmethod of device
di scovery informati on anong access switches. The interaction between
access switch and host, or the interaction between access switch and
storage subsystem is beyond the scope of this docunent.

3. BGP Extentions
Thi s docunent describes a mechani sm by whi ch device discovery
informati on can be distributed using the BGP routing protoco
[ RFC4271]. This is achieved using a new BGP Network Layer
Reachability Information (NLRI) encoding format, nanmed NoF NLRI

3.1. TLV For mat

Information in the NoF NLRI is encoded in Type/Length/Val ue
triplets. The TLV format is shown in Figure 3.
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0 1 2 3
01234567890123456789012345678901
B i s T T i i o S o T Ji I
| Type | Lengt h |
i i i T i I S i e s o o i i
/1 Val ue (vari abl e) /1
R et e s i o e s i i

Figure 3: TLV For nmat

The Length field defines the length of the value portion in octets
(thus, a TLV with no value portion would have a |l ength of zero). The
TLV is not padded to 4-octet alignment. Unrecognized types MJST be
preserved and propagat ed.

3.2. NoF NLRI

New AFl and SAFI are defined for the NoF NLRI: the NoF AFI/ SAFI
(values to be assigned by the | ANA).

In order for two BGP speakers to exchange NoF NLRI, they MJIST use
BGP Capabilities Advertisenent to ensure that they are both capable
of properly processing such NLRI. This is done as specified in

[ RFCA760] .

The format of the NoF NLRI is shown in the follow ng figure.

o e e e e oo oo +
|  Type | 2 octets
o e e oo +

| Length | 2 octets
Fom e e e oo +

|  NoF NLRI | variable
o e e e e oo oo +

wher e:

o Type: the type of NoF NLRI.

o Length: the length of the rest of the NLRI in octets, not
including the Type field or itself.

0 NoF NLRI: carrying the device discovery information in NVMe over
Fabric networKks.

BG NoF NLRI for both IPv4 and | Pv6 networks can be carried over
either an | Pv4 BGP session or an | Pv6 BG session. If an | Pv4 BGP
session is used, then the next hop in the MP_REACH NLRI SHOULD be an
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| Pv4 address. Simlarly, if an IPv6 BGP session is used, then the
next hop in the MP_REACH NLRI SHOULD be an | Pv6 address. Usually,
the next hop will be set to the |ocal endpoint address of the BGP
session. The next-hop address MJST be encoded as described in

[ RFC4760] .

The Device Discovery NLRI and Device Zone NLRI are currently defined

in this docunent. More types of NLRI will be included in the future
ver si on.

S e +

| Type | NoF NLRI Type |

T Fom e meemeeeeeeeceieeaaaaaa +

| 1 | Device Discovery NLRI |

| 2 | Device Zone NLRI |

+o-m - - o e e e e e e e oo +

3.3. Device Discovery NLRI

The Device Discovery NLRI is used to carry the discovery information
of directly connected devices. The format of the Device D scovery
NLRI is shown in the follow ng figure.

o e e oo +
| Router ID | 4 octets
o e e e e a e oo m +

| Mac Address | 6 octets
oo o - +

| Port Nane Length| 2 octets
o e e oo +

| Port Nane | variable
o e e e e a e oo m +

| Device Info | variable
oo o - +

wher e:

0 Router ID: the Router ID of the access switch which originates
this NLRI, usually the same as the BGP Identifier.

o0 Mac Address: the Mac Address of a connected devi ce.

0 Port Nane Length: the length of the following Port Nanme field in
octets.

o Port Nane: the nane of the connecting port, to distinguishing
different ports which share the sanme Mac Address.
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0 Device Info: the specific information of the connected device and
its connecting port, which are identified by the above Mac
Address and Port Nane fiel ds.

The Devi ce Discovery NLRI carries the information of a device which
is identified by the Router 1D of the access switch and the Mac
Address and Port Nane of the connected port.
For the purpose of BGP route key processing, only the Router 1D, Mc
Address, Port Nane Length, and Port Nanme fields are considered to be
part of the prefix in the NLRI.
The Device Info field may contain the foll owi ng TLVs.

3.3.1. IPv4 Address TLV

The format of the | Pv4 Address TLV is shown in the followi ng figure.

Fom e e e oo +

| Type | 2 octets
o e e e e oo oo +

| Length | 2 octets
o e e e oo +

| |Pv4 Address | 4 octets
Fom e e e oo +

wher e:

o Type: 1.

0 Length: 4.

o0 | Pv4 Address: the I Pv4 Address of the connecting port.
3.3.2. I Pv6 Address TLV

The format of the I Pv6 Address TLV is shown in the follow ng figure.

o e e e e oo oo +

| Type | 2 octets
+

| Length | 2 octets
I +

| 1Pv6 Address | 16 octets
o e e e e oo oo +

wher e
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o Type: 2.

0 Length: 16.

o | Pv6 Address: the I Pv6 Address of the connecting port.
3.3.3. Role Type TLV

The format of the Role Type TLV is shown in the follow ng figure.

O +
| Type | 2 octets
e +

| Length | 2 octets
o e e e e oo oo +

| Role Type | 1 octets
+

wher e:

o Type: 3.

o Length: 1.

0 Role Type: the role of the device. The follow ng val ues are
defi ned.

* 1. storage subsystem
* 2. host.

* 3: the device can serve as both a host and a storage
subsyst em

3.3.4. Service Protocol TLV

The format of the Service Protocol TLV is shown in the follow ng
figure.
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The foll ow ng

the version of the service protocol

the port nunber used by the service protocol. The

fier Length: the length of the follow ng Protocol

Internet-Draft BGP NoF NLRI
Fom e e e e i +
| Type | 2 octets
o e e e e e e e e m o +
| Length | 2 octets
o m e e e e e iee i +
| Protocol Type | 1 octets
Fom e e e e i +
| Protocol Version | 2 octets
o e e e e e e e e m o +
| Protocol Port | 2 octets
o m e e e e e iee i +
| Protocol ldentifier Length | 1 octets
Fom e e e e i +
| Protocol ldentifier | variable octets
o e e e e e e e e m o +
wher e:
o Type: 4.
o Length: the length of the rest of the TLV in octets.
0 Protocol Type: the type of the service protocol
val ues are defi ned.
* 0: NVMe over RoCEv2.
o Protocol Version:
o Protocol Port:
value 0 indicates the default or well-known port numnber.
o Protocol Ident
Identifier field in octets.
o Protocol |dent

pr ot ocol

fier: the device identifier used by the service

3.3.5. Device Status TLV

The format of the Device Status TLV is shown in the foll ow ng
figure.

Li n,

et al.
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o +
| Type | 2 octets
o e e e e e e e e oo o - +

| Length | 2 octets
Fom e e e e a e e oo +

| Device Status | 4 octets
o +

wher e:

o Type: 5.

0 Length: 4.

o Device Status: the current status of the device. The foll ow ng
val ues are defined.

* 0: offline.
* 1. online.
3.3.6. Status Changi ng Reason TLV

The format of the Device Status TLV is shown in the follow ng

figure.

o e e e e e e oo +

| Type | 2 octets
S +

| Length | 2 octets
e +

| Status Changi ng Reason | 4 octets
o e e e e e e oo +

wher e:

o Type: 6.

o Length: 4.

0 Status Changi ng Reason: the reason of the device status changing.
The foll owi ng val ues are defi ned.

* 0: normnal
* 1: link failure.
* 2: PFC storm
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* 3: access network failure.
* 4: zone change

* 5: configuration change

* 6: |ldp age-out.

3.3.7. More Device Info TLVs

July 2025

More Device Info TLVs will be included in the future version of this

docunent .

3.4. Device Zone NLRI

In storage networks, hosts and storage subsystens are generally
divided into several zones. Only the devices in the sanme zone are

al l oned to di scover and conmuni cate wi th each ot her

The Device Zone NLRI is used to distribute the zone configuration of

a device. The format of the Device Zone NLRI

followi ng figure

o e e oo +
| Router ID | 4 octets

Fom e e e oo +

| 1P Type | 1 octets

o e e e e oo oo +

| 1P Address | 4 or 16 octets
o e e oo +

| Zone Nane Length| 2 octets

Fom e e e oo +

| Zone Nane | variable

o e e e e oo oo +

wher e:

is shown in the

0 Router ID: the Router ID of the access switch which originates

this NLRI, usually the same as the BGP Identifier

o | P Type: indicating the type of |IP Address.

are defi ned.
* 0: | Pv4.

* 1: | Pve.

The foll owi ng val ues

o | P Address: the | Pv4 or | Pv6 Address of a connected device.

Lin, et al. Expi res January 02, 2026

[ Page 13]



I nternet-Draft BGP NoF NLRI July 2025

0 Zone Nane Length: the length of the followi ng Zone Nanme field in
octets.

o0 Zone Nane: the nanme of the zone which the connected device
bel ongs to.

3.5. QOperations

The source of the NoF NLRI can be a dedi cated nodul e which receive
LLDP nessages and maintain the states of directly connected devi ces.
For the originator of an NoF NLRI route, BGP receives information
fromrel evant nodul e, encapsul ates the information into an NoF NLRI
route, and sends the route to other peers. For the receiver of an
NoF NLRI route, BGP extracts the NoF NLRI fromthe route and sends
the information to rel evant nodul e.

The NoF NLRI field may be treated as an opaque hexadeci mal string,
dependi ng on the inplenentation.

4. Security Considerations
TBD
5. 1 ANA Consi derations
TBD
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