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Abstract

Large Language Mddel (LLM inference is increasingly deployed as a
net wor ked service, yet existing deploynents rely primarily on
centralized infrastructure and trusted operators. Such designs linit
openness, concentrate resource ownership, and constrain scalability
to the capacity of individual providers. At the same time, LLM

i nference introduces execution characteristics (e.g., strict
sequenti al dependencies, large internmedi ate activations, and tight

| at ency requirenents) that are not well supported by existing
network, transport, or coordination mechani sns in open environments.

Thi s docunent specifies an open, decentralized, and scal able
framework for executing LLMinference across independently operated
and nutually untrusted participants. The framework treats inference
as a distributed, |ayer-w se execution process subject to explicit
deadl i nes, rather than as a nonolithic conputation or best-effort
service. It combines |ayer-aware activation transport and routing,
decentral i zed coordinati on anmong het er ogeneous compute resources, and
security nechani sns that provide accountability and correctness

wi t hout assuming trusted execution.

Thi s docunent focuses on the architectural franmework, design
rational e, problemdefinition, challenges, and solution space of the
Open, Decentralized, and Scal abl e I nference framework (ODSI). It
does not specify concrete wire protocols, nessage formats, or
protocol state nachines. Such protocol-level specifications are to
be defined in separate docunments that build upon the franmework
descri bed herein.

About Thi s Document

This note is to be renoved before publishing as an RFC
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1. Introduction

Large Language Mddel s (LLMs) have becone a foundational conponent of
nmoder n net wor ked applications, supporting tasks such as natura

| anguage under st andi ng, code generation, and interactive assistants.
Inference for these nodels is typically delivered as an online
service, where user requests are transnmitted to renote servers and
processed increnentally to generate output tokens. Unlike
traditional network services or offline nodel training workloads, LLM
i nference exhibits strict sequential dependencies, maintains per-
request execution state, and inposes tight latency constraints on
nmodel response

Today, nost |arge-scale LLMinference deploynents rely on centralized
infrastructure operated by a small nunber of providers.
Centralization sinplifies coordination, scheduling, and state
management, but it also concentrates control, linits participation
and couples scalability to the capacity, geography, and policies of

i ndi vi dual operators. As npodel sizes and inference demand conti nue
to grow, these structural limtations notivate the exploration of
alternative execution paradigns that can support broader
participation and nore el astic scaling.

Thi s docunent introduces the Open, Decentralized, and Scal abl e
Inference franmework (ODSI), an architectural framework for executing
LLM i nference across independently operated and het erogeneous conpute
resources. QODSI considers environments in which participants are
mutual |y untrusted and connected only through the public Internet.
The framework focuses on how i nference execution can be coordi nated,
secured, and scal ed under such conditions, w thout assum ng
centralized control or trusted execution environnents.

1.1. Motivation for Open and Decentralized Inference

Centralized inference architectures assunme that compute resources,
net wor k pat hs, and execution environnents are under conmon

adm nistrative control. Wile these assunptions enabl e tight

optim zation and sinplified coordination, they inpose structura
constraints that becone increasingly pronounced as nodel sizes
continue to grow. Mdern LLMs require substantial conpute throughput

Wang, et al. Expi res 3 Septenber 2026 [ Page 4]



Internet-Draft DSl March 2026

and nenory capacity, and depl oying a single nodel instance often
exceeds the capabilities of an individual server. As a result,

i nference depl oynents increasingly rely on nultiple servers to host
and execute a single nodel, raising operational conplexity and cost.

At the same tinme, a large volume of distributed conpute resources
remai ns underutilized. Many devices and servers possess limted
menory capacity or nodest conpute performance, preventing themfrom
hosting conpl ete nodel instances despite having avail abl e conpute
resources. These constraints |lead to fragnented and wasted capacity,
particularly at the network edge or within snaller organizations,
wher e i ndi vidual nodes cannot independently support |arge nodels even
t hough aggregate resources nmay be sufficient.

Centralized cl oud-based inference al so introduces data novenent and
privacy concerns. User inputs nust be transmtted to renote data
centers for processing, increasing exposure to data |eakage and
raising privacy risks in sensitive applications. |n addition,
aggregating large volunes of inference traffic at centralized
endpoi nts pl aces sustained pressure on network bandw dth, increases
transm ssi on and queui ng del ays, and creates service bottl enecks that
limt horizontal scalability. As denand grows, scaling inference
capacity requires proportional expansion of centralized

i nfrastructure and network provisioning, which may not be
econom cal ly or operationally sustainable.

An open and decentralized inference nodel seeks to address these
limtations by allow ng i ndependently operated participants to
contribute partial conmpute resources wi thout requiring prior trust
rel ati onships or centralized adnission. By distributing inference
execution across nmany nodes, including resource-constrai ned and edge
devi ces, this paradi gm enabl es inference capacity to scale
elastically with participation. Placing conputation closer to data
sources can al so reduce data novenent, nitigate bandw dth

bottl enecks, and inprove responsiveness in certain depl oynent

scenari os.

However, decentralization fundanentally changes the inference
execution environnent. Participants may vary widely in conpute
performance, menory capacity, network connectivity, and availability,
and sone participants nay behave maliciously or rationally rather
than altruistically. Mreover, LLMinference is inherently stateful,
i.e., the generation of each output token depends on all previous
tokens, comonly represented through cached internedi ate val ues such
as key#ffial ue (KV) caches. These characteristics nmake inference
sensitive to delays, failures, and inconsistencies, and prevent it
frombeing treated as a statel ess or best-effort distributed task
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ODSl is nmotivated by the need to support open participation and
el astic scaling while preserving the correctness, tinmeliness, and
reliability required for practical LLMinference. The framework
addresses how inference can be executed across decentralized and
het er ogeneous resources whil e remaining usable as an interactive
network service

1.2. Scope and Non- Goal s

Thi s docunent defines the architectural franework, problem
formul ati on, and desi gn considerations for decentralized LLM

i nference under open participation. It identifies the key challenges
i ntroduced by decentralization, including state managenent, | atency
constraints, heterogeneity, and adversarial behavior, and describes
the hi gh-1evel mechani snms used to address these challenges within the
oDsl framewor k.

Thi s docunent does not specify concrete network protocols, wire
formats, message encodi ngs, or protocol state machines. It also does
not mandate specific nodel architectures, execution platforns,
hardwar e accel erators, or econom c systenms. Were cryptographic,
incentive, or coordination nmechanisns are discussed, they are
described at an abstract level to illustrate design intent rather
than to prescribe particular inplenentations.

Prot ocol -1 evel specifications, interoperability requirenments, and
i mpl ementation details are to be defined in other docunents that
buil d upon the framework presented here.

1.3. Design Principles
The ODSI framework is guided by the follow ng design principles:

* (Open Participation: Any independently operated participant may
contribute conpute resources without requiring centralized
admi ssion or prior trust, subject to nmechanisns that provide
accountability and abuse resi stance.

* Decentralized Coordination: Inference execution is coordinated
wi t hout assuming a single trusted controller, relying instead on
di stributed nmechani sns that tol erate heterogeneity, failures, and
adversarial behavi or

* State-Aware Execution: The framework explicitly accounts for the
stateful and sequential nature of LLMinference, including the
managenent of internedi ate execution state across tokens and
| ayers.
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* Deadline Sensitivity: Inference execution is treated as a | atency-
sensitive process, where internediate steps are subject to
explicit timng constraints rather than best-effort delivery.

* Scalability Through Conposition: The franework is designed to
scal e by conposi ng many i ndependent contributors, allow ng overal
i nference capacity to grow with participation rather than
centralized provisioning.

These principles informthe architectural choices and nmechani sns
described in the remainder of this document.

2. Term nol ogy

This section defines the term nol ogy used throughout this docunent.
Phrases in upper-case refer to other defined terns.

ACTI VATI ON

I nternedi ate nunerical data produced by executing a nodel |ayer
during inference. ACTIVATIONS are consuned by subsequent | ayers and
may be transmtted across the network between partici pants.

CONTROL PLANE

The non-1latency-critical path responsible for coordination,
verification, and enforcement functions, including cryptographic

| DENTI TY regi stration, STAKE nmanagenent, SLASH NG REWARD settl enent,
and REPUTATI ON updat es.

DEADLI NE

A time constraint by which a specific inference step, such as a | ayer
execution or ACTI VATION delivery, nust conplete to preserve end-to-
end responsi veness.

EXECUTI ON COVM TMENT

A cryptographically signed decl arati on by a PARTI Cl PANT i ndi cati ng
intent to execute a specific inference step under defined inputs and
DEADLI NES, enabling later verification

| DENTI TY

A persistent, self-generated identifier bound to a PARTI Cl PANT,
typically realized as a publicE#%rivate key pair.

I NFERENCE PLANE
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The latency-critical path responsible for perform ng inference-
rel ated work, including LAYER execution, ACTIVATION transport,
ROUTI NG RE- RQUTI NG and failure signaling.

LAYER

A discrete conputation stage within an inference pipeline. LAYERS
are executed sequentially for each token step and may be assigned to
di fferent execution participants.

PARTI ClI PANT

An independently operated entity that contributes conpute, menory, or
network resources to ODSI and participates using a cryptographic
| DENTI TY.

REPUTATI ON

A persistent performance signal associated with a PARTI Cl PANT
derived from historical correctness, DEADLI NE adherence,
availability, and throughput. REPUTATION influences task assignnent
and reward rates.

RE- ROUTI NG

The process of dynam cally changi ng the ROUTI NG or LAYER assi gnnent
of an ongoi ng inference request in response to failures, performance
degradation, or DEADLI NE pressure.

REVWARD

An econom ¢ payment issued to a PARTIClI PANT for successfully
compl eti ng an assi gned i nference task.

ROUTI NG

The sel ection of execution participants and network paths for

ACTI VATI ON transport and LAYER execution, informed by DEADLI NES and

observed performance.

SLACK

The difference between an all ocated DEADLI NE budget and the expected
execution tinme for an inference step. SLACK represents tolerance to

variability and del ay.

SLASHI NG
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An enforced econom c penalty applied to a PARTI Cl PANT when verifiable
m sbehavi or is detected, such as incorrect output, m ssed DEADLI NES,
or conm tnent violations.

STAKE

A quantity of econonic value | ocked by a PARTICH PANT as collatera
for participation. STAKE enables accountability, economc
deterrence, and Sybil resistance

3. ProblemDefinition

This section defines the core problem addressed by the ODS
framework. The goal is to formalize the execution constraints and
failure nodes that arise when LLMinference is perforned across open,
di stributed, and independently operated conpute resources. These
constraints collectively define what it neans for decentralized
inference to be correct, tinely, and usabl e.

3.1. Layer-Dependent Execution Pattern

LLM i nference executes as a fixed sequence of nodel |ayers applied
repeatedly for each generated token. The output of each |ayer
constitutes an internmedi ate activation that is required as input to
the next layer in the sequence. Execution therefore forns a strict
dependency chain at |ayer granularity.

In a decentralized setting, different |layers may be executed on
different nodes. This introduces an explicit requirenent that

i nternmedi ate activations be transferred between nodes in the correct
order and wi thout duplication or om ssion. Any execution franmework
must preserve |layer ordering and ensure that each |ayer operates on
the correct input corresponding to a specific inference request and
t oken position.

3.2. Stateful Token-by-Token Progression

I nference proceeds incrementally, generating tokens one at a tine.
Each token depends on an execution state accunul ated from al

previ ous tokens, comonly including cached internedi ate val ues such
as KV caches. This state is logically persistent over the lifetine
of the inference request.
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As a result, inference requests exhibit execution affinity, i.e.,
successi ve tokens nust either be processed by nodes that already
possess the relevant state or incur the cost of state transfer or
reconstruction. Failures, delays, or inconsistencies in state
handling directly affect correctness and | atency. The problem
therefore includes naintaining coherent per-request state across a
sequence of distributed execution steps.

3.3. Activation Delivery with Timng Constraints

For interactive applications, inference nust progress under tight
| atency constraints. Each |ayer execution contributes both
comput ati on del ay and communi cation delay, and delays in earlier
| ayers propagate to all subsequent layers within the same token
gener ati on step.

This creates inplicit per-layer timng constraints, i.e.,

i nternmedi ate activations nust be delivered within bounded tine to
sustai n acceptabl e end-to-end response |atency. The problemis not
merely reliable delivery, but tinmely delivery under variable network
conditi ons and het erogeneous executi on speeds.

The activation delivery problemis defined as follows. Gven a
sequence of |ayer-dependent conputations distributed across nmultiple
nodes, how can intermediate activations be delivered and processed in
order, within time bounds, despite variability in network |atency,
comput e t hroughput, and node avail ability?

3.4. Open Participation and Adversarial Behavior
ODSI assumes an open execution environment in which nodes may join or
| eave without centralized adni ssion and are operated by independent
parties. Participants may differ significantly in performance,
reliability, and incentives, and sone nmay behave nmaliciously or
rationally rather than cooperatively.
The problens to solve therefore includes:
* Detecting incorrect or inconsistent execution results,
* Attributing actions to specific participants,

* Preventing abuse such as equivocation, free-riding, or denial of
servi ce,

* Enabling accountability wi thout assum ng trusted execution
envi ronments.
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Any viabl e solution nust address correctness and |iveness under these
conditions while remaining conpatible with open participation

3.5. Limtations of Existing Execution and Transport Met hods

Exi sting execution and transport nmethods do not directly address the
probl em defi ned above. Best-effort networking does not account for
execution dependencies or timng constraints. Traditiona

di stributed conputation franmeworks assunme stabl e menbership, trusted
operators, or coarse-grained tasks. Centralized schedul ers do not
extend naturally to environnents w thout conmon adm nistrative
control

The probl em addressed by ODSI is therefore not solved by sinply
distributing computation or inproving transport performance. It
requires a framework that explicitly integrates execution
dependenci es, state managenent, timng constraints, and partici pant
accountability into the design.

4. System and Threat Assunptions

Thi s section specifies the assunptions under which the ODSI franmework
operates. It defines the participating entities, comunication and
execution conditions, and the classes of failures and adversari al
behavi or the framework is designed to tolerate. No centralized
trust, privileged operators, or trusted execution environments are
assuned.

4.1. Participants and Rol es

The system consists of a set of independently operated nodes that
participate in inference execution. Nodes may assune one or nore of
the follow ng roles:

* *Clients* initiate inference requests and receive generated
outputs. A client may or may not also participate in execution

* *Execution Nodes* performinference conputation, typically
executing one or nore nodel |ayers for specific inference
requests. Execution nodes may differ in conpute capacity, nenory
availability, and supported hardware.

* *Coordi nati on Nodes* participate in control-plane functions such
as identity management, stake accounting, verification, and
settlenent. These roles may be co-located with executi on nodes or
operated separately.
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Al'l participants are identified by persistent cryptographic
identities. No global trust relationships are assuned anong
participants, and no role is restricted to a fixed or privil eged set
of operators.

4.2. Network and Execution Assunptions
Nodes conmuni cate over the public Internet using unreliable,
asynchronous networks. Message delivery may experience variable
| at ency, reordering, duplication, or loss. No assunptions are nmade
about bounded network delay or synchroni zed cl ocks, except where
explicitly stated by higher-Ilayer nmechani sns.
Executi on nodes are heterogeneous. They may differ in:
* Conpute throughput and supported instruction sets,
* Avail abl e menory and st orage,
* Network bandw dth and | at ency,
* Availability and uptine.
Nodes may join or |eave the systemat arbitrary tines. Execution may
be interrupted due to failures, preenption, or voluntary w thdrawal
The system does not assunme trusted execution environments or
har dwar e- based attestati on, and correctness cannot be inferred solely
from successful nessage delivery.

4.3. Adversary and Fail ure Mde
The framework assunes the presence of faulty, rational, and malicious
participants. Nodes may deviate arbitrarily from prescri bed
behavi or, including but not Iimted to:
* Returning incorrect or fabricated inference outputs,
* Wthholding results or responding after deadli nes,
* Equi vocating by providing inconsistent results to different peers,
* Attenpting to free-ride without perform ng assigned conputation,
* Launchi ng deni al -of -service or resource exhaustion attacks.
In addition to malicious behavior, the systemnust tol erate non-

mal i ci ous failures such as crashes, network partitions, and transient
performance degradati on.
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The adversary is not assuned to control a majority of system
resources globally, but may control nultiple identities unless
mtigated by Sybil-resistance nechani sns. The framework does not
assune confidentiality of internediate activations unless explicitly
provi ded by hi gher-1ayer nechani sns.

Under these assunptions, the franework ains to provide

* Safety: incorrect inference results can be detected and
attri buted,

* Liveness: inference can nake progress despite failures and churn,

* Accountability: misbehavior can be penalized w thout relying on
trusted authorities.

5. ODSI Franmework Overview

Thi s section provides a high-level overview of the ODSI franeworKk.
The framework defines how | arge-scal e i nference executi on can be
coordi nat ed across open, heterogeneous, and independently operated
resources while preserving correctness, tineliness, and
accountability.

ODSl is structured as a layered framework that integrates execution,
coordi nation, and incentive mechanisnms. |t does not nandate a
specific inplenentation or protocol stack, but instead defines
architectural conponents and their interactions.

5.1. Hi gh-Level Architecture
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At a high level, ODSI separates inference execution into two
| ogically distinct planes:

* Execution Plane: Responsible for perform ng inference computation
and delivering intermedi ate results under |atency constraints.

* Control Plane: Responsible for identity nmanagenment, coordi nation,
verification, accounting, and enforcenent.
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The execution plane operates in a peer-to-peer fashion and is
optimized for |owlatency, deadline-sensitive conputation. The
control plane operates asynchronously and does not bl ock inference
progress, allow ng execution to proceed even in the presence of
coordi nation del ays

Thi s separation enables inference to remain responsive while stil
supporting accountability and correctness in an open environment.

5.2. Layer-Wse Distributed Execution Mde
ODSl adopts a | ayer-wi se execution nodel in which inference
computation i s deconposed into sequential stages corresponding to the
| ayers of the inference graph. Each stage may be executed by a
di fferent execution node, and internediate results are transferred
bet ween nodes as needed.

Executi on proceeds incrementally for each inference request, with
explicit association between:

* A specific inference request,
* A specific token generation step,
* A specific conputation | ayer
This explicit structuring allows the franework to reason about
execution dependencies, timng constraints, and correctness at |ayer
granularity. It also enables flexible placenent of conputation
across nodes with varying capabilities, without requiring any single
node to host the entire inference workl oad.

5.3. Open Participation and Resource Contribution
ODSl is designed to support open participation without centralized
admi ssion control. Any node may contribute resources to inference
execution by assuning execution or coordination roles, subject to
framewor k- defined requirements for identity, accountability, and
correctness.
Resource contribution is flexible and may incl ude:
* Conpute capacity for executing specific conputation stages,
*  Menory for maintaining execution state,

* Network capacity for transporting internediate results.
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Nodes are not required to support conplete inference execution
Instead, they may contribute partial resources aligned with their
capabilities. This allows resource-constrained or edge nodes to
participate neani ngfully, while enabling aggregate inference capacity
to scale with the nunber of participants.

5.4. Scalability Considerations

Scalability in ODSI is achieved through decentralization,
deconposition, and asynchronous coordi nation. By distributing
execution across nany independently operated nodes, the franework
avoi ds reliance on centralized bottl enecks.

Key scal ability properties include:

* Horizontal scaling: Inference capacity increases with the nunber
of participating nodes.

* Elastic participation: Nodes may join or |eave w thout gl oba
reconfiguration.

* Local decision-naeking: Execution placenment and routing decisions
can be made using | ocal observations rather than gl obal state.

The framework is designed to tolerate heterogeneity and churn while
mai nt ai ni ng bounded coordi nati on overhead. As inference denmand
grows, scalability is achieved by expanding participation rather than
by increasing the capacity of centralized infrastructure.

6. Execution and Coordi nati on Mechani sm

This section describes how inference execution is coordi nated across
distributed participants in the ODSI framework. |1t focuses on how
conputation is assigned, how execution state is preserved, how

het er ogeneous resources are coordi nated, and how failures are handl ed
during inference execution.

6.1. Layer Assignment and Path Affinity
I nference execution in ODSI is organized as a sequence of |ayer
executions. For each inference request, |ayers are assigned to

execution nodes based on their capabilities, availability, and
observed performance characteristics
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ODSl i ntroduces the notion of execution path affinity, whereby
successi ve |l ayers and token steps of the sane inference request
preferentially follow a consistent sequence of nodes. Path affinity
reduces the need to transfer execution state and internedi ate data,
thereby inproving latency and reduci ng network overhead.

Layer assignment deci sions may be adapted dynamically in response to
changi ng network conditions or node availability. However,
reassignment is performed conservatively to avoi d excessive state

m gration or disruption of ongoing inference execution. Under
typical operating conditions, stable execution paths are expected to
dom nate, and recovery-related |latency remains within acceptable
bounds for interactive inference.

6.2. Handling Stateful |Inference and KV Cache

I nference execution maintains per-request state across token
generation steps. This state commonly includes cached internediate
val ues such as KV caches, which are required for efficient generation
of subsequent tokens.

ODSl treats execution state as logically associated with an execution
path rather than with a single node. State nay be:

* Retained locally by execution nodes across successive steps,

* Transferred explicitly when execution is reassigned,

* Reconstructed when transfer is infeasible or too costly.

Thi s docunent does not mandate a specific state representation or

transfer mechanism Instead, it defines coordination requirenents

that ensure state consistency and correctness across execution steps.
6.3. Heterogeneous Conpute Coordination

Executi on nodes in ODSI are heterogeneous in conpute performance,

menory capacity, and network connectivity. Coordination nechani sns

must account for this heterogeneity when assigning conputation and

routing intermediate results.

Nodes mmy advertise capabilities and performance netrics, such as

execution throughput or observed | atency. Coordination decisions nay

incorporate these netrics to bal ance | oad, avoid bottlenecks, and
satisfy timng constraints.
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6. 4.

7

1.

The framework supports partial participation, allow ng nodes to
execute only those conputation stages that align with their
capabilities. This enables broad participation w thout requiring
uni form hardware or resource provisioning.

Fai l ure Handl i ng and Recovery

ODSl is designed to tolerate failures during inference execution,
i ncl udi ng node crashes, network disruptions, and m ssed execution
deadl i nes.

Fail ure handling strategies include:

* Detecting stalled or failed execution steps through tineout or
absence of expected outputs,

* Reassigning conputation to alternative nodes when failures occur,
* Reconstructing execution state when necessary to resume inference.

The framework prioritizes forward progress and bounded recovery cost.
Failures may result in degraded performance or reconputation, but
shoul d not conpronise correctness or global systemstability.

Recovery mechani snms are coordi nated wi thout assum ng centralized
control and do not require halting unrelated inference requests.

Deadl i ne-Dri ven Execution and Perfornmance Consi derati ons

Interactive inference services inpose strict |atency requirenents
that shape execution, coordination, and resource sel ection decisions.
This section describes how ODSI reasons about deadlines, identifies
sources of |atency, and manages trade-offs between flexibility and
timely execution.

Deadl i ne Semantics and Sl ack

In ODSI, inference execution is associated with explicit or inmplicit
deadl i nes derived from application-|level responsiveness requirenents.
Deadl i nes apply not only to end-to-end inference requests but also to
i ntermedi ate execution steps, such as individual |ayer conputations
within a token generation cycle.
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Each execution step may be assigned a deadline budget, representing
the maxi num al l owable tine frominput availability to output
production. The difference between the allocated budget and the
expected execution tinme is referred to as slack. Slack captures
tolerance to variability in conputation and comunication and serves
as a key signal for execution planning.

Slack is consumed as inference progresses. Delays incurred at
earlier steps reduce the slack available to downstream steps, making
subsequent execution increasingly tinme-sensitive. The franmework
therefore prioritizes maintaining positive slack throughout execution
to preserve responsiveness.

7.2. Latency Sources and Bottl enecks
End-to-end inference latency arises frommultiple sources, including:
* Conputation tine for executing individual |ayers,

* Data transfer tinme for delivering internediate results,

* Queui ng del ays caused by contention for conpute or network
resour ces,

* Coordination overhead for assignment and verification

In decentralized environments, these | atency conponents are highly

vari abl e and may fluctuate over short tine scales. Bottlenecks may

shift dynamically due to changes in network conditions, node

availability, or workload distribution

ODSlI does not assune that any single |atency source dom nates.

Instead, it treats |latency as a conposite effect and seeks to

mnimze the risk of deadline violations by accounting for both

conput ati on and communi cati on del ays when coordi nati ng execution
7.3. Routing and Schedul i ng Consi derations

Routi ng and schedul i ng decisions in ODSI are inforned by deadline

constraints and observed performance. Execution steps may be routed

t hrough nodes that offer favorable trade-offs between conpute

t hroughput, network latency, and reliability.

Schedul i ng deci si ons may i ncor porat e:

* Estimated conputation tine based on historical performance,

* Network round-trip latency and variability,
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* Current queue occupancy or | oad,
* Remaining slack for the inference request.

The framework favors execution paths that preserve slack and reduce
the probability of deadline violations. However, routing decisions
are made using inconplete and potentially stale information, and nust
therefore tolerate uncertainty.

7.4. Trade-offs Between Flexibility and Tineliness

ODSI  bal ances execution flexibility against the need for tinely
completion. Allow ng frequent reassignment or dynanic
reconfiguration can inprove robustness and | oad bal anci ng but may

i ntroduce additional coordination overhead and state transfer costs.

Conversely, favoring stable execution paths inproves predictability
and reduces overhead but may linmit the system# /i ability to respond to
failures or performance degradation

The framework does not prescribe a single optimal balance. |nstead,
it defines a design space in which inplenentations may tune the
degree of flexibility based on workl oad characteristics, deploynent
conditions, and perfornmance objectives. The guiding principle is to
favor timely execution in the common case, while retaining sufficient
adaptability to preserve progress under adverse conditions.

8. Security and Accountability Franmework

This section describes the security and accountability mechani sns
assunmed by the ODSI framework. The framework operates in an open
environment with nutually untrusted participants and therefore relies
on cryptographi c nmechani snms and econom ¢ accountability rather than
trusted operators or centralized enforcenent.

8.1. Cryptographic ldentity

Each participant in the systemis associated with a persistent
cryptographic identity, typically represented by a publicZ#rivate key
pair [RFC6979]. This identity serves as the basis for

aut hentication, attribution, and accountability across al

i nteractions.

Al'l inference-related actions, including execution conmtnents,
result subm ssions, and coordi nati on nessages, are bound to the
participant 20 identity through digital signatures. This binding
ensures that actions can be reliably attributed to specific
participants without relying on centralized identity providers.
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Identities are self-generated and do not inply trust. The franmework
assunes that a single entity may control multiple identities unless
constrai ned by additional mechani sms such as econom ¢ bondi ng or
resour ce- based admi ssion

8.2. Verifiable Execution Actions

ODSl requires that execution-related actions be verifiable, meaning
that they can be independently checked for consistency, correctness,
or policy conpliance after the fact.

Verifiable actions may incl ude:

* Commitments to execute specific conputation stages,

* Subm ssion of internediate or final execution outputs,
* Timng assertions related to execution deadlines.

Verification does not require continuous oversight during execution.
Instead, it relies on cryptographic comm tnents, hashes, and signed
messages that allow third parties to reconstruct and eval uate
execution behavi or when disputes ari se.

Thi s approach enabl es detection of incorrect execution, equivocation,
or deadline violations wthout inposing synchronous verification on
the critical execution path [Byzantine].

8.3. Stake-Based Participation and Accountability

ODSl enpl oys st ake-based participation as a foundati onal nechani sm
for accountability and Sybil resistance. To serve inference
requests, participants are required to lock a quantity of economc
val ue as stake, which acts as collateral agai nst m sbehavi or

St ake introduces a real economic cost to participation and creates
persi stent consequences for incorrect or unreliable behavior. Wen
m shehavior is verifiedZ/uch as incorrect execution, conmtment
viol ations, or repeated deadline failures® #ttake may be partially or
fully forfeited according to predefined rules.

Stake directly enables accountability by ensuring that identities are
bound to economic risk. It also provides an economic basis for Sybi
resistance: while identities are inexpensive to create, meaningfu
participation and influence require proportional stake. As a result,
| arge-scal e Sybil attacks require substantial capital commtnment and
expose the adversary to high risk of |oss.
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The influence and opportunities afforded to a participant may be
proportional to both | ocked stake and historical performance. This
ensures that influence reflects sustained contribution rather than
identity count al one.

8.4. Accountability Wthout Trusted Parties

The framework is designed to provide accountability w thout assuning
trusted coordinators, validators, or execution environments.
Accountability is achieved by conbining identity-bound actions with
verifiabl e evidence and enforceabl e consequences.

When m sbehavior is detected, responsibility can be attributed to
specific identities based on signed execution records. Consequences,
such as penalties or exclusion fromfuture participation, can then be
appl i ed according to defined rules.

Thi s design ensures that participants are held accountable for their
actions while preserving open participation and decentralization.
Trust is replaced by verification and consequence, allow ng the
systemto operate securely in adversarial environments.

9. Incentives and Econom ¢ Consi derati ons

ODSl operates in an open environment where participation is voluntary
and participants are assuned to act in their own interest. As a
result, correct and tinely execution cannot be assuned to arise from
cooperation alone. This section outlines the econom ¢ nechani sns
that align participant incentives with system objectives, ensuring
reliable execution under decentralized operation

9.1. Motivation for |Incentive Mechani sns

In a decentralized inference environnent, participants contribute
conpute, nenory, and network resources that incur real costs.
Wthout explicit incentives, participants nay decline execution
assignnents, deprioritize inference workl oads, or abandon execution
pat hs when conditions become unfavorabl e.

ODSl therefore associates inference execution with explicit economc
rewards [Bitcoin]. Each successfully executed | ayer earns a paynent,
creating a direct |inkage between contributed work and conpensation
Reward | evel s may vary based on execution conditions, including:

* Tighter execution deadlines, which inpose higher perfornmance
requirenents,
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* Placenent on |atency-critical or bottleneck segnents of an
execution path,

* Historical reliability and performance of the executing
partici pant.

By rewardi ng each conpl eted execution unit, ODSI enables fine-grained
accounti ng and encourages participants to contribute resources
proportionally to their capabilities.

9.2. Costly M shehavi or and Deterrence

For incentives to be effective, m sbehavior nust be econonmically
di sadvant ageous. ODSI assunes that partici pants may behave
strategically, including submtting incorrect activation outputs,
viol ati ng execution commitnents, or mssing assigned deadli nes.

M sbehavi or triggers penalties through the control path. Slashing
events may occur in response to:

* Incorrect or invalid activation outputs,

* M smatches between conmmtted execution inputs and reveal ed
results,

* Failure to neet agreed execution deadlines.

Penalties are calibrated to exceed the expected gains fromcheating
or shirking, ensuring that rational participants cannot profit from
m sbehavi or even if detection is probabilistic. Slashing may involve
forfeiture of | ocked stake, |oss of accrued rewards, or other
economi cal |y meani ngful consequences.

Penal ties are applied only when sufficient cryptographic and
execution evidence exists to attribute responsibility to a specific
identity. This ensures that deterrence is precise and does not
require centralized trust or continuous supervision

9.3. Reputation and Long-Term Partici pation
Wi | e per-layer paynents and penalties shape short-term behavi or,
long-termreliability is reinforced through reputation nechani sns.
Reputation reflects a participant @75 historical performance across
mul ti pl e di mensi ons, including:
* Deadl i ne adherence rate,

* Qutput correctness and consi stency,
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* Availability and responsiveness,
* Sustained execution throughput over tine.

Reputation directly influences future participation opportunities.
Participants with strong reputati ons may receive higher task vol unes,
preferential assignment to |atency-critical execution paths, higher
reward rates, or access to tighter deadlines. Conversely,
participants with poor or unstable reputations may receive fewer

assi gnnents, reduced conpensation, or eventual exclusion

Reput ati on conpl ements direct economic incentives by encouragi ng
sust ai ned, honest participation across many executi on sessions.
Toget her, per-layer rewards, slashing-based deterrence, and
reputation-driven coordination create a self-reinforcing environnent
in which rational participants are notivated to behave reliably,
enabl ing scal abl e and decentralized i nference execution

10. Inference Path and Control Path Separation

ODSl separates inference execution into an inference path and a
control path in order to reconcile strict latency requirenents with
the need for security, accountability, and open participation

(anal ogy to Lightning [Lightning]). The inference path is
responsible for latency-critical execution and data novenent required
to generate inference outputs. The control path is responsible for

i dentity managenent, econom c coordi nation, verification, and
enforcenment. Together, they forma coherent architecture that
decoupl es performance-sensitive execution from governance and
accountability functions.

10.1. Design Rationale

Interactive inference requires execution progress within tight and
predictable tinme bounds. Qperations such as cryptographic identity
regi stration, stake nanagenent, global verification, or reward
settlenent cannot be placed directly on the critical execution path
wi t hout violating these constraints.

At the same tinme, an open and decentralized environnment requires
mechani sns to deter m sbehavior, attribute responsibility, and
enforce incentives. These nmechanisns inherently involve

coordi nation, state persistence, and potentially del ayed resol ution

The separation between the inference path and the control path
addresses this tension by allow ng inference execution to proceed
optinmstically and independently, while ensuring that execution
remai ns observabl e, attributable, and enforceable. Lightweight
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10.

10.

checks on the inference path reduce the likelihood that incorrect
results propagate to users, while the control path provides
definitive validation, economc settlenent, and | ong-term
accountability.

2. Inference Path Execution Properties

The inference path carries all latency-critical activities required
for inference execution. This includes:

* Layer-w se conputation across participating nodes,
*  Transport of internediate activations and execution state,

* Routing and re-routing decisions based on network and execution
condi tions,

* Failure detection and signaling to enable timely recovery.

The inference path is optimzed for |Iow | atency, mninmal coordination
over head, and predictable progress under Internet variability.

I nference path execution is optimstic but constrained. Participants
are not blindly trusted, and incorrect execution is mitigated through
the foll owi ng nmechani sns:

* Execution comm tnents: Participants commt to execution inputs,
| ayer identifiers, and deadlines before revealing outputs,
preventing adaptive or inconsistent behavior

* Sel ective redundancy: For high-inpact |ayers or execution steps,
multiple participants may performthe same conputation, allow ng
m smat ches to be detected through |ightweight conparison.

* State-local execution: Execution path affinity mnimzes state
transfer and confines errors to limted execution segnents.

These nechani sns all ow many i ncorrect executions to be detected
within the sane token step or shortly thereafter, enabling rapid

fall back or |ocalized re-execution before incorrect results propagate
to the user.

3. Control Path Functions and Enforcenent
The control path operates asynchronously and is responsible for

systemw de coordination and accountability. 1ts functions include,
but are not limted to:
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* Cryptographic identity registration and authentication,

* Stake | ocking, managenent, and rel ease,

* Validation of execution commtnents and reveal ed results,

* Slashing decisions for incorrect execution or m ssed deadlines,
* Reward cal cul ation and settl enment,

* Maintenance of long-termreputation or eligibility signals.

Because control path operations are not latency-critical, they can
perform thorough verification and policy enforcement w thout delaying
i nference execution. Control path decisions are driven by signed
execution records and verifiable evidence produced during inference
pat h executi on.

Wil e sone violations may be detected only after inference has
progressed or conpl eted, econom c deterrence and reputationa
consequences make sustai ned m sbhehavior irrational for participants
seeking long-term participation

10.4. Bounded Ri sk and Practical Correctness

The separation between the inference path and the control path

i ntroduces bounded risk rather than absolute prevention of incorrect
execution. However, the conbination of early detection on the

i nference path, rapid fall back nmechani sns, and strong econom c
deterrence on the control path ensures that incorrect results are
rare, localized, and unlikely to persist undetected.

This design follows a well-established distributed systens principle:
optimstic execution conbined with eventual verification. QODS
applies this principle to open and decentralized i nference, enabling
hi gh-t hroughput, |ow Il atency execution while preserving
accountability and systemintegrity.

11. Scal ability and Depl oyment Consi derations

ODSl is designed to scale across | arge nunbers of independently
operated participants and to operate under dynam ¢ network and
resource conditions. This section discusses considerations rel ated
to open participation, participant churn, and long-termextensibility
of the framework.
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11.

11.

1. Open Menbership and Sybil Resistance

ODSl supports open nenbership, allow ng any participant to contribute
conput ational resources without requiring centralized adm ssion or
prior trust relationships. This openness is essential for elastic
scaling and for harnessing widely distributed and het erogeneous
comput e capacity.

However, open menbership introduces the risk that a single entity may
create many identities to gain disproportionate influence or rewards.
To mitigate this risk, ODSI relies on Sybil-resistance nechani sns

i npl emrented within the control plane, where Sybil resistance can only
be achi eved econonically rather than adm nistratively. Wile
identity creation is unrestricted, meaningful participation requires
st ake- backed commitnent. Stake ensures that influence, task vol ume,
and rewards are proportional to economc risk and historica
performance rather than identity count.

Thi s approach preserves openness whil e preventing adversaries from
cheaply anplifying influence through | arge nunbers of identities.
Large-scale Sybil attacks require correspondingly |large capita
commitnents and carry a high risk of econom c |oss.

2. Gowh and Churn

Participants in ODSI may join or |eave the systemat any time, either
intentionally or due to failures, mobility, or network conditions.
The framework assunes continuous churn and does not require |ong-
lived availability fromindividual participants.

Scal ability under churn is achi eved by:
* Decentralized participant discovery and coordination,

* Adaptive assignnment of inference execution based on observed
avai l ability and perfornmance,

* Conservative state migration and |l ocalized recovery when execution
pat hs change.

The inference plane prioritizes tinely progress in the presence of
transient failures, while the control plane provides |onger-term
stability by discouraging unreliable behavior through econonic and
reput ati onal consequences. Together, these nechanisns allow the
systemto scale with participation while remaining robust under
dynanmi ¢ conditions.
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11.3. Interoperability and Extensibility

ODSl is defined as an architectural framework rather than a single
monolithic protocol. It is intended to accommpdate nultiple protoco
i nstantiations, execution environments, and incentive nechani sns.

Interoperability is supported by:

* (Clear separation between inference execution and verification
functions,

* \Well-defined interfaces between planes,

* Use of cryptographic primtives and nessage formats that can be
st andar di zed i ndependent|y.

Extensibility is a key design goal. New execution strategies,
verification techni ques, or incentive schemes can be introduced

wi t hout disrupting existing deploynents, provided they respect the
framewor k8E {5 core principles. This nodularity allows ODSI to evol ve
al ongsi de advances in inference techni ques, hardware capabilities,
and decentralized coordi nati on nmechani sns.

12. Privacy Considerations

I nference execution in ODSI involves the transm ssion of user-
provided inputs and internediate activations across independently
operated participants. By default, the franework does not provide
confidentiality guarantees for such data beyond transport-|eve
protection.

Decentral i zed execution may reduce the need to transmit user data to
centralized endpoints and can enabl e conputation to occur closer to
data sources. However, distributing execution across nultiple
participants may al so increase the nunber of entities that observe
portions of the execution state.

Privacy risks include exposure of user inputs, partial activations,
execution patterns, or metadata such as timng and routing
informati on. These risks vary dependi ng on depl oynent context,
partici pant selection policies, and execution strategies.

ODS|I is designed to be conpatible with additional privacy-enhancing
mechani sims, including data mnimzation, execution on trusted
hardwar e, encrypted conputation, or differential privacy techniques.
Such mechani sns are consi dered out of scope for this docunent but may
be incorporated by specific protocol instantiations or depl oynent
profiles.
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13.

14.

15.

15.

Operators and users should carefully evaluate privacy requirenments
and sel ect appropriate configurations and extensions when depl oyi ng
ODSl in sensitive environnents.

Rel ationship to Existing Wrk

ODSl draws inspiration fromnultiple areas of distributed systens and
decentralized computing, while addressing challenges that are
specific to large-scale, interactive inference workl oads.

Centralized inference platforns provide tightly optim zed execution
but rely on trusted operators and centralized infrastructure. CODS|
departs fromthis nodel by enabling open participation and
decentralized execution while preserving interactivity.

Prior work on distributed nmachine |earning focuses primarily on
training or batch-oriented conputation, where execution is |ess
sensitive to strict per-step latency and state continuity. In
contrast, ODSI targets online inference with strong sequenti al
dependenci es and deadl i ne constraints.

Peer -t o-peer and decentralized conputation franmeworks enabl e open
resource contribution but typically assune best-effort execution or
statel ess tasks. ODSI extends these ideas by incorporating statefu
execution, deadline awareness, and econonic accountability.

Bl ockchai n and decentralized | edger systens provi de nechanisns for
identity, verification, and incentive alignnent, but are generally
unsuitable for latency-critical execution. ODSI adopts simlar
accountability principles while decoupling execution from
verification to neet perfornmance requirenents.

By integrating concepts fromthese domains, ODSI defines a distinct
architectural approach for open, decentralized inference that
conpl enents rather than repl aces existing systens.
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