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1. Introduction

Mobi | e nodes that operate in air/land/seal space donmains (e.g.,
aircraft of various configurations, terrestrial vehicles, seagoing
vessel s, space systens, enterprise wreless devices, pedestrians with
cel | phones, etc.) configure mobile routers that connect end user
network peers with Internetwork correspondents over nultiple
interface connections to wireless and/or wired-line data |inks.
These data |inks often have diverse performance, cost and
availability properties that can change dynamically due to mobility
patterns, flight phases, proximty to infrastructure, etc. The
mobil e router acts as a Cient of a network-based Mbility Service
(M5) by configuring a virtual interface over its underlay interface
data link connections to support secure gl obal nobile

I nt er net wor ki ng.

Each Cient configures a virtual network interface (termed the
"Overlay Multilink Network (OWNI) Interface") as a thin |ayer over
its underlay interfaces which may thensel ves connect to virtual or
physical links. The OVWN interface therefore exposes a single
interface abstraction to the I P layer which behaves according to the
Non- Broadcast, Miltiple Access (NBMA) interface principle, while each
underl ay interface appears as a link layer comunication channel in
the architecture. The OVWN interface appears as an ordi nary network
interface and internally employs the "OWNI Adaptation Layer (QAL)" to
efficiently accommobdate original |IP packets of all sizes over diverse
underlay interfaces with heterogeneous properties.

The OMNI interface connects to a virtual overlay termed the "OW

I'i nk" whi ch spans one or nore concatenated Internetwork underl ays
such as private-use infrastructures (e.g., enterprise networks,
operator networks, etc.) and/or the global public Internet itself.
Toget her, OVWNI and the QAL provide foundational el enments necessary to
support the "6 Ms of Mdern Internetworking", including:
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1. Miltilink - a dient’s ability to coordinate multiple diverse
underlay interfaces as a single logical unit (i.e., the OW
interface) to achieve the required comunicati ons performance and
reliability objectives.

2. Miltinet - the ability to span the OW I|ink over an end to end
t opol ogy connecting multiple diverse adm nistrative domain
networ k segrments whil e maintaining seam ess conmuni cati ons
bet ween mobile Cients and correspondents such as air traffic
controllers, fleet administrators, other nmobile Cients, etc.

3. Mbility - a dient’s ability to change network points of
attachnent (e.g., noving between wirel ess base stations) which
may result in an underlay interface address change, but without
di sruptions to ongoi ng conmuni cati on sessions with peers over the
OWI |i nk.

4. Milticast - the ability to send a single network transm ssion
that reaches multiple Cients belonging to the sanme interest
group, but without disturbing other Cients not subscribed to the
i nterest group.

5. Miltihop - a nobile Cdient peer-to-peer relaying capability
useful when nmultiple forwarding hops between peers nay be
necessary to reach a target peer or an infrastructure access
poi nt connection to the OWN i nk.

6. (Performance) Maxim zation - the ability to exchange packets of
all sizes between peers without |loss due to a |link size
restriction, and to adaptively adjust packet sizes to naintain
the best performance profile for each independent traffic flow

Client OMNI interfaces coordinate with the M5 and/or OVWN 1|ink peers
t hrough secure | Pv6 Nei ghbor Discovery (ND) control nessage exchanges
[ RFC4861]. The Ms consists of a distributed set of service el enents
(including fixed or nobile Proxy/Servers and ot her supporting
infrastructure) that also configure OMNI interfaces. Automatic

Ext ended Route Optim zation (AERO in particular provides a candidate
M5 conpatible with the OMNI architecture [I-D.tenplin-6man-aero3].
AERO di scusses details of ND nessaging for address resol ution,
multilink forwarding, route optimzation, nobility nanagenent, and
mul tinet traversal, while fundanmental aspects of OWN |ink operation
and router discovery are discussed in this docunent.

Clients that connect to nmultiple distinct OVWNI |inks configure a
corresponding OMNI interface for each Iink, e.g., omiO, omil,
omi 2, etc. Each OWN interface is configured over a distinct set of
underlay interfaces and provides a nexus for Safety-Based Miultilink
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(SBM operation within an OVWNI domain. The IP |ayer applies SBM
routing to select a specific OV interface which then applies
Per f ormance- Based Multilink (PBM to select appropriate underlay
interfaces. Applications select SBMtopol ogi es based on IP | ayer
Segnent Routing [ RFC8402], while each OW interface applies PBM
internally based on OAL Multinet traversal

Each OMNI interface assigns an external Link-Local Address (LLA) for
use by the network |ayer the same as for any IPv6 interface and al so
assigns a different internal LLA for use by the adaptation |ayer.

The adaptation | ayer then presents the appearance of a virtual router
on the sane Iink as the network layer in the role of a virtual host
all owi ng for the exchange of IPv6 ND nessages. The OWNI interface

al so assigns a unique Miltilink Local Address (MA) to support

mul tilink operations.

Each OMNI |ink assigns one or nore | P dobal Unicast Address (GUA)
Mobility Service Prefixes (MSPs). The MS then del egates network

| ayer Mobile Network Prefixes (M\Ps) taken froman MSP to Cient end
systens according to the "prefix-per-dient" nodel [RFCI9663]

[ RFCO762] .

Clients receive MNP del egations from Proxy/ Servers through OWI -
encapsul ated | Pv6 ND control nessage exchanges over Access Networks
(ANETs), Mbobile Ad-hoc Networks (MANETs) and/or open |nternetworks
(INETs). dients sub-del egate MNPs to downstream attached End-user
Net wor ks (EUNs) independently of the underlay interfaces selected for
upstream data transport. Each Client acts as a fixed or nobile
router on behal f of EUN peers, and uses OW interface contro
messaging to coordinate with Proxy/ Servers and/or other Cients. The
Client registers with Proxy/ Servers over each of the OVMNI interface’'s
(M ANET/ I NET underlay interfaces to enroll each interface with the M5
(see: Section 14). The Cient can also provide (proxyed) multihop
forwardi ng services for a recursively extended chain of other Cients
and end systens connected via downstreamattached *NETs.

Proxy/ Servers on the link delegate M\Ps to Clients via the Dynanic
Host Configuration Protocol for |1Pv6 (DHCPv6) service. DHCPv6
messaging is carried as OVWN extensions to encapsul ated | Pv6 ND
router discovery nessages since each Proxy/ Server supports both
DHCPv6 Server and | Pv6 router functions.

Peer -t o- peer nei ghbor coordi nation over the OWI 1ink proceeds
according to either the "on-link" or "off-1link" I Pv6 Nei ghbor
Di scovery nodel. For |IP destinations that match on-1ink prefixes,

the initiating peer’s network | ayer invokes address resolution to
create a network | ayer nei ghbor cache entry and al so cause the
interface to create a correspondi ng adaptation | ayer cache entry.
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The network | ayer then engages the OMNI interface as a "virtua

Et hernet" [VETH or "TAP" [ TUNTAP] interface including the mapping of
network | ayer addresses to |ink-layer addresses. The on-Ilink node
may be nore suitable for general purpose systens and/or when nmultiple
OWNI interfaces are necessary, but requires careful coordination

bet ween the network and adaptation |ayers.

For | P destinations that do not match on-link prefixes the network

| ayer forwards all original |IP packets to a virtual router function
within the OMNI interface wi thout disturbing the network |ayer

nei ghbor cache. The OWN interface then invokes address resol ution
as an adaptation layer function. This off-link nodel can be

coordi nated over virtual Ethernet and TAP interfaces the sanme as for
the on-1ink nodel, or can instead use a "TUN' interface [ TUNTAP]

wi t hout mappi ng network | ayer addresses to |ink-layer addresses. The
of f-1ink nodel may be nore applicable for end user equi pnent such as
cel | phones where adm nistrative privileges nmay not support creation
of virtual Ethernet interfaces, or when operation may be sinplified
by avoi di ng coordi nati on between the network and adaptation | ayer

I mpl enentations are free to select the on- or off-link nodel on a
per-prefix basis independently of other nodes on the link, as the
external appearance is identical in both cases.

The OMNI |ink nodel is suitable for a wide range of use cases. For
exampl e, the International Civil Aviation O ganization (I CAO Wrking
G oup-1 Mobility Subgroup is devel oping a future Aeronautica

Tel ecommuni cati ons Network with Internet Protocol Services (ATN IPS)
and has issued a |liaison statenent requesting | ETF adoption [ATN] in
support of | CAO Docunment 9896 [ATN-IPS]. The IETF IP Wrel ess Access
i n Vehicular Environments (ipwave) working group has further included
probl em statenent and use case analysis for OW in [RFCO365]. Still
other comunities of interest include AEEC, RTCA Special Conmittee
228 (SC-228) and NASA prograns that exam ne conmercial aviation,
Urban Air Mbility (UAM and Unnanned Air Systens (UAS). Pedestrians
wi t h handhel d nobil e devices using 5@ 6G wirel ess services, hone and
smal | office networks, enterprise networks and many others represent
additional |arge classes of potential OVWN users.

Thi s docunent specifies the transm ssion of original |IP packets and
control messages over OMNI interfaces. The operation of both IP
protocol versions (i.e., IPv4 [RFC0791] and I Pv6 [ RFC8200]) is
specified as the network | ayer data plane, while OWNI interfaces use
I Pv6 ND nessaging in the control plane independently of the data

pl ane protocol (s). OWI interfaces also provide an adaptation |ayer
based on encapsul ation and fragmentation for transm ssion over

het er ogeneous underl ay interfaces as an QAL subl ayer between L3 and
an underlay configured over any L2 nedia. OW and the OAL are
specified in detail throughout the remainder of this docunent.
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2

Ter mi nol ogy

The term nology in the normative references applies; especially, the
terms "link" and "interface" are the sane as defined in the |Pv6

[ RFC8200] and | Pv6 Nei ghbor Discovery (ND) [ RFC4861] [ RFC9762]
specifications. This docunent assumes the following |Pv6 ND contro
pl ane message types: Router Solicitation (RS), Router Advertisenent
(RA), Neighbor Solicitation (NS), Neighbor Advertisement (NA)
unsolicited NA (uNA) and Redirect. AERO further introduces new | Pv6
ND pseudo-nessage types Multilink Initiate (M), Miltilink Respond
(MR) and Multilink Control (MC) with formats identical to the
standard NS nessage but with different Code val ues. These nessages
are used to control adaptation layer functions only and are never
exposed to the network layer. See [I-D.tenplin-6man-aero3] for a
full specification of M/MYMC

The terms "All-Routers multicast", "Al-Nodes nulticast" and "Subnet -
Router anycast" are the sanme as defined in [RFC4291]. Also, |IPv6 ND
state nanes, variables and constants includi ng REACHABLE
Reachabl eTi mre and REACHABLE TIME are the sanme as defined in

[ RFC4861] .

The term"IP" is used to refer collectively to either Internet
Protocol version (i.e., |IPv4 [RFCO791] or |Pv6 [ RFC8200]) when a
specification at the layer in question applies equally to either
ver si on.

The terns (Proxy/)dient and Proxy/Server are intentionally
capitalized to denote an instance of a particul ar node type that al so
configures an OMNI interface and engages the OV Adaptation Layer

The terms "application layer (L5 and higher)", "transport |ayer
(L4)", "network layer (L3)", "(data) link layer (L2)" and "physica

| ayer (L1)" are used consistently with conmon | nternetworking
term nol ogy, with the understanding that reliable delivery protoco
users of UDP are considered as transport |ayer elenents. The OW
specification further defines an "adaptation |ayer" positioned bel ow
the network | ayer and above the link | ayer, which may include

physical links and Internet- or higher-layer tunnels. A (network)
interface is a node’s attachnent to a link (via L2), and an OWN
interface is therefore a node’'s attachnent to an OVMNI link (via the

adaptation | ayer).
The following terns are defined within the scope of this docunent:
GUA, ULA, LLA, MA

A d obal | y-Uni que (GUA), Unique-Local (ULA) or Link-Local (LLA)
Address per the | Pv6 addressing architecture [ RFC4193] [ RFC4291],
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or a Miultilink-Local Address (M.A) per [I|-D.tenplin-6man-m a].
| Pv4 prefixes other than those reserved for special purposes
[ RFC6890] are al so considered as GUA prefixes

L3
The Network layer in the OSI reference nodel, also known as "l ayer
3" or the "IP layer". The Network | ayer engages the Adaptation
| ayer via OVNI interfaces.

Adapt ati on | ayer
An | Pv6 encapsul ation and fragnmentation md-layer that adapts L3
to a diverse collection of underlay interfaces. The adaptation
| ayer then engages an underlay network that perfornms UDP/IP, IP
or NULL encapsul ation for transm ssion over underlay interface
attachnents to L2 nedi a.

L2
The Data Link layer in the OSl reference nodel, also known as
"layer 2" or "link layer".

Access Network (ANET)
a connected network region (e.g., an aviation radi o access
network, corporate enterprise network, satellite service provider
network, cellular operator network, residential WFi network,
etc.) that connects Clients to the rest of the OW 1link
Physi cal and/or data link |evel security is assumed (sonetines
referred to as "protected spectruni for wireless domains). ANETs
such as private enterprise networks and ground donmi n aviation
service networks often provide nultiple secured | P hops between
the dient’s physical point of connection and the nearest Proxy/
Server.

Mobi | e Ad- hoc NETwor k ( MANET)
a connected ANET region for which links often have undeterm ned
connectivity properties, |lower |layer security services cannot
al ways be assuned and nultihop forwardi ng between Cients acting
as MANET routers may be necessary. Clients nested deeply within a
MANET often require adaptation | ayer proxy services from
"upstream’ peer Proxy/Cients |ocated progressively nearer the
MANET border. The OWNI |ink nodel naturally supports MANET
Internetworking [I-D.tenplin-nmanet-inet].
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I nternetwork (I NET)
a connected network region with a coherent | P addressing plan that
provides transit forwarding services between (M ANETs and/or OWN
nodes that coordinate with the Mobility Service over unprotected
medi a. Since physical and/or data link |evel security cannot
al ways be assuned, security must be applied by higher layers in
the architecture as necessary. The global public Internet itself
is an exanpl e.

End- user Network (EUN)
a sinple or conplex "downstrean network tethered to a Cient as a
single logical unit that travels together. The EUN coul d be as
sinple as a single link connecting a small nunber of hosts, or as
complex as a large network with many links, routers, bridges and
end user devices. The EUN provides an "upstream' |ink for
arbitrarily many | ow, nedium or high-end devices dependent on
the Client for their upstreamconnectivity, i.e., as Internet of
Things (10T) entities.

*NET
a "wildcard" termused when a given specification applies equally
to all MANET/ ANET/ I NET cases. Fromthe Client’'s perspective, *NET
interfaces are "upstreant interfaces that connect the Cient to
the Mobility Service, while EUN interfaces are "downstreant
interfaces that the Cient uses to connect downstream EUNs and/ or
other dients. Local comunications between correspondents wthin
the sanme *NET can often be conducted based on | Pv6 M.As
[1-D. tenplin-6man-m aj .

underlay network/interface
a *NET interface over which an OVNI interface is configured. The
network | ayer engages the OVNI interface as an ordi nary network
interface, and the adaptation | ayer engages each underl ay
interface as a link |ayer conduit. The underlay includes UDP/IP
I P or NULL encapsul ations for data units transferred between the
adaptation and link |ayers.

MANET | nterface
a node’s underlay interface to a |local network w th indetermn nant
nei ghbor hood properties over which rmultihop relaying may be
necessary. Al MANET interfaces used by AERO OWI are |Pv6
interfaces and therefore nust configure a Maxi mum Transmni ssi on
Unit (MIU) no snaller than the IPv6 m ni num MIU (1280 octets) even
if lower-layer fragmentation is needed.

OWNI |ink

a Non-Broadcast, Miltiple Access (NBMA) virtual overlay configured
over one or nore INETs and their connected (M ANETS/EUNs. An OW
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link may conprise nmultiple distinct "segnments" joined by "bridges"
the sane as for any link; the addressing plans in each segnent nmay
be mutual |y exclusive and managed by different admnistrative
entities. Proxy/Servers and other infrastructure el enents extend
the link to support communications between Cients as single-hop
nei ghbors.

OWNI [|ink segnent
a Proxy/ Server and all of its constituent Clients wthin any

attached *NETs is considered as a leaf OVWN link segnent, with
each leaf interconnected via links and "bridge" nodes in
intermediate OMNI |ink segnents. Wen the *NETs of multiple |eaf

segnents overlap (e.g., due to network mobility), they can conbine
to formlarger *NETs with no changes to Cient-to-Proxy/ Server

relati onships. The OMNI |ink consists of the concatenation of al
OWI link leaf and internedi ate segnments as a | oop-free spanning
tree.

OWI interface
a node’s virtual interface to an OWNI |ink, and configured over
one or nmore underlay interfaces. |If there are multiple OMN |inks
in an OW dommin, a separate OMNI interface is configured for
each link. The OW interface configures a Maxi mum Transmni ssi on
Unit (MIU) and an Effective MIU to Receive (EMIU R) the sane as
any interface. The OWN interface assigns an "external" LLA and
Et hernet |ink-1ayer address the sane as for any |IPv6 interface,
assigns a different "internal” LLA and link-1ayer address to
support a virtual internal router entity, and assigns an M.A for
adaptati on | ayer addressing over underlay interfaces. Since OW
interface MLAs are managed for uni queness and LLAs are used for
node-| ocal operations only, OMN interfaces assume Optimstic
Duplicate Address Detection (DAD) per [RFC4429].

OWNI Adaptation Layer (OAL)
an OWI interface sublayer service that encapsulates original IP
packets adnitted into the interface in an | Pv6 header and/or
subjects themto fragmentation and reassenbly. The QAL is al so
responsi ble for generating MIU-rel ated control messages as

necessary, and for providing addressing context for OVWN |ink SRT
traversal. The QAL presents a new |l ayer in the Internet
architecture known sinply as the "adaptation layer". The OW

link is an exanple of a limted domain [ RFC8799] at the adaptation
| ayer although its segnents nmay be joi ned over open |nternetworks
in the underl ay.

OWNI Option

a pseudo I Pv6 ND option providing multilink paraneters for the
OWI interface as specified in Section 10. The OW option is
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appended to the end of a control nessage during QAL encapsul ation
such that it appears inmmediately followi ng the final nessage
option or conposite packet extension

(OWI) dient
a network platformdevice nobile router or end systemt hat
configures one or nore OMW interfaces over distinct sets of
underlay interfaces grouped as logical OMNI link units. The
Client coordinates with the Mbility Service via upstream networks
over *NET interfaces, and nay al so serve as a Proxy for other
Clients on downstream *NETs. The dient’s upstream network
i nterface addresses and perfornmance characteristics may change
over time (e.g., due to node mobility, link quality, etc.) while
other dients on downstream networks can engage the (upstream
Client as a Proxy.

(OWNI) Proxy/ Server
a segnment managerent topol ogy edge node that configures an OW
interface and connects Clients to the Mbility Service. As a
server, the Proxy/ Server responds directly to sone Cient |Pv6 ND
messages. As a proxy, the Proxy/Server forwards other Client |Pv6
ND messages to other Proxy/Servers and Cients. As a router, the
Proxy/ Server provides a forwarding service for ordinary data
messages that may be essential in sone environnents and a | ast
resort in others. Proxy/Servers at (M ANET boundaries configure
both an (M ANET downstream interface and *NET upstreaminterface,
whi | e | NET- based Proxy/ Servers configure only an I NET interface.

First-Hop Segnent (FHS) Proxy/ Server
a Proxy/ Server connected to the source Cient’s *NET that forwards
QAL packets sent by the source into the segnent nanagenent
topol ogy. FHS Proxy/ Servers act as internedi ate forwarding
systens to facilitate RS/ RA-based Prefix Del egati on exchanges
between Clients and Mbility Anchor Point (MAP) Proxy/ Servers

Last - Hop Segrment (LHS) Proxy/ Server
a Proxy/ Server connected to the target Cient’s *NET that forwards
QAL packets received fromthe segnent nmanagenent topology to the
target.
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Mobi lity Anchor Point (MAP) Proxy/ Server
a Proxy/ Server selected by the Cient that provides a designated
router service for any *NET underlay networks that register the
Client’s Mobile Network Prefix (MNP). Since all Proxy/Servers
provi de equival ent services, Cients normally select the first FHS
Proxy/ Server they coordinate with to serve as the MAP. However,
the MAP can instead be any avail abl e Proxy/ Server for the OW
link, i.e., and not necessarily one of the dient’s FHS Proxy/
Servers. This flexible arrangenent supports a fully distributed
mobi | ity managenent service

Segnment Routing Topol ogy (SRT)
a multinet forwarding region configured over one or nore | NETS
bet ween the FHS Proxy/ Server and LHS Proxy/ Server, where each | NET
appears as a segnment in a virtual overlay link. The SRT spans the
OWNI |ink on behalf of comrunicating peer nodes in a manner
outsi de the scope of this docunent (see:
[1-D. tenplin-6man-aero3]).

Mobility Service (M)
a mobile routing service that tracks Cient nmovenents and ensures
that dients remain continuously reachabl e even across nobility
events. The M consists of the set of all Proxy/Servers plus al
other OWI |ink supporting infrastructure nodes. Specific M
details are out of scope for this docunent, with an exanple found
in [I-D.tenplin-6man-aero3].

Mobility Service Prefix (MSP)
an aggregated IP GUA prefix (e.g., 2001:db8::/32,
2002:192.0.2.0::/40, etc.) assigned to the OW Iink and from
whi ch nore-specific Mbile Network Prefixes (MNPs) are del egated,
where |1 Pv4 MSPs are represented as "6to4 prefixes" per [ RFC3056].

OWNI |ink admnistrators typically obtain MSPs from an I nternet
address regi stry, however private-use prefixes can also be used
subject to certain limtations (see: Section 8). OW Ilinks that

connect to the global Internet advertise their MSPs to their
i nterdonmai n routing peers.

Mobil e Network Prefix (MP)
a longer IP prefix delegated froman MSP (e.g.,
2001: db8: 1000: 2000: : /56, 2002:192.0.2.8::/46, etc.) and assigned
toadient. Cients receive M\Ps from MAP Proxy/ Servers and sub-
del egate themto routers in downstream EUNs.

Foreign Network Prefix (FNP)

a global IP prefix not covered by a MSP and assigned to a |link or
net work outside of the OV domain.
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Subnet Router Anycast (SRA) Address
An | Pv6 address taken froman FNP/ MNP in which the remai nder of
the address beyond the prefix is set to the value "all-zeros".
For exanple, the SRA for 2001:db8:1::/64 is sinply 2001: db8: 1::
(i.e., with the 64 least significant bits set to 0). For |Pv4,
the 1 Pv6 SRA corresponding to the IPv4 prefix 192.0.2.0/24 is
2002:192.0.2.0::/40 per [RFC3056].

original |IP packet
a whole | P packet or fragnent admitted into the OM interface by
the network layer prior to OAL encapsul ation/fragnmentation, or an
| P packet delivered to the network |layer by the OVWN interface
foll owi ng QAL reassenbl y/ decapsul ati on.

QAL packet
an original |IP packet encapsulated in an OAL | Pv6 header with an
| Pv6 Extended Fragnent Header extension that includes an 8 octet
(64-bit) OAL ldentification value. Each OAL packet is then
subject to fragnmentation by the source and reassenbly by the
destinati on.

QAL fragnent
a portion of an QAL packet followi ng fragnmentation but prior to
underl ay encapsul ation, or follow ng underlay decapsul ati on but
prior to QAL reassenbly.

(QAL) atom c fragnent
an OAL packet that can be forwarded w thout fragnentation, but
still includes an | Pv6 Extended Fragnent Header with an 8 octet
(64-bit) OAL ldentification value and with Index and More
Fragments both set to O.

carrier packet
an OAL packet or fragment submitted for underlay interface
encapsul ati on. OAL nodes exchange carrier packets over underl ay
interfaces in a hop-by-hop fashion beginning with the QAL source,
then continuing over any QAL internedi ate nodes and ending with
the QAL destination. Each internediate hop renoves the underl ay
encapsul ati ons of the previous hop and inserts underl ay
encapsul ati ons appropriate for the next hop. Carrier packets may
thensel ves be subject to fragnentati on and reassenbly in sone | Pv4
underl ay networks at a layer below the OAL. Carrier packets sent
over unsecured paths use OVNI protocol underlay encapsul ati ons,
whil e those sent over secured paths use security encapsul ations
such as | Psec [ RFC4301]. (The term"carrier” honors agents of the
service postul ated by [ RFC1149] and [ RFC6214].)
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OAL source
a node that configures an OVWNI interface acts as an QAL source
when it encapsul ates original |IP packets to form QAL packets, then
performs QAL fragnentation and encapsul ation to create carrier
packets. Every OAL source is also an OWI |ink ingress.

OAL destination
a node that configures an OVNI interface acts as an QAL
destination when it decapsul ates carrier packets (follow ng
reassenbly if necessary), then perforns QAL reassenbly/
decapsul ation to derive the original |IP packet. Every QAL
destination is also an OMW |ink egress.

QAL internedi ate system
an OWI interface acts as an QAL internedi ate system when it
decapsul ates carrier packets received froma first segnent to
obtain the original OAL packet/fragnent, then re-encapsulates in
new underl ay headers and sends these new carrier packets into the
next segment. OAL internedi ate systens decrenment the Hop Limit in
QAL packets/fragments during forwarding, and discard the OAL
packet/fragment if the Hop Limt reaches 0. QAL internediate
systens do not decrement the TTL/Hop Limt of the original IP
packet, which can only be updated by the network and hi gher
| ayers. QAL internmediate systens along the path explicitly
addressed by the OAL | Pv6 Destination (e.g., Proxys, etc.) are
regarded as "endpoint" internediate systens while those not
explicitly addressed (e.g., MANET routers, AERO Gateways, etc.)
are regarded as "transit" internedi ate systens.

Mul tilink
a Cient OWN interface’ s nmanner of managing multiple diverse *NET
underlay interfaces as a single logical unit. The OW interface
provides a single unified interface to the network |ayer, while
underlay interface selections are perfornmed on a per-flow basis
considering traffic selectors such as Traffic C ass, Flow Label,
application policy, signal quality, cost, etc. Miltilink
sel ections are coordinated in both the outbound and i nbound
directions based on source/target underlay interface pairs.
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Mul ti net
an internmedi ate system s manner of spanning multiple diverse IP
Internetwork and/or private enterprise network "segnments” through
QAL encapsulation. Miltiple diverse Internetworks (such as the
gl obal public IPv4 and I Pv6 Internets) can serve as transit
segnents in an end-to-end QAL forwardi ng path through internediate
system concat enati on of SRT network segments. This CAL
concat enati on capability provides benefits such as supporting
I Pv4/ 1 Pv6 transition and coexistence, joining multiple diverse
operator networks into a cooperative single service network, etc.
See: [I-D.tenplin-6man-aero3] for further information.

Mul ti hop
an iterative relaying of carrier packets between Cients over an
OWNI underlay interface technol ogy (such as omidirectiona
wirel ess) without support of fixed infrastructure. Miltihop
services entail Cient-to-Cient relaying within a Mbile/
Vehi cul ar Ad- hoc Networ k ( MANET/ VANET) for Vehicl e-to-Vehicle
(V2V) communi cations and/or for Vehicle-to-Infrastructure (V2l)
"range extension" where Cients within range of comuni cations
infrastructure el enents provide forwarding services for other
Cients.

Mobility
any action that results in a change to a Cient underlay interface
address. The change could be due to, e.g., a handover to a new
Wi rel ess base station, loss of link due to signal fading, an
actual physical node novenent, etc.

Saf ety-Based Multilink (SBM
A rmeans for ensuring fault tol erance through redundancy by
connecting multiple OVMNI interfaces within the same domain to
i ndependent routing topologies (i.e., nultiple independent OW
links). SBMcan also include non-terrestrial physical link types
such as low earth orbit satellite services in a hyperconnected
servi ce nodel

Per f ormance Based Multilink (PBM
A nmeans for selecting one or nore underlay interface(s) for
carrier packet transm ssion and reception within a single OW

interface.

OWNI Donmai n
The set of all SBM PBM OWNI |inks that collectively provides
services for a common set of MSPs. Al OWNI links within the sane

domai n configure, advertise and respond to the SRA address(es)
corresponding to the MSP(s) assigned to the donain.
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fl ow
a sequence of packets sent froma particular source to a
particul ar uni cast, anycast, or mnulticast destination that a node
desires to label as a flow. The 3-tuple (Source Address,
Destination Address, Flow Label) enables efficient I Pv6 flow
classification. Al packets of the sane flow will receive
i dentical forwarding services over the OWI |ink and nust
therefore have compatible traffic classifications. The IPv6 Fl ow
Label Specification is observed per [RFC6437][ RFC6438].

AERO Fl ow I nformati on Base (AFIB)
A multilink forwarding table on each QAL source, destination and
i ntermedi ate systemthat includes AERO Fl ow Vectors (AFV) with
bot h next hop forwardi ng instructions and context for
reconstructing conpressed headers for specific underlay interface
pairs used to transport flows froma source to a destination
See: [I-D.tenplin-6man-aero3] for further discussion

AERO Fl ow Vector (AFV)
An AFIB entry that includes soft state for each underlay interface
pai rwi se comunication flow fromsource to destination. AFVs are
identified by an AFV I ndex (AFVI) paired with the previous hop
underl ay address, with the pair established based on an | Pv6 ND
solicitation and solicited | Pv6 ND advertisenment response. The
AFV al so caches underlay interface pairw se lIdentification
sequence nunber parameters to support carrier packet filtering.
See: [I-D.tenplin-6man-aero3] for further discussion

AERO Fl ow Vector | ndex (AFVI)
A 2 or 4 octet integer value supplied by a previous hop OAL node
when it requests a next hop QAL node to create an AFV. (The AFVI
is always processed as a 4 octet value, but conpressed headers may
omt the 2 nost significant octets when they encode the value 0.)
The next hop QAL node caches the AFVI and underlay address
supplied by the previous hop as header conpressi on/ deconpression
state for future OAL packets with conpressed headers. The
previ ous hop QAL node nust ensure that the AFVI values it assigns
to the next hop via a specific underlay interface are distinct and
reused only after their useful lifetinmes expire. The specia
val ue 0 neans that no AFVI is asserted.

underl ay encapsul ation
the OWNI protocol encapsul ation of QAL packets/fragnments in an
out er header or headers to formcarrier packets that can be routed
within the scope of the local *NET underlay network partition.
Conmon under | ay encapsul ati on conbi nations include UDP, |P and/or
Et hernet using a port/protocol/type nunber for OWI
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3.

under | ay- ext ended (UNX) address
an address that appears in the OVWN protocol underlay
encapsul ation for an underlay interface and also in control
message OVNI options. UNX can be either an I P address for
(UDP/)I P encapsul ations or an | EEE EU address [EU ] for direct
data link encapsul ation. (Wwen UDP/IP encapsul ation is used, the
UDP port nunmber is considered an extension of the P UNX.)

QAL Fragment Size (OFS)
the current OAL source fragnmentation size for a given flow which
must be no snmaller than 1024 octets and should be no larger than
65279 octets to allow sufficient space for OAL and underl ay
encapsul ations. (OFS pertains to the fragment payl oad i mredi ately
followi ng the fragment header; if QAL extension headers are
included following the first fragnent header a slightly |arger
m ni mum OFS may be necessary to acconmnodate nmaxi mum sized
packets.) Each QAL source maintains OFS in an AERO Fl ow Vect or
(AFV) for each independent flow. The QAL source discovers |arger
OFS si zes through dynam ¢ probing the same as defined for Maxi num
Packet Size (MPS) probing per Section 4.4 of [RFC8899] and shoul d
adaptively maintain the best possible OFS for each fl ow according
to current network conditions.

Requi rement s

OWNI interfaces maintain the sane Conceptual Data Structures as for
any |1 Pv6 interface, including the Neighbor Cache, Destination Cache,
Prefix List and Default Router List [RFC4861]. These data structures
are affected by the exchange of | Pv6 ND nessages in the sane nanner
as for any IPv6 interface. The OWN interface also internally
configures an extension to the Nei ghbor Cache that includes
adaptation layer information managed in parallel with network | ayer
information. This docunent refers to the distinct neighbor cache
views as the Adaptation Layer Nei ghbor Cache (ALNC) and Network Layer
Nei ghbor Cache (NLNC).

Client and Proxy/ Server OMN interfaces maintain per-destination
state in Destination Cache Entries (DCEs) as a level of indirection
i nto per-neighbor state in Neighbor Cache Entries (NCEs) which

i nclude both network | ayer (NLNCE) and adaptation |ayer (ALNCE)
information. The | Pv6 ND Protocol Constants associated with these
caches defined in Section 10 of [RFC4861] apply also to this
docunent .

OWNI interfaces should Iimt the size of their control plane nessages
(plus any original |IP packet attachnments) to the adaptation |ayer
path MrU which nay be as small as the mnimum I Pv6 |ink MU m nus
encapsul ati on overhead. |If there are sufficient OV paraneters and/
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or | P packet attachnents that woul d cause a control nessage to exceed
this size, the OW interface should forward the information as
multiple small er nessages and the recipient accepts the union of al
information received. This allows the nessages to travel without

| oss due to a size restriction over secured control plane paths that

i nclude | Psec tunnels [ RFC4301], secured direct point-to-point |inks
and/ or unsecured paths that require an authentication signature.

L3, the adaptation |ayer and the underlay each include distinct
packet Identification nunbering spaces. The adaptation |ayer enploys
an extended Ildentification nunbering space that is distinct fromthe
L3 and underl ay spaces, with an Identification value appearing in an
| Pv6 Extended Fragnent Header [I-D.tenplin-6man-ipid-ext2] or an OWI
Conpressed Header (OCH) (see: Section 6.5) in each adaptation |ayer
encapsul at i on.

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMVENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunment are to be interpreted as described in BCP
14 [ RFC2119] [ RFC8174] when, and only when, they appear in al

capital s, as shown here

4. Overlay Multilink Network (OVWNI) Interface Mde

The | P | ayer engages the OVNI interface as a virtual interface
configured over one or more underlay interfaces, which may be
physical (e.g., an aeronautical radio link, a cellular wreless |ink,
etc.) or virtual (e.g., an internet-layer or higher-layer "tunnel").
The OWNI interface architectural l|ayering nodel is the sanme as in

[ RFC5558] [ RFC7847], and augnmented as shown in Figure 1. The network
| ayer therefore engages the OMNI interface as a single L3 interface
nexus for multiple underlay interfaces that appear as L2

conmmuni cation channels in the architecture.
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Figure 1. OWI Interface Architectural Layering Mde

Each underlay interface provides an L2/L1 abstraction according to
one of the follow ng nodels:

* |INET interfaces connect to an INET either natively or through IP
Net wor k Address Translators (NATs). Native INET interfaces have
gl obal | P addresses that are reachable fromany |NET
correspondent. NATed INET interfaces typically configure private
| P addresses and connect to a private network behind one or nore
NATs with the outernpst NAT providing | NET access.

* (MANET interfaces connect to a (MANET that is connected to the
open | NET by Proxy/Servers. The (M ANET interface may be either
on the sane link segnment as a Proxy/Server, or separated froma
Proxy/ Server by multiple adaptation | ayer and/or underlay/L2 hops.
(Note that NATs nmmy appear internally within a (M ANET or on the
Proxy/ Server itself and may require NAT traversal the sane as for
the I NET case.)

* EUN interfaces connect a Cient’s downstream attached networks,
where the dient provides forwarding services for EUN end system
conmuni cations to renote peers. An EUN nmay be as sinple as a
smal | 10T sub-network that travels with a nobile dient to as
conplex as a large private enterprise network that the dient
connects to a |arger *NET.
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* VPN interfaces use security encapsul ations (e.g. |Psec tunnels)
over underlay networks to connect Cient, Proxy/Server or other
critical infrastructure nodes. VPN interfaces provide security
services at sub-network |ayers of the architecture with securing
properties simlar to Direct point-to-point interfaces.

* Direct point-to-point interfaces securely connect Cients, Proxy/
Servers and/or other critical infrastructure nodes over physica
or virtual nedia that does not transit any open Internetwork
pat hs. Exanples include a line-of-sight |ink between a renote
pil ot and an unnanned aircraft, a fiberoptic |link between
gat eways, etc.

The OWNI interface forwards original |IP packets fromthe network

| ayer using the OVNI Adaptation Layer (QAL) (see: Section 5) as an
encapsul ati on and fragnentation subl ayer service. This "QAL source"
then further encapsulates the resulting OAL packets/fragnments in
underl ay network headers (e.g., UDP/IP, |P-only, Ethernet-only, etc.)
to create encapsul ated "carrier packets" for transm ssion over
underlay interfaces. The target OMNI interface then receives the
carrier packets fromunderlay interfaces and perforns decapsul ation
to obtain QAL packets/fragnents.

If the resulting QAL packets/fragnents are addressed to itself, the
OWNI interface performs reassenbly/decapsul ati on as an " QAL
destination"” and delivers the original |IP packet to the network
layer. |If the OAL packets/fragments are addressed to another node,
the OWNI interface instead re-encapsul ates themin new underl ay
network headers as an "OAL internedi ate systen then forwards the
resulting carrier packets over an underlay interface. The OAL source
and OAL destination appear as "nei ghbors" on the OWNI 1|ink, while OAL
i ntermedi ate systens provide a virtual bridging service that joins
the segnments of a (nultinet) Segnent Routing Topol ogy (SRT).

The OWMNI interface transports carrier packets over either secured or
unsecured underlay interfaces to access the secured/unsecured OW
I'ink spanning trees as discussed further throughout the document.
Carrier packets that carry control plane nessages over secured
underl ay interfaces use sub-network securing services such as |Psec,
di rect encapsul ation over secured point-to-point links, etc. Carrier
packets that carry data pl ane nessages over unsecured underl ay
interfaces instead use encapsul ati ons appropriate for public or
private |nternetworks.

The OWNI interface and its QAL can forward original |IP packets over
underlay interfaces while including/omtting various |ower |ayer
encapsul ati ons including OAL, UDP, IP and (ETH)ernet or other |ink

| ayer header. The network |ayer can al so engage underlay interfaces
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directly while bypassing the OW interface entirely when necessary.
This architectural flexibility may be beneficial for underlay
interfaces (e.g., sone aviation data links) for which encapsul ati on
overhead is a primary consideration. OWI interfaces that send
original |IP packets directly over underlay interfaces w thout

i nvoki ng the QAL can only reach peers |ocated on the sane OW |ink
segnment. Source Clients can instead use the QAL to coordinate with
target Clients in the sane or different OVMNI |ink segnments by sending

initial carrier packets to a First-Hop Segnent (FHS) Proxy/ Server.
The FHS Proxy/ Sever then sends the carrier packets into the SRT
spanning tree, which transports themto a Last-Hop Segnment (LHS)
Proxy/ Server for the target Cient.

The OWNI interface encapsul ati on/ decapsul ati on |ayering possibilities
are shown in Figure 2 below. An imaginary vertical |ines drawn

bet ween the Network Layer at the top of the figure and Underl ay
Interfaces at the bottomof the figure then allowed to slide
horizontally either to the right or left illustrates the various
encapsul ati on/ decapsul ati on | ayering conbi nati on possibilities.
Conmon conbi nations include IP-only (i.e., direct access to underlay
interfaces with or without using the OVWNI interface), IP/IP, |P/ UDP/
I'P, I'P/UDP/ I P/ETH, |P/ QAL/UDP/IP, | P/ OAL/UDP/ETH, etc.

N TSR . + A
| Net wor k Layer (Original |IP packets) |~
T + L3
| OWNI Interface (virtual sublayer nexus) | v
o e e e e o - o e e e e e e o - + -
| QAL Encaps/ Decaps |~
S + QAL
| QAL Frag/ Reass | v
S Fom e e e oo - o e e e e o - + -
| UDP Encaps/ Decaps/ Conpress | n
e L S SRR +o-t - - - + |
| 1P E/D| | 1P E/D| | 1P E/D| UL
S +o- - -+ Fom e - - -+ Fo-m - - -+ L2
| ETH E D] | ETH E/ D | ETH E/ D| | ETH E/ D] |
F-- - - - B S, T S o e e e e oo o B S, + v
Underl ay I nterfaces |
o o o e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e oo o +

Figure 2: OWNI Interface Layering
The OWNI/ QAL nodel gives rise to a number of opportunities:
* (Cients coordinate with the M5 and recei ve MNP del egati ons through

| Pv6 ND control plane nessage exchanges with Proxy/ Servers and
hence assured unique. Since the MAs assigned to the OW
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interface are managed for uni queness, Duplicate Address Detection
(DAD) and Multicast Listener Discovery (MD) nmessaging is serviced
locally within the OW interface w thout disturbing other nodes
on the |ink.

* underlay interfaces on the sane L2 |ink segnent as a Proxy/ Server
can omit UDP/IP underlay encapsul ati ons for conmunications
coordinated entirely over the OMNI interface.

* as underlay interface properties change (e.g., link quality, cost,
availability, etc.), any active interface can be used to update
the profiles of nultiple additional interfaces in a single
message. This allows for tinely adaptation and service continuity
under dynani cal |y changi ng conditions.

* coordinating underlay interfaces in this way allows themto be
represented in a unified Ms profile with provisions to support the
"6 Ms of Mdern Internetworking"

* header conpression and path MIU determination is conducted on a
per-flow basis, with each fl ow adapting to the best performance
profiles and path sel ections.

* exposing a single virtual interface abstraction to the network
layer allows for nmultilink operation (including QS based |ink
sel ection, carrier packet replication, |oad balancing, etc.) in
the underlay while still permtting network layer traffic shaping
based on, e.g., Traffic Cass, |IP address range, transport
protocol port nunber, Flow Label, etc.

* the OWN interface supports multinet traversal over the SRT when
comruni cations across different administrative domai n network
segnents are necessary. This node of operation would not be
possi bl e via direct comuni cations over the underlay interfaces
t hensel ves.

* the QAL supports |ossless and adaptive path MIU mitigati ons not
avai l abl e for comuni cations directly over the underlay interfaces
thensel ves. The QAL supports "packing” of multiple original IP
payl oad packets within a single QAL "conposite packet" and al so
supports transm ssion of |IP packets of all sizes up to and
i ncludi ng (advanced) junbograns.

* the QAL assigns per-packet ldentification values that allow for
adaptation/link layer reliability and data origin authentication
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* The network |ayer engages the OVMNI interface as a point of
connection to the OVWNI link; if there are multiple OWI |inks, the
network |ayer will engage multiple OVN interfaces.

* Miltiple independent OW interfaces can be used for increased
fault tol erance through Safety-Based Multilink (SBM, with
Per f or mance- Based Multilink (PBM applied within each interface.

* Miltiple independent OMNI |inks can be joined together into a
single link without requiring renunbering of infrastructure
el enents, since the M\Ps assigned by Proxy/Servers of the
different links will be nutually exclusive.

* The concept of OWNI endpoint internediate systens supports | ogica
partitioning (or "clustering”) within MANETs w thout requiring
address aggregation. Instead, MANET routing within each
partition/cluster is based on MLA host routes (i.e., MA: :/128)
that are not redistributed into other partitions/clusters. A
hi erarchy of partitions/clusters then connects MANET Clients to an
FHS Proxy/ Server. Packet forwardi ng between distinct partitions/
clusters is acconplished using the Segnent Routing Header (SRH).

* Cdients can configure OWNI interfaces in parallel wth physica
link types such as non-terrestrial and/or |owearth orbit
satellite services in a hyperconnected architecture. Each
interface configures a distinct set of |IP addresses so that upper
| ayers experience a nulti-addressed network | ayer

Figure 3 depicts the architectural nodel for a source Cient with an
attached EUN connecting to the OMNI link via nultiple independent
*NETs. The Cient’s OWI interface forwards adaptation | ayer
encapsul ated 1 Pv6 ND solicitation messages over avail able *NET
underl ay interfaces using any necessary underlay encapsul ations. The
I Pv6 ND nessages traverse the *NETs until they reach an FHS Proxy/
Server (FHS#1, FHS#2, ..., FHS#n), which returns an | Pv6 ND

adverti senent nessage and/or forwards a proxyed version of the
message over the SRT to an LHS Proxy/ Server near the target Cient
(LHS#1, LHS#2, ..., LHS#m). The Hop Limt in IPv6 ND nessages i s not
decrenented due to encapsul ation; hence, the source and target dient
OWNI interfaces appear to be attached to a shared NBMA |i nk.
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Figure 3: Source/ Target Cient Coordination over the QW Link

After the initial control nessage exchange, the source dient (as
wel|l as any nodes on its attached EUNs) can send carrier packets to
the target Cient via the OW interface. OW interface multilink
services will forward the carrier packets via FHS Proxy/ Servers for
the correct underlay *NETs. The FHS Proxy/ Server then re-

encapsul ates the carrier packets and forwards them over the SRT which
delivers themto an LHS Proxy/ Server, and the LHS Proxy/ Server in
turn re-encapsul ates and forwards themto the target Client. (Note
that when the source and target Client are on the sanme SRT segnent,
the FHS and LHS Proxy/ Servers nmay be one and the sane.)
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Mobile Cients select a MAP Proxy/ Server (not shown in the figure),
which will often be one of their FHS Proxy/Servers but may instead be
any Proxy/Server on the OW link. Cients then register all of
their *NET underlay interfaces with the MAP Proxy/ Server via per
interface FHS Proxy/ Servers in a pure proxy role. The MAP Proxy/
Server then advertises the dient’s M\Ps into the OVWNI |ink routing
system and the Cient can quickly mgrate to a new MAP Proxy/ Server
if the fornmer beconmes unresponsive.

Clients therefore use Proxy/ Servers as bridges into the SRT to reach
OWNI |ink correspondents via a spanning tree established in a manner
outside the scope of this docunent. Proxy/Servers forward critica
M5 control messages via the secured spanning tree and forward other
messages via the unsecured spanning tree (see: Security

Consi derations). Wen AERO route optim zation is applied, Cients
can instead forward directly to correspondents in the sane SRT
segnent to reduce Proxy/ Server and/or Gateway | oad.

Note: Original |IP packets sent into an OMNI interface will receive
consi stent consideration according to their size as discussed in the
foll owi ng sections, while those sent directly over underl ay
interfaces that exceed the underlay network path MIU are dropped with
an ordinary | CVMP Packet Too Big (PTB) nessage returned. These PTB
messages are subject to loss the sane as for any non-OWI [P
interface [ RFC2923].

5. OWI Interface Maxi mum Transm ssion Unit (MIU)

The OWNI interface observes the |ink nature of tunnels, including the
Maxi mum Transmi ssion Unit (MIU), Effective MIUto Send (EMIU_S),
Effective MIU to Receive (EMIU R) and the role of fragnentation and
reassenbly [I-D.ietf-intarea-tunnels]. The OWNI interface is
configured over one or nore underlay interfaces as discussed in
Section 4, where underlay |inks and network paths may have diverse
MIUs. OWN interface considerations for accommodating original IP
packets of various sizes are discussed in the follow ng sections.

I Pv6 underlay interfaces are REQU RED to configure a m ni num MU of
1280 octets and a m ni mum EMIU R of 1500 octets [RFC8200].

Therefore, the mnimum | Pv6 path MU is 1280 octets since routers on
the path are not pernitted to performnetwork fragnentati on even
though the destination is required to reassenble nore. The network
therefore MUST forward original |IP packets as |large as 1280 octets
wi t hout generating an | Pv6 Path MIU Di scovery (PMIuD) Packet Too Big
(PTB) nessage [ RFC8201].
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I Pv4 underlay interfaces are REQU RED to configure a m ni mum MU of
68 octets [RFCO791] and a m ni num EMTU R of 576 octets

[ RFCO791] [ RFC1122] . However, links that configure small MIUs are
likely to have | owend performance and occur only at the extrene
net wor k edges whil e hi gher-performance interior network |inks
commonly configure MIUs no smaller than 1280 octets and EMIU Rs no
smal | er than 1500 octets [ RFC3819].

The OWNI interface itself sets an "unlimted" MU of (2**32 - 1)
octets. The network |ayer therefore unconditionally admts al
original IP packets into the OW interface, where the adaptation

| ayer accommodates themif possible according to their size. The QAL
source then invokes adaptation |ayer encapsul ation/fragmentation
services to transformall original |IP packets no |arger than 65535
octets into OAL packets/fragments. The QAL source then applies
underl ay encapsulation to formcarrier packets and finally forwards
the carrier packets via underlay interfaces.

When the QAL source perforns | Pv6 encapsul ation and fragnmentation
(see: Section 6), the Payload Length field limts the maxi mumsized
original IP packet that the OAL can accomobdate while applying | Pv6
fragnmentation to (2**16 - 1) = 65535 octets (i.e., not including the
QAL encapsul ation header |engths). The QAL source is also pernitted
to forward packets larger than this size as a best-effort delivery
service if the path can accommpdate them through "junbo-in-junbo"
encapsul ati on; otherw se, the OAL source discards the packet and
arranges to return a PTB "hard error” to the original source (see
Section 6.9).

Each OMNI interface therefore sets a mnimum EMTU R of 65535 octets
(plus the length of the OAL encapsul ati on headers), and each CAL
destination nmust consistently either accept or reject still |arger
whol e packets that arrive over any of its underlay interfaces
according to their size. |If an underlay interface presents a whole
packet |arger than the OAL destination is prepared to accept (e.g.,
due to a buffer size restriction), the OAL destination discards the
packet and arranges to return a PTB "hard error" to the QAL source
which in turn forwards a translated PTB to the original source (see:
Section 6.9).

6. The OVWNI Adaptation Layer (OAL)

The OWNI interface forwards original |P packets fromthe network

| ayer for transmission over underlay interfaces. The OVNI Adaptation
Layer (QAL) acting as the OAL source then replaces the virtua

Et hernet header with an I Pv6 encapsul ati on header to form QAL
packets. The OWN interface then applies source fragnentation to
break these QAL packets into |IPv6 fragnents suitable for underlay
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encapsul ati on and transni ssion as carrier packets.

The carrier packets then traverse one or nore underlay networks
spanned by QAL internediate systens in the SRT. Each successive QAL
i ntermedi ate systemthen re-encapsul ates by renoving the first
underl ay network encapsul ati ons and appendi ng encapsul ati ons
appropriate for the next underlay network. (This process supports
the multinet concatenation capability needed for joining multiple

di verse networks.) Follow ng any forwarding by OAL internedi ate
systens, the carrier packets eventually arrive at the QAL
destination.

When the OAL destination receives the carrier packets, it discards
the underl ay encapsul ations and reassenbles the resulting OAL
fragments into an QAL packet as described in Section 6.3. The QAL
destination next replaces the OAL packet |Pv6 encapsul ati on header
with a virtual Ethernet header to obtain the original |IP packet for
delivery to the network layer via the OW interface. The OAL source
may be either the source Cient or its FHS Proxy/ Server, while the
QAL destination may be either the LHS Proxy/ Server or the target
Client. Proxy/Servers (and SRT Gat eways per

[1-D. tenplin-6man-aero3]) nmay al so serve as QAL internedi ate systens.

The OAL presents an OVNI subl ayer abstraction simlar to ATM
Adapt ati on Layer 5 (AAL5). Unlike AAL5 which performs segnentation
and reassenbly with fixed-length 53 octet cells over ATM networ ks,
however, the OAL uses | Pv6 encapsul ation, fragnmentation and
reassenbly with larger variable-length cells over heterogeneous
networks. (The QAL al so does not include a trailing CRC since each
I Pv6 fragnment is covered by hop-by-hop link layer integrity checks.)
Det ai | ed operations of the OAL are specified in the follow ng

secti ons.

6.1. QAL Source Encapsul ation and Fragnmentation

When the network |ayer forwards an original |P packet into the OW
interface, it either sets the TTL/Hop Linmit for |ocally-generated
packets or decrements the TTL/Hop Linmit according to standard IP
forwarding rules. The QAL source next creates an "QAL packet" by
replacing the virtual Ethernet header with an | Pv6 encapsul ation
header per [RFC2473]. The QAL source sets the |IPv6 encapsul ation
header Version to "OWN -1P6" (see: Section 6.2) and Next Header to
TBD1 (see: | ANA Consi derations).
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When the QAL source perforns | Pv6 encapsul ation, it sets the |IPv6
header "Fl ow Label" as specified in [ RFC6438]. The QAL source next
copi es the "Type of Service/Traffic Cass Differentiated Service Code
Poi nt (DSCP)" [RFC2474][ RFC2983] and "Explicit Congestion
Notification (ECN)" [RFC3168] values in the original packet’'s IP
header into the corresponding fields of the QAL | Pv6 header.

For original IP packets with DSCP ’*111111" (i ncluding ordinary
network control/data plane nmessages), the QAL source resets the QAL
I Pv6 encapsul ati on header DSCP to ’'110111'. The QAL source instead
sets the | Pv6 encapsul ati on header DSCP to '111111" for adaptation
| ayer control plane nessages that nust be processed by all OAL

i ntermedi ate systens on the path including both endpoints and
transits. These DSCP val ues belong to the "Pool 2 Experinmental and
Local Use (EXP/LU)" range reserved in [RFC2474] and correspond to
Net wor k/ I nt ernetwork Control precedence in [RFC0O791].

The QAL source next sets the |Pv6 header Payload Length to the I ength
of the original |IP packet and sets Hop Limit to a value that is
sufficiently large to support |oop-free forwarding over nultiple
concatenated QAL internediate hops. The OAL source next selects QAL
| Pv6 Source and Destination Addresses associated with its own OW
interface and the OWNI interface of the target. (See: Section 8 for
Source and Destination Address selection requirenents.)

The OAL source next inserts any necessary extension headers foll ow ng
the 1Pv6 header as specified in Section 6.4. For OAL data pl ane
packets, the source first inserts any per-fragnent extension headers
(e.g., Hop-by-Hop, Routing, etc.) then inserts an | Pv6 Extended
Fragnment Header (see: [I-D.tenplin-6man-ipid-ext2]) with an extended
QAL packet ldentification. Note that the extension header insertions
coul d cause the I Pv6 Payl oad Length to exceed 65535 octets by a snal
anount when the original |IP packet is (nearly) the maxi mum | ength.

The OAL source then source-fragnents the OAL packet if necessary
according to an QAL Fragment Size (OFS) mmintained in AERO Fl ow
Vectors (AVFs) for each independent flow. (The QAL source
encapsul at es payl oads that are no larger than the OFS and original IP
packets | arger than 65535 octets as "atomic fragnents".) QAL
fragments prepared by the source nust not be fragnmented further by
QAL internediate systens on the path to the OAL destination

QAL packets that contain original |IP packets no |larger than 65535
octets are subject to OAL source fragmentation using the |IPv6

Ext ended Fragnent Header (EFH) fragnmentation specification

[1-D. tenplin-6man-ipid-ext2] with the exception that the | Pv6 Payl oad
Length may exceed 65535 by at nost the | ength of the extension
headers. For each independent flow, the QAL source MJST set OFSto a
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size no smaller than 1024 octets and thereafter adjust OFS according
to dynami c network control nessage feedback. The QAL source SHOULD
limt OFS to a size no larger than 65279 octets (i.e., 256 octets

| ess than the maxi mumlength | Pv6 payl oad packet to allow room for
encapsul ati on) unless it has assurance that the path can accommdate
a larger size. (Note: the mninmum size ensures that OAL fragnents
can be accommodat ed over any potential comnbination of |Pv4/1Pv6
underl ay network paths where transit for smaller sizes is assured

wi t hout probing, while the maxi mum size observes the 65535 octet
limtation for conventional |IP packets.)

When the QAL source perforns fragnentation, it SHOULD produce the
m ni mum nunber of fragnments under current OFS constraints. The
fragments produced MJUST be non-overl appi ng and the portion of each
non-final fragment follow ng the | Pv6 Extended Fragnent Header MJST
be equal in length while that of the final fragment MAY be small er
and MUST NOT be | arger

For each consecutive OAL fragnment beginning with the first, the QAL
source then wites a nonotonically-increasing "ordinal" val ue between
0 and 63 in the Extended Fragnment Header Index field. Specifically,
the OAL source wites the ordinal value '0" for the first fragnent,
"1 for the first non-first fragment, '2° for the next, '3 for the
next, etc. up to the final fragnent. The final fragment may assign
an ordinal as large as '63 such that at npost 64 fragnents are
possi bl e.

The OAL source finally encapsul ates the fragnents in any underl ay
headers necessary to formcarrier packets for transm ssion over
underlay interfaces, while retaining the fragnments and their ordina
nunbers (i.e., #0, #1, #2, etc.) for a brief period to support
adaptation | ayer retransm ssions (see: Section 6.8). OAL fragnent
and carrier packet formats are shown in Figure 4.
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c) QAL carrier packet after underlay encapsul ation
Figure 4: QAL Fragnents and Carrier Packets

After establishing AFV state in the forward path for a given flow,
the QAL source dynanically nmanages the per-flow OFS by continually
probing the forward path to the QAL destination beginning with a size
no smaller than 1024 octets and increasing to progressively |arger
sizes per [RFC8899]. In this process, the OAL source acts as a

dat agram packeti zation |l ayer for the flow when it applies QAL
encapsul ati on, fragnentation and header conpression.

The OAL source creates a probe by setting the P flag in the Type 1
OWNI Conpressed Header (OCHl) (see: Section 6.5) of a probe packet
for the flow For probes that advance the OFS to a larger size, the
probe packet can include discard data (e.g., an | P packet w th Next
Header/ Protocol set to 59 ("No Next Header"), a UDP packet with
service port number set to 9 ("discard"), etc.) or live protocol data
with null padding. For probes that confirmthe current OFS, the
probe packet can instead entirely include |ive protocol data. The
QAL source then admts the probe for underlay encapsul ati on and
transm ssi on.
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When the QAL destination receives the probe, it returns an QAL-
encapsul at ed secured control message to the QAL source with an OWN
option that includes a FRAGREP sub-option (see: Section 10.2.15).
The OAL destination then returns the secured control nessage to the
QAL source without marking it for examination by OAL internedi ate
syst ens.

When the QAL source receives the secured control nessage, it first
determ nes that the nmessage is authentic. The QAL source can then
tentatively advance OFS for this flow to the probe size but should
mai ntain an ongoi ng stream of additional probes for the flowto
confirmthe current OFS and/or to advance to still larger OFS val ues.
The OAL source may additionally receive MIU soft error feedback from
an OWNI destination or intermedi ate system and shoul d conpensate
accordingly as discussed in Section 6.9.

6.2. Underlay Encapsul ati on and Re-Encapsul ati on

The OAL source or intermedi ate system next encapsul ates each OAL
fragment (with either full or conpressed headers) in underlay
encapsul ati on headers to create a carrier packet. The QAL source or
intermedi ate system (i.e., the underlay source) includes a full/
conpressed | P header if there nay be routers on the path to the
underl ay destination. The source appends any additional underlay IP
encapsul ati on subl ayers (e.g., |IPsec AHESP, an | P Hop-by-Hop option
for junbo-in-junmbo encapsul ation, etc.) and al so includes a UDP
header if NATs and/or filtering m ddl eboxes m ght occur on the path.
The underlay source finally includes an actual L2 header such as an
Et hernet header for Ethernet-conpatible Iinks.

The underl ay source encapsul ates the QAL information imredi ately
foll owi ng the innernost underlay header. The underlay source next
interprets the first 4 bits follow ng the underlay headers as a Type
field that determ nes the type of OAL header that follows. The
underl ay source sets Type to (OWI -1P6) for an unconpressed | Pv6 OW
Ful | Header or (OVNI-QOCHLl/2) for an OWI Conpressed Header (OCHL/2)
as specified in Section 6.5. Oher Type values nay al so appear as
specified in Section 6.5.

The underl ay source prepares the underlay encapsul ati on headers for
QAL packets/fragnents as foll ows:
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* For UDP/IP encapsul ation, the underlay source sets the UDP source
port to 8060 (i.e., the port number reserved for AERO OWI ). Wen
the underl ay destination is a Proxy/Server or Gateway, the
underl ay source sets the UDP Destination Port to 8060; otherw se,
the underl ay source sets the UDP Destination Port to its cached
port nunber value for the peer. The underlay source next sets the
UDP Length the same as specified in [I-D.ietf-tsvwg-udp-options].

* The underlay source then sets the IP {Protocol, Next Header} to
17" (the UDP protocol nunber) and sets the {Total, Payl oad}
Length the sane as specified in the base |P protoco
specifications for ordinary | P packets (see: [RFCO791], [RFC8200]
and [I-D.ietf-tsvwg-udp-options]). The underlay source then
continues to set the remaining | P header fields as discussed
bel ow.

* For raw | P encapsul ation, the underlay source sets the IP
{Protocol, Next Header} to TBDl (see: |ANA Consi derations) and
sets the {Total, Payl oad} Length the sanme as specified in
[ RFCO791] or [RFC8200]. The underlay source then continues to set
the remaining I P header fields as discussed bel ow

* For |Psec AH ESP encapsul ation, the underlay source sets the
appropriate I P or UDP header to indicate AH ESP then sets the AH
ESP Next Header field to TBD1 the sane as for raw I P
encapsul at i on.

* For direct encapsul ations over Ethernet-conpatible |inks, the
underl ay source prepares an Ethernet Header with EtherType set to
TBD2 (see: Section 21.2) (see: Section 7).

* For QAL packet/fragment encapsul ati ons over secured underl ay
interface connections to the secured spanning tree, the underlay
source applies any underlay security encapsul ations according to
the protocol (e.g., |IPsec). These secured carrier packets are
then subject to | ower |ayer security services.
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When an underl ay source includes a UDP header, it SHOULD cal cul ate
and include a UDP checksumin carrier packets with full OAL headers
to prevent ms-delivery and/or detect |Pv4 reassenbly corruption; the
underl ay source MAY set UDP checksumto O (disabled) in carrier
packets with conpressed QAL headers (see: Section 6.5) or when
reassenbly corruption is not a concern. |If the underlay source

di scovers that a path is dropping carrier packets with UDP checksuns
di sabled, it should supply UDP checksunms in future carrier packets
sent to the sane underlay destination. |If the underlay source

di scovers that a path is dropping carrier packets that do not include
a UDP header, it should include a UDP header in future carrier
packets.

When an underl ay source sends carrier packets with conpressed QAL
headers and with UDP checksuns di sabl ed, m s-delivery due to
corruption of the AFVI is possible but unlikely since the corrupted
i ndex woul d sonehow have to natch valid state in the (sparsely-
popul at ed) AERO Fl ow I nformati on Base (AFIB). In the unlikely event
that a match occurs, an OAL internedi ate system or destination may
receive carrier packets that contain a ms-delivered QAL fragment but
can imediately reject any with incorrect ldentifications. |If the
Identification value is sonehow accepted, the OAL destinati on may
submit the mis-delivered OAL fragnent to the reassenbly cache where
it will nost likely be rejected due to incorrect reassenbly
paraneters. |If a reassenbly that includes the ms-delivered QAL
fragment sonehow succeeds (or, for atomic fragments) the QAL
destination will verify any included checksuns to detect corruption.
Finally, any spurious data that sonehow el udes all prior checks wll
be detected and rejected by end-to-end upper |ayer integrity checks.
See: [RFC6935] [ RFC6936] for further discussion.

For UDP/ 1P or raw I P encapsul ati ons, when the underlay source is also
the QAL source it next copies the DSCP, ECN and Fl ow Label val ues
fromthe OAL header into the underlay |IP header. The underlay source
then sets the IP TTL/Hop Limt the sane as for any host (i.e., it
does not copy the Hop Limit value fromthe OAL header) and finally
sets the I P Source and Destination Addresses to direct the carrier
packet to the next QAL hop. For carrier packets subject to re-
encapsul ati on, the QAL intermedi ate systemrenoves the underl ay
header (s) then prepares to act as the underlay source for the next
hop.
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The underl ay source first decrements the OAL header Hop Limit and

di scards the QAL packet/fragment if the value reaches 0. O herw se,
the underl ay source copies the DSCP value from QAL | Pv6 header into
the next segnent underlay |IP header while setting the next segnent
underlay | P Source and Destination Addresses the sane as above. The
underl ay source then copies the ECN value fromthe previ ous segnent
underlay | P header into both the QAL full/compressed header and the
next segment underlay | P header.

The underl ay source then prepares to forward the carrier packets to
the next QAL internediate systemor destination. For underlay
encapsul ati ons over |IPv4, if the carrier packet is no |arger than
1280 octets the underlay source sets the IPv4 Don’t Fragment (DF) bit
to 0 and includes a suitable IPv4 Identification value; otherw se,
the underl ay source sets DF to 1. This ensures that all IPv4 carrier
packets no larger than 1280 octets will be delivered to the underlay
destination even if a small amount of fragmentation occurs in the
path (see: [RFC3819] for IPv4 |ink MU expectations according to
their performance characteristics).

For 1 Pv4 carrier packets that set DF to 1 and for all IPv6 carrier
packets, delivery is best-effort according to the avail able path MIuU
in the spirit of [RFC2473] and [ RFC4213]. Since carrier packet
transm ssions are not within the scope of an explicit tunnel required
to pass the I Pv6 m ni num MU, however, there is no need for the
underl ay source to apply source fragnentation since the 1024 octet

m nimum OFS is operationally assured over all 1Pv4 and | Pv6 pat hs.
The underl ay source should therefore ignore any | CMPv6 Packet Too Big
or | Pv4 Fragnentati on Needed nessages returned fromthe network in
response to any of its large carrier packet transm ssions since the
QAL source engages in active probing per [ RFC8899].

The underl ay source then sends the resulting carrier packets over one
or nore underlay interfaces. Underlay interfaces often connect
directly to physical nmedia on the local platform (e.g., an aircraft
with a radio frequency link, a laptop conmputer with WFi, etc.), but
in some configurations the physical nedia may be hosted on a separate
Local Area Network (LAN) node. 1In that case, the OVMNI interface can
establish a Layer-2 VLAN or a point-to-point tunnel (at a |ayer bel ow
the underlay interface) to the node hosting the physical nedia. The
OWNI interface nay al so apply encapsul ation at the underlay interface
| ayer (e.g., as for a tunnel virtual interface) such that carrier
packets woul d appear "doubl e-encapsul ated" on the LAN;, the node
hosting the physical nedia in turn removes the LAN encapsul ation
prior to transmission or inserts it follow ng reception. Finally,
the underlay interface nmust nonitor the node hosting the physica
media (e.g., through periodic keepalives) so that it can convey up-
to-date Interface Attribute information to the OWN interface.
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6.3. Reassenbly and Decapsul ati on

For both I Pv4 and I Pv6, QAL internedi ate systenms and destinations
MUST configure a mninum EMIU R of 1500 octets on all unsecured
underlay interfaces. (Secured underlay interfaces instead use an
EMIU R specific to the underlay security service such as I Psec.) QAL
i ntermedi ate systens and destinations are permitted to configure a

| arger underlay interface EMIU R in order to pass still |arger
carrier packets.

QAL destinations MJUST configure an adaptation |ayer EMTU R of 65535
octets to support reassenbly of fragmented OAL packets of all sizes.
QAL nodes nust further recogni ze and honor the extended
Identifications included in the | Pv6 Extended Fragment Header

[1-D. tenplin-6man-ipid-ext?2].

When an OMNI interface processes a carrier packet received on an
underlay interface, it copies the ECN value fromthe underlay IP
encapsul ati on header into the OAL header but does not copy the DSCP
value fromthe underlay |IP header into the QAL header according to
the differentiated services pipe nodel for tunnels [RFC2983]. The
OWNI interface next discards the underlay headers and exani nes the
QAL header of the encl osed QAL packet/fragnment according to the val ue
in the Type field as discussed in Section 6.2

If the QAL packet/fragnment is addressed to a different node, the OW
interface (acting as an QAL internediate systen) decrenents the QAL
Hop Limt as discussed in Section 6.2 then perforns underl ay
encapsul ati on and forwards the resulting carrier packet. |[|f the QAL
packet/fragnment is addressed to itself, the OMNI interface (acting as
an QAL destination) accepts or drops based on the (Source,
Destination, Flow Label, ldentification)-tuple.

The OAL destination next drops all ordinal OAL non-first fragnents
that would overlap or | eave "holes" with respect to other ordina
fragments already received. The OAL destination updates a checkli st
of accepted ordinal fragnents of the same QAL packet but admits al
accepted fragnments into the reassenbly cache.
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The OAL destination then reassenbles the original QAL packet after

all fragments have arrived. The reassenbled QAL packet nay exceed
65535 by as nuch as the size of the OAL encapsul ati on extension
headers. The QAL destination does not wite this (too-large) val ue
into the OAL header Payload Length field, but instead retains the

val ue during reassenbly. When reassenbly is conplete, the QAL
destination finally replaces the OAL | Pv6 encapsul ati on header with a
virtual Ethernet header. The QAL destination’s OWNI interface then
delivers the original |IP packet to the network layer. The origina

| P packet may therefore be as |arge as 65535 octets.

When an OAL path traverses an |IPv6 network with routers that perform
adaptation | ayer forwardi ng based on full |Pv6 headers with QAL
addresses, the QAL internediate systemat the head of the |IPv6 path
forwards the QAL packet/fragment the sane as an ordinary |Pv6 packet
wi t hout decapsul ating and delivering to the network |ayer. Once
within the I Pv6 network, these OAL packets/fragnents may traverse
arbitrarily-many |1 Pv6 hops before arriving at an QAL internediate
system whi ch may agai n encapsul ate the QAL packets/fragnments as
carrier packets for transnission over underlay interfaces.

Note: carrier packets often traverse paths with underlying |inks that
use integrity checks such as CRC-32 which provide adequate hop-by-hop
integrity assurance for payloads up to ~9K octets [CRC]. However,
other paths may traverse links (such as fragmenting tunnels over |Pv4
- see: [RFC4963]) that do not include adequate checks.

6.4. OWI -Encoded | Pv6 Extensi on Headers

The | Pv6 specification [ RFC3200] defines extension headers that
follow the base | Pv6 header, while Upper Layer Protocols (ULPs) are
specified in other documents. Each extension header present is
identified by a "Next Header" octet in the previous (extension)
header and encodes a "Next Header" field in the first octet that
identifies the next extension header or ULP instance. The OW

speci fication supports encodi ng of | Pv6 extension header chains

i medi ately followi ng the underlay UDP, |IP or Ethernet header even if
the underlay IP protocol version is |Pv4.

The OAL source prepares an OMNI extension header chain by setting the
first 4 bits of the first I Pv6 extension header in the chain to a
Type val ue for the extension header itself imrediately follow ng the
underl ay protocol header. The source then sets the next 4 bits to a
Next value that identifies either a term nating ULP or the next

ext ensi on header in the chain. The source then sets the first 8 bits
of each subsequent | Pv6 extension header in the chain to the standard
Next Header encoding as shown in Figure 5:
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T e L o o o e i i s it NN R SR S B S
~ Underl ay UDP, | P or Ethernet Header

i T s T i T S S I S i (T S S S e S
| Type | Next | Ext ensi on Header #1

B b i T o e e i i SRS SRR S
| Next Header | Ext ensi on Header #2

T e e o i e s S e e O ok Tk NI SRR o
| xt Header | Ext ensi on Header #3

i T s T i T S S I S i (T S S S e S

B S I e . i I T T S S S T h SR S S S
Next Header | Ext ensi on Header #N
R e s s e i o T i i i i S e o T o

OWI Ful I / Conpressed, |Pv6/I1Pv4, TCP/ UDP, |CWMPv6, ESP, etc.

+— 11—+ 1+ 0+ 0+ 0+ 01+

+— 1=+ +

B i T i i i S e i e
Figure 5: OWNI Extension Header Chains
The foll owi ng Type/ Next values are currently defined:
0 (OWI -RES1) - Reserved for experinentation.

1 (OWNI - OCHL)

OWNI Conpressed Header, Type 1 per Section 6.5.
2 (OWNI -0OCH2) - OWNI Conpressed Header, Type 2 per Section 6.5.

3 (OWN - RES2)

Reserved for experinentation.

4 (OWI -1P4) - 1Pv4 header per [RFC0791].
5 (OWNI -HBH) - Hop-by-Hop Options per Section 4.3 of [RFC3200].
6 (OVWNI-1P6) - |1Pv6 header per [RFC3200].

7 (OW -RH) - Routing Header per Section 4.4 of [RFC8200].

8 (OWI-FH) - Fragment Header per Section 4.5 of [RFC8200].

9 (OWNI-DO) - Destination Options per Section 4.6 of [RFC38200].
10 (OWNI -AH) - Authentication Header per [RFC4302].

11 (OWNI -ESP) - Encapsul ating Security Payl oad per [RFC4303].

12 (OVWNI-NNH) - No Next Header per Section 4.7 of [RFC8200].
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13 (OWI-TCP) - TCP Header per [RFC9293].
14 (OWNl - UDP) - UDP Header per [RFC0768].
15 (OWN -ULP) - Upper Layer Protocol shim (see bel ow).

Entries OWNI -OCHL through OWNI-AH in the above list followthe
convention that the OVNI Type/ Version appears in the first 4 bits of
the extension header (or IP header) itself. Conversely, entries
OWNI - ESP t hrough OWNI - UDP r epresent commonl y-used ULPs whi ch do not
encode a Type/Version in the first 4 bits.

Entries OMNI-HBH, OWNI-RH, OWNI -FH, OWI -DO and OWNI - AH represent
true I Pv6 extension headers encoded for OWMNI, which may be chai ned.
Source and destination processing of OVN extension headers foll ows
exactly per their definitions in the normative references, with the
exception of the special (Type, Next) coding in the first 8 bits of
the first extension header

When a ULP not found in the above table i mediately follows the
underlay UDP, |P or Ethernet header, the source includes a 2 octet
"Type 1 ULP Shinmt before the ULP where both the first 4-bit (Type)
and next 4-bit (Next) fields encode the special value 15 (OWI - ULP)
The source then includes a Next Header field that encodes the IP
prot ocol nunber of the ULP. The source then includes the ULP data
i medi ately after the shimas shown in Figure 6.

B T S i T s i i e e SEI S
| Type=15| Next =15| Next Header | Upper Layer Protocol ~
R i T I e T S S e S TR S T e i I S e S e e e e o o

Figure 6: OWN Upper Layer Protocol (ULP) Shim (Type 1)

When a ULP "OWNI - (N)" found in the above table immedi ately foll ows
the underlay UDP, |IP or Ethernet header, the source includes a 1
octet "Type 2 ULP Shim' before the ULP where the first 4 bits encode
the special Type value 15 (OWN -ULP) and the next 4 bits encode the
Next ULP type "N' taken fromthe table above. The source then
includes the ULP data imedi ately after the shimas shown in

Figure 7.

I S i o T s S S S e s s T
| Type=15] Next=N| Upper Layer Protocol ~

T S T o T St S S S S S S S S

Figure 7: OWI Upper Layer Protocol (ULP) Shim (Type 2)
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When a ULP not found in the above table follows a first OWI

extensi on header, the source sets the extension header Next field to
OWNI - ULP (15) and includes a 1 octet "Type 3 ULP Shinf that encodes
the I P protocol nunmber for the Next Header of the ULP data that
follows as shown in Figure 8.

T e L o o o e i i s it NN R SR S B S
| Next Header | Upper Layer Protocol ~
B i s T T i i o S o T Ji I

Figure 8 OWI Upper Layer Protocol (ULP) Shim (Type 3)

When a ULP "OWNI - (N)" found in the above table follows a first OWN
ext ensi on header, the source sets the extension header Next field to
the ULP Type "N' and does not include a shim The ULP then begins
imediately after the first OMNl extension header.

When a ULP of any kind follows a non-first OVNI extension header, the
source sets the extension header Next Header field to the IP protocol
nunber for the ULP and does not include a shim The ULP then begins
imedi ately after the non-first OVNl extension header.

Not e: The underlay UDP header (when present) is |ogically considered
as the first extension header in the chain. |[|f an Advanced Junbo
ext ensi on header is also present, its Junbo Payl oad | ength includes
the length of the UDP header.

Note: After a node parses the extension header chain, it changes the
"Type/ Next" field in the first extension header back to the correct
"Next Header" val ue before processing the first extension header.

6.5. OWN Full and Conpressed Headers

QAL sources that send OAL packets with full OVN 1Pv6 Headers include
a Segnent Routing Header (SRH) as an extension per [RFC8754]. The
Segnment List elenents include the adaptation |ayer addresses of the
Client itself and of any QAL internedi ate systens on the path.
Clients discover their local Segment List elements in their RS/ RA
exchanges with FHS Proxy/ Servers, where each partition border QAL
intermedi ate systemin the RS nessage forwarding path records its
address before forwarding to the next partition border QAL

internmedi ate system See: Section 13 for further discussion.
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The SRH is followed by an | Pv6 Extended Fragment Header to support
segment - by- segnent forwardi ng based on an AERO Fl ow | nformati on Base
(AFIB) in each OAL node in the path. QAL sources, internediate
systens and destinations establish header conpression state in the
AFI B t hrough control nessage exchanges. After an initial contro
message exchange, OAL nodes can apply OWI Header Conpression to
significantly reduce header overhead.

QAL sources apply header conpression in order to avoid transm ssion
of redundant data found in the original |IP packet and QAL
encapsul ati on headers; the resulting conpressed headers are often
significantly smaller than the original |P packet header itself even
when QAL encapsul ation is applied. Header conpressionis limted to
the QAL I Pv6 encapsul ati on header plus extensions along with the base
original |IP packet header; it does not extend to include any

ext ensi on headers of the original |P packet which appear as upper

| ayer payload inmediately follow ng the conpressed headers.

Each OAL node establishes AFIB soft state entries known as AERO Fl ow
Vectors (AFVs) which support both QAL packet/fragnment forwarding and
QAL/ I Pv6 header conpression/deconpression. OAL nodes | ocate each ARV
by an AERO Fl ow Vector Index (AFVI) which in conjunction with the
previ ous hop underl ay address provi des conpressi on/ deconpressi on and
next hop forwardi ng context.

When an QAL source sends carrier packets that contain QAL packets/
fragments to a next hop, it includes a full IPv6 header with an SRH
cont ai ni ng segnent addressing information followed by an Extended
Fragment Header. The first 4 bits follow ng the underlay headers
must encode the Type OWNI-1P6 to signify that an unconpressed | Pv6
header (plus any extensions) is present.

When AFV state is available, the QAL source should omt significant
portions of the QAL header (plus extensions) and original |P packet
header by applying OVW header conpression. For QAL first fragnents
(including atomic fragnments), the OAL source uses OVWNI Conpressed
Header, Type 1 (OCHl) Format (a) as shown in Figure 9
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b Lk Tl o e ek
| Type |AIFfMP|] Traffic Class | OAL Hop Limt |
B i s T T i i o S o T Ji I
| OAL ldentification (4 octets) |
e L o i T S E t ok i R SR

| L3 Next Header| L3 Hop Limt | AFVI (2 or 4 octets) ~
i e e R ol S o i e R e b i o i SR St
~ Payload Len (0 or 2 octets) ~ |I1Pv4 Ident. (0 or 2 octets) ~

B i s T T i i o S o T Ji I
~ | Pv4 Checksum (0 or 2 octets) ~
R T i i e R e e e s i i

Figure 9: OWMNI Conpressed Header (OCHLl) Format (a)

The format begins with a 4-bit Type followed by 4 flag bits foll owed
by an 1 octet Traffic Cass (copied into the QAL header fromthe
original |IP packet header) followed by an 1 octet QAL Hop Limit. The
QAL source sets Type to OVNI-OCH1, sets Hop Limt to the unconpressed
QAL header Hop Limt and sets the ECN bits in the Traffic Cass field
the sane as for an unconpressed |IP header. The QAL source next sets
(F)ormat to O then sets (More Fragnents the same as for an
unconpressed Extended Fragnent Header.

The header next includes the 4 |least significant octets of the QAL
Identification foll owed by the Next Header (or Protocol) and Hop
Limt (or TTL) values fromthe original (L3) |IP packet header. These
val ues are followed by 2 octet AFVI if the (A) flag is set to O;
otherwise a 4 octet AFVI. The format then includes a 2 octet Payl oad
Length only if the underlay headers do not include a length field.
The format finally includes 2 octet ldentification and Header
Checksum val ues for |1 Pv4 original packets only. (Conpression
therefore applies to the original |IP packet header plus the QAL | Pv6
header along with its SRH and Extended Fragnment Header in a unified
concat enation.)

The OAL source finally includes the payload of the OAL first fragnent
(i.e., beginning after the original |IP header) imrediately follow ng
the OCHl1 header, and the underlay header length field (if present) is
reduced by the difference in |length between the conpressed and full -

| ength headers. The QAL destination can determ ne the payload | ength
by exam ning the underlay header length field if present; otherw se,
the OCH1 header itself includes a 2 octet Payload Length field that
encodes the I ength of the packet payl oad that foll ows the OCHL.

(Note that QAL first fragnents and atom c packets are logically

consi dered ordinal fragment O even though the format does not include
an Index field.)

Tenplin Expi res 19 August 2026 [ Page 42]



I nternet-Draft I Pv6 over OMNI Interfaces February 2026

When the QAL source needs to probe the QAL Fragnent Size (OFS) for a
given flow, it sets the (P)robe flag and includes a probe nessage of
the desired size following the OCHL header. Upon receipt, the OAL
destination returns a secured control nessage reply to the OAL
source. When the QAL source receives the control nessage, it can
either maintain its current OFS for this flow or advance to a | arger
OFS according to the probe size.

For QAL non-first fragnments (i.e., those with non-zero |Index), the
QAL uses OWNI Conpressed Header, Type 1 (OCHl) Format (b) as shown in
Fi gure 10:
e T T e i i T S R S S S S S i et oI e I S
ype | A F| M Resvd| I ndex | Traffic Class | OAL Hop Limt
i T i T S e i S R g ol S I R S S
Identification (4 octets) |
B S S i i i i T T a ik S S S S S
AFVI (2 or 4 octets) ~ Payload Len (0 or 2 octets) -~
B T e R et e s o o S e R e

+ -+

+—+— +— +

Figure 10: OVNI Conpressed Header (OCHl) Format (b)

The format begins with a 4-bit Type followed by 3 flags followed by a
3-bit Reserved field (set to 0) followed by a 6-bit ordinal fragnent
Index. Al other fields up to and including the Payload Length (if
present) are included the sane as for an OCHL first fragnent.

The OAL source sets Type to OWNI -OCHL, sets Hop Limt to the
unconpressed QAL header Hop Limt value, sets (lIndex, (AFVI, (More
Fragnments, ldentification) to their appropriate values as a non-first
fragment and sets (F)ormat to 1. The QAL source also sets Index to a
monot oni cal Iy increasing ordinal value beginning with 1 for the first
non-first fragment, 2 for the second non-first fragnment, 3 for the
third non-first fragnent, etc., up to at nost 63 for the fina
fragnment.

The OAL source then includes a non-first fragment body inmredi ately
followi ng the OCHL header, and reduces the underlay header |ength
field (if present) by the difference in | ength between the conpressed
headers and full-length original |P header with QAL | Pv6 header plus
extensions. The OAL destination will then be able to determ ne the
Payl oad Length by exami ning the underlay header length field if
present; otherw se by exam ning the 2 octet OCH1 Payl oad Length the
same as for first fragnents
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The OCHL Format (a) is used for all original |IPv6 packets that do not
i nclude a Fragment Header as well as for original |Pv4 packets that
set IlHL to 5, DFto 1 and (M-, Fragnent Offset) to O (the OCHL For mat
(b) is used for non-first fragnents in all |P protocol cases).

For other "non-atom c" original |IP packets and first fragnents, the
QAL source uses the "Type 2" OVWN Conpressed Header (OCH2) formats
shown in Figure 11 and Figure 12:

i T S S I el T i S S S S

| Type |AIFfMP|] Traffic Class | OAL Hop Limt
I S i o T s S S S e s s T
| OAL ldentification (4 octets) |
B i aT T e e o S o S S S I T et sl o ST S S S S S S

| L3 Next Header| L3 Hop Limt | AFVI (2 or 4 octets) ~
B T S i T s i i e e SEI S
~ Payload Len (0 or 2 octets) | Fragrment | nformation |

T S I T i i S o e T i I S i e S
| | Pv6 ldentification |
s i S e i i T s S S T ol ST S e e

Figure 11: QOVN Conpressed Header, Type 2 (OCH2) Fornmat (a)

e T e R S e e s i oI T e S S I S e

| Type |A F|MP|Type of Service| OAL Hop Limt
B i aT T e e o S o S S S I T et sl o ST S S S S S S
| QAL Identification (4 octets) |
B T S i T s i i e e SEI S
| L3 Next Header| L3 Hop Limt | AFVI (2 or 4 octets) ~
I S i o T s S S S e s s T
~ Payload Len (0 or 2 octets) |Version| IHL | Fr agment |
B i aT T e e o S o S S S I T et sl o ST S S S S S S
| Information | I Pv4 Identification | Checksum (1)
B T S i T s i i e e SEI S
| Checksum (2) | Opt i ons | Paddi ng |
I S i o T s S S S e s s T

Figure 12: OVNI Conpressed Header, Type 2 (OCH2) Format (b)

In both of the above OCH2 formats, the | eading octets include the
sanme information that would appear in a corresponding OCHL format (a)
header. The (F) flag is set to O for OCH2 format (a) or 1 for OCH2
format (b), while all other flags are processed the sane as for OCH1
format (a).

The remai nder of the OCH2 format (a) includes fields that would

appear in an unconpressed | Pv6 header per [RFC8200] plus
Fragnmentation Information. For the standard | Pv6 Fragnent Header,
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Fragment |Information consists of the 13-bit Fragment O fset foll owed
by the 3 IPv6 Fragnment Header flag bits. For the EFH, Fragnentation
Information consists of the NH Cache followed by the 2 EFH flag bits
foll owed by the 6-bit | ndex.

The remai nder of OCH2 format (b) includes fields that would appear in
an unconpressed | Pv4 header per [RFC0791] with the Options and

Paddi ng | engths cal cul ated based on IHL. In both cases, the Source
and Destination Addresses are not transmtted.

When an QAL destination or internedi ate systemreceives a carrier
packet, it determines the I ength of the encapsul ated QAL infornmation
and verifies that the innernost underlay next header field indicates
OWNI (see: Section 6.2), then processes any included OW underl ay
ext ensi on headers as specified in Section 6.4. The QAL destination
then exam nes the Next Header field of the final underlay extension
header. |If the Next Header field contains the value TBDl, and the
4-bit Type that follows encodes a value OWI -1 P6, OWI -OCHL or OWI -
OCH2 the QAL node processes the remainder of the OAL header as a full
or conpressed header as specified above.

When an QAL node forwards an QAL packet, it determ nes the AFVI for
the next OAL hop by using the AFVI included in the OCH to search for
a matching AFV. The OAL node then wites the next hop AFVI into the
OCH (whil e adjusting the AFVI length if necessary) and forwards the
QAL packet to the next hop. This sanme AFVI re-witing progression
begins with the QAL source then continues over all QAL intermedi ate
systens in the path and finally ends at the QAL destination.

When the OAL destination receives the QAL packet, it reconstructs the
OAL and original |IP headers based on the information cached in the
AFV conbined with the received information in the OCHL/2. For non-
atom c fragnents, the OAL destination then adds the resulting QAL
fragnment to the reassenbly cache if the Identification is acceptable.
Fol I owi ng QAL reassenbly if necessary, the OAL destination delivers
the original |IP packet to the network | ayer.

For all OCHLl/2 types, the OAL source sets all Reserved fields and
bits to 0 on transm ssion and the destinati on node ignores the val ues
on reception. For both OCHLl/2, ECN information is conpiled for first
fragnments, and not for non-first fragnents.

Finally, if an |IPv6 Hop-by-Hop (HBH) and/or Routing Header extension
header is required to appear as per-fragment extensions with each QAL
fragment that uses OCHL format (b) or OCH2 conpression the QAL source
inserts an OWNI -HBH and/or OWNI - RH header as the first extension(s)
foll owi ng the underlay header and before the OWI -OCHL/ 2 as di scussed
in Section 6.4.
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6.6. UDP/IP Encapsul ati on Avoi dance

VWhen an QAL node is unable to determ ne whether the next QAL hop is
connected to the sane underlay link, it should performcarrier packet
underl ay encapsulation for initial packets sent via the next hop over
a specific underlay interface by including full UDP/IP headers and
with the UDP port nunmbers set as discussed in Section 6.2. The node
can thereafter attenpt to send an |Pv6 ND solicitati on nessage to the
next OAL hop in carrier packet(s) that omt the UDP header and set
the I P protocol nunber to TBDL. |If the OAL node receives an | Pv6 ND
reply, it can onmit the UDP header in subsequent packets. The node
can further attenpt to send an I Pv6 ND solicitation in carrier

packet (s) that onmit both the UDP and | P headers and set EtherType to
TBD2. If the source receives an IPv6 ND reply, it can begin omtting
both the UDP and I P headers in subsequent packets.

Note: in the above, "next OAL hop" refers to the first OAL node
encountered on the optimzed path to the destination over a specific
underlay interface as determ ned through route optim zation (e.qg.,
see: [I-D.tenplin-6man-aero3]). The next QAL hop coul d be a Proxy/
Server, Gateway or the OAL destination itself.

6.7. QAL ldentification Wndow Mii ntenance

The OAL encapsul ates each original |IP packet as an OAL packet then
performs fragmentation to produce one or nore carrier packets with
the sane 8 octet ldentification value. 1In environnents where
spoofing is not considered a threat, OW interfaces send OAL packets
with Identifications beginning with an unpredictable Initial Send
Sequence (1SS) value [RFC7739] nonotonically increnmented (nodul o
2**64) for each successive QAL packet sent to either a specific

nei ghbor or to any neighbor. (The OW interface may |ater change to
a new unpredictable 1SS value as long as the Identifications are
assured unique within a tinmefrane that woul d prevent the fragnents of
a first QAL packet from becom ng associated with the reassenbly of a
second OAL packet.) In other environments, OWN interfaces should
mai ntain explicit per-flow send and receive wi ndows to detect and
excl ude spurious carrier packets that might clutter the reassenbly
cache as di scussed bel ow.

OWNI interface neighbors use a wi ndow synchroni zation service simlar
to TCP [ RFC9293] to nmintain unpredictable |ISS val ues increnented
(rmodul o 2**64) for each successive QAL packet and re-negotiate

wi ndows often enough to maintain an unpredictable profile. QOW

i nterface nei ghbors exchange control nessages that include OW

Nei ghbor Synchroni zati on sub-options that include TCP-1ike
information fields and flags to manage streans of QAL packets instead
of streans of octets. As a link |layer service, the OAL provides | ow
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persi stence best-effort retransm ssion with no mtigations for
duplication, reordering or determnistic delivery. Since the service
model is best-effort and only control nessage sequence nunbers are
acknow edged, QAL nodes can sel ect unpredictable newinitial sequence
nunbers outside of the current wi ndow wi thout delaying for the

Maxi mum Segnent Lifetime (MSL).

OWN interface end systens and internedi ate systens maintain current
and previous per-flow wi ndow state in I Pv6 ND NCEs and/or AFVs to
support dynam c rollover to a new wi ndow while still sending OAL
packets and accepting carrier packets fromthe previ ous w ndows.

OWI interface neighbors synchroni ze wi ndows through asymetric and/
or symmetric control message exchanges. Wen OW end and

i ntermedi ate systens receive a control message with new per-flow

wi ndow information, it resets the previous wi ndow state based on the
current wi ndow then resets the current wi ndow based on new and/ or
pendi ng i nformati on.

The control nmessage OVNI option Nei ghbor Synchronization sub-option
includes TCP-like information fields including Sequence Numnber,
Acknowl edgenent Number, Scal e, Wndow and flags (see: Section 10).

W ndow Scaling is applied the sane as specified in [ RFC7323]. OWI

i nterface neighbors and internedi ate systens nmaintain the foll ow ng
TCP-1ike state variables on a per-interface-pair basis (i.e., through
a conbi nati on of NCE and/or AFV state):

Send Sequence Variables (current, previous and pendi ng)

SND. NXT - send next
SND. WND - send wi ndow
I SS - initial send sequence numnber

Recei ve Sequence Variabl es (current and previous)

RCV. NXT - receive next
RCV. WND - recei ve wi ndow
I RS - initial receive sequence number

OWN interface neighbors "OAL A" and "QAL B" exchange contr ol
nmessages per [RFC4861] with OVWNI options that include TCP-1ike
information fields in a Neighbor Synchronization. Wen QAL A
synchroni zes with OAL B, it maintains both a current and previous
SND. WVAD begi nning with a new unpredictable |ISS and nonotonically
increments SND. NXT for each successive QAL packet transm ssion. QAL
A initiates synchronization by including the new ISS in the Sequence
Nunber of an authentic control nessage with the SYN flag set and with
Scale set to S (up to 14) and Wndow set to W(up to 2**16) while
creating a NCE in the | NCOWLETE state if necessary. QAL A caches
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the new I SS as pending, uses the new ISS as the Identification for

QAL encapsul ation, then sends the resulting OAL packet to QAL B and
waits up to RetransTiner mlliseconds to receive a control nessage

response with the ACK flag set (retransmtting up to

MAX_UNI CAST _SOLICIT tines if necessary).

When QAL B receives the SYN, it creates a NCE in the STALE state and
al so an AFV if necessary, resets its RCV variables and caches the
source’s send wi ndow size as its receive window size. QAL B then
prepares a control nessage with the ACK flag set, with the

Acknowl edgenent Number set to OAL A's next sequence nunber, and with
Scale set to S and Wndow set to W Since OAL B does not assert an
ISS of its own, it uses the IRS it has cached for OAL A as the
Identification for QAL encapsul ation then sends the ACK to QAL A

Wien OAL A receives the ACK, it notes that the lIdentification in the
QAL header matches its pending ISS. QAL A then sets the NCE state to
REACHABLE and resets its SND variabl es based on the Scal e, Wndow and
Acknowl edgenent Number (which must include the sequence nunber
followi ng the pending 1SS). QAL A can then begin sending OAL packets
to OAL B with Identification values within the (new) current SND. WND
for this interface pair for up to ReachableTine mlliseconds or until
the NCE is updated by a new control nessage exchange. This inplies
that OAL A nust send a new SYN before sending nore than N OAL packets
within the current SND.WND, i.e., even if ReachableTinme is not
nearing expiration. After QAL B returns the ACK, it accepts carrier
packets received from QAL A via this interface pair within either the
current or previous RCV.WND as well as any new aut hentic control
nmessages with the SYN flag set received from QAL A even if outside

t he wi ndows.

OWN interface neighbors can enploy asymretric wi ndow synchroni zation
as descri bed above using 2 independent (SYN -> ACK) exchanges (i.e.,
a 4-nessage exchange), or they can enploy symetric w ndow

synchroni zati on using a nodified version of the TCP "3-way handshake"
as foll ows:

* QAL A prepares a SYNwith an unpredictable ISS not within the
current SND. WND and with Scale set to S and Wndow set to W QAL
A caches the new | SS and wi ndow si ze as pendi ng i nfornation, uses
the pending 1SS as the Identification for OAL encapsul ati on, then
sends the resulting OAL packet to QAL B and waits up to
RetransTinmer nilliseconds to receive an ACK response
(retransmitting up to MAX_ UNICAST_SCOLICIT tinmes if necessary).

* QAL B receives the SYN, then resets its RCV vari abl es based on the

Sequence Nunber while caching OAL A's send wi ndow size as its
receive wi ndow size. QAL B then selects a new unpredictable |ISS
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outside of its current wi ndow, then prepares a response with
Sequence Nunber set to the pending |ISS and Acknow edgenent Number
set to QAL A's next sequence nunmber. OAL B then sets both the SYN
and ACK flags, sets Scale and Wndow to chosen values S and W
and sets the OPT flag according to whether an explicit concl uding
ACK is optional or nandatory. QAL B then uses the pending |ISS as
the Identification for OAL encapsul ation, sends the resulting OAL
packet to OAL A and waits up to RetransTiner mlliseconds to

recei ve an acknow edgenent (retransmtting up to

MAX_UNI CAST _SOLICIT tines if necessary).

* OAL A receives the SYN ACK, then resets its SND variabl es based on
the Acknow edgerent Number (which nust include the sequence numnber
following the pending 1SS). QAL Athen resets its RCV variabl es
based on the Sequence Nunber and OAL B's advertised send wi ndow
S /W and marks the NCE as REACHABLE. |If the OPT flag is clear,
QAL A next prepares an i medi ate unsolicited control nessage with
the ACK flag set, the Acknow edgenent Nunber set to OAL B' s next
sequence nunber, with Scale set to S and Wndow set W, and with
the QAL encapsul ation ldentification to SND. NXT, then sends the
resulting OAL packet to CAL B. If the OPT flag is set and QAL A
has QAL packets queued to send to OAL B, it can optionally begin
sending their carrier packets under the current SND. WAD as
inmplicit acknow edgenents instead of returning an explicit ACK

* QAL B receives the inmplicit/explicit acknow edgenment (s) then
resets its SND state based on the pendi ng/advertised val ues and
mar ks the NCE as REACHABLE. Note that OAL B sets the OPT flag in
the SYN ACK to assert that it will interpret tinely receipt of
carrier packets within the (new) current window as an inplicit
acknow edgenment. Potential benefits include reduced del ays and
control message overhead, but use case analysis is outside the
scope of this specification.)
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Fol | owi ng synchroni zation, OAL A and OAL B hol d updat ed NCEs and
AFVs, and can exchange QAL packets with Identifications set to

SND. NXT for each flow while the state remai ns REACHABLE and there is
avai | abl e wi ndow capacity. (Internedi ate systens that establish AFVs
for the per-flow wi ndow synchroni zati on exchanges can al so use the
Identification wi ndow for source validation.) Either nei ghbor nay at
any tine send a new SYN to assert a new I SS. For exanple, if OAL A's
current SND. WND for OAL B is nearing exhaustion and/or Reachabl eTi nme
is nearing expiration, OAL A can continue sendi ng QAL packets under
the current SND. WND while also sending a SYN with a new unpredictable
ISS. Wen OAL B receives the SYN, it resets its RCV variables and
may optionally return either an asymetric ACK or a synmetric SYN ACK
to al so assert a new ISS. Wile sending SYNs, both neighbors
continue to send OAL packets with Identifications set to the current
SND. NXT for each interface pair then reset the SND vari ables after an
acknow edgenent is received.

Wi le the optimal symetric exchange is efficient, anomal ous
conditions such as receipt of old duplicate SYNs can cause confusion
for the algorithmas discussed in Section 3.5 of [RFC9293]. For this
reason, the OMNI Nei ghbor Synchroni zati on sub-option includes an RST
flag which OAL nodes set in solicited control nessage responses to
ACKs received with incorrect acknow edgenment nunbers. The RST
procedures (and subsequent synchroni zati on recovery) are conducted
exactly as specified in [ RFC9293].

OWN interfaces that enploy the w ndow synchroni zati on procedures
descri bed above observe the foll ow ng requirenents:

* OW interfaces MJST sel ect new unpredictable |ISS values that are
at least a full w ndow outside of the current SND. W\D.

* OWN interfaces MJST set the Scale and Wndow fields in SYN
messages as a non-negoti abl e adverti sed send w ndow si ze.

* OW interfaces MUST send control nessages used for w ndow

synchroni zati on securely while using unpredictable initia
Identification values until synchronization is conplete.
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It is essential to understand that the above wi ndow synchroni zation
operations between nodes OAL(A) and QAL(B) are conducted in contro
message exchanges over nultihop paths with potentially many QAL(i)
intermedi ate hops in the forward and reverse paths (which nmay be
disjoint). Each such forward path OAL(i) caches the Sequence Nunber,
Scal e and W ndow val ues advertised from OAL(A) to CAL(B) in its ARV
entry indexed by the previous hop underlay address and AFVI, while
each such reverse path QAL(i) caches the Sequence Nunber, Scal e,

W ndow and AFVI advertised from OQAL(B) to QAL(A). (The forward/
reverse path OAL(i) nodes then sel ect new uni que next-hop AFVIs
before forwarding.)

While nultiple independent paths may exi st between nodes QAL(A) and
QAL(B), the synchronized Sequence Nunbers between the two nodes apply
collectively to all paths. Nodes QAL(A) and QAL(B) therefore perform
initial synchronization through control nessage exchanges with the
SYN flag set over a first path for which internedi ate nodes cache the
Sequence Nunber, Scal e and Wndow values in their AFVs. However,
control message exchanges that establish and maintain alternate paths
i nclude the current Sequence Nunmber and residual w ndow size but with
the SYN flag cl ear.

Each nei ghbor pair can therefore dynamically coordinate nultiple

i ndependent paths from a single Sequence Nunber space in this way.
When nodes OAL(A) and QAL(B) need to re-synchronize they again
adverti se new Sequence Nunber, Scale and W ndow size values with the
SYN flag set. The nodes nust then exchange additional contro
messages using the new values and with the SYN flag clear to
establish or nmaintain alternate paths.

Note: Al though OWNI interfaces enpl oy TCP-1ike w ndow synchronization
and support ACK responses to SYNs, all other aspects of the IPv6 ND
protocol (e.g., control nessage exchanges, NCE state managenent,
timers, retransmssion linmts, etc.) are honored exactly per

[ RFC4861]. OWN interfaces further manage per-interface-pair w ndow
synchroni zati on paranmeters in one or nore AFVs for each nei ghbor

pair.

Not e: Recipi ents of QAL-encapsul ated control messages index the NCE
based on the nmessage Source Address, which also determ nes the
carrier packet ldentification window. However, control nessages may
contain a nmessage Source Address that does not match the QOWN
encapsul ati on Source Address when the recipient acts as a proxy.

Note: OWN interface neighbors apply separate send and receive

wi ndows for all of their (multilink) underlay interface pairs that
exchange carrier packets. Each interface pair represents a distinct
underlay network path, and the set of paths traversed may be highly
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di verse when nmultiple interface pairs are used. OWN intermediate
systens therefore becone aware of each distinct set of interface pair
wi ndow synchroni zati on paraneters based on periodic control nessage
updates to their respective AFVs.

6.8. QAL Fragnmentation Reports and Retransm ssions

When the QAL destination experiences reassenbly congestion for a
specific flow (e.g., when excessive nunbers of reassenbly failures
are occurring), it can send an QAL Fragnentati on Report (FRAGREP)
message to the OAL source to recomend a reduced Maxi mum Receive Unit
(MRU) for the flow (see: Section 10.2.15). Wen the QAL source
receives the FRAGREP, it caches the new MRU for the flow and returns
"soft errors" to original sources that send | arger packets (see:
Section 6.9). Wen the QAL destination experiences reassenbly
congestion for all flows fromthe same QAL source, it can return
FRAGREP nessages with Flow Label set to 0 as indication that all
flows are affected.

VWhen the round-trip delay fromthe original source to the final
destination is long while the round-trip tine fromthe QAL source to
the OAL destination is significantly shorter, the OAL source can

mai ntain a short-termcache of the OAL fragnents it sends to QAL
destinations for each flowin case tinely best-effort selective
retransm ssion is requested. The QAL destination in turn maintains a
checklist for (Source, Destination, Flow Label, Identification)-
tuples of recently received QAL fragnments and notes the ordinal
nunbers of QAL fragments already received (i.e., as ordinals #0, #1,
#2, #3, etc.). The timeframe for maintaining the OAL source and
destination caches deternines the link persistence (see: [RFC3366]).

If the QAL destination notices sone fragments m ssing after nost
other fragments within the same |ink persistence tinmefrane have
already arrived, it may issue an Automati c Repeat Request (ARQ with
Sel ective Repeat (SR) by sending an unsolicited control nessage to
the OAL source. The OAL destination creates a control nmessage with
an OWNI option with one or nore FRAGREP sub-options that include
Bitmaps for fragnents received and missing fromthis QAL source (see:
Section 10.2.15). The OAL destination includes an authentication
signature if necessary, perforns OAL encapsulation (with its own
address as the OAL Source Address and the Source Address of the
message that pronpted the unsolicited control nessage as the QAL
Destination Address) and sends the nmessage to the OAL source.

Tenplin Expi res 19 August 2026 [ Page 52]



I nternet-Draft I Pv6 over OMNI Interfaces February 2026

If an QAL internediate systemor QAL destination processes an QAL
fragment for which corruption is detected, it may simlarly issue an
i Medi ate ARQ SR the sane as descri bed above. The FRAGREP provi des
an inmmedi ate (rather than tinme-bounded) indication to the QAL source
that a fragnent has been | ost.

When the OAL source receives the control nessage, it authenticates
the message then examni nes any encl osed FRAGREPs. For each (Source,
Destination, Flow Label, ldentification)-tuple, the OAL source
determ nes whether it still holds the corresponding QAL fragments in
its cache and retransmits any for which the Bitmap indicates a | oss
event. For exanple, if the Bitmap indicates that ordinal fragnments
#3, #7, #10 and #13 fromthe QAL packet with Identification
0x0123456789abcdef are m ssing the QAL source only retransmits those
fragments. Wen the QAL destination receives the retransmtted QAL
fragnents, it admts theminto the reassenbly cache and updates its
checklist. |If sone fragnents are still mssing, the OAL destination
may send a small nunber of additional ARQ SR control nessages within
the link persistence tinefrane.

The OAL therefore provides a link |ayer |owto-medi um persistence
ARQ SR service consistent with [ RFC3366] and Section 8.1 of

[ RFC3819]. The service provides the benefit of tinmely best-effort
link |ayer retransm ssions which may reduce OAL fragnent | oss and
avoi d some unnecessary end-to-end delays. This best-effort network-
based service therefore complenents transport and hi gher |ayer end-
to-end protocols responsible for true reliability.

6.9. OW Interface MU Feedback Messagi ng

When the OWNI interface forwards original |IP packets fromthe network
|l ayer, it invokes the QAL and returns internally-generated Path MU
Di scovery (PMIUD) | CWMPv4 "Fragnentati on Needed and Don’t Fragnent
Set" [RFC1191] or |ICWPv6 "Packet Too Big (PTB)" [ RFC8201] nessages as
necessary. This docunent refers to both nessage types as "PTBs" and
i ntroduces a distinction between PTB "hard" and "soft" errors as

di scussed bel ow.

Ordinary PTB messages are hard errors that always indicate |oss due
to areal MU restriction has occurred. However, the OMW interface
can also forward original |IP packets via QAL encapsul ati on and
fragmentation while at the sane time returning PTB soft error
messages (subject to rate linmting) to the original source to suggest
smal l er sizes due to factors such as link perfornmance
characteristics, excessive nunbers of fragnments needed, reassenbly
congestion, etc.
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This ensures that the path MIU is adaptive and reflects the current
path used for a given data flow The OWI interface can therefore
continuously forward original |IP packets w thout |oss while returning
PTB soft error nessages that recomend snaller sizes. Oigina
sources that receive the soft errors in turn reduce the size of the
original IP packets they send the same as for hard errors, but not
necessarily due to a loss event. The original source can then resune
sendi ng | arger packets if the soft errors subside.

QAL internedi ate systens that experience fragment |oss and OAL end
systens that experience reassenbly cache congestion can return
unsolicited control nessages that include OV encapsul ated PTB soft
error nessages to QAL sources that originate fragments (subject to
rate limting). The QAL node creates a secured control nessage with
an OWNI option containing an | CMPv6 Error sub-option. The OAL node
encodes a PTB nessage in the sub-option with MIU set to a reduced
value and with the leading portion an QAL first fragment containing
the header of an original |P packet for which the source nust be
notified (see: Section 10).

The OAL node that sends the control message encapsul ates the | eading
portion of the OAL first fragnent (beginning with the OAL header) in
the PTB "packet in error" field and signs the nessage if an

aut hentication signature is included. The OAL node then performs QAL
encapsul ation (with its own address as the Source Address and the
Source Address of the nessage that pronpted the control nessage
response as the Destination Address) and sends the nessage to the QAL
source. (Note that OAL internediate systens forward control nessages
via the secured spanning tree while QAL source and destinati on end
systems include an authentication signature when necessary.)

The OAL source prepares the PTB soft error by first setting the Type
field to 2 for 1 Pv6 [RFC4443] or "Packet Too Big" for |IPv4d (see:

[1-D. tenplin-6man-ipid-ext2]). The OAL source then sets the Code
field to "PTB Soft Error (no loss)" if the OAL destination forwarded
the original |IP packet successfully or "PTB Soft Error (loss)" if it
was dropped (see: [I-D.tenplin-6man-ipid-ext2]). The QAL source next
sets the PTB Destination Address to the original |P packet Source
Address, and sets the PTB Source Address to one of its OWI interface
addresses that is reachable fromthe perspective of the origina

sour ce.
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The OAL source then sets the MIU field to a value snaller than the
original IP packet size but no snmaller than 1280, wites as much of
the original IP packet first fragnment as possible into the "packet in
error" field such that the entire PTB including the I P header is no

| arger than 1280 octets for IPv6 or 576 octets for IPv4. The OAL
source then cal cul ates and sets the | WP Checksum and returns the PTB
to the original source

An original sources that receives these PTB soft errors first
verifies that the | CMP Checksumis correct and the packet-in-error
contains the | eading portion of one of its recent packet

transm ssions. The original source can then adaptively tune the size
of the original IP packets it sends to produce the best possible

t hroughput and latency, with the understandi ng that these paraneters
may fluctuate over time due to factors such as congestion, nobility,
networ k path changes, etc. Oiginal sources should therefore

consi der recei pt or absence of soft errors as hints of when
decreasing or increasing packet sizes nmay provide better performance.

The OWNI interface supports continuous transm ssion and reception of
packets of various sizes in the face of dynam cally changi ng network
conditions. Mdreover, since PTB soft errors do not indicate a hard
limt, original sources that receive soft errors can resunme sending

| arger packets without waiting for the reconmended 10 ninutes
specified for PTB hard errors [ RFC1191][ RFC8201]. The OW interface
therefore provi des an adaptive service that accomopdates MIU
diversity especially well-suited for air/land/sea/ space nobile

I nt er net wor ki ng.

Not e: when the QAL source receives persistent Fragnentation Reports
for a given flow (see: Section 6.8), it should return PTB soft errors
to the original source (subject to rate limting) the same as if it
had received PTB soft errors fromthe QAL destination. Wen the
original source is likely to retransnmt an entire original |IP packet
on its own behalf in case of |loss, the OAL destination can elect to
return only PTB soft errors and refrain fromreturning Fragnentation
Reports.

Note: the QAL source may receive control nessages that include both a
PTB soft error and Fragnentation Report(s). |If so, the QAL source
both returns PTB soft errors to the original source (subject to rate
limting) and retransnmits any mssing fragnents if it is configured
to do so.
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6.10. QAL Conposite Packets

The OAL source ordinarily includes a 40 octet |1Pv6 encapsul ation
header for each original |P packet during OAL encapsul ation. The QAL
source then perforns fragnmentation such that a copy of the 40 octet

| Pv6 header plus a 16 octet |Pv6 Extended Fragnment Header is included
in each QAL fragment (when a Routing Header is added, the QAL
encapsul ati on headers becone larger still). However, these
encapsul ati ons may represent excessive overhead in sone environnments.

QAL header conpression as discussed in Section 6.5 can significantly
reduce encapsul ati on overhead, however a conplenmentary techni que
known as "packing" (see: [I-D.ietf-intarea-tunnels]) supports
encapsul ation of nultiple original |IP packets and/or control nessages
within a single QAL "conposite packet"”.

When the OAL source has nultiple original |IP packets to send to the
sane OAL destination with total length no larger than the OAL
destination EMTU R, it can concatenate theminto a conposite packet
encapsul ated in a single OAL header. Wthin the QAL conposite
packet, the I P header of the first original |IP packet (iHa) followed
by its data (iDa) is concatenated i mediately followi ng the QAL
header. The | P header of the next original packet (iHbo) foll owed by
its data (iDb) is then concatenated i mediately followi ng the first,
with each remaining original |IP packet concatenated in succession.
The OAL conposite packet format is transposed from
[I-D.ietf-intarea-tunnels] and shown in Figure 13:

<------- Oiginal IP packets ------- >
+----- +----- +
| iHa | iDa |
oo oo +
|
| +----- +----- +
| | iHo | iDb |
| S R S R +
I I
| | +----- +----- +
| | | iH | iDc |
| | +----- +----- +
I I I
\Y \Y \Y
S +----- +----- +----- +----- +----- +----- +
| OAL Hdr | iHa | iDa| iH | iDb| iHc | iDc |
o mmee oo Foomo - Foomo - Foomo - Foomo - Foomo - Foomo - +

<-- QAL conposite packet with single OAL Hdr -->

Fi gure 13: OAL Composite Packet Fornat
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When the QAL source prepares a conposite packet, it applies QAL
fragmentation then applies underlay encapsul ati on and sends the
resulting carrier packets to the OAL destination. Wen the OAL
destination receives the conposite packet it first reassenbles if
necessary. The QAL destination then selectively extracts each
original IP packet (e.g., by setting pointers into the conposite
packet buffer and mmintaining a reference count, by copying each
packet into a separate buffer, etc.) and forwards each one to the
network layer. During extraction, the OAL determ nes the IP protoco
versi on of each successive original |P packet 'j’ by exam ning the 4
nmost-significant bits of iH(j), and deternines the | ength of each one
by examining the rest of iH(j) according to the IP protocol version

When an QAL source prepares a conposite packet that includes a

control message as the first original |IP packet (i.e., iHa/iDa) it
i ncludes any additional original |IP packets in concatenated
succession then includes a trailing OVWNI option. [|f the OVN option

contains an authentication sub-option, the OAL source cal cul ates the
aut henti cation signature over the entire |l ength of the conposite
packet. (A second commpn use case entails a path MIU probe begi nni ng
wi th an unsigned control message followed by a suitably |arge NULL
packet (e.g., an |IP packet with padding octets added beyond the IP
header and with {Protocol, Next Header} set to 59 ("No Next Header"),
a UDP/I P packet with port number set to 9 ("discard") [RFC0863],

etc.)

The OAL source can al so apply this conposite packet packing technique
at the sane tine it perfornms OCHL header conpression as discussed in
Section 6.5. Note that this technique can only be applied for
original IP packets of a single flow, such as for a stream of packets
for the flow that are queued for transm ssion service at roughly the
same tine.

6.11. OAL Bubbl es

QAL sources may send NULL QAL packets known as "bubbl es" for exanple
to establish Network Address Translator (NAT) state on the path to
the QAL destination. The QAL source prepares a bubble by crafting an
QAL header with appropriate I Pv6 Source and Destination ULAs, with
the 1 Pv6 Next Header field set to the value 59 ("No Next Header"

see: [RFC8200]) and with O or nore octets of NULL protocol data

i mredi ately followi ng the | Pv6 header

The OAL source includes a random y-chosen Identification value then
encapsul ates the OAL packet in underlay headers destined to either
the mapped address of the OAL destination's first-hop ingress NAT or
the underl ay address of the QAL destination itself. Wen the QAL
source sends the resulting carrier packet, any egress NATs in the
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path toward the underlay destination will establish state based on
the activity. At the sane tine, the bubbles thenselves will be

harm essly di scarded by either an ingress NAT on the path to the QAL
destination or by the OAL destination itself.

The bubbl e concept for establishing NAT state originated in [ RFC4380]
and was | ater updated by [ RFC6081]. QAL bubbl es nmay be enpl oyed by
mobility services such as AERO

6.12. QAL Requirenents

In light of the above, OAL sources, destinations and intermediate
systens observe the foll owing normative requirenents:

* QAL sources MJST forward original |IP packets either |arger than
the OWNI interface mninmum EMIU R or snaller than the mni nrum OFS
as atomc fragnents (i.e., and not as nultiple fragnents).

* QAL sources MJST perform QAL fragmentation such that all non-fina
fragments are equal in length while the final fragnent may be
smal | er.

* QAL sources MJST produce non-final fragments with payl oads no
smal l er than the mni mum OFS during fragmentation

* QAL intermedi ate systems SHOULD and QAL destinati ons MJST
unconditionally drop any non-final QAL fragments with payl oads
smal | er than the m ni num OFS

* QAL destinations MJST drop any new OAL fragnments that woul d
overlap with other fragments and/or |eave holes smaller than the
m ni mum OFS between fragnments that have al ready been received

Note: Certain | egacy network hardware of the past m || enni um was
unabl e to accept IP fragnment "bursts" resulting froma fragnentation
event - even to the point that the hardware woul d reset itself when
presented with a burst. This does not seemto be a conmmon problemin
the nmodern era, where fragnentation and reassenbly can be readily
demonstrated at line rate (e.g., using tools such as "iperf3 ) even
over fast links on ordinary hardware platforns. Even so, while the
QAL destination is reporting reassenbly congestion (see: Section 6.9)
the OAL source could inpose "pacing" by inserting an inter-fragnent
del ay and increasing or decreasing the delay according to congestion
i ndi cati ons.
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6.13. QAL Fragnentation Security Inplications

As discussed in Section 3.7 of [RFC8900], there are 4 basic threats
concerning | Pv6 fragnmentation; each of which is addressed by
effective mtigations as foll ows:

1. Overlapping fragnent attacks - reassenmbly of overl appi ng
fragments is forbi dden by [ RFC8200]; therefore, this threat does
not apply to the QAL.

2. Resource exhaustion attacks - this threat is nitigated by
providing a sufficiently |arge OAL reassenbly cache and
instituting "fast discard" of inconplete reassenblies that may be
part of a buffer exhaustion attack. The reassenbly cache should
be sufficiently large so that a sustained attack does not cause
excessive | oss of good reassenblies but not so large that (tiner-
based) data structure managenent becones conputationally
expensive. The cache should al so be indexed based on the arriva
underlay interface such that congestion experienced over a first
underl ay interface does not cause discard of inconplete
reassenblies for uncongested underlay interfaces.

3. Attacks based on predictable fragnent Identification values - in
envi ronnments where spoofing is possible, this threat is mtigated
through the use of ldentification windows beginning with
unpredi ct abl e val ues per Section 6.7. By maintaining wi ndows of
acceptabl e Identifications, QAL nei ghbors can quickly discard
spurious carrier packets that might otherwi se clutter the
reassenbly cache

4. Evasion of Network Intrusion Detection Systens (NIDS) - since the
QAL source enpl oys a robust OFS, network-based firewalls can
i nspect and drop QAL fragnents containing malicious data thereby
di sabling reassenbly by the QAL destination. However, each QAL
destination should also enploy a (host-based) firewall.

I Pv4 includes a 2 octet (16-bit) ldentification (IP ID) field with
only 65535 uni que val ues such that even at noderate data rates the
field could wap and apply to new carrier packets while the fragments
of old carrier packets using the sane IP ID are still alive in the
network [ RFC4963]. However, |IPv4 links that configure a small MIU
are likely to occur only at extreme network edges where |ow data rate
links occur [ RFC3819]. Since IPv6 provides a 4 octet (32-bit)
Identification value, IP ID waparound for |IPv6 fragnentati on may
only be a concern at extrene data rates (e.g., 1Tbps or nore). These
limtations are fully addressed through the 8 octet (64-bit) Extended
Identification fornmat supported by [I-D.tenplin-6nman-ipid-ext?2].

Tenplin Expi res 19 August 2026 [ Page 59]



I nternet-Draft I Pv6 over OMNI Interfaces February 2026

Unl ess the path is secured at the network layer or below (i.e., in
envi ronments where spoofing is possible), OV interfaces MJST NOT
send QAL packets/fragnments with Identification values outside the
current wi ndow and MUST secure control nessages used for address
resol ution or wi ndow state synchroni zati on. QAL destinations SHOULD
therefore discard w thout reassenbling any out-of-wi ndow OAL
fragments received over an unsecured path.

6.14. Control/Data Pl ane Consi derati ons

The above sections prinmarily concern data plane aspects of the OWN
interface service and describe the data plane service nodel offered
to the network layer. OWN interfaces also internally enploy a
control plane service based on control messaging. These contro

pl ane nmessages are first subject to OAL encapsul ati on then forwarded
over secured underlay interfaces (e.g., |Psec tunnels, secured direct
poi nt-to-point links, etc.) or over unsecured underlay interfaces and
with an authentication signature included.

OWN interfaces must send all control plane nessages as "atomi c QAL
packets". This means that these nessages must not be subjected to
QAL fragnentation and reassenbly, although they may be subjected to
underl ay network fragnmentation and reassenbly al ong sone paths.
Fragnmentation security concerns for |arge control nessages are
docunented i n [ RFC6980] .

7. FEthernet-Conpatible Link Layer Frane Format

When the OWNI interface forwards original |IP packets fromthe network
layer it first invokes OAL encapsul ati on and fragnentation, then
wraps each resulting QAL packet/fragment in any necessary underl ay
headers to produce carrier packets according to the native frame
format of the underlay interface. For exanple, for Ethernet-
conpatible interfaces the frame format is specified in [ RFC2464], for
aeronautical radio interfaces the frane format is specified in
standards such as | CAO Doc 9776 (VDL Mbde 2 Techni cal Mnual), for
various forns of tunnels the frane format is found in the appropriate
tunnel i ng specification, etc.

When the OWNI interface encapsul ates an OAL packet/fragnent directly
over an Ethernet-conpatible link | ayer, the over-the-wire
transm ssion format is shown in Figure 14:

B T T T R s T T T I e F--m o~~~ -+

| eth-hdr | OWN Ext. Hdrs | OAL Packet/Fragnent | eth-trail

Fom o~ e~ oo o~~~ e
| <------- Et hernet Payload -------- >|
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Fi gure 14: OVNI Et hernet Frane For mat

The format includes a standard Ethernet Header ("eth-hdr") wth

Et her Type TBD2 (see: Section 21.2) followed by an Ethernet Payl oad
that includes zero or nore OVNI Extension Headers followed by an QAL
(or native | Pv6/1Pv4) Packet/Fragnment. The Ethernet Payload is then
followed by a standard Ethernet Trailer ("eth-trail").

The first OVNI extension header and the QAL Packet/Fragnment both
begin with a 4-bit "Type/ Version" as discussed in Section 6.2. Wen
"Typel/ Versi on" encodes an OVNl extension header type, the | ength of
the extension headers is linted by [I-D.ietf-6man-eh-lints] and the
I ength of the QAL Packet/Fragnment is determined by the |IP header
fields that follow the extension headers.

When "Type/ Ver si on" encodes OWNI -OCH1/2, OWN -1P4 or OWNI -1P6 the

| ength of the QAL Packet/Fragnent is determined by the {Total,

Payl oad} Length field found in the full/conpressed header according
to the specific protocol rules.

See Figure 2 for a map of the various underlay encapsul ation |ayering
possibilities. For any layering conbination, the final |ayer (e.g.,
UDP, I P, Ethernet, etc.) nmust have an assi gned nunber and frane
format representation that is conpatible with the sel ected underl ay

i nterface.

8. OWI Addressing

OWNI addressing observes the | Pv6 addressing architecture [ RFC4291]
requirenents: "IPv6 addresses of all types are assigned to
interfaces, not nodes. An |IPv6 unicast address refers to a single
interface. Since each interface belongs to a single node, any of
that node’s interfaces’ unicast addresses may be used as an
identifier for the node [...]". OW addressing further follows the
| Pv6 address selection policies specified in [RFC6724] as updated by
[I-Dietf-6man-rfc6724-update].

Each OMNI interface is configured over a set of underlay interfaces
as a virtual data link layer for the QAL. OV nodes assign IP
addresses to their underlay interfaces according to the native *NET
aut oconfiguration service(s) or through manual configuration. OW
nodes assign | Pv6 addresses to their OVMNI interfaces as specified in
this section.

[ RFC4861] requires that hosts and routers assign Link-Local Addresses
(LLAs) to all interfaces including OW interfaces, and that routers
use their LLAs as the Source Address for RA and Redirect nessages.
OWNI nodes assign different external and internal LLAs to their OW

Tenplin Expi res 19 August 2026 [ Page 61]



I nternet-Draft I Pv6 over OMNI Interfaces February 2026

interfaces but need not test them for uni queness over the entire OW
link since each (locally-unique) LLA is mapped to an assured

gl obal | y-uni que Multilink Local Address (M.A). OWMNI nodes that
assign multiple external LLAs to an OVWNI interface (e.g., as
suggested by [I-D.link-6man-gulla]) map all LLAs to the (singular)
OWI interface MA

Thi s specification further requires that each OWN interface nust
assign a uni que M.A per the address format specified in [ RFC9374] and
within the architecture of [I-D.tenplin-6man-na]. The node assigns
the MLA to an OWNI interface configured over its set of underlay
interfaces per the | Pv6 scoped addressing architecture "site"
abstraction [ RFC4007]. For OWN interfaces configured over MANET
underl ay interfaces, the node al so assigns the sane MLA to each MANET
interface. The node regards the OMNI interface M.A assignment as an
adaptation |l ayer address in the architecture and regards the underl ay
interface MLA assignnents as node-l ocal anycast addresses, with each
underlay interface distinguished by its iflndex.

The OMNI |ink extends across any underlying Internetworks to include
all Proxy/ Servers and other service nodes. Al Cients are also
considered to be connected to the OWI 1|ink, however unnecessary
encapsul ati ons are omtted whenever possible to conserve bandwi dth
(see: Section 12). An OWI domain consists of one or nore OWI |inks
joined together to provide service for a cormon set of MSPs.

OWNI donmi ns include one or nore OMNI |inks that together coordinate
a conmon set of MSPs del egated froman | P GUA prefix space [ RFC4291]
fromwhich the M5 del egates M\Ps to support Cient EUN addressing.

For 1 Pv6, MSPs are assigned to an OMNI domain by | ANA and/ or an
associ ated Regional Internet Registry [IPV6] such that the |ink(s)
can be connected to the global 1Pv6 Internet w thout causing routing
i nconsi stencies. Instead of GQUAs, an OVNI |ink could use ULAs with
the "L’ bit set to O (i.e., fromthe "ULA-C' prefix fc00::/8)

[ RFC4193], however this would require |Pv6 NAT if the domain were
ever connected to the gl obal IPv6 Internet.

For 1 Pv4, MSPs are assigned to an OMNI domain by | ANA and/ or an
associated RIR [I PV4] such that the link(s) can be connected to the
gl obal 1Pv4 Internet wi thout causing routing inconsistencies. An
OWNI *NET coul d instead use private |IPv4 prefixes (e.g., 10.0.0.0/8,
etc.) [RFC6890], however this would require | Pv4d NAT at the *NET
boundary. OVWN interfaces advertise |IPv4 MSPs into | Pv6 routing
systens as "6to4 prefixes" [RFC3056] (e.g., the IPv6 prefix for the
| Pv4 MSP "VAADDR/ 24" is 2002: VAADDR: :/ 40).
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I Pv4 routers that configure OMNI interfaces advertise the prefix
TBD3/ N (see: | ANA Considerations) into the routing systens of their
connected *NETs and assign the I Pv4 OVWN anycast address TBD3.1 to
their *NET interfaces. 1Pv6 routers that configure OMWI interfaces
advertise the prefix 2002: TBD3::/(N+16) into the routing systens of
their connected *NETs and assign the I Pv6 OMNI anycast address
2002: TBD3:: to their *NET interfaces.

OWN interfaces use their OVWNI 1Pv6 and | Pv4 anycast addresses to
support control plane Service Discovery in the spirit of [RFC7094],
i.e., the addresses are not intended for use in supporting |onger
termdata plane flows. Specific applications for OMI |Pv6 and | Pv4
anycast addresses are di scussed throughout the docunent as well as in
[1-D. tenplin-6man-aero3].

9. Node ldentification

OWI dients and Proxy/ Servers that connect over open |nternetworks

i nclude a uni que node identification value for thenselves in the |Pv6
Source Address and/or in an OVMNI option of their control mnessages
(see: Section 10.2.9). Each node configures and includes an MLA as a
node identification as discussed in Section 8. (The Universally
Unique IDentifier (UUID) [RFC9562] is another exanple of a node
identifier which can be self-generated by a node w thout supporting
infrastructure with very |low probability of collision.)

VWen a Cient is truly outside the context of any infrastructure, it
may have no topol ogy-aggregated addressing information at all. In
that case, the Cient can use an MLA as an | Pv6 Source/ Destination
Address for sustained comunications in Vehicle-to-Vehicle (V2V) and
(mul ti hop) Vehicle-to-Infrastructure (V2l) scenarios. The dient can
al so propagate the MLA into the nmultihop routing tables of

(coll ective) Mobil e/ Vehicul ar Ad-hoc Networks (MANETs/ VANETS) using
only the vehicles thensel ves as comunications relays. M.As provide
an especially useful node identification construct since they appear
as properly-fornmed | Pv6 addresses.

10. Address Mapping - Unicast

OWNI interfaces nmaintain network | ayer conceptual Nei ghbor and
Destination Caches per [RFCl1256] [ RFC4861] the sanme as for any IP
interface. The network |layer maintains state through static and/or
dynani ¢ Nei ghbor/ Destination Cache Entry (NCE/ DCE) configurations.

Each OMNI interface also maintains internal ALNCEs that suppl enent
the NLNCEs for each of its active neighbors. For each peer,

nei ghbors al so naintain AERO Fl ow Vectors (AFVs) as ALNCE state to
map nei ghbor per-interface-pair paraneters.
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Wen a Cient’s network | ayer sends or receives | Pv6 Nei ghbor

Di scovery (ND) nessages over an OWMNI interface, it follows the
procedures in [ RFC4861] using the Source/ Target Link-Layer Address
Option (S/TLLAO format defined for Ethernet [RFC2464]. The QAL then
renoves the S/ TLLAO at the adaptation | ayer before transm ssion since
the | ocal | y-assi gned Ethernet address has no significance to externa
nei ghbors. On receipt of Nei ghbor Advertisement and Redirect
messages, the QAL inserts a TLLAOw th the OWNI interface interna
l'ink-1ayer address then re-calculates the 1Pv6 ND message checksum
and forwards it to the network | ayer.

Wen a Cient’s network | ayer sends or receives an ordinary |IP packet
over an OMNI interface, the QAL consults the IP Destination to OAL

| Pv6 address mappi ngs established by earlier control message
exchanges. On transm ssion, the OAL uses the I P destination address
to determ ne the Destination Address for an QAL encapsul ati on header
whil e including an SRH extension. On reception, the OAL uses the

| Pv6 encapsul ati on header Source Address to determ ne the source
address for the virtual Ethernet header.

The OWNI interface nust therefore maintain ALNCEs that map | P
Destination addresses to MLAs while exposing only the OW interface
internal link-layer address to the IP layer. Wwen the OWN interface
di scovers a new nei ghbor (e.g., when it creates a new NCE based on
recei pt of an IPv6 ND nessage), it maps the MLA to the OVWNI interface
internal |ink-layer address. When the OVNI interface discards an

exi sting neighbor, it deletes the now expired NCE

When the OAL forwards control nessages fromthe network |ayer to the
underlay, it replaces the Ethernet header with an adaptation |ayer

| Pv6 encapsul ati on header (plus an SRH extension) and a pseudo |Pv6
ND option trailer encoding OVNI |ink-specific information. Wen the
QAL forwards |1 Pv6 ND nmessages fromthe underlay to the network |ayer,
it perforns decapsul ation by parsing and renoving the trailer while
replacing the adaptation |ayer |Pv6 header with a | ocal Ethernet
header .

When the QAL forwards an I Pv6 ND nessage fromthe network layer to
the underlay, it can verify the 1Pv6 ND nessage checksumto ensure
integrity in the local network stack as an OPTIONAL first step before
perform ng QAL encapsul ation. Wen the QAL alters a network |ayer

I Pv6 ND nessage or creates an internally-generated | Pv6 ND nessage
that it will forward to the underlay, it sets the |IPv6 ND nessage
checksumto O since an QAL checksumw || properly cover the same data
(see: Section 10.1).
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When the QAL receives an QAL-encapsul ated | Pv6 ND nessage fromthe
underlay, it ignores the I Pv6 ND nessage checksumif it will process
the message internally since integrity is already verified by an QAL
checksumin the trailing OVWNI option (see below). For |IPv6e ND
messages that it will forward to the network |ayer that have the | Pv6
ND message checksum set to O, the OAL instead calculates and rewites
the checksum fol |l owi ng QAL decapsul ation. The network |ayer will
then verify the I Pv6 ND nessage checksum i ndependently of the QAL the
same as for any IPv6 interface.

Hence, this docunent defines a new pseudo |IPv6 ND option type terned
the "OWI option" designed for these purposes. Since the pseudo-
option is inserted and renoved by the adaptation |ayer and never
exposed to the network layer, it does not require a formal |1Pv6 ND
option nunber assignnent.

10.1. The OWNI Option

During QAL | Pv6 encapsul ati on of each control message, the QAL source
appends a single OMWNI (pseudo-)option as a contiguous bl ock of data

i medi ately followi ng the end of the (conposite) packet. The QAL
source then sets the DSCP value as specified in Section 6.1 to mark
the nmessage as control. |f the conposite packet does not end on an
integral 8 octet boundary, the OAL source inserts padding octets
followi ng the final composite packet elenment to ensure 8 octet

al i gnment before appending the rest of the OMNI option. The QAL
source then adds the OVNI option length (including padding) to the
QAL Payl oad Lengt h.

During decapsul ation of each control nessage, the QAL destination
processes the OVNI option contents then renmpoves the option before
delivering the original IPv6 ND nessage (plus any additional origina
| P packets fromthe conposite packet) to the network |layer. The QAL
i nstead consunes | Pv6 ND nessages specific to the adaptation |ayer
internally without delivering themto the network |ayer

The OMNI option therefore appears as a trailer in all QAL (conposite)
control packets. The OWNI option format is shown in Figure 15

Tenplin Expi res 19 August 2026 [ Page 65]



I nternet-Draft I Pv6 over OMNI Interfaces February 2026

T e L o o o e i i s it NN R SR S B S
~ Paddi ng ~
B i s T T i i o S o T Ji I

OWNI Sub-Options (0 or nore octets)

—+ 1+
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OWI Length | OAL Checksum |
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+— 4+ + 1+

Fi gure 15: OVNI Option For mat

In this formt:

*

Padding is included if necessary to begin the OV option on an
even 8 octet boundary.

OWNI Sub-Options is a variable-length concatenation of 0 or nore
sub-options formatted as specified in Section 10.2 such that the
total length of all sub-options is an integer nmultiple of 8
octets. |If an authentication sub-option is included, it nust
appear as the final sub-option

OWNI Length is a 2 octet field that encodes the length in octets
of the OVNI Sub-Options. OVN Length nust encode an integer
multiple of 8 between 0 - 65528, but nust not exceed the avail able
length for trailing data according to the QAL | Pv6 Payl oad Length.

OAL Checksumis a 2 octet field used to ensure integrity and
protect against misdelivery. |If the OVN option includes an

aut henti cati on sub-option, the QAL source cal cul ates and i ncl udes
the authentication signature first. The QAL source then
cal cul ates the QAL Checksum begi nning with a pseudo- header of the
QAL | Pv6 header per Section 8.1 of [RFC8200]. The pseudo- header
includes the OAL | Pv6 Source and Destination Addresses, where the
M_As of the source and its FHS or LHS egress peer (e.g., a dient
and its Proxy/Server) are used if there are SRH i nternedi ate hops
bet ween them The pseudo-header al so sets Next Header to 41 (for

| Pv6 encapsul ation), and sets Upper-Layer Packet Length to the OAL
| Pv6 Payl oad Length m nus the length of any extension headers
present between the OAL | Pv6 header and the encapsulated | Pv6 ND
message. The checksum then extends over the length of the nessage
beginning with the first octet of the encapsulated | Pv6 ND nessage
and continuing up to and including the OVWNI Length field. The QAL
source then wites the resulting value into the QAL Checksum
field. The QAL destination verifies the checksum upon nessage

Tenplin Expi res 19 August 2026 [ Page 66]



I nternet-Draft I Pv6 over OMNI Interfaces February 2026

10.

recei pt and processes the message further only if the checksumis
correct. (Note that the trailing OW Length field and OAL | Pv6
Payl oad Length fields encode different values, but both are
included in the checksum cal cul ation.)

OWNI encapsul ated control messages exchanged over unsecured *NETsS
bet ween peer Clients or ients and their Proxy/ Servers use either
public-key based digital signatures per SEcure Nei ghbor Di scovery
(SEND) [ RFC3971][ RFC9374] or Hashed Message Aut hentication Codes
(HVAC) per [RFCB754][ RFC2104] as an adaptation |layer authentication
service. Since the adaptation |layer already applies authentication
fromwithin the OMNI interface, the network |ayer should not also
apply I Pv6 ND nessage authentication over the OVMNI interface. The
OWNI option therefore provides sub-options to support either SEND or
HVAC as adaptation | ayer authentication services. Alternate

aut henti cation sub-option types may be specified in future docunents.

Al though originally specified to operate with Cryptographically
Gener at ed Addresses (CGAs) per [RFC3972], SEND notes that: "This
specification also allows a node to use non-CGAs with certificates
that authorize their use. However, the details of such use are
beyond the scope of this specification and are left for future work."
OWNI is based on an alternate cryptographically generated | Pv6
address type (the MLA), and therefore does not use CGAs.

The OMNI Sub-Options may include full or partial information for the
nei ghbor. The OWNI interface therefore retains the union of the npst
recently received infornmation in the correspondi ng NCE

OWI interface Cients such as aircraft typically have nmultiple
wireless data link types (e.g. satellite-based, cellular,

terrestrial, air-to-air directional, etc.) with diverse performance,
cost and availability properties. The OV interface would therefore
appear to have nmultiple L2 connections, and may include infornmation
for multiple underlay interfaces in a single OMI option. QOW

i nterfaces manage their dynanically-changing multilink profiles by

i ncluding OMNI sub-options as discussed in Section 10. 2.

2. OWNI Sub-Options

The OWNI option includes a Sub-Qptions block containing zero or nore
i ndi vi dual sub-options. Each successive sub-option is concatenated
i medi ately following its predecessor. All sub-options are encoded
as foll ows:

B e T i S S i S e o
| Sub- Type | Sub-Length | Sub-Option Data ..
B T I e i ol e T e i i i ot SOIE TR S B S S
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Fi gure 16: Sub-Option For mat

* Sub-Type is a 1 octet field that encodes the sub-option type.
Sub-option types defined in this docunent include:

Sub- Opti on Name Sub- Type
Nul | 0
CGA 1
RSA Signature 2
Ti mest anp 3
Nonce 4
Trust Anchor 5
Certificate 6
HVAC 7
Node Identification 8
Nei ghbor Synchroni zati on 9
Interface Attributes 10
Traffic Sel ector 11
Geo Coordi nat es 12
Pl M SM Message 13
Fragnment ati on Report 14
| CMPv6 Error 15
Pr oxy/ Server Contr ol 16
Prefix Information Option 17
Route I nformation Option 18
DHCPv6 Message 19
Figure 17

Sub- Types 20-252 are reserved for future sub-option assignnments.
Sub- Types 253 and 254 are reserved for experinmentation while Sub-
Type 255 is reserved by | ANA

* Sub-Length is a 1 octet field that encodes the |l ength of the sub-
option (including the type and length fields) in units of 8
octets. The value 0 is invalid; nodes MJST silently discard an ND
packet that contains a sub-option with Sub-Length set to O.

* Sub-Option Data is a block of data with format determ ned by Sub-
Type and | ength determ ned by Sub-Length.

The QAL source codes all sub-options in a single OW option in the
same control message, with each sub-option concatenated i mediately
followi ng the previous and with paddi ng added if necessary to end
each sub-option on an even 8 octet boundary. |If the total size of
al | sub-options would cause the control nessage to exceed the path
MIU, the QAL source includes as nmany sub-options as possible and
codes any renmi ni ng sub-options in additional control nessages.
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The OAL destination processes the OWNI option in a received contro
message beginning with the first sub-option while skipping over and

i gnoring any NULL or unrecogni zed sub-options. [If an individual sub-
option | ength woul d cause processing to exceed the OVNI option

i nstance and/or control nessage |engths, the QAL destination drops

t he nmessage.

Control messages that require OVNI authentication services include an
aut henti cati on sub-option as the final sub-option. A single control
message i ncludes a single effective OWNI authentication service sub-
option; if multiple are included, all but the final sub-option are

i gnor ed.

Note: | arge objects that exceed the maxi mum Sub-Option Data | ength
are not supported under the current specification; if this proves too
limting in practice, future specifications nmay define support for
fragnmenting | arge sub-options across nultiple control nessages.

The foll owi ng sub-option types and formats are defined in this
docunent :

10.2.1. NULL Sub-Option

The NULL Sub-Option is skipped over and ignored on receipt regardl ess
of the contents of the Sub-Option Data follow ng the Sub-Length
octet. The format and contents of the sub-option are shown in

Fi gure 18:

i I S T S S i I S A SHE N SR
|  Sub-Type=0 | Sub-Length

I Ik M SR SR S -
~ Paddi ng ~
B i s T T i i o S o T Ji I

Fi gure 18: NULL Sub- Option

*  Sub-Type is set to 0. Miltiple instances nay appear in the sane
OWNl opti on.

* Sub-Length is set to the nunber of 8 octet units in the sub-option
including the Sub-Option Data that follows.

* Sub-Option Data includes non-offensive paddi ng data which nust be

i gnored on receipt, where any non-null padding is subject to the
OAL checksum and aut henti cati on.
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Note that an authorized internedi ate system can convert any sub-
option into a NULL sub-option sinply by witing the value O into its
Sub- Type and resetting the QAL checksum Unauthorized intermedi ate
systens cannot performthis conversion wthout invalidating

aut henti cati on.

10.2.2. CGA

The OAL source includes a Cryptographically Generated Address (CGA)
OWNI sub-option formatted as specified in Section 5.1 of [RFC3971]
except that OVNI interfaces use MAs (instead of CGAs) which are al so
crypt ographi cal |l y-generated [ RFC9374]. The OVWNI CGA sub-option has
the follow ng format:

i T o T i e S S S i S e S
Sub- Type=1 | Sub-Length | Pad Length | Reserved |
e b T S i i S S S S e e s S i T T i S S

+-
+-
~ CGA Paraneters ~
B T I i R i e i Sl e e g e S I T s s it sTE O T B S SR
~ Paddi ng ~
e o o e i et oI i S S S i s s e sl St S S S e R R R

Fi gure 19: CGA

* Sub-Type is set to 1. The CGA sub-option nay appear at npbst once
in any OMNI option; if nultiple appear the nessage is dropped.

* Sub-Length is set to the nunber of 8 octet units in the sub-option
i ncluding the Sub-Option Data that follows.

Among ot her paraneters, the sub-option includes a public key as
specified in [ RFC3972] applied to the MLA Source Address according to
[ RFC9374] .

The CGA option must appear in all secured OVWNI control nmessages that
al so include an RSA Signature sub-option

10.2.3. RSA Signature
The OWNI RSA Signature sub-option includes a public key-based
aut henti cation signature extending over the length of the OWI -

encapsul ated control message. Wen present, the RSA Signhature sub-
option must appear as the final OVMNI sub-option
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The OAL source fully popul ates the OMNI option and can then cal cul ate
a digital signature to include in an OW RSA Signature sub-option as
di scussed bel ow.

The RSA Signature sub-option is formatted as shown in Figure 20:
I i S s i S S Tl ik SN S S S S
Sub- Type=2 | Sub-Length | Reserved |
i T o T i e S S S i S e S

Key Hash

Digital Signature

— 1+

+-
+-

R T o T e e i i ol ST S TR S e T e S e el st TR S R R S
i i i T i I S i e s o o i i
~ Paddi ng ~
R et e s i o e s i i

Fi gure 20: RSA Signature

* Sub-Type is set to 2. The RSA Signature sub-option may appear at
nmost once in any OVNI option; if nmultiple appear the nmessage is
dr opped.

* Sub-Length is set to the length of the sub-option in 8 octet
units. The Key Hash is always the nost significant (leftnost) 128
bits of the secure hash of the public key used for constructing
the signature while the length of the Digital Signature plus
Paddi ng i s constrained by the remaining avail abl e space for this
sub- opti on.

After fully populating the OWNI sub-options, the QAL source
constructs the Digital Signature according to Section 5.2 of

[ RFC3971] except beginning with the 128-bit Context |D val ue
specified for MLAs in Section 3 of [ RFC9374] instead of the CGA
Message Type val ue.

The signature then continues over the OAL | Pv6 Source and Desti nation
Addr esses, where the M.As of the source and its FHS or LHS egress
peer are used if there are SRH i nternedi ate hops between them The
si gnature next continues over the encapsul ated control nessage
including all control nessage header and option contents. The

si gnature next continues over any composite packet extensions then
extends over the entire OWI option up to the begi nning of the RSA
sub-option itself. The signature finally concludes by covering the
trailing OWNI Length field that foll ows the RSA sub-option
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10.

10.

After calculating the signature, the node wites the value into the
Digital Signature field before calculating the trailing QAL Checksum

Note that the control nessage MLA Source Address encodes security
suite information that determ nes the cryptographic algorithnms and
Digital Signature length [RFC9374]. The OMWNI RSA Signature sub-
option can therefore also carry non-RSA Digital Signatures.

2.4. Timestanp

The OAL source includes an OMNI Tinmestanp sub-option in contro
messages to ensure that unsolicited advertisements and redirects have
not been replayed. |If nultiple Tinmestanp sub-options appear the
message i s dropped.

The Ti nestanp sub-option is processed exactly the sanme as in
Section 5.3.1 of [RFC3971]. The OWNI Ti nestanp sub-option has the
followi ng format:

i T s i o S i i S R I S I S S S M
|  Sub-Type=3 | Sub-Length | |
I S i it HIE RIE R TR e +
| Reserved (6 octets) |
R i T I e T S S e S TR S T e i I S e S e e e e o o

+

+

I
+ Ti mestanmp (8 octets)
|
e s S S T i i o S S T i
Fi gure 21: Ti mestanp
* Sub-Type is set to 3. The Tinestanp sub-option may appear at nost
once in any OVMNI option; if multiple appear the nessage is
dr opped.
* Sub-Length is set to 2
2.5. Nonce
The OAL source includes an OMNI Nonce sub-option to ensure that an
I Pv6 ND advertisenment is a fresh response to one of its earlier
solicitations.

The Nonce sub-option is processed exactly the sane as in
Section 5.3.2 of [RFC3971] per the follow ng format:
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T e L o o o e i i s it NN R SR S B S
| Sub-Type=4 | Sub-Length |

B il s S S S S I S i ~
+-

Nonce (N octets) ~
R s i e R i e oI S e S e S R i Tk T S S R S R i S
Fi gure 22: Nonce

* Sub-Type is set to 4. The Nonce sub-option nay appear at nost
once in any OMNI option; if multiple appear the nessage is
dr opped.

* Sub-Length is set to the nunmber of 8 octet units in the sub-option
including the Sub-Option Data that follows, where Nis ((Sub-
Length * 8) - 2).

10.2.6. Trust Anchor

The OAL source includes a Trust Anchor OVNI sub-option the sane as in
Section 6.4.3 of [RFC3971] per the follow ng format:

R s i o e i ol S e S e T ik ik T S e T S T S
Sub- Type=5 | Sub-Length | Nane Type | Pad Length
i T o T T i T A S S S T

T S I T
Paddi ng ~

+-
I
+-
| |
~ Trust Anchor Body ~
I I
+-
B i aT T e e o S o S S S I T et sl o ST S S S S S S
Fi gure 23: Trust Anchor
* Sub-Type is set to 5. The Trust Anchor sub-option nmay appear at
nmost once in any OVNI option; if nultiple appear the nmessage is
dr opped.

* Sub-Length is set to the nunber of 8 octet units in the sub-option
including the Sub-Option Data that follows.

10.2.7. Certificate

The OAL source includes a Certificate OVNI sub-option the same as in
Section 6.4.4 of [RFC3971] per the follow ng format:
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T o e i e s S S R b Tk ok T NI S R
Sub- Type=6 | Sub-Length | Cert Type Reserved |
i T o T i e S S S i S e S

+-
+-

~ Certificate Body ~
I e I S i S i i S
~ Paddi ng ~
B i s T T i i o S o T Ji I

Figure 24: Certificate

* Sub-Type is set to 6. The Certificate sub-option nay appear at
nmost once in any OWNI option; if nultiple appear the nessage is
dr opped.

* Sub-Length is set to the nunber of 8 octet units in the sub-option
i ncluding the Sub-Option Data that follows.

10. 2. 8. Hashed Message Aut hentication Code (HVAC)

The OAL source mmy include a Hashed Message Authentication Code
(HVAC) sub-option. Wen present, the HVAC sub-option appears as the
final sub-option the same as specified for RSA Signhature above.

The format of the HVAC option is taken directly from Section 2.1.2 of
[ RFC8754] as shown in Figure 25:

i I S T S S i I S A SHE N SR
|  Sub-Type=7 | Sub-Length | O Reserved |
I i I e i i S e i S N SR S
| HVAC Key I D (4 octets) |
B i s T T i i o S o T Ji I
+-
+-

I
HVAC (vari abl e) ~
I

T o e i e S e e R b ok ok b NI T R
Paddi ng ~
i T o T i e S S S i S e S

Fi gure 25: Hashed Message Authentication Code (HVAC)

Sub-Type is set to 7, and Sub-Length is set to the nunber of 8 octet
units in the sub-option (note that this type value differs fromthe
HVAC type defined for TLV options in [RFC8754] since the two
(sub-)option nunbering spaces are independent). The HMAC sub-option
may appear at nost once in any OMNI option; if multiple appear the
message i s dropped.
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The HVAC di gest is encoded and processed the sanme as specified in

[ RFC2104] and Section 2.1.2 of [RFC8754]. The HMAC secure hash

al gorithm (e.g., SHA-256, SHA3-256, etc.) is determ ned by consulting
| ocal network configuration indexed by the HVAC Key | D.

The QAL node applies the HVAC over the OAL | Pv6 Source and
Destinati on Addresses, where the M.As of the source and its FHS or
LHS egress peer are used if there are SRH i nternedi ate hops between
them The HMAC then continues over the encapsul ated control nessage
including all control nessage header and option contents. The HVAC
next continues over any conposite packet extensions then extends over
the entire OMNI option up to and including the HVAC key I D. The HVAC
finally concludes by covering the trailing OVMNI Length field that

foll ows the HVAC sub-opti on.

After calculating the HVAC digest, the OAL node wites the value into
the HVAC field then includes padding octets if necessary for 8 octet
al i gnment before calculating the trailing OAL Checksum Only FHS and
LHS QAL nodes need to include and verify the HVAC, since internediate
SRT hops engage the secured spanning tree. The HVAC is inserted and
cal cul ated by the FHS/LHS ingress node then verified and removed by
the FHS/ LHS egress node.

10.2.9. Node l|dentification

The OAL source may include the Node ldentification sub-option as
suppl enentary identification information in addition to the contro
message Source Address. If nultiple instances appear in the sane
OWNI option, the first instance of a specific |ID Type is processed
and all other instances of the sane | D Type are ignored. (A single
control nessage can therefore include nultiple distinct Node
Identifications - each with a different 1D Type.)

The format and contents of the sub-option are shown in Figure 26
R s i o e i ol S e S e T ik ik T S e T S T S

Sub- Type=8 | Sub-Length | Pad Length | | D Type |
i T o T T i T A S S S T
|

I

T S I T
Paddi ng ~

+-
.

L Node I|dentification Value

.

:- i T o T T i T A S S S T

Fi gure 26: Node ldentification
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* Sub-Type is set to 8. Miltiple instances are processed as
di scussed above.

* Sub-Length is set to the nunber of 8 octet units in the sub-option
including the Sub-Option Data that follows.

* Pad Length encodes the nunber of trailing padding octets required
to end the sub-option on an even 8 octet boundary. The |ID Type
field is always present, and the maxi num Node |dentification Val ue
length is imted by the remaining avail able space in this OW
opti on.

* |D-Type is a 1 octet field that encodes the type of the Node
Identification Value. The follow ng |ID Type values are currently
def i ned:

- 0 - Miltilink Local Address (M.A). A special-purpose |Pv6
address assigned to an OVWNI interface for adaptation | ayer
addressing as discussed in Section 8. Indicates that Node
Identification Value contains a 16 octet MA.

- 1 - Universally Unique IDentifier (UU D) [RFC9562]. Indicates
that Node ldentification Value contains a 16 octet UU D

- 2 - Network Access ldentifier (NAI) [RFC7542]. |Indicates that
Node ldentification Value contains an N octet NAI.

- 3 - Fully-Qualified Domain Nane (FQDN) [ RFC1035]. Indicates
that Node ldentification Value contains an N octet FQDN

- 4 - |IPv4 Address. Indicates that Node Identification contains
a 4 octet |IPv4 address. The |IPv4 address type is detern ned
with reference to the 1 ANA | Pv4 Address Space Registry [IPV4].

- 5 - Router ID(RID). Indicates that Node Identification
contains an N octet router ID other than an | Pv4d or |Pv6
address. My be useful for sone MANET routing protocols that
define their own RID formats.

- 6 - IPv6 Address. Indicates that Node Identification contains
a general -purpose 16 octet | Pv6 address that is not an MA
The 1 Pv6 address type is deternined according to the | Pv6
addressing architecture [ RFC4291] with reference to the | ANA
I Pv6 d obal Unicast Address Assignnents Registry [|PV6].

- 7 - 252 - Unassi gned.
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- 253 - 254 - reserved for experinmentation, as recomended in
[ RFC3692] .

- 255 - reserved by | ANA

* Node ldentification Value is an N octet field encoded according to
the appropriate the "I D Type" reference above. The Node
Identification Value is followed by the nunber of padding octets
i ndi cated by Pad Lengt h.

The QAL source encodes Node ldentification Values used for DHCPv6
messagi ng purposes as DHCP Unique IDentifiers (DU Ds) using the
"DU D-EN for OW " format with enterprise nunber 45282 (see:
Section 21) as shown in Figure 27

B i S S ik s S N S S

| DU D Type (2) |
T S T i S T S S T s
| Enterpri se Nunber (45282) |
B i aT T e e o S o S S S I T et sl o ST S S S S S S
| I D-Type | |
B Tk i i i S ~
~ Node Identification Value ~
B i aT T e e o S o S S S I T et sl o ST S S S S S S

Figure 27: DU D-EN for OW For nmat

In this format, the QAL source codes the | D Type and Node
Identification Value fields fromthe OW sub-option following a 6
octet DU D-EN header, then includes the entire "DU D-EN for OWNI" in
a DHCPv6 nessage per [RFCB8415].

10. 2. 10. Nei ghbor Synchroni zati on

The OAL source includes a Nei ghbor Synchronization OVWNI sub-option in
control messages that establish or update nei ghbor state between
Clients and their Proxy/ Servers or peers. Each control nessage

i ncludes at nobst one Nei ghbor Synchronizati on sub-option which nust
be specific to the underlying interface pair over which ND nessages
are exchanged.

The Nei ghbor Synchronization sub-option is formatted as foll ows:
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T o e i e s S S R b Tk ok T NI S R
Sub- Type=9 | Sub-Length | 9 P| Reserved |
B e e S S e i T eI i S S e e s Tk ok STt S S S e e S TR
Source ifl ndex |
i i S S i T s i S
Destination iflndex |

i i i i I ik i IR S S S
Cl E| U Al P| R S| F _
WA R CS|S| Y| W ndow
RIE|GKHT NN

I i i S i S S

Sequence Number

i S i S S ity SR P S S S

+

I

+

I

+

I

+- + +
I I I
| Scale | Rsrvd

I I I
+- + +
I

I

+

I

~ Acknowl edgrment Nunber
I

+

I
|
I
+
I
I
+
I
I
+

i ko I N I R I S R S R I I R ik i R R R R e e e
Fi gure 28: Nei ghbor Synchroni zati on

*  Sub-Type is set to 9. |If multiple instances appear in the sane
OWNI option, the first is processed and all others are ignored.
Sub-Length is set to 2, 3 or 4 depending on whether a Sequence
Nunber and/or Acknow edgerment Number is included - see bel ow

* the next 2 octets include functional and reserved fl ags.
Nei ghbors set the (Optional (OPT) flag as discussed in
Section 6.7 in a SYN ACK synchroni zati on message that does not
require a responsive ACK. QAL internediate systens set the (P)ath
Change (PCH) flag in control messages used to report a change in a
pat h established by nultilink forwarding.

* the next 8 octets of Sub-Option Data includes the 4 octet iflndex
of the control message source node’'s underlay interface foll owed
by the 4 octet iflndex of the destination node’s underl ay
i nterface.

Tenplin Expi res 19 August 2026 [ Page 78]



I nternet-Draft I Pv6 over OMNI Interfaces February 2026

* the remainder of Sub-Option Data is nodeled fromthe Transni ssion
Control Protocol (TCP) header specified in Section 3.1 of
[ RFC9293]. The data begins with a 4-bit wi ndow Scale, followed by
a 4-bit Reserved field, followed by 8 flags, followed by a 2 octet
W ndow size. An 8 octet Sequence Nunber follows only if the SYN
flag is set, and an 8 octet Acknow edgenent Nunmber follows only if
the ACK flag is set. (If the SYNNACK flag settings and Sub-Length
val ue are inconsistent, the message MJST be discarded.)
I nternedi at e nodes al ways cache the Sequence Nunber, w ndow Scal e
and W ndow si ze val ues when the SYN flag is set.

10.2.11. Interface Attributes

The Interface Attributes sub-option provides neighbors with
forwarding information for the multilink conceptual sending algorithm
di scussed in Section 12. Neighbors use the forwarding information to
sel ect anpong candi date underlay interfaces that can be used to
forward carrier packets to the nei ghbor based on factors such as
traffic selectors and link netrics. Interface Attributes further
include link-1ayer address information to be used for either direct

I NET encapsul ation for targets in the |local SRT segment or spanning
tree forwarding for targets in renote SRT segnents.

The QAL source includes Interface Attributes for some/all of a source
or target Client’s underlay interfaces in control solicitation and
response nessages that exchange peer-to-peer Cient information (see:
[1-D.tenplin-6man-aero3]). The first Interface Attributes sub-option
i ncluded MUST correspond to the interface used to transnit the
control nmessage. At nost one Interface Attributes sub-option for
each distinct iflndex nay be included; if a control nessage includes
multiple Interface Attributes sub-options for the same iflndex, the
first is processed and all others are ignored. OVN nodes that
recei ve control messages can use all of the included Interface
Attributes and/or Traffic Selectors to fornulate a map of the
prospective source or target node as well as to seed the infornmation
to be populated in future nei ghbor exchanges.

OWI Cdients and Proxy/ Servers also include Interface Attributes sub-
options in RS/ RA nessages used to initialize, discover and popul ate
routing and addressing information. Each RS nessage MJST contain
exactly one Interface Attributes sub-option with an iflndex
corresponding to the Cient’s underlay interface used to transnit the
message, and each RA nmessage MJST echo the sanme Interface Attributes
sub-option with any (proxyed) information popul ated by the FHS Proxy/
Server to provide operational context.
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When an FHS Proxy/ Server receives an RS nessage destined to an
anycast underlay address, it MJST include an additional Interface
Attributes sub-option with iflndex 'O that encodes its own unicast
underl ay address relative to the Cient’s underlay interface in the
solicited RA response. Any additional Interface Attributes sub-
options that appear in RS/ RA nessages (i.e., besides those for the
Client’s own iflndex and iflndex '0') are ignored.

The Interface Attributes sub-option is formatted as shown bel ow

R e s T o T S R El ok i R e e S S e o o s
| Sub-Type=10 | Sub-Length | SRT | FMT |
R e o T T e S S T ol S i T S s ik i I S I S S R S R
| i f1ndex |
B i s T T i i o S o T Ji I
| i f Type |
R e s T o T S R El ok i R e e S S e o o s
| i f Provi der |
R e o T T e S S T ol S i T S s ik i I S I S S R S R
| ifMetric |
B i s T T i i o S o T Ji I
| i fGroup |
R e s T o T S R El ok i R e e S S e o o s
~ LHS- MLA ~
R e o T T e S S T ol S i T S s ik i I S I S S R S R
~ LHS- UNX ~
B i s T T i i o S o T Ji I
~ Paddi ng ~
R e s T o T S R El ok i R e e S S e o o s

Figure 29: Interface Attributes

* Sub-Type is set to 10. Miltiple instances are processed as
di scussed above. Sub-Length is set to the nunber of 8 octet units
in the option. The SRT and FMI fields are specified belowin
conjunction with the LHS fields.

* Sub-Option Data contains an "Interface Attributes" option encoded
as follows:

- iflndex is a 4 octet index value corresponding to a specific
underlay interface. Cdient OW interfaces MJUST nunber each
di stinct underlay interface with a uni que non-zero iflndex
val ue assi gned by network managenent per [RFC2863] and incl ude
the value in this field. The iflndex value *0 denotes
"unspeci fied".
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Tenplin

ifType is a 4 octet type value corresponding to this underlay
interface. The value is coded per the | ANA
"https://wwv. i ana. or g/ assi gnment s/ sm - nunbers regi stry group
Interface Types (ifType)" registry according to [ RFC8892].

ifProvider is a 4 octet provider identifier corresponding to
this underlay interface. This docunent defines the single
provider identifier value 'O (undefined). Future documents
may define other val ues.

ifMetric encodes a 4 octet interface nmetric. Lower val ues

i ndicate higher priorities, and the highest value indicates an
interface that should not be selected. The ifMetric setting
provi des an instantaneous indication of the interface

bandwi dth, link quality, signal strength, cost, etc.; hence,
its value may change in successive control nessages

ifGoup is a 4 octet identifier for a Link Aggregation G oup
(LAG [ EEE802. 1AX] corresponding to the underlay interface
identified by iflndex. Interface attributes for iflndex
menbers of the sane group will encode the same value in

i fGoup. This docunent defines the single ifGoup value 'O’
meani ng "no group assigned". Future docunents will specify the
setting of other val ues.

SRT is a 1 octet Segnent Routing Topol ogy control field. The
field contains 8 Reserved flags which nmust be set to 0 on
transm ssion. Future specifications nay define new SRT control
flags.

FMI - a 1 octet "Forward/ Mde/ Type" code interpreted as
fol |l ows:

o0 The nost significant 2 bits (i.e., "FMI-Forward" and " FMr-
Mode") are interpreted in conjunction with one another
When FMI-Forward is clear, the LHS Proxy/ Server perfornms QAL
reassenbly and decapsul ation to obtain the original IP
packet before forwarding. |If the FMI-Mdde bit is clear, the
LHS Proxy/ Server then forwards the original |IP packet at L3;
otherwi se, it invokes the OAL to reassenble, re-fragnment and
re-encapsul ate then sends the resulting carrier packets to
the Cient via the selected underlay interface. Wen FMI-
Forward is set, the LHS Proxy/ Server forwards unnodified OAL
fragments to the Cient wthout reassenbling. If FMI-Mde
is clear, all carrier packets destined to the dient nust
al ways be sent via the LHS Proxy/Server; otherw se the
Client is eligible for direct forwardi ng over the open | NET
where it may be | ocated behind one or nore NATSs.
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o0 The least significant 6 bits ("FMI-Type") determ nes the
type of underlay encapsul ati on needed to reach the target
Client interface within its local *NET. Wen the nost
significant bit (nsb) of FMI-Type is set, the interface has
been determined to reside behind a Network Address
Transl ator (NAT) as discovered during Cient exchanges with
their Proxy/Servers. The least significant 5 bits of FMI-
Type encode an underl ay encapsul ation type value as foll ows:

+ 0 - underlay encapsul ation type is unspecified. No UNX
address is included and the nsb is ignored.

+ 1 - dient interface is within a MANET where mul ti hop
forwardi ng occurs as an adaptation |ayer service. No UNX
address is included and the nmsb is ignored.

+ 2 - underlay encapsulation type is EU-48 only. UNX is 6
octets in length and encodes an EU -48 address [EU].

+ 3 - underlay encapsulation type is EU-64 only. UNXis 8
octets in length and encodes an EU -64 address [EU].

+ 4 - underlay encapsulation type is IPv4 only. UNX is 4
octets in length and encodes an | Pv4 address.

+ 6 - underlay encapsulation type is IPv6 only. UNX is 16
octets in length and encodes an | Pv6 address.

+ 7 - underlay encapsulation type is UDP/IPv4d. UNX is 6
octets in length and encodes a 4 octet |Pv4 address
followed by a 2 octet UDP port numnber.

+ 8 - underlay encapsulation type is UDP/IPv6. UNX is 18
octets in length and encodes a 16 octet |Pv6 address
followed by a 2 octet UDP port nunber.

+ 5, [9 - 31] - Reserved for future use

- LHS-MLAis the 16 octet M.A of the LHS Proxy/Server for the
specified target Client interface.
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- LHS-UNX is L octets in length according to FMI-Type as
di scussed above. LHS-UNX identifies the LHS Cient’s *NET
interface which may connect to an open INET or a private *NET
behind one or nore NATs. Wien LHS-UNX includes an | Pv4 or |Pv6
address, it appears in network byte order in ones-conpl enent
"obfuscated" formper [RFC4380]. Trailing padding is added
followi ng LHS-UNX i f necessary to end the sub-option on an even
8 octet boundary.

- The LHS information therefore satisfies per-interface address
resol ution and SRT/ FMI/ LHS together informthe OVWN interface
forwarding algorithm |If the FHS and LHS SRT segnents are one
and the same, the source can address the target Cient either
via its Proxy/Server or through direct underlay encapsul ation
(whil e engagi ng NAT traversal in the underlay if necessary)
according to FMI. If the target Client is located on a
different SRT segnent, the path fromthe source nust enploy a
conbi nation of route optimnization and spanning tree hop
traversal s.

10.2.12. Traffic Sel ector

The Traffic Sel ector sub-option provides flow binding infornmation for
the multilink conceptual sending algorithmdiscussed in Section 12
The sub-option includes an augnented traffic sel ector per [RFC6088]
as ancillary information for an Interface Attributes sub-option wth
the sanme iflndex value, or as discrete information for the included

i flndex when no Interface Attributes sub-option is present.

Al'l packets of the sane flow should include compatible traffic
sel ector profiles, as the flow (i.e., and not individual packets)
determ nes path sel ection.

Control nessages may include nultiple Traffic Selectors for sone or
all of the source/target Client’'s underlay interfaces (see:
[1-D.tenplin-6man-aero3] for further discussion). Any included
Traffic Sel ector sub-options MJST appear in the fornmat shown bel ow
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B s o T ol i R R S e i ik i Sh SRR N S
Sub- Type=11 | Sub-Length | TS For mat | Pad Length |
B S S e i S S T A S S S S S S i S S
i fl1ndex |

B S i i T S i ik i H
AIBICDEFIGHI|IIKLMN Reserved |
B s e R e e i T S S i i s i I N S
(A) Start Source Address |

B S S e i S S T A S S S S S S i S S
(B) End Source Address |

B S i i i T i i ik i i S
(O Start Destination Address |

B s o S o i S S S e i s o ik i NI S
(D) End Destination Address |

B S S e i S S T A S S S S S S i S S
(E)Start | Psec SPI |

B S i i T i i it i SN S
(F)End | Psec SPI |

+

I T I i I T it S S S S
G Start Source port | (H) End Source port |
i T S S O S i i S
I)Start Destination port | (J)End Destination port |
I i T i T St N SRR
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T T S T s i S S I il st N S S

Paddi ng ~
i T o T i e S S S i S e S
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Figure 30: Traffic Selector

*  Sub-Type is set to 11. Miltiple instances with the sanme or
different iflndex values may appear in the same OWNI option. Wen
mul tiple instances appear, all are processed and the cumul ative
information fromall is accepted. Sub-Length is set to the nunber
of 8 octet units in the sub-option.

* Sub-Option data begins with 1 octet "TS Format" and "Pad Length"
fields, where Pad Length indicates the nunber of trailing padding
octets. These fields are followed by a 4 octet iflndex val ue
corresponding to a specific underlay interface.

*  \When TS Fornmat encodes the value 1 or 2, the Traffic Sel ector body
encodes an IPv4 or IPv6 traffic selector per [RFC6088] beginning
with 14 flag bits ("A-N'); when TS Format encodes any ot her val ue
the Traffic Selector block is skipped and processing resunes
beginning with the next Traffic Sel ector block (note that future
specifications may define new TS Fornats).
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* The Traffic Selector block elenents then follow an 18-bit Reserved
field and encode the information corresponding to any set flag

bi t

10. 2. 13.

+-
I
+-
I
I
+-
+-

(s) in order the sanme as specified in [ RFC6088].

CGeo Coordi nat es
I i S
Sub- Type=12 | Sub-Length | Pad Length | Geo Type |
i T o T i e S S S i S e S

I

CGeo Coordi nat es ~

I

T O T T i S S g
Paddi ng ~

I i S T i S S e L A ST S e

Fi gure 31: Geo Coordi nates

*  Sub-Type is set to 12. If multiple instances with different Geo
Types appear in the sane OVNI option all are processed.

* Sub-Length is set to the nunber of 8 octet units in the sub-

opt

ion, including the Sub-Option Data.

* Pad Length is the length in octets of the trailing padding.

10.

2.

Geo Type is a 1 octet field that encodes a type designator that
determines the format and contents of the Geo Coordinates field
that follows. The followi ng types are currently defined:

- 0 - NULL, i.e., the Geo Coordinates field is zero-|ength.

Geo Coordinates is a type-specific format field of length up to
the remaining avail able space for this OW option. Padding is
added i f necessary according to Geo Type to cause the option to
end on an 8 octet boundary.

New Geo Coordinate formats to be specified in future docunents and

may include attributes such as |atitude/longitude, altitude,
headi ng, speed, etc.

14. PI M SM Message

The Protocol |ndependent Multicast - Sparse Mdde (PIMSM Message
sub-option may be included in the OVWNI options of control nessages.
The PI M SM nessage sub-option is formatted per Section 4.9 of

[ RFC7761] and as shown in Figure 32:
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T o e i e s S S R b Tk ok T NI S R
Sub- Type=13 | Sub-Length | PIM Ver| Type | Pad Length |
i T o T i e S S S i S e S

+-
+-

~ Pl M SM Message
I e I S i S i i S
~ Paddi ng ~
B T I i R i e i Sl e e g e S I T s s it sTE O T B S SR

Fi gure 32: PIM SM Message Option For nmat

* Sub-Type is set to 13. If nmultiple instances appear in a single
OWNI option all are processed.

* Sub-Length is set to the nunber of 8 octet units in the sub-
option, and Pad Length indicates the length of the trailing
paddi ng. The length of the entire PIMSM nessage is therefore
limted by the renaining avail abl e space for this OV option.

* The PIM SM nessage is coded exactly as specified in Section 4.9 of
[ RFC7761], except that the Checksumfield is omtted since nessage
integrity is already assured by the OVNI option checksum The
"PIM Ver" field encodes the value 2, and the "Type" field encodes
the PI M nessage type. (See Section 4.9 of [RFC7761] for a list of
Pl M SM nmessage types and formats.)

10. 2. 15. Fragnentation Report (FRAGREP)

Fragnment ati on Report (FRAGREP) sub-options may be included in the
OWI options of unsolicited I Pv6 ND control messages sent from an OAL
destination to an QAL source on behalf of a specific flow The
message is formatted and processed the sane as specified for the
Fragnmentation Report option in [I-D. tenplin-6man-ipid-ext2].

The nessage consists of the 20-bit Fl ow Label value for the source’s
flow, followed by the 11 nost significant bits of the 16-bit Maxi num
Receive Unit (MRU) for this flow followed by a (L)oss indication.

The MRU field is then followed by an Identification for the specific
packet fromthe QAL source that triggered the flow plus an optional

Bi t map marki ng the ordinal positions of individual fragnents received
and mni ssing.
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T o e i e s S S R b Tk ok T NI S R
Sub- Type=14 | Sub-Length | Fragment Payl oad Length |
i T o T i e S S S i S e S

FI ow Label | L| P| MRU |
i e S S i T o i S

I S T i S S S e T T I S i e S

+-

I

+-

I

+-

| o .

+ Identification (64 bits)
I

+-

l . .

+ Bitmap (64 bits)
I
+-

I
+
I
+
I
+
I
T S S e it S S S S S s S DU S S i S

Figure 33: Fragnentation Report (FRAGREP)

* Sub-Type is set to 14. If nultiple instances appear in the sane
OWNI option all are processed. Sub-Length is set to 3 if a Bitmap
field is included; otherwi se set to 2.

* Fragnment Payl oad Length is the payload | ength of the invoking
fragment beyond the (Extended) Fragnent Header.

* Flow Label, L, P and MRU are 4 octets that include the sane
informati on as for the Fragnmentation Report option in
[1-D. tenplin-6man-ipid-ext?2].

* |dentification includes the 8 octet Identification value found in
a received QAL fragnent.

* Bitmap (optional) includes a 64-bit checklist of up to 64 ordinal
fragments for this Identification, with each bit set to 1 for a
fragment received or O for a fragment corrupted, lost or still in
transit. For exanple, for a 20-fragment QAL packet with ordinal
fragments #3, #10, #13 and #17 missing or corrupted and all other

fragments received or still in transit, Bitmap(i) encodes the
fol | owi ng:

i T S S T sl o S S I S S S S

| 1] 2] 10l 1] 2] 1] 2120|121 10]1]1210]1120]0]0]...

R e e o e e e e stk Sl sk ST TR S TR SR S o

Figure 34

10.2.16. 1Qwv6 Error
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T e L o o o e i i s it NN R SR S B S
| Sub-Type=15 | Sub-Length | Type | Code |
B i s T T i i o S o T Ji I
| Type-Specific Data (4 octets) |
e L o i T T e i R S S
| As nmuch of invoking packet |
~ as possible ending on a natural 8 ~
~ octet boundary and without the control ~
| message exceeding the mnimum | Pve MIU [ Pv6] |
B T S i T s i i e e SEI S

Fi gure 35: | CWPv6 Error

*  Sub-Type is set to 15. If multiple instances appear in the sane
OWNI option all are processed. Sub-Length is set to the nunber of
8 octet sub-option units.

* Sub-Option Data includes an | CVPv6 Error Message body encoded per
Section 2.1 of [RFC4443], with the |CMWv6 Checksumfield onmitted
but with the full 1Pv6 header included in the invoking packet
field, i.e., even if the message that elicited the error included
a conpressed header. The included nessage body is truncated if
necessary to end on an even 8 octet boundary. (Note: |CWPV6
i nformati onal nmessages nust not be included on transmni ssion and
must be ignored if received.)

10.2.17. Proxy/ Server Contr ol

OWI Cients include a Proxy/ Server Control sub-option in RS nessages
when they associate with a current FHS and/or MAP Proxy/ Server and/or
need to send a departure indication to an old FHS and/ or MAP Proxy/
Server. \When the FHS Proxy/ Server forwards an RS to a different
Proxy/ Server acting as the MAP, the MAP al so echoes the Proxy/ Server
Control sub-option in the responsive RA nessage.

Proxy/ Servers al so i nclude the Proxy/Server Control sub-option in
control messages sent as departure signals to departed FHS/ MAP Proxy/
Servers as specified in [I-D.tenplin-6nman-aero3].

The Proxy/ Server Control sub-option is formatted as shown bel ow
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T o e i e s S S R b Tk ok T NI S R
Sub- Type=16 | Sub-Length | M P| N A R| Reserved |
i T o T i e S S S i S e S
Reserved |

i i S S i T s i S

Departed MAP Proxy/ Server M.A (16 octets)

+-
I

+-
I

+-
I I
I I
B i s T T i i o S o T Ji I
I I
~ Departed FHS Proxy/ Server M.A (16 octets) ~
I I
+- +

R s o o i i S S S o o ol ol S S S S R R o
Fi gure 36: Proxy/ Server Control

* Sub-Type is set to 16. If nultiple instances appear the first
instance is processed and all others are ignored. Sub-Length is
set to 5 if departed Proxy/Server MAs are included; otherw se,
set to 1.

* Sub-Option Data contains 5 functional flags followed by 11
Reserved flags foll owed by 4 Reserved octets followed optionally
by departed Proxy/Server M.As.

* (Cients set the (Map flag if the nessage nust be forwarded to
and/ or processed by a MAP Proxy/ Server.

* Cients set the (P)roxy flag to 0, and the FHS Proxy/ Server resets
the Pflag to 1 as it forwards an RS nessage to a MAP Proxy/
Server.

* (Cients set the (N)eighbor Unreachability Detection (NUD),
(A) ddress Resol ution Responder (ARR) and (R)eport (RPT) flags in
RS nmessages to control the operation of their FHS/ MAP Proxy/
Servers as discussed in Section 14.

* (Cients finally include departed Proxy/Server MAs if the Cient
has departed froma forner FHS and/or MAP Proxy/ Server. The
departed FHS/ MAP Proxy/ Server address is set to an MLA for a
departure; otherw se, set to ::/128.

10.2.18. Prefix Information Option (Pl O
OWNI Proxy/ Servers include Prefix Information Option (PIO sub-
options in RA nessages used to convey adaptation | ayer addressing

information. The format corresponds to the PIO specified in
[ RFC4861] and [ RFC9762] as shown bel ow
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T e L o o o e i i s it NN R SR S B S
| Sub-Type=17 | Sub-Length | Prefix Length |L|A R P] Rsvdl |
B i s T T i i o S o T Ji I
| Valid Lifetine |
e L o i e S  th o i R S
| Preferred Lifetine |
i e e R e o o e i ol S N B S
| Reserved2 |
B i s T T i i o S o T Ji I
| Prefix (Variable Length) |

B i s sl o S S S S N i e ik T SEIE TR e Sl R R i S S e e i e i
Figure 37: Prefix Information Option (PlIO

* Sub-Type is set to 17. |If nultiple instances appear in the sane
OWNI option, all are processed. Sub-Length is set to the numnber
of 8 octet units in the sub-option.

* Sub-Option Data contains the sane information as described in
Section 4.6.2 of [RFC4861] and as updated by [RFC9762] with the
exception that the included prefix is variable length as descri bed
in Section 2.3 of [RFC4191]. The Prefix field is 0, 8, or 16
octets according to Sub-Length and encodes an | Pv6 prefix of
I ength indicated by Prefix Length.

10.2.19. Route Information Option (RO

OWI nodes include Route Information Option (RIO sub-options in NS/
NA nmessages used for Address Resolution. The format is the sanme as
specified in [RFC4191] as shown bel ow

B T S i T s i i e e SEI S
| Sub-Type=18 | Sub-Length=N | Prefix Length | Resvd| Prf| Resvd|
I S i o T s S S S e s s T
| Route Lifetine |
B i aT T e e o S o S S S I T et sl o ST S S S S S S
| Prefix (Variable Length) |

T T S S e T o S U S SUp S SEp S SR S i

Figure 38: Route Information Option (RO

* Sub-Type is set to 18. If nultiple instances appear in the sane
OWNI option, all are processed. Sub-Length is set to the nunber
of 8 octet units in the sub-option.
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* Sub-Option Data contains the sane information as described in
Section 2.3 of [RFC4191], where the Prefix field is 0, 8, or 16
octets according to Sub-Length.

10.2.20. DHCPv6 Message

The Dynami ¢ Host Configuration Protocol for |IPv6e (DHCPv6) sub-option
may be included in the OMNI options of Client RS nessages and Proxy/
Server RA nessages. The DHCPv6 sub-option is formatted per Section 8
of [RFCB415] as shown in Figure 39

I S i o T s S S S e s s T
| Sub-Type=19 | Sub-length=N | Pad Length | Reserved

B i aT T e e o S o S S S I T et sl o ST S S S S S S
| nmeg-type | transaction-id |
B T S i T s i i e e SEI S
| ~
~ DHCPv6 opti ons ~
(variabl e nunber and | ength) ~

B S S e i S S T A S S S S S S i S S
Paddi ng ~
i T T e T i i s i i S S S S S e et s o i i S

+ 0+

Fi gure 39: DHCPv6 Message

* Sub-Type is set to 19. At nmpst 1 instance may appear in a single
OWNI option. If nmultiple instances appear, the first is processed
and all others are ignored.

* Sub-Length encodes the number of 8 octet units in the sub-option,
and Pad Length encodes the nunber of trailing padding octets.
Reserved is a 1 octet field set to O on transm ssion and ignored
on reception.

* 'nmeg-type’, 'transaction-id and 'DHCPv6 options’ are coded
according to [RFC8415]. A dient’'s DHCPv6 nessage sub-option in
an RS nessage is copied froma network |ayer DHCPv6 solicitation,
and a Proxy/ Server’s DHCPv6 message sub-option in the RA nessage
reply is copied fromthe DHCPv6 server reply. The dient and
DHCPv6 server include their M.As as DU D val ues as discussed in
Section 10.2.09.

11. Address Mapping - Milticast
The nul ticast address napping of the native underlay interface

applies. The Cient nobile router also serves as an | GvwW/ M.D Proxy
for its EUNs and/or hosted applications per [RFC4605].
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The Client uses Miulticast Listener Di scovery (MDv2) [RFCI777] to
coordinate with Proxy/Servers, and underlay network el ements use M.D
snoopi ng [ RFC4541]. The Cient can also enploy nulticast routing
protocols to coordinate with network-based nmulticast sources as
specified in [I-D.tenplin-6nman-aero3].

NS nmessages used for Duplicate Address Detection (DAD) include the
unspeci fi ed address as the Source, the address being checked as the
Target, and the solicited-node nmulticast address of the target as the
Destination [ RFC4862]. Since only M.As that are al ready nanaged for
uni queness are assigned to the OWMNI interface, the interface discards
all NS(DAD) nessages generated by the network | ayer

Since the OMNI |ink nodel is NBMA, OWN |inks support other I|ink-
scoped multicasting through iterative unicast transm ssions to

i ndi vidual multicast group nenbers (i.e., unicast/multicast

emul ati on).

12. Ml tilink Conceptual Sending Al gorithm

The Client’s network |ayer selects the outbound OWN interface
according to SBM consi derati ons when forwardi ng original |IP packets
fromlocal or EUN applications to external correspondents. Each OW
interface mai ntains a NLNC naintained the sane as discussed in

[ RFC4861], but also includes ALNC state for nultilink coordination

For each original IP packet it forwards, the OVNI interface selects
one or nore source underlay interfaces based on PBMfactors (e.g.,
traffic selectors, cost, performance, nessage size, etc.) and one or
nmore target underlay interfaces for the nei ghbor based on Interface
Attributes received in control nessages (see: Section 10.2.10).
Multilink forwarding may al so direct carrier packet replication
across multiple underlay interface pairs for increased reliability at
the expense of duplication. The set of all Interface Attributes and
Traffic Selectors received in control nessages determni nes the
multilink forwarding profile for selecting target underl ay

i nterfaces.

VWhen the OWN interface forwards an original |IP packet over a

sel ected source underlay interface, it first enploys QAL
encapsul ati on and fragnentati on as di scussed in Section 5, then
performs underlay encapsul ation as directed by the appropriate AFV.
The OMNI interface al so perforns underlay encapsul ati on (foll ow ng
QAL encapsul ation) when the nearest Proxy/Server is |ocated multiple
hops away as di scussed in Section 14. 2.
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OWNI interface nultilink service designers MJST observe the BCP

gui dance in Section 15 [RFC3819] in ternms of inplications for
reordering when original |IP packets fromthe same fl ow may be spread
across multiple underlay interfaces having diverse properties.

12.1. Miltiple OW Interfaces

Clients may connect to nultiple independent OVNI |inks (and/or
mul ti pl e i ndependent physical |links) within the same or different
OWNI donmins to support SBM The Cient configures a separate
interface for each distinct Iink so that nultiple interfaces (e.g.,
omi 0, omil, satconR, etc.) are exposed to the network [ayer. Each
OWI interface is configured over a separate set of underlying
interfaces and configures one or nore OWMNI |ink Subnet Router Anycast
(SRA) addresses; the Cient injects the correspondi ng SRA prefixes
into the EUN routing system Miltiple distinct OW 1|inks can
therefore be used to support fault tol erance, |oad bal anci ng,
reliability, hyperconnectivity, etc.

Applications in EUNs can use Segnent Routing to select the desired
OWN interface based on SBM considerations. The application wites
an OWNI |link SRA address into the original |IP packet’'s Destination
Address, and wites the actual destination (along with any additiona
i nternmedi ate hops) into the Segnent Routing Header. Standard IP
routing directs the packet to the Client’s nobile router entity,
where the OVNI |ink SRA address identifies the correct OWNI interface
for next hop forwarding. When the Cient receives the packet, it
replaces the I P Destination Address with the next Address found in
the Segnent Routing Header and forwards the nessage via the OWN
interface identified by the SRA address.

Note: The Cient need not configure its OVNI interface indexes in
one-to-one correspondence with the gl obal OVWN Link-1Ds configured
for OVNI donain administration since the Cient’s indexes (i.e.,
omi 0, omil, omi2, etc.) are used only for its own |local interface
management .

12.2. dient-Proxy/ Server Loop Prevention

After a Proxy/Server has registered an MNP for a Cient (see:

Section 14), the Proxy/Server will forward all original |IP packets
(or carrier packets) destined to an address within the M\P to the
Cient. Under normal circunstances, the Client will then forward the
resulting original |IP packet to the correct destination within its
connected (downstream EUNs.
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If at sone later time the Client |loses state (e.g., after a reboot),
it may begin returning original |IP packets (or carrier packets) with
destinations corresponding to its MNP to the Proxy/Server as its
default router. The Proxy/Server therefore drops any original IP
packets received fromthe Client with a Destination Address that
corresponds to the Cient’s MNP, and drops any carrier packets with
bot h Source and Destination Address corresponding to the sane
Client’s MNP regardl ess of their origin.

Pr oxy/ Servers support "hairpinning" for packets with MLA Source and
Destination Addresses that woul d convey useful data froma source
Client to a target Cient both located in the same OMWNI |ink segment.
Proxy/ Servers support this hairpinning according to [ RFC6296],
however direct forwardi ng between peer nodes within the same OWN
l'ink segment is preferred whenever possible.

13. QAL Segnent Routing

As discussed in Section 12.1, Segnment Routing per [RFC8754] can be
used by the network | ayer to select an OVNI |ink when there may be
multiple alternatives. Once an OWN link is selected, the OAL al so
appl i es Segnent Routing internally to navigate nmultiple adaptation
| ayer hops as discussed bel ow.

The Segment Routing Header (SRH) is included as an extension to the
QAL | Pv6 encapsul ati on header and includes a Segnment List with the
M_.As of internediate OAL hops. The SRH al so includes a new TLV
termed the AERO Fl ow Vector Index (AFVI) with the follow ng fornmat
per Section 2.1 of [RFC8754]:

T e L o o o e i i s it NN R SR S B S
| Type | Lengt h | 1] Reserved |
B i s T T i i o S o T Ji I
| AERO Fl ow Vector |Index (AFVI) |
e L i i e e R th o i R S

Fi gure 40: AERO Fl ow Vector Index (AFVI) TLV
In this format:
* Type is set to TBD4 (see: | ANA consi derations).

* Length is set to 6.
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* | is an "Initialize" flag. Wwen | is set to 1, the nessage is
used to establish new AERO Fl ow Vector (AFV) state. Wien | is set
to 0, the nmessage follows existing AFV state. The | flag is
followed by a 15 bit Reserved field which nust be set to 0 (future
specifications may define new val ues).

*  AERO Fl ow Vector Index (AFVI) is a 32-bit field set by the OAL
source for a specific flow and rewitten by each transit or
endpoint OAL internedi ate systemon the path ending at the QAL
destination. The special value 0 denotes "AFVI unspecified"

The FHS Cient includes an OAL SRH to either discover and initialize
the QAL internediate systens on the forward path to the LHS dient or
to follow a forward path previously established. For forward path

di scovery and initialization, the QAL SRH is typically included wth
IPv6 ND solicitations; for reverse path initialization, the SRH is
included with |Pv6 ND responses. The SRH al so appears in ordinary
packets with full OAL headers; when OAL header conpression is applied
the SRHis omtted and only the AFVI is transnitted.

For forward path discovery and initialization, the FHS Cient
includes its own MLA as Segrment List[0], sets Segnents Left and Last
Entry to O, sets | to 1 and sets AFVI to a | ocally-uni que val ue that
can ideally be represented in 2 octets (i.e., a value less than
2**16). If no locally-unique values remain within the 2 octet limt,
the QAL source instead selects a unique value that can be represented
in 4 octets.

The FHS Client then includes the AFVI TLV in an SRH extension to the
QAL header, calculates and includes an HVAC TLV if necessary and
forwards the OAL I Pv6 ND solicitation toward the FHS Proxy/ Server
(The FHS Proxy/ Server then either processes the nmessage locally or
forwards it on to the addressed LHS Cient or MAP Proxy/ Server.)

When an CAL internedi ate node forwards the solicitation, it first
verifies the HVAC then caches the AFVI and UNX address fromthe
previous hop as AFV state for future forwardi ng purposes. |If
Segnments Left is 0, the intermediate systemthen includes its owmn MA
as the new Segnent List[0O] and increments Last Entry. Al

intermedi ate systens rewite the AFVI with their own uni que val ue
(i.e., the same as the OAL source had done) and recal cul ate the HVAC
signature if necessary. The internediate systemthen forwards the
solicitation toward the FHS Proxy/ Server and/or LHS Cient.

Note that only FHS and LHS intermedi ate systens act as endpoi nts by
adding their MAs to the Segnment List since all interdonain
i ntermedi ate systens are gl obally addressabl e and can act as
transits. An inportant exception is that the FHS Proxy/ Server adds
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its owmn MLA as the penultimate entry and al so adds the MLA of the LHS
(or MAP) Proxy/Server as the ultimate entry when it forwards an
solicitation nmessage (where the LHS/ MAP Proxy/ Server M.A is found in
the nmessage Destination Address).

The FHS Proxy/ Server must al so renove all FHS internedi ate system
M.As fromthe Segment List when it forwards a nessage toward the LHS
Proxy/ Server and the LHS Proxy/ Server must remove all LHS

i ntermedi ate system MLAs when it forwards a nessage toward the FHS
Proxy/server. The LHS Proxy/Server nust then append its cached |i st
of LHS intermedi ate system MLAs when it forwards a nessage toward an
LHS dient and the FHS Proxy/ Server nust append its cached list of
FHS internmedi ate system M_LAs when it forwards a nessage toward an FHS
Client. (The FHS/LHS Proxy/ Server then sets Segnents Left and Last
Entry to non-zero values specific to their appended lists.)

Therefore, the FHS/ LHS Proxy/ Servers must cache the Segnent Lists for
their local domain Clients so that the only Segnent List entries
exposed in the interdomain area are those of the FHS/ LHS/ MAP Proxy/
Servers thenselves. Cients in turn nmust cache the Segment List
including the FHS/LHS internedi ate system addresses for future
message transm ssions to peers.

When the LHS Cient receives a solicitation nessage, it returns a
response that includes an OAL SRH with Segnment List set to the
reverse path list of n internediate systens di scovered in the
solicitation and with Segnents Left and Last Entry set to n. |If the
response will also establish AFV state in the reverse path, the LHS
Client sets | to 1 and sets AFVI to a new | ocal |l y-uni que val ue for
the previous OAL intermediate system otherw se, the LHS Cient sets
both | and AFVI to 0. The LHS dient includes an HVAC signature if
necessary, then forwards the response to the previous hop QAL
intermedi ate systemon the path to the FHS dient.

When an QAL internedi ate node forwards the response, it first
verifies the HVAC then (if | is 1) caches the AFVI and UNX address
fromthe previous hop as AFV state for future forwardi ng purposes.
FHS and LHS internmedi ate nodes then set the OAL destination to the
next Segment List entry and decrenent Segnents Left. Internediate
nodes then rewite AFVI with their own unique value and include a new
HVAC signature if necessary. The node then forwards the
advertisement to the next hop found in the Segnent List.

The OAL peers (i.e., the FHS and LHS dients) can then begin sending
QAL packets with OCH headers that include the AFVI which each
forwarding OAL internedi ate systemin the path can use to determ ne
the next OAL hop. The network |ayer header, full OAL header and SRH
theref ore need not appear in these header-conpressed OAL packets
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since the hop-by-hop AFVI val ues provide sufficient forwarding
information. |f either QAL peer needs to send a packet with ful
headers, it can include an QAL SRH with AFVI TLV with the | flag set
to 0. QAL internediate nodes will forward the packet based on

mat chi ng cached AFVI val ues instead of initializing new AFVI val ues

14. Router Discovery and Prefix Del egation

Clients that configure an OVNI interface al so honor the specification
for using RA nessages to signal the availability of DHCPv6 Prefix

Del egation (PD) [RFC9762]. Wen a Cient initializes an OW
interface, the adaptation layer within the interface delivers a

| ocal | y-generated RA nessage to the network | ayer per [RFC4861]. The
RA message includes the OVMNI interface internal LLA as the Source
Address, the Cient’s MLA as the Destination Address, an SLLAO set to
the OWMNI interface’s internal |ink-layer address and standard RA
message body contents with the M O flags both set to 1. The RA
message al so includes Prefix Information Option(s) with Prefix set to
::/0 or a nore-specific prefix, with [A=0; P=1] and with L=0 to
engage the "off-1ink" nbodel or L=1 to engage the "on-link" nodel as
di scussed in Section 1. After the initial RA nessage delivery, the
adaptati on |l ayer continuously delivers additional RAs before the
Router Lifetine or any prefix lifetines expire.

The recei pt of these RA nessages causes the network |layer to regard
prefix ranges as on/off-link over the OMNI interface and to instal
the OWMNI interface internal LLA in the Default Router List. This

wi Il cause all packets to a new destination to invoke address
resolution over the OMNI interface while regarding the |oca
adaptation layer as a virtual default router. The receipt of the RA
message will al so cause the network layer to issue a DHCPv6 Solicit
message for Prefix Del egation over the OWNI interface. The OW
interface therefore maps the |ink-scoped nulticast address

"Al'l DHCP_Rel ay Agents_and Servers - (ff02::1:2)" [RFC8415] to the
link-1ayer address of its internal virtual router function to support
prefix del egati on services.

Following the initial l|ocally-generated RA and recei pt of a DHCPv6
Solicit message for Prefix Del egation per [RFCO762] (or after a brief
delay), Cients engage the OMNI |link at the adaptation |ayer by
sendi ng QAL encapsul ated RS nessages with OVNI options to cause
Proxy/ Servers to process the nmessage and respond. Each RS nessage is
received by an FHS Proxy/ Server, which may in turn forward a proxyed
copy to a MAP Proxy/ Server located in a |ocal or renmpte SRT segnent
according to an included Proxy/ Server Control OVNI sub-option. The
MAP Proxy/ Server then returns an OAL encapsul ated RA nessage either
directly to the Cient or via the original FHS Proxy/Server acting as
a proxy.
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Clients send RS nmessages under the conditions specified in

Section 6.3.7 of [RFC4861] which includes not only interface/link
initialization conditions but also nobility factors. In particular,
Clients may send RS nessages when the OMNI interface or an underl ay
interface changes state, or when the Cient noves to a new |ink and
needs to discover addressing paraneters for its new topol ogi cal
orientation. The dient’s RS/ RA exchanges therefore maintain the
most current OMNI link state informati on even across unantici pated
mobility events.

To initiate Router Discovery and Address/Prefix Del egation, the
Client’s adaptation |ayer uses the OW interface MLA as the | Pv6
Source Address for RS nessages it sends to candi date FHS Proxy/
Servers. The adaptation |ayer also includes its MLA as the QAL
encapsul ati on source while al so including OVW authentication,
Interface Attributes and any other sub-options. (In particular, the
adaptation layer includes a DHCPv6 nessage sub-option that

encapsul ates the Client’s soliciting DHCPv6 Prefix Del egation
request.) Wen the FHS Proxy/ Server receives the RS, it can
optionally consult an M.A registration service to determ ne whet her
the Client is authorized to use its clainmed MA and discards the RS
message if authorization fails. Qherwi se, the FHS Proxy/ Server
provi des Router Discovery services for the Cient per the remainder
of this section.

To support Cient to service coordination, the OV option provides
flag bits in OWI Proxy/Server Control sub-options as discussed in
Section 10.2.17. Cients set or clear Proxy/Server control flags in
RS nmessages as directives to the Mbility Service FHS/ MAP Proxy/
Servers. Proxy/Servers interpret the flags as follows:

*  \When an FHS Proxy/ Server forwards or processes an RS with the NUD
flag set, it responds directly to future NS Nei ghbor
Unreachability Detection (NUD) nessages with the Cient as the
target by returning NA(NUD) replies; otherwise, it forwards
NS(NUD) nessages to the dient.

*  \When the MAP Proxy/ Server receives an RS with the ARR flag set, it
responds directly to future NS Address Resol ution (NS(AR))
messages with the Client as the target by returning NA(AR
replies; otherwise, it forwards NS(AR) nessages to the Cient.

*  When the MAP Proxy/ Server receives an RS with the RPT flag set, it
mai ntains a Report List of recent NS(AR) nessage sources for the
source or target Client and sends unsolicited I Pv6 ND control
messages to all list nenbers if any aspects of the Cient’s
underl ay interfaces change.
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Mobility Service Proxy/ Servers function according to the NUD, ARR and
RPT flag settings received in the nost recent RS nessage to support
dynanmic Cient updates.

Clients and FHS Proxy/ Servers include an authentication signature as
an OWNI sub-option in their RS/ RA exchanges when necessary but al ways
include a valid QAL Checksum Cients and Proxy/ Servers use the
i nformation included in RS/ RA nessages to establish NCE state and
OWNI |ink autoconfiguration information as discussed in this section.

For each underlay interface, the Cient sends RS nessages with OW
options to coordinate with potentially different FHS Proxy/ Servers
for each interface but normally only with one MAP Proxy/ Server at a
given time. Al Proxy/Servers accept original |IP packets addressed
to their M,As or link-scoped nulticast, OAL packets addressed to
their anycast/unicast MLA and carrier packets addressed to their
anycast/uni cast UNX addresses. The Client typically selects one MAP
Proxy/ Server anong any of its FHS Proxy/Servers, but may instead

sel ect any other Proxy/Server on the OMWI link to serve as the MAP.

Exanpl e UNX address discovery nethods appear in [RFC5214] and incl ude
data link |l ogin parameters, nane service | ookups, static
configuration, a DHCP option, a static "hosts" file, etc. 1In the
absence of other information, the Cient can resolve the DNS Fully-
Qualified Domain Name (FQDN) "li nkupnetworks. [ domai nnane] " where

"l'i nkupnetwor ks" is a constant text string and "[domai nnane]" is a
DNS suffix for the OVMNI link (e.g., "exanple.coni). The nane
resolution will return a set of DNS resource records to populate a
Potential Router List (PRL) that contains addresses of Proxy/Servers
for the local OWI 1ink segment. When the underlay *NET does not
support standard uni cast server-based nane resol ution [ RFC1035] the
Client can engage a nulticast service such as nDNS [ RFC6762] within
the local OW 1ink segnent.

Each FHS Proxy/ Server configures an M.A then advertises its UNX
address(es) for discovery as above. Each FHS Proxy/ Server may
service one or more of a Client’s underlay interfaces which each
becone associated with the Proxy/Server’s MA.  The iflndex included
in the Nei ghbor Synchronization sub-option is used to determ ne which
Client underlay interface is selected.
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Clients configure OVNI interfaces that observe the properties

di scussed in previous sections. The OWI interface and its underl ay
interfaces are said to be in either the "UP" or "DOM' state
according to adm nistrative actions in conjunction with the interface
connectivity status. An OWI interface transitions to UP/ DOMNN

t hrough admini strative action and/or through underlay interface state
transitions. Wen a first underlay interface transitions to UP, the
OWN interface also transitions to UP. When all underlay interfaces
transition to DOAN, the OMNI interface also transitions to DOMN

Wien a Client OW interface transitions to UP, the interface returns
a locally-generated RA to the network layer, and the network | ayer
will issue a DHCPv6 Solicit nmessage for Prefix Delegation. The OWI
interface then appends a single OV option trailer for each RS
message while sending an interface-specific copy of the nessage over
each underlay interface. These OW RS nessages will register an
initial set of underlay interfaces that are also UP and optionally
al so request an M\P del egation. The dient sends additional RS
messages to refresh lifetinmes and to register/deregi ster underl ay
interfaces as they transition to UP or DOMN. Cuidelines for sending
addi tional RS nessages to generate corresponding RAs are found in
Section 8.3.4 of [RFC5214], and are further extended to include
proactive responses to nobility events.

The Client’s OW interface sends initial RS nessages over an UP
underlay interface with source set to its MA [ RFC4861]. The dient
further sets the RS Destination Address to either the MA of a
specific (MAP) Proxy/ Server or the |ink-scoped All-Routers nulticast
address ff02::2 [RFC4291]. The Cient’'s OW interface then appends
an OWNI option per Section 10 with Proxy/ Server Control sub-options
with the MAP, NUD, ARR and RPT flags set or cleared as necessary.
When the Client needs to coordinate with a MAP Proxy/ Server other
than the FHS Proxy/ Server for a specific underlay interface, it sets
the RS Destination Address to the M.A of the MAP.

If the ient will synchronize with this FHS Proxy/Server it also

i ncl udes a Nei ghbor Synchroni zati on sub-option with FHS iflndex set
to the iflndex of its own underlay interface and with LHS iflndex set
to O (i.e., the default iflndex configured by all Proxy/Servers).

The Client also sets Sequence Nunber to a randonl y-chosen 8 octet

val ue, sets AFVI to a random y-chosen initial value and sets the Flow
Label in the IPv6 header to 0. The resulting exchange will establish
synmmetric ldentification windows for the Cient and FHS Proxy/ Server
(Note that the Client may omit the Neighbor Synchronization sub-
option if it only wants to test reachability for certain Proxy/
Servers w thout establishing state.)
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The Cient next includes an Interface Attributes sub-option for the
underlay interface with LHS-M.A set to ::/128. The Cient then

i ncludes any ot her necessary OVWNI sub-options such as Traffic

Sel ectors, authentication, Tinestanp, Nonce, etc. The OWN interface
finally sets or clears the Interface Attributes FMI-Forward and FMr-
Mode bits according to its desired FHS Proxy/ Server service nodel for
this interface as described in Section 10. 2. 10.

The Client next prepares to forward the RS over the underl ay
interface using OAL encapsul ati on while including authentication sub-
options if necessary followed by the OW option trailing fields.

The Cient also includes a Segnent Routing Header (SRH) extension to
the OAL header with its own MA as Segment List[O], as discussed in
Section 13. The Cient then sets the OAL Source Address to its own
M.A and sets the QAL Destination Address to the known M.A of the FHS
Proxy/ Server, site-scoped All-Routers multicast (ff05::2) [RFC4291]
or an anycast address. When the Cient requires underlay

encapsul ation, it next includes the discovered FHS Proxy/ Server UNX
address or an anycast address as the underlay destination then
forwards the resulting carrier packet into the underlay network. The
Client also caches its RS message transm ssions in the QAL to match
agai nst any recei ved RA nessages.

When an FHS Proxy/ Server receives a carrier packet containing an RS
it sets aside the underlay and OAL headers then verifies the checksum
and authentication signature while also consulting an M_A
registration service based on the Cient’s clainmed certificate. |If
the RS nessage authenticity/integrity is verified, the FHS Proxy/
Server then creates/updates an ALNCE i ndexed by the Client’s MA
found in the RS Source Address. The FHS Proxy/ Server then caches the
OWI Interface Attributes and any Traffic Sel ector sub-options while
al so caching the AFVI plus underlay (UDP/1P) and QAL Source/

Destinati on Address information.
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The FHS Proxy/ Server next caches the RS Proxy/Server Control NUD fl ag
and Nei ghbor Synchronization paranmeters if present (see:

Section 10.1). If the RS includes a Proxy/Server Control sub-option
with the Mflag set and the RS is addressed either to itself or

Mul ticast/Anycast it assumes the MAP role. |If the RS includes an
OWNI DHCPv6 Solicit sub-option, the FHS/ MAP Proxy/ Server uses the
encapsul ated nmessage to coordi nate an MNP Prefix Del egati on exchange
with the | ocal DHCPv6 server. The FHS/ MAP Proxy/ Server then assunes
the MAP role as a nobility service entry point for injecting the
Client’s MNP(s) into the OMNI link routing system The FHS/ MAP
Proxy/ Server then caches all of the del egated prefixes as L3
addressing information for this dient MLA and caches the RS NUD,
ARR and RPT flags to determine its role in processing NS(AR) nessages
and generating unsolicited | Pv6 ND control nessages (see:

Section 10.1).

The FHS/ MAP Proxy/ Server then prepares to return an RA nessage
directly to the Cdient by first populating the Cur Hop Limt, Flags,
Router Lifetine, Reachable Tine and Retrans Tinmer fields with val ues
appropriate for the OMNI Iink. The RA nessage also includes a PIO
that encodes the MSP and with (A=0; L=0; P=1) to cause the Cient to
regard all addresses covered by the MSP as reachabl e via the OWN
interface (while naking no statenment about on/off-link properties)
and with per-Cient Prefix Delegation enabled. The FHS/ MAP Proxy/
Server then sets the RA Source Address to its own MA and sets the RA
Destination Address to the RS Source Address.

The FHS/ MAP Proxy/ Server next includes an SRH with the RS Segnents
witten into the Segnent List as specified in Section 13. The FHS/
MAP Proxy/ Server then includes an OVMNI option with a Nei ghbor
Synchroni zati on sub-option wi th responsive w ndow synchroni zation
informati on. The FHS/ MAP Proxy/ Server al so includes a DHCPv6 Reply
sub-option, then includes a copy of the Cient’s original Interface
Attributes sub-option with its INET-facing interface infornmation
witten in the SRT/FMI/LHS fields. The Proxy/Server sets the LHS-M.A
field to its owmn MA and sets LHS-UNX to the address it observes in
the RS nessage underlay source address. |f the Proxy/ Server observes
a different UNX address than the one supplied by the Cient, it sets
the NAT indication in FMI-Type.

The FHS/ MAP Proxy/ Server next sets or clears the FMI-Forward and FMT-
Mode flags if necessary to convey its capabilities to the Cient,
noting that it should honor the Client’s stated preferences for those
paraneters if possible or override otherwi se. The FMI-Forward/ Mde
flags thereafter remain fixed unless and until a new RS/ RA exchange
establishes different values (see: Section 10.2.10 for further

di scussion). If the FHS/ MAP Proxy/ Server’'s Client-facing interface
is different than its INET-facing interface, the Proxy/ Server next
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i ncludes a second Interface Attributes sub-option with iflndex set to
"0, with a unicast underlay address for its Cient-facing interface
in the LHS-UNX field and with its own MLA in the LHS-MA

The FHS/ MAP Proxy/ Server then includes any other necessary OWN sub-
options such as an authentication sub-option, Nonce, Tinestanp, etc.
The FHS/ MAP Proxy/ Server then cal cul ates the authentication

si gnat ur e/ checksum and performs QAL encapsul ation while setting the
QAL Source Address to its own M.A and Destination Address to the QAL
Source Address that appeared in the RS. The FHS/ MAP Proxy/ Server
then perforns underlay encapsul ation with Source and Destination
address information reversed fromthe RS underlay information and
returns the resulting carrier packet to the Cient over the sane
underlay interface the RS arrived on

When an FHS Proxy/ Server receives an RS addressed to the MLA of a
different MAP Proxy/Server, it acts as a proxy for the target NAP.
The FHS Proxy/ Server first processes the RS nessage locally the sane
as descri bed above except that it does not process the DHCPv6 sub-
option. The FHS Proxy/ Server then sets the P flag in the Proxy/
Server Control option, sets the QAL Source Address to its own MA and
sets the OAL Destination to the MLA of the MAP provided by the
Client. The FHS Proxy/ Server next creates or updates an ALNCE for
the Client (i.e., based on the Cient’'s MLA) and caches the QAL

Sour ce Address, Nei ghbor Synchronization and Interface Attributes

i nformati on as above.

The FHS Proxy/ Server then caches the RS SRH Segnent List to include
in the return RA nessage and wites the RS UNX address and its own
ML,A into the corresponding Interface Attributes fields. The FHS
Proxy/ Server next cal cul ates and includes the QAL checksum t hen
performs underl ay encapsul ati on and sends the resulting carrier
packet into the SRT secured spanning tree.

When the MAP Proxy/ Server receives the carrier packet, it perforns
underl ay decapsul ation and OAL decapsul ation to obtain the proxyed
RS, verifies the checksum then performs prefix del egati on based on
the dient’s supplied DHCPv6 sub-option to obtain or update any M\Ps
for the dient. The MAP Proxy/ Server then creates/updates an ALNCE

i ndexed by the Cient’s MLA found in the RS Source Address and caches
any state (including del egated M\Ps, the ARR and RPT flags, Interface
Attributes information and Traffic Sel ectors). The MAP Proxy/ Server
finally caches any delegated MNPs as L3 information for this dient
and also injects theminto the OV |ink routing protocol

The MAP Proxy/ Server then returns an OV encapsul ated RA that echoes

the Client’s (proxyed) Interface Attributes and Proxy/ Server Contro
sub-options and with any other RA paraneters the sane as specified
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for the FHS/ MAP Proxy/ Server case above while al so including a DHCPv6
Reply sub-option with the prefix del egation transaction results. The
MAP Proxy/ Server sets the RA Source Address to its own MA and sets
the Destination Address to the RS Source Address (i.e., the MA of
the Client). The OW interface of the MAP Proxy/ Server then sets
the OAL Source Address to its own MA and Destination Address to the
M.LA of the FHS Proxy/ Server. The MAP Proxy/ Server then cal cul ates
the QAL checksum and encapsul ates the RA as an QAL packet. The MAP
Proxy/ Server finally perfornms underlay encapsul ati on and sends the
resulting carrier packet into the secured spanning tree.

When the FHS Proxy/ Server receives the carrier packet it perforns
underl ay decapsul ation, verifies the checksumthen updates the QOWN
interface ALNCE for the Cient and creates/updates an ALNCE for the
MAP. The FHS Proxy/ Server then sets the P flag in the RA flags field
[ RFC4389] and proxys the RA by changing the QAL source to its MA and
changing the QAL Destination Address to the M.A indicated by the
cached FHS SRH node sequence discovered in the RS nessage.

The FHS Proxy/ Server next includes a Neighbor Synchronization sub-
option with responses to its cached solicitations fromthe Cient.
The FHS Proxy/ Server also includes an Interface Attributes sub-option
with iflndex "0’ and with its Client-facing interface unicast

underl ay address if necessary (see above) and includes authentication
sub-options if necessary. The FHS Proxy/ Server next includes a

uni que AFVI for this Cient then cal cul ates the QAL authentication
signature and checksum The FHS Proxy/ Server then includes an SRH
extension to the OAL header with an AFVI, with the M.As of endpoint

i ntermedi ate systens on the reverse path to the dient and with the
OAL Destination Address adjusted accordingly. The FHS Proxy/ Server
finally performs underlay encapsul ation with addresses taken fromthe
Client’s ALNCE and sends the resulting carrier packet via the sane
underl ay interface over which the RS was received.

When the Client receives the carrier packet, it perforns underlay
decapsul ati on fol |l owed by QAL decapsul ation to obtain the RA nessage.
The Cient next verifies the OAL checksum and aut henti cation
signature, then matches the RA with its previously-sent RS by
comparing the RS Sequence Number with the RA Acknow edgenent Number
and al so conparing the Nonce and/or Tinestanp values. |f the val ues
mat ch, the Cient then creates/updates OWNI interface ALNCEs for both
the MAP and FHS Proxy/ Server and caches the information in the RA
message. The dient next discovers the MA associated with its
interface over this FHS Proxy/ Server by exam ning the proxyed
Interface Attributes sub-option.
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If the Cient has nultiple underlay interfaces, it creates additiona
FHS Proxy/ Server ALNCEs as necessary when it receives RAs over those
interfaces (noting that nmultiple of the Cient’s underlay interfaces
may be serviced by the sane or different FHS Proxy/ Servers). If the
RA message includes OVWN DHCPv6 Reply sub-option with the results of
prefix del egation transactions, the Client returns the DHCPv6 Reply

response to the network layer. This will cause the network | ayer to
provi sion the del egated prefixes on downstreamfacing |inks per

[ RFC9762] .

For each underlay interface, the Cient next caches the (filled-out)
Interface Attributes for its own iflndex including the SRT/FMI/LHS
and Segment List information that it received in an RA nmessage over
that interface so that it can include themin future control mnessages
to provide neighbors with accurate address resol ution paraneters.

(I'f the nmessage includes an Interface Attributes sub-option with
iflndex "0, the dient also caches UNX as the underlay network-1|oca
uni cast address of the FHS Proxy/ Server via that underlay interface.)
The Cient then consults FMI-Type and the UNX address to determ ne
whet her there may be NATs on the path to the FHS Proxy/ Server. The
Client finally caches the Nei ghbor Synchronization responsive w ndow
synchroni zati on parameters for use in future control nessage
exchanges via this FHS Proxy/ Server

Following the initial exchange, the FHS Proxy/ Server MAY |ater send
addi tional periodic and/or event-driven unsolicited RA nmessages per

[ RFC4861]. (The unsolicited RAs may be initiated either by the FHS
Proxy/ Server itself or by the MAP via the FHS as a proxy.) The
Client then continuously nmanages its underlay interfaces according to
their states as foll ows:

* \When an underlay interface transitions to UP, the Cient sends an
RS over the underlay interface with an OMNI option with sub-
options as specified above.

* \When an underlay interface transitions to DOM, the dient sends
unsolicited I Pv6 ND control messages over any UP underl ay
interface with an OVNI option containing Interface Attributes sub-
options for the DOMN underlay interface with ifMetric set to
"ffffffff’. The Cient sends isolated unsolicited |IPv6 ND contro
messages when reliability is not thought to be a concern (e.g., if
redundant transmissions are sent on nultiple underlay interfaces),
or may instead send an I Pv6 ND solicitation nessage to receive a
solicited reply.

* \When the Router Lifetine for the MAP Proxy/ Server nears

expiration, the dient sends an RS over any underlay interface to
receive a fresh RAfromthe MAP. [|f no RA nessages are received
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over a first underlay interface (i.e., after retrying), the dient
mar ks the underlay interface as DOMN and should attenpt to contact
the MAP Proxy/Server via a different underlay interface. If the
MAP Proxy/ Server is unresponsive over additional underlay
interfaces, the dient sends an RS nessage with Destination
Address set to the MLA of another Proxy/Server which will then
assunme the MAP rol e

* \When all of a Cient’s underlay interfaces have transitioned to
DOM (or if a prefix delegation lifetinme expires), the MAP Proxy/
Server withdraws the MNP the sane as if it had received a nessage
with a release indication.

The Client is responsible for retrying each RS exchange up to
MAX_RTR_SOLI ClI TATIONS tines separated by RTR_SOLI Cl TATI ON_|I NTERVAL
seconds until an RAis received. If no RAis received over an UP
underlay interface (i.e., even after attenpting to contact alternate
Proxy/ Servers), the Cdient can either declare this underlay interface
as DOMN or continue to use the interface to support any peer-to-peer
| ocal communications with peers located in the sane *NET. When
changing to a new FHS/ MAP Proxy/ Server, the Cient also includes a
Proxy/ Server Control OVN sub-option in new RS nessages; the (new)
FHS Proxy/ Server will in turn send unsolicited IPv6 ND contro
messages to the departed FHS and/ or MAP Proxy/ Server to announce the
Client’s departure as specified in [I-D.tenplin-6nman-aero3].

Note: 1Pv6 ND messaging is internally-generated by the adaptation

| ayer or in response to a network | ayer event such as receipt of a
DHCPv6 Solicit nessage for Prefix Delegation. Mst RS/ RA nmessaging
occurs at the adaptation layer only, with only |ocally-generated RA
and DHCPv6 Reply nessages returned to the network |layer. The
adaptation | ayer therefore behaves as a singular 1Pv6 router fromthe
perspective of the adaptation |ayer

Note: The Router Lifetine value in RA nessages indicates the tine
before which the dient must send another RS nessage over this
underlay interface (e.g., 600 seconds), however that tinmescale may be
significantly longer than the lifetime the M5 has cormitted to retain
the prefix registration (e.g., REACHABLE TI ME seconds). Proxy/
Servers are therefore responsible for updating Ms state on a shorter
tinmescale than the Client may be required to do on its own behal f.
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Note: On certain multicast-capable underlay interfaces, Cients
shoul d send periodic unsolicited nmulticast NA nessages and Proxy/
Servers shoul d send periodic unsolicited nulticast RA nessages as
"beacons" that can be heard by other nodes on the link. |If a node
fails to receive a beacon after a tinmeout value specific to the Iink,
it can initiate Neighbor Unreachability Detection (NUD) exchanges to
test reachability.

Note: Although the Cient’s FHS Proxy/ Server is a first-hop segnent
node fromits own perspective, the Cient stores the Proxy/Server’s
FMI, SRT, and addresses as | ast-hop segnent (LHS) information to
supply to neighbors. This allows both the Cient and MAP Proxy/
Server to supply the information to neighbors that will perceive it
as LHS information on the return path to the dient.

Not e: The MAP Proxy/ Server injects Cient M\Ps into the OW I|ink
routing systemby sinply creating a route-to-interface forwarding
table entry for MNP::/N via the OW interface. The dynam c routing
protocol will notice the new entry and propagate the route to its

peers. |f the MAP receives additional RS nessages, it need not re-
create the forwarding table entry (nor disturb the dynam c routing
protocol) if an entry is already present. |[|f the MAP ceases to

receive RS nessages fromany of the Client’s interfaces, it renoves
the dient M\P(s) fromthe forwarding table (i.e., after a short
del ay) which also results in their renoval fromthe routing system

Note: If the Cient’s initial RS message includes an anycast underl ay
Destination Address, the FHS Proxy/ Server returns the solicited RA
usi ng the sane anycast address as the underlay source while including
an Interface Attributes sub-option with iflndex '0° and its true

uni cast address in the UNX. Wen the Cient sends additional RS
messages, it includes this FHS Proxy/ Server unicast address as the
underl ay Destination Address and the FHS Proxy/ Server returns the
solicited RA using the sane unicast address as the underlay Source
Address. This will ensure that RS/ RA exchanges are not inpeded by
any NATs on the path while avoiding | ong-term exposure of nessages
that use an anycast address as the source.

Note: Clients should set the NUD, ARR and RPT flags consistently in

successi ve RS nessages and only change those settings when an FHS/ MAP
Proxy/ Server service profile update is necessary.
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14.1. dient-Proxy/ Server Wndow Synchronization

The RS/ RA exchanges di scussed above observe the principles specified
in Section 6.7. Wndow synchronization is conducted between the
Client and each FHS Proxy/ Server used to contact the MAP Proxy/
Server, i.e., and not between the Client and the MAP. This is due to
the fact that the MAP Proxy/ Server is responsible only for forwarding
messages via the secured spanning tree to FHS Proxy/ Servers, and is
not responsible for forwardi ng nessages directly to the dient over
unsecur ed networks.

Wien a Cient sends an RS to perform w ndow synchronization via a new
FHS Proxy/ Server, it includes an OW Nei ghbor Synchroni zation sub-
option with wi ndow synchroni zation paranmeters with FHS iflndex set to
its own interface index, with LHS iflndex set to 0, with the SYN fl ag
set and ACK flag clear, and with an initial Sequence Number. The
Client also includes an Interface Attributes sub-option then perforns
QAL encapsul ation and underl ay encapsul ati on and sends the resulting
carrier packet to the FHS Proxy/ Server. Wen the FHS Proxy/ Server
receives the carrier packet, it perforns underlay decapsul ati on, then
extracts the RS nessage and caches the Nei ghbor Synchronization
paraneters. |In the process, the FHS Proxy/ Server renpves the

Nei ghbor Synchroni zati on sub-option itself, since the path to the MAP
Proxy/ Server is not included in w ndow synchronizati on.

The FHS Proxy/ Server then perforns underlay encapsul ati on and sends
the resulting carrier packet via the secured spanning tree to the MAP
Proxy/ Server, which updates the Client’s Interface Attributes and
returns a unicast RA nessage. The MAP Proxy/ Server perforns QAL
encapsul ati on foll owed by underlay encapsul ati on and sends the
resulting carrier packet via the secured spanning tree to the FHS
Proxy/ Server. The FHS Proxy/ Server then proxys the nessage as

di scussed in the previous section and includes a Nei ghbor

Synchroni zati on sub-option with responsive w ndow synchroni zati on
informati on. The FHS Proxy/ Server then forwards the nessage to the
Client via QAL encapsul ati on which updates its w ndow synchroni zation
i nformati on for the FHS Proxy/ Server as necessary.

Following the initial RS/ RA-driven wi ndow synchronization, the Cient
can re-assert new wi ndows with specific FHS Proxy/ Servers by

perform ng RS/ RA exchanges between its own MLA and the M.As of the
FHS Proxy/ Servers at any tinme without having to disturb the NMAP.

Wien the dient also needs to refresh MAP state, it can set the RS
Destination Address to the MAP MLA and include an SRH to support FHS
Proxy/ Server RS forwarding.
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Thi s wi ndow synchroni zation is necessary only for MANET and | NET
Clients that must include authentication signatures with their |Pv6
ND messages; Clients in secured ANETs can omt w ndow

synchroni zati on. Wen dient-to-Proxy/ Server wi ndow synchroni zation
i s used, subsequent control nessages exchanged between peers include
| Pv6 Extended Fragnment Headers in the QAL encapsul ations with in-

wi ndow | dentification values to support nessage authentication. No
header conpression state is maintained by OAL internmedi ate systens,
which only maintain state for per-flow data pl ane w ndows.

14.2. Router Discovery in IP Miltihop and | Pv4-Only Networks

On sonme *NETs, a Cient may be located nultiple internmedi ate QAL hops
away fromthe nearest OMNI |ink Proxy/Server. dients in multihop
net wor ks performroute discovery through the application of an
adaptation |layer routing protocol (e.g., a MANET routing protocol
over omidirectional wireless interfaces, etc.). Exanple routing
protocol s optim zed for MANET operations include OCSPFv3 [ RFC5340]

wi th MANET Desi ghat ed Rout er (OSPF-MDR) extensions [RFC5614], OLSRv2
[ RFC7181], Babel [RFCB966], AODW?2 [I-D. perkins-manet - aodvv2] and
others. dients enploy the routing protocol according to the Iink
nmodel found in [ RFC5889] and subnet nodel articulated in [ RFC5942].
For unique identification within the MANET, Cients use an M.A either
directly as a Router ID or as an extended identifier for a shorter
Router ID.

The OAL engages the Netlink socket [NETLINK] (or an alternate
operating systemprimtive) to listen for M_A-specific routes added
to underlay MANET interfaces by the MANET routing protocol. Wen a
route is added, nodified or renpved the OAL adds/renpves a
correspondi ng route of higher preference via the OWI interface to
cause the network layer to forward packets via the OWN interface
instead of directly via the MANET interface. The QAL sets the route
target to the MLA and next-hop to the OWNI interface internal LLA in
order to direct packets to the OVWN interface virtual router entity.
The virtual router then engages OAL encapsul ati on and header
conpressi on before forwarding the QAL packet or fragment over the
correct MANET underl ay interface.

MANETs can be conpartnentalized internally with sonme nodes confi gured
as sinple dients and others (that nay have both "upstreant and
"downstreanmt underlay interfaces) configured as cluster heads that
act as Proxy/Cients. These cluster heads configure and listen to
the sane multicast and anycast addresses as for the downstream
interfaces of Proxy/Servers in order to act as endpoint QAL

i nt ermedi at e node proxys for other downstream Cients. Custers
within clusters based on these cluster head Proxy/Cients can then be
recursively nested to arbitrary depths as long as at |east one
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ultimate Proxy/dient configures an upstreaminterface that can
directly address a Proxy/ Server with outside Internetwork
connectivity.

A Cient |ocated potentially nultiple QAL hops away fromthe nearest
Proxy can optionally discover Proxy M.As using nane resolution

servi ces such as nDNS as discussed in Section 14, where mnulticast
exchanges can be propagated by Sinplified Milticast Forwardi ng (SM)
[ RFC6621]. The Cient next prepares an RS nessage, sets the Source
Address to its MA, and sets the Destination Address to |ink-scoped
Al -Routers nmulticast (ff02::2) or a discovered Proxy MLA. The OW
interface then enploys OAL encapsul ati on, sets the OAL Source Address
to its MA and sets the OAL Destination Address to the MLA of the
Proxy, the site-scoped All-Routers multicast address (ff05::2) or the
OWN | Pv6 anycast address.

For | Pv6-enabl ed *NETs where the underlay interface observes the
MANET properties discussed above, the Cient injects its MA into the
I Pv6 multi hop routing systemand forwards the RS nessage wi t hout
further encapsulation. Qherwi se, the Cient encapsul ates the
message in UDP/1Pv6 underlay headers with Source Address set to the
underlay interface | Pv6 address and Destination Address set to the

di scovered uni cast or anycast address of a Proxy. The Cient then
forwards the nessage into the IPv6 nmultihop routing system which
conveys it to the nearest Proxy.

For 1 Pv4-only *NETs, the Cdient encapsul ates the RS nessage in UDP/

I Pv4 underl ay headers with Source Address set to the underlay
interface | Pv4 address and Destination Address set to the discovered
uni cast address of a Proxy/ Server or the OMNI |Pv4 anycast address.
The Cient then forwards the nessage into the |1 Pv4 nultihop routing
system whi ch conveys it to the nearest Proxy/ Server advertising the
corresponding I Pv4 prefix. |If the nearest Proxy/Server is too busy,
it should forward (w thout Proxying) the OAL-encapsulated RS to

anot her nearby Proxy/ Server connected to the sane | Pv4 (nultihop)
network that configures the OMNI | Pv6 anycast address. (In

envi ronnments where reciprocal RS forwardi ng cannot be supported, the
first Proxy/ Server should instead return an RA based on its own
MSP(s).)

When an QAL internedi ate node that participates in the routing
protocol receives the encapsulated RS, it appends its MAto the RS
SRH Segnent List, caches the AFVI value and rewites the SRH AFVI
with a new uni que value and forwards the nmessage according to its QAL
I Pv6 forwarding table (note that an QAL intermedi ate system coul d be
a fixed infrastructure el enent such as a roadside unit or another
MANET/ VANET Client). This process repeats iteratively over
successive OAL intermedi ate nodes until the RS nessage is received by
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a penultinmate OAL hop within single-hop communi cati ons range of a
Proxy/ Server, which forwards the message to the Proxy/ Server final
hop.

When a Proxy/ Server that configures the OWNI |Pv6 anycast address
receives the nmessage, it decapsul ates the RS and assunes either the
MAP or FHS role (in which case, it may forward the RS to a candi date
MAP). The MAP/ FHS Proxy/ Server then prepares an RA nessage using the
same addressing disciplines as discussed in Section 14 and forwards
the RA either to the FHS Proxy/ Server or directly to the dient.

When the MAP or FHS Proxy/ Server forwards the RAto the Cient, it
encapsul ates the nessage in an QAL header, includes an SRH copi ed
fromthe RS as specified in Section 13 and i ncl udes underl ay
encapsul ati on headers if necessary. The Proxy/ Server then forwards
the nmessage to an QAL node within comunications range, which
forwards the nessage according to the next QAL hop. The nmultihop
forwardi ng process within the *NET continues repetitively until the
message arrives at the original dient, which decapsul ates and
performs autoconfiguration the sane as if it had received the RA
directly froma Proxy/ Server on the sanme physical |ink.

MANETs often include Clients that configure nultiple interfaces, with
downstreaminterfaces internal to the MANET and upstreaminterfaces
connected to external *NETs. Such Cients can provide proxy services
to enable router discovery for peer Cients that connect only
internally within the MANET. These Proxy/Cients first perform
router discovery to associate with true Proxy/ Servers |ocated on
upstream *NETs. The Proxy/Cients also subscribe to the site-scoped
all-routers multicast group (i.e., ff05::2) and adverti se
reachability for the OW |Pv6 anycast address over their MANET

i nterfaces.

When a source Client sends an initial RS nmessage seeking service,
MANET routing will direct the RS to one or nore nearby Proxy/Clients
which in turn forward the RS to one or nore upstreaminterface
Proxys. Each such Proxy/Cient wites its MA as the final Segnent
List I Pv6 address at the end of the RS SRH and al so includes a new
uni que AFVI. The natural progression continues frominnernost Proxy/
Clients to outernost Proxy/Cients until the RS nessage reaches a
Proxy/ Server. By that time, the SRH Segnent List will contain an
ordered list of MAs of all Proxy/dients in the reverse path.

The MANET Proxy/dient nmodel recursively extends to include
arbitrarily many | ayers of nested MANET clusters between the source
Client and external Proxy/Servers. Wen the source Client’s first-
hop Proxy/Cient forwards an RS, it forwards to the next upstream
Proxy/Client in succession toward the Proxy/Server while recording
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its MLA in the SRH as above. The progression continues until the RS
reaches an ultinmate upstream Proxy/Cient that can directly contact a
Proxy/ Server via underlay encapsul ati on over an upstream *NET
interface.

The Proxy/ Server processes the RS and returns an RA while including
its omm MLA in the OAL Source Address and the M.A of the outernost
Proxy/Client in the QAL Destinati on Address. The Proxy/ Server al so
includes the RS SRH i nformation as an SRH extension to the RA QAL
header with the ordered Segnent List of Proxy/Cdient MAs plus a

uni que AFVI value. Wen the outernost Proxy/Cient receives the RA
it forwards the message to the MLA of the next hop Proxy/Client in
successi on based on the SRH information until the nessage arrives at
the source Cient. The source Cient can then update its ALNCE

i nformati on based on the information returned by the Proxy/ Server.
The Client also retains the Segnent List information in the ALNCE for
inclusion in QAL SRH headers for future multihop forwardi ng purposes.

When the Proxy/ Server returns an RA, each upstream Proxy/dient
forwards the RA through the recursively descendi ng chain of
downstream Proxy/Clients on the path to the source Client. Each
Proxy/Client rewites the OAL Destination Address according to the
SRH next hop M.A address for the next downstream Proxy/Client hop
toward the source Cient and al so i ncludes a new uni que AFVI val ue.

Note that this service nodel applies equally for MANETs that have
only Proxy/Cient access to external *NET Proxy/Servers as well as
those that have sonme mix of Proxy/Cients and true Proxy/ Servers at
the MANET border. True Proxy/Servers at the MANET border will
service MANET Cient router discovery requests the sane as for any
*NET, while external Proxy/Servers will discover potentially many
MANET Clients all using the same UNX address belonging to a single
Proxy/Client. This arrangement ensures that MANET-internal Cients
are able to access external Internetworking services the sane as for
MANET border Clients that al so have direct connections to external
*NETS.

Not e: When the RS nessage includes an anycast underlay encapsul ati on
Destination Address, the FHS Proxy/ Server nust use the sane anycast
addresses as the underlay encapsul ati on Source Address to support
forwardi ng of the RA nessage plus any initial data nmessages. The FHS
Proxy/ Server then sends the resulting carrier packets over any NATs
on the path. Wen the outernmost (Proxy/)Cient receives the RA it

wi || discover the FHS Proxy/ Server unicast underlay encapsul ation
address and can send future carrier packets using the unicast
(instead of anycast) addresses to popul ate NAT state in the forward
path. (If the Cient does not have i mediate data to send to the FHS
Proxy/ Server, it can instead send an OAL "bubble" - see:
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Section 6.11.) After the Cient begins using unicast underlay
encapsul ati on addresses in this way, the FHS Proxy/ Server should al so
begin using the same unicast address in the reverse direction

Not e: When an OWNI interface configures an MLA, any nodes that
forward an encapsul ated RS nessage with the MLA as the OAL source
must not consider the nmessage as being specific to a particular OW
link segment. M.As can therefore al so serve as the Source and
Destinati on Addresses of unencapsul ated | Pv6 data conmuni cati ons
within the local routing region; if the MLAs are injected into the

| ocal network routing protocol their prefix I ength nust be set to 128
per [ RFC5889].

15. Secure Redirection

If the *NET link nodel is nultiple access, the FHS Proxy/ Server is
responsi bl e for assuring that address duplication cannot corrupt the
nei ghbor caches of other nodes on the link through the use of the
DHCPv6 address del egation service. Wen the Cient sends an RS
message on a multiple access *NET, the Proxy/ Server verifies that the
Client is authorized to use the M.A Source Address and responds with
an RA (or forwards the RSto the MAP) only if the Cient is

aut hori zed.

After verifying Cient authorization and returning an RA, the Proxy/
Server MAY return IPv6 ND Redirect messages in response to subsequent
data pl ane packet transmi ssions to direct Cients |ocated on the same
*NET to exchange OAL packets directly without transiting the Proxy/
Server. The Redirect nessages use M.As instead of LLAs to uniquely
identify peers on the link, and include Interface Attribute OW sub-
options for address resol ution purposes.

Fol I owi ng secure redirection, the Cients can exchange OAL packets
according to their unicast underlay addresses di scovered fromthe
Redi rect nessage instead of using the dogleg path through the Proxy/
Server. |In sonme *NETs, however, such direct communi cati ons nmay be
undesi rabl e and continued use of the dogleg path through the Proxy/
Server may provide better performance. |In that case, the Proxy/
Server can refrain fromsending Redirects, and/or Cients can ignore
t hem
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16. Proxy/ Server Resilience

*NETs SHOULD depl oy Proxy/ Servers in Virtual Router Redundancy
Protocol (VRRP) [RFC5798] configurations so that service continuity
is maintained even if one or nore Proxy/Servers fail. Using VRRP
the Cient is unaware which of the (redundant) FHS Proxy/Servers is
currently providing service, and any service discontinuity will be
limted to the failover time supported by VRRP. Wdely depl oyed
public domain inplenmentations of VRRP are avail abl e.

Proxy/ Servers SHOULD use high availability clustering services so
that multiple redundant systens can provi de coordi nated response to
failures. As with VRRP, widely depl oyed public domain

i mpl ement ati ons of high availability clustering services are

avail abl e. Note that special-purpose and expensive dedi cated
hardware is not necessary, and public donmain inplenmentations can be
used even between |ightweight virtual nmachines in cloud depl oynents.

17. Detecting and Responding to Proxy/ Server Failures

In environnents where fast recovery from Proxy/ Server failure is
essential, FHS Proxy/ Servers SHOULD use proactive Nei ghbor
Unreachability Detection (NUD) in a manner that parallels

Bi di rectional Forwarding Detection (BFD) [RFC5880] to track MAP
Proxy/ Server reachability. FHS Proxy/ Servers can then quickly detect
and react to failures so that cached information is re-established
through alternate paths. Proactive NUD control nessaging is carried
only over well-connected ground domain networks (i.e., and not | ow
end |inks such as aeronautical radios) and can therefore be tuned for
rapi d response.

FHS Proxy/ Servers perform proactive NUD for MAP Proxy/ Servers for
which there are currently active Cients. |If a MAP Proxy/ Server
fails, the FHS Proxy/ Server can quickly informdients of the outage
by sending multicast RA nessages. The FHS Proxy/ Server sends RA
messages to Cients with Source Address set to the GUA of the MAP
with Destination Address set to |ink-scoped All-Nodes multicast
(ff02::1) [RFC4291] and with Router Lifetime set to O.

The FHS Proxy/ Server SHOULD send MAX_FI NAL_RTR_ADVERTI SEMENTS RA
nmessages separated by small delays [ RFC4861]. Any Cients that have
been using the (now defunct) MAP Proxy/Server will receive the RA
nessages.
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18.

OWNI Interfaces on Open I nternetworks

Client OMWN interfaces configured over |Pv6-enabl ed underl ay
interfaces on an open Internetwork without an OWI -aware first-hop
router receive | Pv6 RA nessages with no OWI options, while OW
interfaces configured over |Pv4-only underlay interfaces receive no
I Pv6 RA nessages at all (but may receive | Pv4 RA nessages per

[ RFC1256]). dient OW interfaces that receive RA nessages with
OWNI options configure addresses, on-link prefixes, etc. on the
underlay interface that received the RA according to standard | Pv6 ND
and address resol ution conventions [ RFC4861] [ RFC4862]. dient OWN
interfaces configured over |Pv4-only underlay interfaces configure

| Pv4 address information on the underlay interfaces using nechani sns
such as DHCPv4 [ RFC2131].

Client OMWN interfaces configured over underlay interfaces connected
to open Internetworks can apply lower |ayer security services such as

VPNs (e.g., |Psec tunnels) to connect to a Proxy/ Server, or can
establish a secured direct point-to-point link to the Proxy/ Server
through some ot her neans (see: Section 4). In environments where

| ower |ayer security may be inpractical or undesirable, dient OW
interfaces can instead send control nessages with OVNl sub-options
that include authentication paraneters.

OWNI interfaces use UDP/IP as underlay encapsul ati on headers for
transm ssi on over open Internetworks with UDP service port number
8060 for both IPv4 and I Pv6 underlay interfaces. The OWN interface
submits original |IP packets for QAL encapsul ati on, then encapsul ates
the resulting OAL fragments in UDP/IP underlay headers to form
carrier packets. (The first 4 bits followi ng the UDP header

det ermi ne whether the OAL headers are unconpressed/ conpressed as

di scussed in Section 6.5.) The OWI interface sets the UDP length to
the encapsul ated QAL fragment | ength and sets the IP length to an
appropriate value at least as large as the UDP dat agram

When necessary, sources include an OVWN option with an authentication
sub-option in control nessages. Procedures for including OW
aut henti cati on sub-options are discussed in Section 10.

After establishing a secured underlay link or preparing for UDP/IP
encapsul ati on, OWN interfaces send RS/ RA nessages for dient-Proxy/
Server coordination (see: Section 14) and peer-to-peer contro
solicitation and response nessages for multilink forwarding, route
optimzation, and nobility nanagenent (see:

[1-D. tenplin-6man-aero3]). These control plane nmessages nust be

aut henticated while other control and data pl ane nessages are
delivered the sane as for ordinary best effort traffic with Source
Address and/or ldentification wi ndow based data origin verification
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Transport and hi gher |ayer protocol sessions over OWN interfaces
that connect over open Internetworks wi thout an explicit underlay
link security services should therefore enploy security at their

| ayers to ensure authentication, integrity and/or confidentiality.

Clients should avoid using | NET Proxy/ Servers as general - purpose
routers for steady streans of carrier packets that do not require
aut hentication. Cients should therefore performroute optimzation
to coordinate with other | NET nodes that can provide forwarding
services (or preferably coordinate with peer Cients directly)

i nstead of burdening the Proxy/Server. Procedures for coordinating
with peer Cients and discovering | NET nodes that can provide better
forwardi ng services are discussed in [I-D. tenplin-6man-aero3].

Clients that attenpt to contact peers over |INET underlay interfaces
often encounter NATs in the path. OWI interfaces accommopdate NAT
traversal using UDP/IP encapsul ati on and the nechani sns di scussed in
[1-D. tenplin-6man-aero3]. FHS Proxy/Servers include UNX information
in an Interface Attributes sub-option in RA nessages to allow Cients
to detect the presence of NATs.

Note: Following the initial control nessage exchange, OW interfaces
configured over INET underlay interfaces maintain nei ghbor

relati onships by transmitting periodic control nmessages with OWN
options that include authentication signatures.

Note: OWN interfaces configured over |INET underlay interfaces should
enpl oy the Identification w ndow synchroni zati on nmechani sns specified
in Section 6.7 in order to exclude spurious carrier packets that

m ght otherw se clutter the reassenbly cache. This is especially

i mportant in environnents where carrier packet spoofing and/or
corruption is a threat.

Not e: NATs may be present on the path froma Client to its FHS Proxy/
Server, but never on the path fromthe FHS Proxy/ Server to the MAP
where only | NET and/or spanning tree hops occur. Therefore, the FHS
Proxy/ Server does not communicate Client origin information to the
MAP where it would serve no purpose.

19. Tine-Varying M\Ps

In some use cases, it is desirable, beneficial and efficient for the
Client to receive a constant MNP that travels with the dient
wherever it noves. For exanple, this would allow air traffic
controllers to easily track aircraft, etc. |In other cases, however
(e.g., intelligent transportation systens), the Cient may be willing
to sacrifice a nodicumof efficiency in order to have tinme-varying
M\Ps that can be changed occasionally to defeat adversarial tracking.
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20.

21.

21.

21.

The OWNI link prefix delegation service allows Cients that desire
time-varying MNPs to obtain short-lived prefixes to send RS nessages
with an OWNI option with DHCPv6 | A PD sub-options. The Cient would
then be obligated to renunber its internal networks whenever its MPs
change. This should not present a challenge for ients with

aut onat ed network renunbering services, but may disrupt persistent
sessions that would prefer to use a constant address.

Error Messages

An QAL destination or internediate systemnmay need to return

| CMPv6-1i ke error nessages (e.g., Destination Unreachable, Packet Too
Big, Tinme Exceeded, etc.) [RFC4443] to an QAL source. Since |CWv6
error nessages do not thensel ves include authentication codes, QAL
nodes can instead return error nmessages as an OMNI | CWPv6 Error sub-
option in a secured unsolicited I Pv6 ND control nessage.

| ANA Consi der ati ons

The followi ng | ANA actions are requested in accordance with

[ RFC8126]. Both existing registries and new registries specific to
OWI are affected. Existing registries should be updated according
to standard | ANA practices. New registries should be created under a
new registry group for "Overlay Miultilink Network (OWI) Interface"

1. Pr ot ocol Nunbers

The 1ANA is instructed to allocate an Internet Protocol nunber TBD1
fromthe https://ww.iana. org/assi gnments/protocol -nunbers registry
for the Overlay Multilink Network (OWNI) Interface as a non | Pv6
Ext ensi on Header protocol. Guidance is found in [RFC5237]
(registration procedure is | ESG Approval or Standards Action).

2. | EEE 802 Nunbers

During final publication stages, the IESGw || be requested to
procure an | EEE Et her Type value TBD2 for OWNI according to the
statement found at https://ww.ietf.org/about/groups/iesg/statenments/
et hertypes/.

Foll owing this procurenent, the IANA is instructed to register the
value TBD2 in the Ethertypes registry of the

https://ww. i ana. or g/ assi gnment s/ i eee- 802- nunbers registry group for
"Overlay Multilink Network (OVWNI) Interface encapsul ati on on Ethernet
networ ks". Quidance is found in [ RFC7042] (registration procedure is
Expert Revi ew).
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21.

21.

21.

21.

3. 1 Pv4 Special - Purpose Address

The 1ANA is instructed to assign TBD3/N as an "OWN | Pv4 anycast™
address/prefix in the https://ww.iana. org/assi gnments/iana-i pvé-
special -registry registry in a simlar fashion as for [RFC3068]. The
assi gnnent al so automatically provides the basis for an OWI | Pv6
subnet router anycast address configured as 2002: TBD3::. The IANA is
requested to assist the author’s efforts to obtain a TBD3/N public

I Pv4 prefix, whether through an RIR allocation, a delegation fromthe
"Current Recovered |Pv4 Pool" of the

https://ww. i ana. or g/ assi gnnment s/ i pv4-recover ed- addr ess- space
registry or through an unspecified third party donation

4. Segnment Routing Header TLVs

The 1ANA is instructed to allocate a new Type value TBD4 with
Description "AFVI TLV' and Reference [ RFCXXXX] in the "Segnent
Routi ng Header TLVs" registry found in

https://ww. i ana. or g/ assi gnnment s/ i pv6- paraneters (registration
procedure is "I ETF Review').

5. 1 ANA OU Ethernet Nunbers

The 1ANA is instructed to allocate one Ethernet unicast address TBD5
(suggested value '00-52-14") in the "I ANA Uni cast 48-bit MAC
Addresses" registry in the https://ww.iana. org/assi gnments/ethernet -
nunbers registry group (registration procedure is Expert Review).

The registration should appear as foll ows:

Addr esses Usage Ref erence

00-52-14 Overlay Multilink Network (OWNI) Interface [ RFCXXXX]
Figure 41: 1 ANA Uni cast 48-bit MAC Addresses

6. Overlay Miultilink Network (OWNI) Interface Registry G oup

The 1ANA is instructed to create a new 'omi-interface’ registry

group for "Overlay Multilink Network (OVNI) Interface". The registry

group nust include the follow ng new registries:

6.1. OWN Option Sub-Types (New Registry)

The OWNI option defines a 1 octet Sub-Type field, for which ANA is

instructed to create and maintain a new registry entitled "OW

Opti on Sub-Type Values". Initial values are given bel ow
(registration procedure is RFC required):
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Val ue Sub- Type nane Ref er ence
0 NULL [ RFCXXXX]
1 CGA [ RFCXXXX]
2 RSA Signature [ RFCXXXX]
3 Ti mest anp [ RFCXXXX]
4 Nonce [ RFCXXXX]
5 Trust Anchor [ RFCXXXX]
6 Certificate [ RFCXXXX]
7 HVAC [ RFCXXXX]
8 Node Identification [ RFCXXXX]
9 Nei ghbor Synchroni zati on [ RFCXXXX]
10 Interface Attributes [ RFCXXXX]
11 Traffic Sel ector [ RFCXXXX]
12 Geo Coordi nat es [ RFCXXXX]
13 Pl M SM Message [ RFCXXXX]
14 Fragnment ati on Report [ RFCXXXX]
15 | CMPv6 Error [ RFCXXXX]
16 Proxy/ Server Contr ol [ RFCXXXX]
17 Prefix Information Option [ RFCXXXX]
18 Route I nformation Option [ RFCXXXX]
19 DHCPv6 Message [ RFCXXXX]
20- 252 Unassi gned [ RFCXXXX]
253-254 Reserved for Experinentation [ RFCXXXX]
255 Reserved by | ANA [ RFCXXXX]

Figure 42: OVNI Option Sub-Type Val ues
21.6.2. OWN Node ldentification |ID Types (New Registry)

The OVNI Node Identification sub-option (see: Section 10.2.9)
contains a 1 octet ID Type field, for which IANA is instructed to
create and maintain a new registry entitled "OVWNI Node Identification
| D-Type Values". Initial values are given below (registration
procedure is RFC required):

Val ue Sub- Type nane Ref er ence
0 M.A [ RFCXXXX]
1 uul D [ RFCXXXX]
2 Net wor k Access ldentifier [ RFCXXXX]
3 FQDN [ RFCXXXX]
4 | Pv4 Address [ RFCXXXX]
5 Unassi gned [ RFCXXXX]
6 | Pv6 Address [ RFCXXXX]
7-252 Unassi gned [ RFCXXXX]
253-254 Reserved for Experinental Use [RFCXXXX]
255 Reserved by | ANA [ RFCXXXX]
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Figure 43: OVWNI Node ldentification |ID Type Val ues
21.6.3. OWN Ceo Coordinates Types (New Registry)

The OWNI Geo Coordi nates sub-option (see: Section 10.2.13) contains
an 1 octet Type field, for which ANA is instructed to create and
maintain a new registry entitled "OVNI Geo Coordi nates Type Val ues”.
Initial values are given below (registration procedure is RFC

required):
Val ue Sub- Type nane Ref erence
0 NULL [ RFCXXXX]
1-252 Unassi gned [ RFCXXXX]
253-254 Reserved for Experinental Use [RFCXXXX]
255 Reserved by | ANA [ RFCXXXX]

Figure 44. OWN Geo Coordi nates Type
21.7. Additional Considerations

I ANA has assigned UDP port nunber "8060" for an earlier experinental
versi on of AERO [ RFC6706]. This docunent reclains UDP port numrber
"8060" for 'aero’ as the service port for OW interface UDP/IP
encapsul ation. (Note that, although [RFC6706] is not widely

i mpl ement ed or depl oyed, any messages coded to that specification can
be easily distinguished and ignored since they include an invalid

| CMPv6 nessage type nunber "0'.) I1ANA is therefore instructed to
update the reference for UDP port nunber "8060" from"RFC6706" to
"RFCXXXX" (i.e., this docunent) while retaining the existing name
‘aero’.

| ANA has assigned a 4 octet Private Enterprise Nunmber (PEN) code
"45282" in the https://ww.iana. org/assi gnnments/enterprise-nunbers
registry. This docunent is the normative reference for using code
"45282" in DHCP Unique IDentifiers based on Enterprise Numbers
("DUD-EN for OW Interfaces") (see: Section 9). IANAis therefore
instructed to change the enterprise designation for PEN code "45282"
from"LinkUp Networks” to "Overlay Multilink Network (QOVNI)
Interface".

I ANA has assigned the ifType code "301 - omi - Overlay Miltilink
Network (OWNI) Interface" in accordance with Section 6 of [RFC8892].
The regi stration appears under the | ANA
https://ww. i ana. or g/ assi gnment s/ sm -nunbers registry group Interface
Types (ifType)" registry, and the ANA is instructed to change the
reference to [RFCXXXX] (i.e., this docunent).
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No further | ANA actions are required.
Security Considerations

Security considerations for |Pv4 [ RFCO791], |Pv6 [ RFC8200] and | Pv6
Nei ghbor Di scovery [RFC4861] apply. For end-to-end peer exchanges
not fully protected by security associations, OV interfaces SHOULD
use a nodi fied version of SEcure Nei ghbor Discovery (SEND) or a
Hashed Message Aut hentication Code (HVAC) per Section 10.1 as an
adaptation | ayer service to ensure authentic exchanges. (Alternate
OWNI interface authentication service types may be specified in
future docunents.) These services provide authentication for
unsecured FHS and LHS *NETs, while internmedi ate hops are protected by
the secured spanning tree (see bel ow).

OWNI interfaces configured over secured ANET interfaces inherit the
physical and/or link |ayer security services (i.e., protected
spect rum and/ or [ MACSEC]) of the connected networks. OWN interfaces
configured over open *NET interfaces include nessage authentication
codes as above; they can instead (or in addition) use symretric
securing services such as | Psec tunnels [ RFC4301] or can by some

ot her neans establish a direct point-to-point |ink secured at | ower

| ayers.

OWNI link nobility services MJUST support strong authentication for
control plane nessages and forwarding path integrity for data pl ane
messages. |In particular, the AERO service [|-D.tenplin-6man-aero03]
constructs a secured spanning tree with Proxy/Servers as |eaf nodes
and secures the spanning tree links with network | ayer security
servi ces based on | Psec [RFC4301] with I KEv2 [ RFC7296]. (Note that
direct point-to-point links secured at | ower |ayers can al so be used
instead of or in addition to network |ayer security.) Together,
these services provide connectionless integrity and data origin

aut hentication with optional protection against replays.

Control plane nessages that affect the routing system or nei ghbor
state either include authentication signatures or are constrained to
travel only over secured spanning tree paths; in both cases, the
messages are protected by network (and/or |ower-layer) security.

O her control and data plane nessages can travel over unsecured route
optinmzed paths that do not strictly follow the spanning tree,
therefore end-to-end sessions should enploy transport or higher |ayer
security services (e.g., TLS/ SSL [ RFC8446], DTLS [RFC6347], etc.).
Additionally, the QAL ldentification value can provide a first |eve
of data origin authentication to mtigate off-path spoofing.
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24.

Identity-based key verification infrastructure services such as i PSK
may be necessary for verifying the identities claimed by dients.
Thi s requirement should be harnoni zed with the manner in which
identifiers such as MLAs are certified in a given operationa

envi ronment .

Security considerations for specific access network interface types
are covered under the corresponding | P-over-(foo) specification
(e.g., [RFC2464], [RFC2492], etc.).

Security considerations for |IPv6 fragnentation and reassenbly are

di scussed in Section 6.13. |In environnents where spoofing is
considered a threat, OVNl nodes SHOULD enpl oy Identification w ndow
synchroni zati on and OAL destinati ons SHOULD configure an (end-system
based) firewall.

| mpl enent ati on Status
AERQ OWNI Rel ease-3.2 was tagged on March 30, 2021, and was subj ect
to internal testing. The inplenmentation is not planned for public
rel ease.
A wite-fromscratch reference inplenentation is under active
i nternal devel opnent, with rel ease version v0.pre8 tagged on January
16, 2026. Future versions will be made avail able for public rel ease.
Docunent Updat es

Thi s docunent suggests that the followi ng could be updated through
future IETF initiatives:

*  [RFC1191]
* [ RFCA4443]
* [ RFC8200]
* [ RFC8201]

Updates can be through, e.g., standards action, the errata process,
etc. as appropriate.
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Appendi x A. VDL Mode 2 Considerations

| CAO Doc 9776 is the "Technical Mnual for VHF Data Link Mde 2"
(VDLMR) that specifies an essential radio frequency data |ink service
for aircraft and ground stations in worldw de civil aviation air
traffic managenent. The VDLM2 link type is "nulticast capable"

[ RFC4861], but with considerable differences from conmon nulticast

i nks such as Ethernet and | EEE 802. 11.

First, the VDLM2 link data rate is only 31.5Kbps - nmultiple orders of
magni tude | ess than nost nodern wrel ess networking gear. Second,
due to the | ow available |ink bandwi dth only VDLM2 ground stations
(i.e., and not aircraft) are permtted to send broadcasts, and even
so only as conpact |ink |layer "beacons". Third, aircraft enploy the
services of ground stations by perform ng uni cast RS/ RA exchanges
upon recei pt of beacons instead of listening for nulticast RA
messages and/ or sending multicast RS nessages.

Thi s beacon-oriented uni cast RS/ RA approach is necessary to conserve
the al ready-scarce avail able |ink bandwi dth. Moreover, since the
nunbers of beaconing ground stations operating within a given spatial
range nmust be kept as sparse as possible, it would not be feasible to
have different classes of ground stations within the same region
observing different protocols. It is therefore highly desirable that
all ground stations observe a conmon | anguage of RS/ RA as specified
in this docunent.
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Note that links of this nature may benefit from conpression

techni ques that reduce the bandw dth necessary for conveying the same
anount of data. The |IETF | pwan working group is considering possible
alternatives: [https://datatracker.ietf.org/wy/lpwan/docunents].

Appendi x B. dient-Proxy/Server |solation Through Link-Layer Address
Mappi ng

Per [RFC4861], | Pv6 ND control nessages may be sent to either a

mul ticast or unicast |ink-scoped | Pv6 Destination Address. However,
| Pv6 ND nessagi ng shoul d be coordi nated between the Cient and Proxy/
Server only without invoking other nodes on the underlay network.
This inplies that dient-Proxy/ Server control nessagi ng should be

i sol ated and not overheard by other nodes on the link

To support Cdient-Proxy/Server isolation on sonme |inks, Proxy/Servers
can naintain an OWN -specific unicast |ink-layer address ("MSADDR').
For Ethernet-conpatible Iinks, this specification reserves one

Et her net uni cast address TBD5 (see: | ANA Considerations). For non-
Et hernet statically-addressed |inks MSADDR is reserved per the

assi gned nunbers authority for the |link-layer addressing space. For
still other |inks, MSADDR nay be dynamically discovered through other
means, e.g., link | ayer beacons.

Clients map the L3 addresses of all 1 Pv6 ND nmessages they send (i.e.,
both multicast and unicast) to MSADDR i nstead of to an ordinary

uni cast or multicast link-layer address. 1In this way, all of the
Client’s IPv6 ND nessages will be received by Proxy/Servers that are
configured to accept carrier packets destined to MSADDR. Note that
mul ti ple Proxy/ Servers on the link could be configured to accept
carrier packets destined to MSADDR, e.d., as a basis for supporting
redundancy.

Therefore, Proxy/Servers nust accept and process carrier packets
destined to MSADDR, while all other devices nmust not process carrier
packets destined to MSADDR  This nodel has well -established
operational experience in Proxy Mbile |Pv6 (PMP)

[ RFC5213] [ RFC6543] .

Appendix C. |1Pv4 as an QAL Encapsul ati on Service

Thr oughout the docunent, |Pv6 encapsul ation per [RFC2473] is assuned
as the OWNI Adaptation Layer (OAL) encapsul ation service. At first
gl ance, the mnimum 40 octets needed for encapsul ati on may seem
excessi ve however the full QAL encapsul ati on headers rarely appear
over the wire due to effective header conpression
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Still, the question nay arise as to whether |Pv4 encapsul ati on per
[ RFC2003] coul d be applied instead with OVWN encapsul ati on Type OWNI -
IP4. After all, the I1Pv4 header is significantly smaller than even

the small est | Pv6 header plus extensions. However, |Pv4 provides
only 32-bit addresses useful for OAL addressi ng whereas | Pv6 provides
128-bits allowing for full MA addresses along with their security
and uni queness properties.

I Pv4 as an QAL encapsul ation service may therefore be suitable for
smal | networks where adaptation |ayer routers operate based on 32-bit
router | Ds deployed through well-nmanaged assignnments. However, |Pv4
does not honor the Flow Label and IPv4 links could configure MIUs as
small as 68 octets. An QAL | Pv4 header plus extensions would al so
not be as conpressible as for IPv6, therefore resulting in extra cost
for carrying unconpressible | Pv4 header information in the data

pl ane.

Appendi x D. AERQ OWNI : First Amrendnent

Amendnments to the AERQ OVNI specifications appear in the foll ow ng
sections in the chronol ogical order in which they were identified,
formalized and reported. As new anendnents are reported and/ or

di scovered, they will be added below in the order they are received
whi ch may not necessarily align with specification chapter orders
and/ or resolution priority. Any additional anendments will appear in
future vol unes.

D.1. Anmendment 1.1: Prefix Delegation Adm nistration

The AERQO OVNI base specifications include conprehensive instructions
for Cients to request and receive Mbile Network Prefix (M\P) IP
Prefix Del egations (PDs) fromthe nobility service. The

speci fications suggest that the dient should apply these MNP PDs on
downstream attached (or, "tethered") End User Network (EUN)
interfaces but do not discuss specific MNP adm nistrative procedures.

Per this amendnent, when a Client receives an M\P PD it should

provi sion the MNP over EUNs in a nmanner consistent with [ RFC9663] and
[ RFC9762]. More specifically, the Cient assigns sone portions of
the MNP to its EUN interfaces and optionally al so sub-del egates ot her
portions of the MNP to requesting EUN nodes. The Cient can also use
virtual interfaces (such as a | oopback) as EUN interfaces. The
Cient should then assign an | P address taken from each EUN prefix to
the correspondi ng EUN i nterface using standard | P address

(aut o) configuration procedures.
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The Client then associates the | Pv6 Subnet Router Anycast (SRA)
address [ RFC4291] corresponding to the MNP with the OWN interface
but does not assign it to the interface. For exanple, if the Cient
receives the 1Pv6 MNP PD 2001: db8:1::/48, it should accept packets
with the SRA address 2001:db8:1::/128 as the destination and respond
with packets that use one of the Cient’s EUN addresses as the
source.

After the dient configures the SRA address and assi gns EUN addresses
it can operate as an | P host over the OMNI interface according to the
weak end system npdel [RFC1122] while also serving as an |P router
for its EUNs. The Cient then engages host and router operations the
same as per [RFC4861] and [ RFCB8200] except that the Cient engages
the OVMNI interface as a conbi ned host/router interface.

Wien the Cient acts as a host over the OWI interface, it can send
Router Solicitations (RSs) to elicit Router Advertisenments (RAs) from
OWI link Proxy/Servers. The Cient can then use its EUN addresses
for packets exchanged between its |ocal applications and
correspondents reached via OMNI |ink neighbors. (Wien the Cient has
no EUN addresses, it can instead use its OMNI interface Miultilink
Local Address (M.A) [I-D.tenplin-6man-ma] with the understanding

that the packets may be routable only within the OW link linmted
domain.)

When the Client acts as a router over the OMNI interface, it forwards
| P packets between EUN peers and correspondents reached via OMNI |ink
nei ghbors but never sends RA nessages over the OWN interface. This
may require the Cient to enable IP forwarding on the OWNI interface
but without representing itself as an router in OW 1link |Pv6

Nei ghbor Di scovery (I Pv6 ND) messages. The dient instead sends RAs
over its EUN interfaces that include EUN portions of the M\P in
Prefix Information Options (PIGs) and al so represents itself as a
router in other EUN interface | Pv6 ND nessages.

Note that the Client could also optionally assign each EUN address it
configures to the OW interface. This would give the outward
appearance of strong end system support [RFC1122], albeit wi th added
complexity and ambiguity for the Client to coordinate the sanme |IP

uni cast address assigned to nultiple interfaces.

Further details on MNP PD admi nistrative options are beyond the scope
of this anendnent.

Tenplin Expi res 19 August 2026 [ Page 141]



I nternet-Draft I Pv6 over OMNI Interfaces February 2026

D.2. Anendnent 1.2: Routable Nature of M.As

Currently, the AERO routing systemonly propagates FNP/ MNP routes
based on advertisements from MAP Proxy/Servers as well as the M.As of
al |l Proxy/ Servers and AERO Gateways. However, Cient OWNI interface
M.As shoul d al so be routable as "host routes" (i.e., MA: :/128)
within the entire OW 1link limted domain and not just wthin edge
MANETS.

The MAP Proxy/ Servers will therefore also need to advertise the M.As
of all of their dependent Cients into the AERO routing system so
that all M.As are propagated throughout the OW 1link. This

obvi ously does not scal e beyond Q(10**6) nodes since all routes are
carried in the AERO BGP-based dynam c routing protocol.

A scal abl e napping systemis therefore required for extrenely |arge
OWNI |inks that advertises only the MLAs of all Proxy/Servers and
AERO Gat eways (plus possibly also a bounded nunber of nobile nodes)
while remaining within acceptable BGP scaling limits. The MAs of

ot her nobil e nodes nust then be determ ned by consulting the scal abl e
mappi ng dat abase.

In the resulting architecture, the M.As of all nodes within the OWN
link (Cients, Proxy/Servers and others) should be reachable by all

other nodes within the sane OWI |ink. MAs of nodes not on the sane
OWI link will be seen as unreachabl e destinations though they may be
reachable within other OMNl link limted domains. This is due to the

bounded nature of OVMNI link routing for MLAs and hi ghlights why M.As
must appear as a | ower preference than other GUAs in address
sel ection policies.

D.3. Anendnent 1.3: On-link Nature of M.As

OWNI Section 14.2 di scusses addi ng MLA host routes to the OWN
interface as higher preference routes than the MANET M.A routes used
on underlay interfaces. This is unnecessary if the MA prefix (e.qg.,
2001: 30::/28 [RFC9374]) is configured on-l1ink on the OVMNI interface
and the MANET routes are maintained in an alternate routing table
instead of the main kernel routing table.

In this way, the MANET routing protocol can nanage its nultihop
routes dynamically as necessary while the network |ayer forwards all
packets with M.A destinations into the OWI interface. The on-link
nature of the M.A prefix will cause the network |layer to invoke
address resolution for destination MLAs within the limted domain.
This will cause the OVWN Address Resol ution Source (ARS) to propagate
NS( AR) nessages over the OWN link to generate an NA(AR) response
froman Address Resol ution Target (ART).
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The ARS' s NS(AR) uses the invoking packet’'s address or its local MA
as the Source, uses the MLA of the target as the Target and uses the
solicited-node multicast address as the Destination. The ART s

NA( AR) uses the NS(AR) target as both the Source and Target and uses
the NS(AR) source as the Destination. AERO routing will cause these
messages to traverse the OMNI |ink as encapsul ated OAL packets and
return fresh address resolution information.

D.4. Anendnent 1.4: Of-link Nature of Non- M.As

Non- MLAs i ncl ude MNP/ FNP addresses and ot her GUA addresses nat ched
only by "default". These prefixes must be configured as reachable
(but not on-link) via the OWNI link. dients therefore configure
routes in the IPv6 routing systemthat cover M\Ps and/or FNPs and
with next hop set to the OVWNI interface virtual router’s interna

Li nk- Local Address (LLA). This will cause all packets with
destinations within these off-link prefixes to be delivered to the
virtual router within the OW interface. The route(s) may include
specific MNP/ FNP prefixes or could even be ::/0 (i.e., default) and/
or the full Mbility Service Prefix.

The OWNI link virtual router then acts as an ARS to resol ve
adaptation | ayer addressing information for the packet’'s destination
prefix internally within the adaptation layer and w thout disturbing
the network layer. While address resolution is in progress, the
virtual router maintains a short queue (possibly only a single entry)
of packets destined to the ART prefix the same as for [RFC4861].
Note that the virtual router should not attach subject packets to
NS( AR) nessages as suggested in the AERO spec, as they may be
produced by hi gh-vol unme applications (e.g., "flood-pings") that send
many unacknow edged packets without waiting for a response which
woul d in turn produce excessive control nessage overhead.

The ARS s NS(AR) nessage uses the MLA of the source as the Source,
uses the non- MLA packet destination address as the Target and uses
the solicited-node nulticast address as the Destination. The ART s
responsi ve NA(AR) nessage uses its own MA as the Source, uses the
Subnet Router Anycast (SRA) address that nmatches the NS(AR) target as
the Target and uses the NS(AR) source as the Destination

The ART therefore responds to all addresses within the |Pv6 prefix
that covers the NS(AR) Target Address which asserts reachability for
an entire | Pv6 prefix whereas the target itself (or even the target’s
nmor e-speci fic prefix) may be unreachabl e.

This non-M.A address resolution allows the ARS to di scover

information for entire IPv6 prefix ranges w thout necessarily
conveying reachability information for specific destinations (or even
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sub-prefixes) within the prefix. The systemtherefore depends on the
target network returning | CVMPv6 Destination Unreachabl e messages for
unreachabl e destinations within (reachable) prefixes.

D.5. Anendnment 1.5: OWNI Interface Virtual Router Requirenents

The virtual router entity within the OW interface nust present
itself to the network layer as a mnimally qualified | Pv6 router
according to | Pv6 node requirenents [RFC8504]. This includes using
its internal LLA to send solicited and unsolicited Router
Advertisenments as well as respond to Nei ghbor Solicitations by
returning solicited Neighbor Advertisenents.

The virtual router entity should al so provide a configuration option
allowing it to either respond to or ignore |CMPv6 Echo Request
nmessages addressed to its internal LLA or the subnet router anycast
address for its MA prefix(es).

The virtual router entity uses its internal LLA as the Source or
Destination Address for message exchanges with the network | ayer.
The virtual router entity need not respond to nessages addressed to
fe80::/128 as this represents an anbi guous LLA form not wi dely
regarded as a valid | Pv6 unicast/anycast address.

D.6. Anmendnment 1.6: Network/Adaptation Layer Nei ghbor Caches

Each OMNI interface maintains a standard | Pv6 network | ayer nei ghbor
cache the same as for any IPv6 interface and al so mai ntains an
adapt ati on | ayer nei ghbor cache internally. The network | ayer

nei ghbor cache naintains entries (NCEs) for the adaptation |ayer as a
virtual router as well as for active on-link destinations only, while
the adaptation | ayer nei ghbor cache maintains NCEs for both on- and
of f-1ink destinations reached via the OMWN interface.

Each network | ayer NCE resolves to the singular OVWN interface
internal link-layer address; this neans that all NCE destinations
woul d appear to belong to the sane (singular) neighbor. The
adaptation layer virtual router entity will then map the network

|l ayer NCE to the correspondi ng adaptation |ayer NCE by exam ning the
| P destination address rather than the |ink-layer address. This

rel ati onship establishes a 1x1 mappi ng between the network | ayer as a
virtual host and the adaptation |ayer as a virtual peer host/router
on a shared link
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D.7. Amendnent 1.7: Scal abl e Mappi ng

Scaling properties for the worldw de civil aviation airplane

popul ation are likely to remain within reasonabl e bounds for the pure
BGP routing systemdiscussed in [I-D.tenplin-6man-aero3] for the
foreseeabl e future. However, the advent of unmanned air systens and
all other manners of nobile nodes will soon present multiple orders
of magnitude nore nobility targets which may exceed the carrying
capacity of a BGP-only service

In order to support unbounded scaling, the BGP routing system can be
limted to carry only the M_As of all Proxy/Servers on the OMN |ink
(and possibly also the MNPs/ FNPs/ MLAs of a |limted nunber of nobile
nodes) wi thout carrying the entire popul ati on of nobile node MNP/ FNP/
M,A information. Each MAP Proxy/ Server then registers the MNP/ FNP
routes and M.A addresses of its dependent nobile nodes with a

scal abl e mappi ng systemthat can be used to resolve a target address
based on | ongest prefix match into a MAP Proxy/ Server M.A address.
The Domai n Nanme System (DNS) ip6.arpa reverse zone can be used for
this purpose as suggested in [ RFC9374].

Address resol ution then becones a two-phase operation where the
address resolution request is first forwarded (e.g., via a default or
nmore-specific route) to a Gateway which consults the DNS to determ ne
the MLA of the current MAP Proxy/ Server for the address resol ution
target. The mappi ng system agent then changes the OAL destination to
the di scovered MLA and forwards the address resolution request to the
MAP which returns a fully qualified address resol ution response.

By mai ntaining nobile node to MAP nappings in a scalable ancillary

| ookup directory database, the BGP routing systemonly needs to scale
to the total popul ation of Proxy/Servers that make up the OMNI |ink
(plus possibly also a limted nunber of nobile nodes). This is
likely to remain within acceptable scaling limts even for extrenely
| arge nobil e node popul ations for the foreseeabl e future.

Note that the Gateway perforns these mappi ng system | ookups only for
subj ect prefixes associated with the OW link, e.g., those covered
by MSPs or any well-known FNPs. For all other subject prefixes the
Gateway returns an address resolution response with a /64 prefix that
covers the target address while including its own MLA as the address
resolution result.
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Note al so that MAP Proxy/ Servers need only add or replace DNS
resource records with the IP prefix nmappings as they receive

registration requests fromnew Clients. |If the Cient noves to a new
MAP Proxy/ Server, the new MAP sinply replaces the old resource
records with fresh information. |If the resource records expire

before a new MAP Proxy/ Server supplies fresh information, the records
are renoved

G obal propagation del ays for DNS resource record updates and the

| ocation privacy considerations for nobile node affiliations with MAP
Proxy/ Servers suggest that the OMNI |ink should configure a "two-
faced" DNS service infrastructure maintai ned separately fromthe

gl obal public DNS. Such a service should be optimzed for fast
updates so that Gateways al ways receive fresh address resol ution

i nformation.

D.8. Anendnment 1.8: Address Duplication Inplications

An inplicit understanding in AEROOW is that |P address duplication
within the sanme OMNI |ink domain would result in an unresol vabl e and
harnful interaction for the nodes in conflict. The AERQ OWN routing
system and nei ghbor di scovery services are predicated on the

uni queness of the MNPs/FNPs/ MLAs cl ai ned by nodes. The MLA in
particular is carefully coordinated with a registration authority and
bound to a public key identity to ensure uni queness. MNP/ FNP

del egations are simlarly bound to an MLA when del egated by AERQO OWN
infrastructure supporting nodes to prevent duplication

On the other hand, l|ink-layer address duplication (while presunably
rare) would result in sinply mnor perfornmance congestion since the

I P stacks of the nodes with duplicate link-layer addresses would
reject any ms-directed packets while the stacks of routers would be
abl e to discern control nessages based on their I Pv6 M.A addresses as
a unique node identifier. Wile Iink-layer address duplication is
not desirable, it should have no harnful operational effects. For
this reason, AERO OMNI nodes can often use randomy generated |ink-

| ayer addresses.

D.9. Anmendment 1.9: Multilink Pilot (MP) Messages

The AERO specification discusses nultilink forwardi ng procedures
based on a control nessage set that includes Multilink Initiate (M),
Mul tilink Respond (MR) and Miultilink Control (MC). These contro
messages serve as "pilots" for their attached I P packets during
multilink state establishnent. However, the AERQ OVNl specs now
support the inclusion of the OVWNI option as a trailer for ordinary
data packets and not only for explicit 1Pv6 ND control nessages
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Wth the updated AERO OVWNI specs, the initial ordinary data packets
of a flow can be used as Multilink Pilot (MP) messages by marking the
packet as a control nessage and including the OMNI option with AFV
state initiation paraneters. These MP nessages can be sent as
initial packets of a new flow the sane as for the Dynanmic Miultilink
Fl ow St ate Managenent procedures based on the MC nessage type.

This would result in a significant control nessage overhead savi ngs

with the exception that the MLA of the LHS Proxy/ Server nust be
included as the ultimate Destination in the Segnment Routing Header

(SRH) .

Appendi x E. Change Log
<< RFC Editor - renmove prior to publication >>
Differences fromearlier versions:

Draft -70 to -74
* Support marking non | Pv6 ND nmessages as control.

* OWNl interface LLA clarifications.

Draft -69 to -70
* Elinmnated distinction between "gen/sec bl ocks" in OVN option.

* Restored the DHCPv6 message sub-option.

* Included rules for processing |IPv6 ND nessage checksuns.

* Corrections to HVAC/ SEND aut henticati on and OVNI Checksum
* Further clarification on Segment Routing.

Draft -68 to -69
*  Brought OAL segnent routing into clearer focus.

* sinplified the OV option by noving segment routing info into
t he SRH header.

Draft -67 to -68
* (Carifications for engaging the OMWI interface for MANET
f or war di ng.

* (darified layering and restored the nmeaning of "L3/L2" to their
wi del y-under st ood and accepted definitions.
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Revi sed Nei ghbor Synchroni zati on sub-option for greater
efficiency and greater conpatibility with TCP.

Revi sed OWNI sub-option format to adopt the I Pv6 ND TLV style;
hence, renoved Padl and PadN sub-opti ons.

Arranged OVNI sub-options to begin with a general portion and
end with a security portion. An HVAC or RSA option when
present must appear as the final sub-option.

M_.As now based entirely on RFC9374.

-66 to -67
Clarifications on fragnentation/reassenbly tuples and Interface
Attributes ordering.

-65 to -66
Introduced the "on-link" and "off-1ink" nodels for nei ghbor
di scovery.

-63 to -65
Clarified the role of S/ TLLAGs.

-62 to -63
I ncl uded support for the "prefix per host" prefix del egation
nmodel from RFC9762.

De- enphasi zed LLAs in the architecture. LLAs are now necessary
only for the local virtual router entity within the dient’'s
adaptation layer. Al over-the-air | Pv6 ND nessages now use
M_.As instead of LLAs.

-61 to -62
I ncl uded references to RFC9663 and RFC9762 to include prefix-
per - host specifications.

Clarified | ayering considerations for |Pv6 ND nessage
processing. Not all 1Pv6 ND nessages need to be delivered to
the network | ayer when they contain only adaptation |ayer

i nfornation.

| Pv6 addressing nodel and interactions with IPv6 ND clarified.
Each OMNI interface now assi gns an MLA and does not assign any
ot her addresses.

Clarified Proxy/Server NAT address rewiting.
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SRH now only for edge networks; Proxy/ Servers renove SRH for
packets they forward to the public Internetwork and insert SRH
for packets they forward fromthe public Internetwork.
Clarified cal cul ati ons of HVAC and RSA signat ure.

I ncl uded wi ndow Scal e and reduced W ndow size to 16 bits.

Renbved MLA frominterface attributes. Nodes now nmust include
a Node ldentification sub-option with the MA

Del eted references to network fragnentation, as that service is
no | onger support ed.

Use FRAGREP as response to probe fragnents.
Use nDNS for MANET router discovery.

-60 to -61
OWNI sub-option octet alignment requirements clarified.
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