Net wor k Wor ki ng G oup F. L. Tenplin, Ed.

I nternet-Draft Boei ng Research & Technol ogy
I ntended status: Standards Track T. Herbert
Expires: 7 May 2026 Unaffiliated

3 Novenber 2025

| Pv6 Extended Fragnent Header (EFH)
draft-tenplin-6man-ipid-ext2-26

Abst ract

The Internet Protocol, version 4 (l1Pv4) header includes a 16-bit
Identification field in all packets, but its length is too small to
ensure reassenbly integrity even at noderate data rates in nodern
networks. Even for Internet Protocol, version 6 (IPv6), the 32-bit
Identification field included when a Fragnent Header is present may
be snaller than desired for sone applications. Both |Pv4 and | Pv6
fragmentation have further been classified as fragile to the point
that their use is discouraged. This specification addresses these
limtations by defining an | Pv6 Extended Fragnment Header (EFH) that
includes a 64-bit Identification in the context of nore robust,
secure and efficient fragmentati on and reassenbly procedures.
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1. Introduction

The Internet Protocol, version 4 (l1Pv4) header includes a 16-bit
Identification in all packets [RFCO791], but its length is too snall
to ensure reassenbly integrity even at noderate data rates in nodern
net wor ks [ RFC4963] [ RFC6864] [ RFC8900] . For Internet Protocol, version
6 (IPv6), the Identification field is only present in packets that

i nclude a Fragment Header [RFC8200], but even its standard | ength of
32 bits may be too small for some applications. Standard IP
fragnmentation is al so subject to numerous performance and security

i ssues that indicate a need for a nore robust service. This
specification therefore defines a new fragnentati on service that
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addresses these issues through the introduction of an | Pv6 Extended
Fragment Header (EFH).

The EFH enpl oys a fragnentation/reassenbly al gorithm based on an
ordinal fragnment index in conmbination with the (first-fragnent)

payl oad | ength instead of a 13-bit integer encoding an 8-octet
offset. In this arrangenment, both fragnmentati on and reassenbly are
greatly sinplified allowing for efficient inplenmentations. These

i nprovenents are based on an anple m ni mum fragment payl oad | ength
made possi ble by the 1280 octet |Pv6 mi ni mum Mru

The EFH i s needed for networks that engage fragnmentation and
reassenbly at extreme data rates, or for cases when advanced packet
Identification uni queness assurance is critical. (Placenment of the
EFH in a Destination Options header should al so make the option |ess
prone to network filtering.) This specification further defines a
messagi ng service for adaptive realtinme response to | oss and
congestion related to fragnentation/reassenbly. Together, these

ext ensi ons support robust fragnentation and reassenbly services as
wel | as packet ldentification uniqueness for |Pv6.

The EFH 64-bit ldentification concept is simlar to the Extended
Sequence Nunber (ESN) franmework found in |IPsec AH [ RFC4302] and ESP
[ RFC4303]. In both cases, nodes can apply header conpression to
transmt only the least significant bits while retaining the current
most significant bits in cache nenory.

2. Term nol ogy

The terms "Maxi mum Transni ssion Unit (MIU)", "Effective MU to
Receive (EMIU R ", "Effective MIU to Send (EMIU_S)" and " Maxi mum
Segnment Lifetime (MSL)" from standard I nternetworking term nol ogy
apply [ RFC1122]. The term "Maxi num Receive Unit (MRU)" is equival ent
to EMIU R, and the term "nmaxi mum datagramlifetinme (MDL)" (see

[ RFCO791] [ RFC6864]) is equivalent to MSL.

The term "Packet Too Big (PTB)" refers to an | CMPv6 "Packet Too Big"
message [ RFC8201] [ RFC4443] or a new | CMPv4 "PTB" nessage type defined
in this docunent (see: |ANA Considerations).

The term"flow' refers to a sequence of packets sent froma

particul ar source to a particular unicast, anycast or nulticast
destination that a node desires to |l abel as a flow [ RFC6437].
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The term "Ext ended Fragment Header (EFH)" refers to a new | Pv6
Destination Option defined in this docunent. The EFH is included in
a Destination Options header as the final Per-Fragnment header, while
the remai nder of the packet that follows the Per-Fragnment headers is
known as the "fragnment payl oad"

The term "Fragnentati on Report (FRAGREP)" refers to an alternate |Pv6
option type encoding of the EFH option used to report reassenbly
conditions. Destinations may include FRAGREPs in return packets to
EFH fragnent sources

The Automatic Extended Route Optimization (AERO
[1-D.tenplin-6man-aero3] and Overlay Multilink Network Interface
(OWI) [I-D. tenplin-6man-ommi 3] services enmploy the EFH for secure
adaptati on | ayer encapsul ation and fragnmentati on. New packet types
ternmed "I Pv6 Parcels and Advanced Junbos (AJs)" are specified in
[1-D. tenplin-6man-parcel s2].

The key words "MJST", "MJST NOT", "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMMENDED', "MAY", and
"OPTIONAL" in this docunment are to be interpreted as described in BCP
14 [ RFC2119] [ RFC8174] when, and only when, they appear in al

capitals, as shown here

3. Motivation

Upper | ayer protocols often achieve greater performance by
configuring segnent sizes that exceed the path Maxi num Transm ssi on
Unit (MIU). Wen the segnment size exceeds the path MIU, |ower |ayer
IP fragnmentation is a natural consequence. Especially when the
source resets the starting sequence nunber often to maintain an
unpredictable profile [RFC7739], however, the 4-octet (32-bit)
ldentification field of the IPv6 Fragment Header may be too small to
ensure reassenbly integrity at sufficiently high data rates. This
specification therefore proposes to fortify the I1Pv6 Identification
by extending its |ength.

Per f ormance increases for upper |ayer protocols that use | arger
segnment sizes was historically observed for NFS over UDP, and can
still be readily observed today for TCP and the Del ay Tol erant

Net work (DTN) Licklider Transm ssion Protocol (LTP) - see:
[I-D.tenplin-dtn-ltpfrag]. The performance testbed included a pair
of modern hi gh-performance workstati ons with 100Gps Et hernet cards
connected via a point-to-point |link and running a nodern public
domain linux release. TCP performance using the public domain
"iperf3 tool was proven to increase when |larger user buffer sizes
are used even if they exceed the path MU and engage a service known
as Ceneric Segnent/Receive Ofload (GSO GRO). LTP performance
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i mprovenent with segnent sizes that exceed the path MIU and engage | P
fragmentation and reassenbly was sinilarly proven using the HDTN and
| ON- DTN LTP i npl eent ati ons.

In addition to accommpdati ng higher data rates in the presence of
fragnmentation and reassenbly, extending the IPv6 lIdentification can
enabl e other inportant services. For exanple, an extended
Identification can support a duplicate packet detection service where
the network remenbers recent Identification values to aid detection
of potential duplicates. Wen an encapsul ati on source includes an
EFH, the extended Identification can al so serve as a sequence numrber
that allows each encapsul ati on destination to exclude any packets

wi th val ues outside of the current sequence number w ndow as
potential spurious transm ssions froman off-path attacker.

The standard | Pv6 Fragnent Header also carried forward the awkward
fragmentation paraneters offered in IPv4 including a 13-bit quadword
Fragment Offset value, no restrictions on fragnent-by-fragnent

payl oad |l engths and no Iimts on nunbers of fragnments produced. In
contrast, the EFH service mandates same-sized non-final fragnents,
forbids tiny non-final fragnents, places a conservative limt on the
maxi mum nunber of fragnents and elimnates any possibilities for
fragnment overlap. These factors support a nore secure and
performance-optin zed fragnmentati on and reassenbly service

An optimzed IP fragmentation and reassenbly service using an
extended Il dentification can provide a useful tool for performance
maxi m zation and path MIU robustness in the Internet. This docunent
therefore presents a neans to extend the IPv6 lIdentification in a
more efficient fragnmentation and reassenbly specification to better
support these services through the introduction of an Extended
Fragment Header (EFH).

4. Extended Fragnent Header (EFH)
For a conventional 4-octet IPv6 Identification, the source can sinply
include a standard | Pv6 Fragnent Header as specified in [ RFC8200].

The source then includes a 4-octet ldentification value for the
packet and applies fragnmentation.
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For an extended Identification, advanced fragmentation and reassenbly
procedures and/or for paths that drop packets including the standard
| Pv6 Fragnment Header, this specification permts the source to
instead include an EFH. The source includes the EFH in a Destination
Opti ons header positioned as the final |1Pv6 Per-Fragnment Header. The
remai nder of the packet beyond the Destination Options header

begi nning with any Extension and Upper Layer Headers for the first
fragment (or protocol data for non-first fragnents) is known as the
fragment payl oad.

The Destination Options header that includes the EFH option therefore
appears in each fragnment in the sane position where the standard
Fragment Header woul d normal |y appear while the Fragnent Header
itself is omtted - see Sections 4.1 and 4.5 of [RFC8200].

The EFH Destination Option is formatted as shown in Figure 1:

I S i o T s S S S e s s T
| Option Type | Opt Data Len | NH- Act ual | M P| I ndex

B i aT T e e o S o S S S I T et sl o ST S S S S S S
+-

|
+- 4= +- Identification (32/64 hits) R R R R

e s T L s St Sart o s K K s SER S R e
Option Type 8-bit value ’'100[ TBD1]’

Opt Data Len 8-bit value 6 for a 32-bit Identification
or 10 for a 64-bit Identification

NH- Act ual the actual value of the original Destination
Opti ons Next Header prior to fragnentation

M P/ | ndex "(More Fragnents" and "(P)robe" flags
followed by a 6-bit "Index" that identifies
the ordinal index for each fragnment payl oad.

I dentification an 8-octet (64 bit) or 4-octet (32 bit)
unsigned integer ldentification, in network
byt e order.

Figure 1: EFH Destination Option

The EFH Destination Option is therefore identified as an | Pv6 Option
Type with the loworder 5 bits set to TBDl (see: | ANA Consi derati ons)
and with the third-highest-order bit (i.e., "chg") set to 0. The

hi ghest-order 2 bits (i.e., "act") are set to '10° so that
destinations that do not recognize the option will drop the packet or
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fragment and (possibly) also return an | CMPv6 Paraneter Probl em
message. Wien Opt Data Len is 10, the ldentification field is 8
octets (64 bits) in length and the option is aligned such that the
field begins on a natural 8-octet boundary as "8n+4" (see:

[ RFC8200]).

In a conpressed form the source sets Opt Data Len to the value 6
(i.e., instead of 10) and includes only the 4 | east significant
octets of the (8-octet) Identification field and the option is

al i gned such that the field begins on a natural 4-octet boundary as
"4n" (see: [RFC8200]). The source can engage this conpressed form
after it has already published the 4 nost significant octets to
establish state in any intermedi ate systens and the destination end
system Internediate and end systens that have al ready cached the 4
nmost significant octets regard the Identification as a full 8 octet
val ue for the purpose of packet filtering and reassenbly; otherwi se,
they regard the 4 nost significant octets as O.

For inproved efficiency, sources often send packets that include ful
| Pv6 headers (including the EFH extension) only as initial packets of
a flow while including greatly conpressed headers in subsequent
packets. Wen a fl ow beconmes stale, the source can send additiona
full header packets to refresh flow state until header conpression
can resunme. The AERO OWNI service is an exanple where the EFH is
subject to efficient header conpression

5. Source Fragnentation

I Pv6 fragnentation using the EFH is conducted in a manner sinilar to
standard | Pv6 fragnentation (see: Section 4.5 of [RFC8200]) with the
foll owi ng excepti ons.

When the source performnms fragnentation using the EFH, it creates
fragnments of the sane packet based on the (Source, Destination, Flow
Label, Identification) 4-tuple. The source SHOULD produce the
smal | est nunber of fragments possible within current path MU
constraints and MJST produce at nost 64 fragments per packet. The
fragment payl oad of each non-final fragnent follow ng the Destination
Opti ons header MUST NOT be smaller than 1024 octets, allowi ng for up
to 256 octets of Per-Fragnent headers plus any |ower-I|ayer

encapsul ations within the 1280 octet |Pv6 mni nrumpath MIU. Each
non-final fragment payload MJST be equal in Iength, while the fina
fragment payl oad MAY be snaller and MJUST NOT be |arger (a zero-length
final fragment payload is therefore also permssible).

For each of the F fragnents produced during fragnentation, the source

wites an ordinal index nunmber beginning with O in the "Index" field
for the first fragment and increasing by 1 for each successive non-
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first fragment while setting the "M flag accordingly. Specifically,
the source sets (Index, M to (0, 1) for the first fragnent, (1, 1)
for the second, (2, 1) for the third, etc., up to and including
((F-1), 0) for the final fragnent.

For each fragnent produced during fragmentation, the source inserts a
Destination Options header including the EFH option as the final Per-
Fragment header. The source then caches the Destination Options
header Next Header value in the NH Actual field and (for each non-
first fragment) resets the Next Header field to "No Next Header".

Net wor k mi ddl eboxes that forward non-first fragnments prepared in this
way shoul d therefore ignore the fragment payload that follows by
virtue of the "No Next Header" setting.

6. Network Fragmentation

Unlike IPv4, fragnentation in |Pv6 is perforned only by source nodes,
not by routers along a packet’'s delivery path [ RFC8200]. However,
the standard | Pv6 Fragnent Header has no protocol provisions to
prevent network mi ddl eboxes (i.e., any manner of device on the path
that forwards an |1 Pv6 packet) fromperformng further fragnentation
on individual packets processed in isolation and the destination
woul d still reassenble correctly the sanme as for fragnents produced
by the source albeit with potentially degraded performance.

For fragnment packets that include an EFH, any further fragmentation
by a network m ddl ebox woul d cause mal forned fragnents to arrive at
the destination and therefore spoil any in-progress reassenblies.
(Any such network m ddl eboxes that deliberately disrupt service by
viol ating the standards have no place in operational networks.) A
net wor k mi ddl ebox coul d i nstead performthe onerous task of (virtual)
reassenbly of all fragments of the same packet before re-
fragmentating to a different fragment size, but this might not scale
well in all environnents. A network m ddl ebox could al so perform
gratuitous fragnmentation on an EFH packet with Index and M both set
to 0, but this would serve no functional purpose while possibly

i mpacting performance.

I Pv6 routers forward EFH packets no | arger than the next hop link MU
wi t hout nodification while decrenenting the Hop Limt; they instead
drop EFH packets that are too large and return | CMPv6 PTB nessages.

I Pv6 routers, internmediate systenms and all manners of network

m ddl eboxes nust not perform (further) fragnentation on EFH packets
nor intentionally alter the EFH option contents in any way (see:
Section 12).
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Destinati on Reassenbly

Destination reassenbly using the EFH i s conducted in a simlar manner
as for standard | Pv6 reassenbly (see: Section 4.5 of [RFC8200]) with
the follow ng exceptions.

When the destination receives EFH fragments with the sane (Source,
Destination, Flow Label, lIdentification) 4-tuple, it reassenbles by
concat enati ng the payl oads of consecutive fragnents in ascending

ordi nal Index nunbers, i.e., ordinal 0, followed by 1, followed by 2,
etc. until all fragnents are concatenated. |n the process, the
destination discards any non-final fragnments with fragnent payl oad

I engths | ess than 1024 octets or with fragment payl oad | engths that
differ fromthe others.

When the destination receives an EFH fragnment with I ndex 0 that
contains the original packet inits entirety, it regards reassenbly
conmpl ete and delivers the original packet (mnus the EFH itself) to
upper | ayers.

Destination Qualification and Path Mru

| Pv6 destinations that do not recognize the EFH option drop the
packet and rmay also return a Code 2 | CMPv6 Paraneter Probl em nessage
[ RFC4443]. (1 CWPv6 nmessages nmay be lost on the return path and/or
manuf act ured by an adversary, however, and therefore provide only an
advi sory indication.)

The 1 Pv6 source can then test whether destinations recognize the EFH
option by occasionally sending "probe" first fragments that include
the option with the P flag set to 1 and Index set to 0. The source
has assurance that a destination recognizes the option if it receives
an acknow edgnment (see: Section 10); otherwise, it may receive Code 2
| CMPv6 Parameter Probl em nmessages as hints that a destination does
not recogni ze the option. The source should re-probe the path
occasionally in case routing redirects a flowto a different anycast
destination or a nulticast group nmenbership changes (see:

Section 11).

Packet Size |ssues

When the source sends fragnent payloads |arger than the mnimum size
of 1024 octets using the EFH option, it should probe the path MU for
each flow occasionally by sending probe packets as EFH first
fragments (i.e. with Index set to 0) per [RFC8899].
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When the destination receives a probe packet for a particular flow,
it returns a responsive packet that includes a Fragnentation Report
(FRAGREP) Destination Option per Section 10. The responsive packet
shoul d be any authentic probe reply with the Source and Destination
addresses reversed.

If the source receives a probe reply, it can then engage source
fragmentation for future packets using the EFH option with the
fragment payl oad | ength advanced to the size of the probe.

If the destination experiences reassenbly congestion, it can begin
returning authentic packets with FRAGREP options to the source with
MRU set to a reduced size (see: Section 10). \When the source

recei ves the packets, it should temporarily reduce the size of its
future transm ssions for the flow but may resunme using | arger sizes
i f the FRAGREPs subsi de.

If the source is an encapsul ation ingress, it also returns a
transl ated PTB nmessage with a correspondi ng soft error Code to the

original source per [RFC2473]. |If the source regards the packet as
lost, it sets the Code to "Soft Error (loss); otherwise, it sets the
Code to "Soft Error (no loss)". For |IPv4, the source uses a new

| CMPv4 PTB nessage Type TBD2 and with a correspondi ng soft error Code
(see: | ANA Consi derations).

10. Fragnentation Reports

End systens that recognize the EFH al so recogni ze an | Pv6
Fragnmentati on Report (FRAGREP) option that uses type TBD1 the sane as
for the EFH but with the "act/chg" bits set to '000" and fornmatted as
shown bel ow.

B i s T T i i o S o T Ji I
| Option Type | Opt Data Len | Fragnment Payl oad Length |
i i i T i I S i e s o o i i
| Fl ow Label (20 bits) | L] P| MRU (10 hits) |
R et e s i o e s i i
I I
+- 4o+ +- Identification (64 bits) - - - -+
I
+-
+-..

S I S S S

+~t~t~ Bitmap (64 bits when present) ~+~+~+~+

F~t~t~t~t~t~t~t b~ b~~~ b~ b~ b~~~ b~ b~~~ b~ b~~~ b~ b~~~ b~ b~

Figure 2: Fragnentation Report Option
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The destination end system nmay i nclude FRAGREP options in return
packets to the source to report receipt of an explicit probe (see:
Section 9), reassenbly congestion and/or fragnment |oss.

The destination can use any return packet (i.e., one with the Source
and Destination Addresses fromthe packet that triggered the FRAGREP
reversed) to carry the option, especially if it includes identifying
paraneters and/ or authentication signatures. The option is aligned
such that the Identification field begins on a natural 8-octet
boundary as "8n" (see: [RFC8200]).

The destination sets Flow Label and Fragnment Payl oad Length to the
val ues corresponding to the invoking fragment, sets (Res)erved to O
and sets MRU to the nost significant 10 bits of the reconmended
16-bit maxi mum reassenbly size under current congestion conditions.
When the 10 transmitted MRU bits are all-1"s, the recipient regards
the 6 untransmitted bits as all-1's; otherwise, it regards them as
all-0's.

For FRAGREP options returned in response to an explicit probe, the
destination sets Pto 1, otherwise, it sets Pto 0. |If no fragnents
of the subject packet have (yet) been lost, the destination next sets
Opt Data Len to 14, sets (L)oss to 0 and onits the Bitnmap field. |If
the destinati on has abandoned reassenbly for the packet due to
fragment loss, it instead sets L to 1.

The destination then includes the full 8 octet (64-bit)
Identification even if the invoking packet includes only the 4 | east
significant octets. |If sonme fragnments are nissing, the destination
optionally sets Opt Data Len to 22 (i.e., instead of 14) and incl udes
a 64-bit ordinal fragnent index Bitmap field.

The destination sets each Bitmap(i) bit (for i=0 to 63) to 1 for each
ordi nal fragnment index received or 0 for each index not received for
this reassenbly. For exanple, for a 20-fragment |Pv6 packet with
ordi nal fragments #3, #10, #13 and #17 nissing or corrupted and all
other fragments received, Bitmap(i) encodes the foll ow ng:

S
1] 1] 1|0 1] 1] 1] 1] 1]1]0]1150]1 1 10]1 10]0]O0]..
T S S T i S

+— +

Fi gure 3: Fragnment |ndex Bitnmap Exanpl e

When the source receives authentic packets that include the FRAGREP
option it should reduce, maintain or increase the size of its
continued packet transm ssions for this flow according to the
advertised Flow Label and MRU. |If the reported Fragnent Payl oad
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11.

Length is larger than the current path MU estimate, it can al so
advance the fragment size for this flow under the guidance found in
[ RFC8899]. This ensures that both packet and fragnent sizes are
adaptive for a given flow

If the FRAGREP option further includes a Bitmap, the source can
retransmt any nmissing ordinal fragments if it still has themin its
cache provided the delay would not interfere with upper |ayer
protocol retransm ssions [ RFC3819].

Not e: the FRAGREP option may appear in the same Destination Options
header that includes an EFH option w thout exceeding reconmended
limts (see: [I-D.ietf-6man-eh-l1imts]). The options should be
ordered as EFH foll owed by FRAGREP to allow natural multi-octet word
alignment with mni mal padding.

Mul ticast and Anycast

In addition to unicast flows, simlar considerations apply for flows
in which the Destination Address is nulticast or anycast. Unless the
source and all candi date destinations are nmenbers of a limted domain
networ k [ RFC8799] for which all nodes recogni ze the EFH, sone
destinations may recogni ze the option while others drop packets
containing the option and may return a Code 2 | CMPv6 Paraneter

Pr obl em nessage [ RFC4443].

When a source sends packets/fragnents with I Pv6 EFH options to a

mul ticast group, the packets/fragnents may be replicated in the
network such that a single transm ssion may reach N destinations over
as many as N different paths. Sonme destinations may then return
packets with FRAGREP options if they experience congestion and/or

| oss, while other destinations may return Code 2 | CMPv6 Paraneter
Probl em nessages if they do not recognize the EFH option.

Wil e the source receives authentic PTB nessages or authentic packets
with FRAGREP options, it should reduce the sizes of the packets/
fragments it sends to the flow nmulticast group even if only one or a
few paths or destinations are currently experienci ng congestion

This means that transmissions to a nulticast group for a given flow
wi Il converge to the performance characteristics of the | owest common
denoni nat or group nenber destinations and/or paths. Wile the source
receives | CMPv6 Par aneter Probl em nmessages and/or otherw se detects
that some multicast group nenbers do not recognize the EFH option, it
must deterni ne whether the benefits for group nenbers that recognize
the option outwei gh the drawbacks of service denial for those that do
not .
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When a source sends packets/fragnents with EFH options to an anycast
address, routing may direct initial fragnents to a first destination
while directing the remaining fragnents to other destinations that
configure the sane address. These wayward fragnments will sinply
result in inconplete reassenblies at each such anycast destination
which will soon purge the fragnments fromthe reassenbly buffer. The
source will eventually retransmt, and all resulting fragments should
eventually reach a single reassenbly target.

12. Requirenents

Nor mati ve aspects of standard | Pv6 fragnentati on and reassenbly
[ RFC8200] apply also to the EFH except where this docurment specifies
di f f erences.

Sources and Destinations MJST apply EFH fragnmentati on and reassenbly
according to the 4-tuple (Source, Destination, Flow Label,
I dentification).

Destinations that accept flows using EFH opti ons MJUST configure an
EMIU R of 65535 octets or larger. Destinations MAY advertise "soft"”
tenmporary EMIU R reductions in FRAGREP nessages during periods of

| oss/ congestion, but MJST continue to honor the "hard" upper limt.
The source SHOULD therefore respond to FRAGREP nessages fromthe
destination by sending EFH fragnents at rates that will ninimze
reassenbly congesti on.

Sources MJST NOT include nore than one | Pv6 Fragment Header or EFH
option in each | Pv6 packet/fragnent, and destinations MJST silently
drop packets/fragnents with multiples. |[|f the source includes an EFH
option, it MJST appear in a Destination Options header that appears
as the final Per-Fragment header before the fragnent payl oad.

Sources that include an EFH opti on MJST perform fragnmentati on such
that at nost 64 fragnents are produced and all non-final fragnents

i nclude equal -1 ength fragment payl oads no smaller than 1024 octets.
The final fragnent MAY be snaller (or even zero-length) and MJST NOT
be | arger.

Sources that include the EFH option in packet transm ssions MJST al so

recogni ze the FRAGREP option in return packets as specified in
Section 10.
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I Pv6 routers, intermediate systenms and network ni ddl eboxes MJST honor
the EFH FRAGREP Option Type "chg" bit and therefore MJST NOT perform
(further) EFH fragmentation nor intentionally alter the EFH FRAGREP
Option Data in any way. Any such alterations may cause an upper

| ayer authentication check and/or reassenbly to fail resulting in
denial of a legitinmte service

13. I mplenentation Status
I n progress.
14. | ANA Consi derations
14.1. | Pv6 Paraneters
The 1 ANA is requested to assign a new | Pv6 Destination Option type in

the "Destination Qptions and Hop-by-Hop Options" table of the
https://ww. i ana. org/ assi gnment s/ i pv6- paraneters/ registry group

(registration procedures | ESG Approval, |ETF Review or Standards
Action). The option type should appear in 2 consecutive table
entries.

The first entry sets "act" to '00', "chg" to '0', "rest" to TBD1,
"Description" to "IPv6 Fragnentation Report" and "Reference" to this
docunent [ RFCXXXX] .

The second entry sets "act" to '10', "chg" to '0’, "rest" to TBDL,
"Description" to "IPv6e Extended Fragnment Header" and "Reference" to
this document [ RFCXXXX].

Both table entries finally set "Hex Value" to the 2-digit hexadeci nal
val ue corresponding to the 8-bit concatenation of "act/chg/rest"”.

14. 2. | CMPv6 Paraneters

The 1ANA is instructed to assign new Code values in the "I CwWv6 Code
Fi el ds: Type 2 - Packet Too Big" registry in the

https://ww. i ana. or g/ assi gnment s/ i cnpv6- paraneters regi stry group
(registration procedure is Standards Action or |ESG Approval). The
registry entries shoul d appear as follows:

Code Nare Ref er ence
0 PTB Hard Error [ RFC4443]
1 (suggest ed) PTB Soft Error (Il oss) [ RFCXXXX]
2 (suggest ed) PTB Soft Error (no |oss) [ RFCXXXX]

Figure 4: |ICWv6 Code Fields: Type 2 - Packet Too Big Val ues
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14.

15.

3. | CMP Par aneters

The 1ANA is instructed to assign a new Type nunber TBD2 in the "I CW
Type Nunbers" registry in the https://ww.iana. org/assi gnnents/icnp-
paraneters registry group (registration procedures | ESG Approval or
St andards Action). The entry should set "Type" to TBD2, "Nanme" to
"Packet Too Big (PTB)" and "Reference" to [ RFCXXXX] (i.e., this
docunent) .

The 1ANA is further instructed to create a new table titled: "Type
TBD2 - Packet Too Big (PTB)" in the "Code Fields" registry, with

regi stration procedures | ESG Approval or Standards Action. The table
shoul d have the following initial format:

Code Nare Ref er ence
0 Reserved [ RFCXXXX]
1 (suggested) PTB Soft Error (Il oss) [ RFCXXXX]
2 (suggested) PTB Soft Error (no | oss) [ RFCXXXX]

Figure 5: Type TBD2 - Packet Too Big (PTB)
Security Considerations

Al'l aspects of IP security apply equally to this docunent, which does
not introduce any new vul nerabilities. Moreover, when enpl oyed
correctly the nechanisns in this docunment robustly address known |IP
reassenbly integrity concerns [ RFC4963] and al so provide an advanced
degree of packet Identification uniqueness assurance.

Al'l security aspects of [RFC7739], including the algorithms for

sel ecting fragnent identification values, apply also to the | Pv6 EFH
In particular, the source should reset the starting Identification
val ue for each flow frequently to maintain an unpredictable profile.

Al normative security guidance on I Pv6 fragnentation found in

[ RFC8200] (e.g., processing of tiny first fragnents, overl apping
fragments, etc.) applies also to the fragnments generated under the
EFH.

A performance-degradi ng denial of service vector is possible for EFH
packets with both Index and Mset to 0 when network niddl eboxes
i gnore the normative requirenents and naliciously engage

fragmentation. In contrast to standard |IPv6 "atom c" fragnents
[ RFC8021], however, a source is permtted to send EFH fragnments with
I ndex and Mboth set to 0. |[If the source suspects that network

m ddl ebox fragnmentation nmay be inpacting performance, it can resune
sendi ng multi-fragnment EFH packets.
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16.

17.

17.

| Psec AH [ RFC4302] and ESP [ RFC4303] define an Extended Sequence
Nunmber (ESN) that is analogous to the 64-bit ldentification specified
for the IPv6 EFH option. Nodes that employ the EFH can use the
Identification value as a sequence nunber to inprove security in the
sane fashion as for | Psec AH ESP ESNSs.
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Appendi x A. Change Log

<< RFC Editor - renove prior to publication >>

Differences fromdraft version -25 to -26:

*

Restored (P)robe flag. Paths that treat probe fragnments
differently fromordinary fragnents are consi dered pathol ogi cal .

Clarified that fragnmentation/reassenbly uses the 4-tuple (Source,
Destination, Flow Label, ldentification).

I ncl uded exanple Bitmap figure.

Differences fromdraft version -24 to -25:

*

Renoved the (P)robe bit, since application |layer data is already
used for probing. An explicit (P)robe bit could al so provide
means for a network m ddl ebox to give different treatnment to
probes and ordinary traffic.

Differences fromdraft version -23 to -24:

*

Further clarifications on internedi ate systemrequirenents.

Differences fromdraft version -22 to -23:

*

Concl udi ng resolutions for EFH atom c fragnents.
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Differences fromdraft version -21 to -22:
* (Carifications on fragmentation robustness and atom c fragnents.
Differences fromdraft version -20 to -21:

* Rate-limted explicit FRAGREPs to ensure that atom c packets are
transiting the forward path.

* Include Fragnment Payl oad Length in FRAGREP to nmake fragnment size
probi ng st at el ess.

Differences fromearlier versions:
* See draft version -20.
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