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Abst ract

Internet Protocol (I1P) fragmentation and reassenbly have served as
core elements of the architecture fromthe very earliest days but
they have been subject to negative publicity by studies that have
declared them "harnful" and "fragile". These warning | abels have
resonated deeply within the community in a way that fosters the
enem es of sound engi neering: fear, uncertainty and doubt. This
docunent revisits IP fragnentati on and shows that a properly

engi neered alternative IPv6 solution is both practical and necessary
to provide a robust service for the future of Internetworking.

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunents valid for a maxi mum of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."

This Internet-Draft will expire on 7 May 2026.
Copyright Notice
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docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’s Legal
Provisions Relating to | ETF Docunents (https://trustee.ietf.org/
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and restrictions with respect to this docunent. Code Conponents
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described in Section 4.e of the Trust Legal Provisions and are
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1. Introduction

Internet Protocol (1P) fragmentation and reassenbly have served as
core elements of the architecture fromthe very earliest days but
they have been subject to negative publicity by studies that have
declared them "harnful" and "fragile". This is true for both |Pv4
[ RFC0791] and | Pv6 [ RFC8200] which enploy a conmon set of
fragmentation parameters that differ only in the length of their
respective ldentification fields.

Beginning in the late 1980’s, "Fragnentation Consi dered Harnful "

[ KENT87] [ MOGUL19] inspired an investigation into path Maxi mum
Transm ssion Unit (MIU) discovery that has only recently reached
successful conclusions [ RFC4821] [ RFC8899]. Still nore recently, "IP
Fragment ati on Consi dered Fragile" [RFC8900] documented enough
protocol and operational concerns to nerit BCP status. However,
these studies failed to observe that the shortconings identified can
be addressed by sound engi neering solutions in support of a nore
robust service. The warning |abels have instead inspired nyths,
fol kl ore and urban | egends that have caused deepl y- enbedded

m sgivings to carry forward from generation to generation in the

I nternet engineering commnity.
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Thi s docunent exani nes fragnentati on and reassenbly within the
context of the larger nulti-Ilayer Internetworking architecture for
transferring data between peer end systenms. A systematic exam nation
i nstead of an exclusive focus on the network |ayer services viewed in
isolation is needed to set the appropriate context. The docunent
concludes that an inproved | Pv6 fragnmentati on and reassenbly service
is both practical and necessary while citing a specification that
offers a robust alternative solution.

2. Milti-Layer Internetworking Architecture

Figure 1 illustrates a common architecture where an Original Source
host connects to End User Network (EUN) A and a Final Destination
host connects to EUN B. An Encapsul ation Source for EUN Ain turn
connects to an Encapsul ati on Destination for EUN B via a virtual |ink
spanni ng any internedi ate |nternetworks.

S + S +
| Oig. | | Final |
| Source]| | Dest. |
R R + AR, +
I I
(i) (i)
.-(: End User :)-. .-(: End User :)-.
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oo - + R CE RS E RS E T e +
| Encap.|--------- (: Internetwork(s) :)---------- | Encap.
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Figure 1: Miulti-Layer Internetwork Architecture

Applications on the Original Source prepare user data buffers for
presentation to |l ower layers. 1In environnents where delay or

di sruption may be significant, user data buffers may be based on
"bundl es" according to the Delay Tol erant Networking (DTN) Bundl e
Protocol (BP) [RFC9171]. The user data buffers (or bundl es) may
range in size fromvery small for interactive communi cations such as
Internet tel ephony to very large for transactional services such as
large file transfer.

Original source applications present user data to transport |ayer

protocol s such as TCP [ RFC9293], QUI C [ RFC9000] and ot hers which
divide theminto segnments. Traditional w sdom suggests that each
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segnment should be no larger than the path MIU and that each | P packet
shoul d carry exactly one segment. But, a nore robust |Pv6
fragmentation and reassenbly service would pernmit segnent sizes to
exceed the path MIU and I P parcels [I-D.tenplin-6nman-parcel s2] would
permit a single packet to carry nmultiple segnents. The resulting
services can support inproved performance profiles for comon
operational environnents.

Fol | owi ng segnentation, the transport |ayer protocol may present
either a single segnent or a parcel of multiple segnments to the
network | ayer for packetization. |If each packet will contain a
single segnent, the network | ayer applies traditional packetization
procedures while engaging a fragnmentation-like service known as
Generic Segrment O fload (GSO) to packetize nmulti-segment parcels if

necessary. |If each packet will contain multiple segments, the
network | ayer instead prepares the packet with a nulti-segnent
transport layer parcel to forman IP parcel. The network |ayer then

applies IP fragmentation if necessary and forwards the | P packets or
fragments into EUN A. Standard IP forwarding within the |ocal EUN
will then deliver the packets/fragnents either directly to the Fina
Destination or to an Encapsul ati on Source when the Final Destination
resides in a different EUN

Unli ke the Original Source, the Encapsul ati on Source operates only at
the network | ayer and bel ow. The Encapsul ati on Source encapsul at es
any original packets or fragments bound for a renote destination
according to [RFC2473] then forwards the resulting packets to an
appropri ate Encapsul ation Destination as an adaptation |ayer service.
As a source, the Encapsul ati on Source can apply adaptation | ayer |Pv6
fragmentation foll owing encapsulation to ensure that the resulting
fragments will not be lost due to a size restriction in an
intermedi ate Internetwork. The Encapsul ati on Destination is then
responsi bl e for reassenbling these fragments.

After the Encapsul ation Destination perforns | Pv6 reassenbly at the
adaptation layer, it decapsulates to obtain the original |P packet or
fragments which it then forwards to the Final Destination. The Fina
Destination then reassenbles at the network | ayer if necessary using
I P reassenbly and/or Generic Receive Ofload (GRO according to the
manner in which the Original Source applied fragnmentation. The Fina
Destination then delivers the resulting segnent or parcel to the
transport layer which delivers the resulting user data to the
application I ayer.
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3.

Di scussi on

I P fragnmentation may be applied by the Oiginal Source, the

Encapsul ati on Source and/or by a router in the network. IP
reassenbly may simlarly be applied by a router in the network, the
Encapsul ati on Destination and/or by the Final Destination. It is

very inmportant to distinguish between "source fragnentation" and
"network fragnmentation"” to understand that the latter form should be
avoi ded.

First, routers in the network are beyond the control of the source
and may apply I P fragnentation in unpredictable ways that nmay not

mat ch the manner in which the source intended. Second, routers in
the network are fundanentally chall enged to performreassenbly at
line rates when the reassenbly process is relegated to the sl ow path.
Both of these conditions can result in poor or even disrupted
performance not appropriate for nodern networks. For this reason,
only source fragnmentation and destination reassenbly are consi dered.

To efficiently engage fragnmentati on, each source requires a means to
determ ne the per-flow path MIU. Fromthe above architecture, the
contributing elenments include: 1) the path MU fromthe O gi nal
Source to the Encapsul ati on Source, 2) the path MU fromthe
Encapsul ati on Source to the Encapsul ation Destination, and 3) the
path MIU fromthe Encapsul ati on Destination to the Final Destination
In conmon use cases, however, EUNs often conprise |imted domains
with robust link MIUs while intervening Internetwrks may be
arbitrarily conpl ex including heterogeneous links with widely varying
MIUs possibly as snmall as the minimumIP |ink MU

More specifically, the EUN path MIUs are visible at the network |ayer
while the path MIU between the encapsul ati on endpoints is visible
only at the adaptation | ayer and presents the appearance of a single
virtual link to the network layer. This suggests a multi-layer path
MIU probing discipline is required, where both the Oiginal Source
probes the Final Destination at the network | ayer and the
Encapsul ati on Source probes the Encapsul ati on Destination at the
adaptation layer. The former allows the original source to determne
the largest original |IP packet or fragment size that can traverse the
entire path to the destination while the latter allows the
encapsul ati on source to determ ne the naxi mum adaptation | ayer
fragment size for the encapsul ation destination

The Original Source is often positioned within a small number of EUN
hops fromthe Encapsul ati on Source and in sone cases the two
functions may even be co-resident on the same physical platform The
sanme is true of the Encapsul ation Destination and Final Destination
When the Original Source and Encapsul ati on Source are co-resident,
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multiple layers of fragnentati on nay be needed for the sane origina
packet before the resulting fragment packets are transnmitted over the
physical or virtual data |link nedia. Wen the Encapsul ation
Destination and Final Destination are co-resident, nultiple |ayers of
reassenbly nmay be needed before the reassenbl ed segnents or parcels
are delivered to upper layers. This may require the operating system
to perform expensive buffer linearization following initial stages of
reassenbly before presenting themto additional stages. The origina
I P and encapsul ation services could alternatively be |ocated in
different physical platforns or in separate virtual nachines on the
sanme physical platformso that each operating systeminstance engages
only a single |ayer of fragnentation or reassenbly.

Wil e the Encapsul ation Source is fragmenting at the adaptation

| ayer, it should probe the forward path to the Encapsul ation
Destination to determine the |argest fragnent size that can traverse
the intermediate Internetworks for each flow At the sane tine, the
Encapsul ati on Source can represent an unbounded MIU to the network
layer in order to accomodate all original |P packets up to 65535
octets with fragmentation-assured delivery while allow ng | arger
original IP packets to proceed w thout fragnentation based on best-
effort delivery.

Alternatively, the Encapsul ation Source could refrain from perform ng
fragmentati on and adaptation | ayer path MIU probi ng while forwarding
all encapsul ated packets to the Encapsul ati on Destination based on
best-effort delivery regardl ess of their size. This nmeans that the
network | ayer path MIU probi ng between the Original Source and Fina
Destination would al so have the effect of probing the path between

t he Encapsul ati on Source and Destination over the intermedi ate
Internetworks. The drawback of this approach is that the |ink MIUs
in the internediate Internetworks are often beyond the control of the
source and destination endpoints and will often configure MIU sizes
that are significantly snaller than those in the EUNs. Such an
arrangenment will often fail to benefit fromthe larger native MIU
sizes of the EUNSs.

4. Fragnentation |ssues

Consi der abl e evi dence suggests that aspects of standard fragmentation
for both I Pv4 [ RFCO791] and | Pv6 [RFC8200] can result in a fragile
service in some environnments [ RFC8900]. For exanple, |Pv4 provides
only a 16-bit Identification field which neans that a source nust
limt its transmssion rate to avoid wapping the ldentification
value within the Maxi num Dat agram Lifetinme (MDL) which may be

mul tiple orders of magnitude too slow for nodern networks

[ RFC4963] [ RFC6864] . |1 Pv6 addresses this issue by providing a 32-bit
Identification field, but reuse within the MDL is still possible when
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the source resets the ldentification sequence frequently to avoid
predi ct abl e val ues [ RFC7739].

Additionally, both IPv4 and | Pv6 fragnentati on can produce non fina
fragnments of differing lengths as small as 8 octets (while the fina
fragment may be smaller still) and the offsets of later fragnents may
overlap with those of earlier fragments. This unconstrained (offset,
I ength) relationship further allows internediate systens to perform
gratuitous fragmentation on individual fragnents in isolation wthout
first (virtually) reassenbling all fragnents of the sane packet.

This is true for IPv4 even when the DF bit is set and also true for

| Pv6 even though the standard deprecates internediate system
fragmentation. Accordingly, there is no assurance that the fragnent
sizes produced by the source will match the fragnent sizes that
arrive at the destination.

The nunber of fragnments per packet is furthernore bounded only by the
size of the original packet divided by the 8 octet m ni mum fragnent
size. For exanple, an 8KB packet could be fragnmented into as many as
1024 fragnments - far too many to support efficient reassenbly
procedures. Plus, the loss of a single fragnent would result in
retransm ssion of all fragments of the original packet.

Fragmentation is also critical for tunnels as discussed in
[I-Dietf-intarea-tunnels] and [ RFC4459] where a nore robust |IP
fragmentati on/reassenbly service is needed

These i ssues suggest that the original fragnentation and reassenbly
desi gn conmon to both I P protocol versions has shortcom ngs that can
be addressed through a well-engi neered alternative sol ution

However, the earlier publications raised alarns that resonated both
broadly and deeply throughout the Internetworking industry. This has
resulted in a state of paralysis where little progress to address the
i ssues has been made even in the nodern era.

5. 1Pv6 Fragnentation Sol ution

As di scussed above, standard I P fragmentation has a nunber of issues
that have been w dely known but |eft unaddressed for nmany decades.
This condition can be corrected by applying the classic | ETF process
of problem statenent |leading to solution. This docunent in
conjunction with [ RFC8900] should therefore be considered as a
probl em statement, with an | Pv6 solution found in
[1-D.tenplin-6man-ipid-ext2].

The offered solution addresses | Pv6 fragnentation issues by
establ i shing an Extended Fragnent Header (EFH) intended for use
instead of the standard | Pv6 fragnentati on header and procedures.

The EFH includes a 64-bit ldentification value, nandates no nore than
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64 fragnents per packet, nandates a ni ni mum non-final fragment size
of 1024 octets, mandates an identical size for all non-fina
fragments (while the final fragment nust not be larger) and
elimnates any possibility for fragnent overlap. Additionally,
intermedi ate systens are unable to alter the size of individua
fragments in isolation without first (virtually) reassenbling the
entire packet. The fragnent sizes produced by the source will
therefore match the fragnent sizes that arrive at the destination
unl ess an internediate system perforns the onerous task of (virtual)
reassenbly and re-fragnentation.

The EFH solution al so has provisions for nanaging the loss unit with
respect to the retransmssion unit. |In networks where loss is rare,
this means that the source may send | arge packets at high data rates
even if fragnmentation with a non-final fragnent size as small as 1024
octets is necessary. Wen |oss becones significant, the EFH sol ution
provides a neans for the destination to advise the source to reduce
the size of its packets resulting in fewer fragnents.

The EFH solution is based on a new option in an | Pv6 Destination
Options header that appears instead of the | Pv6 Fragment Header with
t he understandi ng that packets that contain | Pv6 extension headers
may be dropped al ong sone paths. Wen (UDP)/IP encapsulation is
appl i ed, however, packets containing the EFH can often transit
limted domains [ RFC8799] without | oss due to internediate system
filtering.

6. Concl usi on

Standard | P fragnmentation has well known issues that were presented
in ways that caused the community to becone paral yzed with
uncertainty rather than nove forward in confidence according to the
ti me-proven | ETF process of problem statenent |eads to sol ution
Wil e the earlier publications succeeded in articulating the issues,
their titles inspired fear, uncertainty and doubt instead of
pronoting a well-bal anced engi neeri ng approach toward a robust
solution. The time for such a solution has now arrived.

7. | ANA Consi derations
Thi s docunent is an informational problem statenent and does not in

itself request any | ANA actions. |ANA considerations can be found in
the cited solution space docunent.
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8.

10.

10.

10.

Security Considerations

Thi s docunent is an informational problem statenment and does not in
itself address security. Security considerations can be found in the
cited solution space docunent.
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Appendi x A.  Additional Considerations

The Encapsul ati on Source operates on al ready-packaged | P packets
supplied by the Original Source and can therefore only adapt their
sizes by applying I Pv6 fragnentation follow ng encapsul ati on. The
Encapsul ation Destination in turn applies I Pv6 reassenbly prior to
decapsul ati on. Conversely, the Oiginal Source and Final Destination
appl y packagi ng and reassenbly at multiple architectural |ayers and
can selectively apply or avoid fragnentation of the original IP
packets. This section presents additional considerations for upper

| ayer packagi ng.

Fragnmentati on and reassenbly using the Extended Fragnent Header (EFH)
operate on | P packets that include one or nore upper |ayer protoco
(ULP) segnents with corresponding ULP headers. This nmeans that even
for very large ULP segnents only a single instance of ULP headers
appears in the resulting sequence of interdependent fragnents even if
the segnment size exceeds the path MruU
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Generic Segment Offload (GSO) with its counterpart Ceneric Receive
Ofload (GRO) are wi del y-known services that performfragmentation
and reassenbly according to the sanme algorithm specified for the EFH
but with ULP segnent sizes no larger than the path MIU. GSO produces
fragment sequences (i ndependent packets, actually) that include a
separate instance of the ULP headers in each packet instead of a
single instance for the entire sequence. Wth a nom nal ULP header
size of 20 octets for TCP, this neans that a 64-packet sequence woul d
need to carry 1260 redundant octets for each GSO GRO transaction - a
significant increase in overhead. Wen transport |ayer security
encapsul ati ons such as TLS/ SSL are present, the ULP header overhead
is greater still.

ULP use of EFH fragmentation and reassenbly in contrast with GSO GRO
therefore requires an adaptive consideration of the packet |oss
profile for a given flow. Assunmng a nomnal path MIU (e.g., 1280
octets, 1500 octets, etc.) and with mninmal packet loss, EFH with

| arger ULP segnent sizes offers efficiency advantages in conparison
with GSO GRO with MIU-sized segnent sizes. When packet |oss |evels

i ncrease, however, ULPs that use EFH shoul d adaptively reduce their
segnment sizes to conpensate. \Wen |oss |evels becone significant,
ULPs that use both EFH and GSO GRO nay need to reduce their

transmi ssion rates until |oss profiles inprove. These adaptations
are necessary to dynamically balance the flow s loss unit in relation
to the retransmission unit under the current loss profile.

For larger path MIUs (e.g., 4500 octets, 9000 octets, or |arger
still), the two services converge to offer simlar performance
profiles at segnent sizes no larger than the path MU, while EFH can
advance to still larger segnent sizes for inproved efficiency. EFH
can al so transport |P parcels and Advanced Junbos (follow ng | Pv6
encapsul ati on) even if the underlying path does not support them
natively.

Appendi x B. Change Log
<< RFC Editor - renove prior to publication >>
Differences from-03 to -04:
* Mnor grammatical and reference updates.
Differences from-02 to -03:
* Cited RFC4459 and draft-ietf-intarea-tunnels.

Differences from-00 to -02
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* Carified that only | Pv6-based solutions are in scope.

* Distinguished between source fragnmentati on and network
fragment ati on.

* De-enphasi zed (but did not deprecate) the use case of nultiple
| ayers of fragmentation/reassenbly on the sane physical platform

* Cited [ MOGUL19].
D fferences fromearlier versions:
* First draft publication.
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