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Abst r act

Thi s docunment specifies an Automatic Extended Route Optim zation
(AERO) service for |IP internetworking over Overlay Miltilink Network
(OWI) Interfaces. AERO OMNI use | Pv6 Nei ghbor Di scovery (I1Pv6 ND)
for control plane nmessaging over the OMNI virtual link. Router

di scovery and nei ghbor coordination are enpl oyed for network

adm ssion and to nanage the OWN |ink forwarding and routing systens.
Secure nultilink path selection, nultinet traversal, nmobility
managenent, nulticast forwarding, multihop operation and route
optimization are naturally supported through dynam c nei ghbor cache
updates on a per flow basis. AEROis a w dely-applicable service
especially well-suited for air/land/seal/ space nobility applications
including aviation, intelligent transportation systens, nobile end
user devi ces, space exploration and nany others.
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Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Lega
Provisions Relating to | ETF Documents (https://trustee.ietf.org/
license-info) in effect on the date of publication of this docunent.
Pl ease revi ew these docunents carefully, as they describe your rights
and restrictions with respect to this docunent. Code Conponents
extracted fromthis docunment nust include Revised BSD License text as
described in Section 4.e of the Trust Legal Provisions and are

provi ded without warranty as described in the Revised BSD License.
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1. Introduction

Aut omati c Extended Route Optim zation (AERO fulfills the
requirenents of Distributed Mobility Managenent (DMM) [ RFC7333] and
route optimzation [ RFC5522] for air/land/seal/ space mobility
applications including aeronautical networking intelligent
transportation systens, hone network users, enterprise nobile device
users, space exploration and many others. AEROis a secure

i nternetworking and nobility managenment service that enploys the
Overlay Multilink Network Interface (OWN) [I-D.tenplin-6man-omi 3]
with its Non-Broadcast, Miltiple Access (NBMA) virtual |ink nodel
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The OMNI link is an adaptation layer virtual overlay manifested by

| Pv6 encapsul ati on over a network-of - networks concatenati on of
underl ay Internetworks. Nodes on the |ink can exchange original IP
packets or parcels (see: [I-D.tenplin-6man-parcel s2] and

[1-D. tenplin-intarea-parcel s2]) as single-hop neighbors; both IP
protocol versions (IPv4 and | Pv6) are supported. The OWNI Adaptation
Layer (OAL) supports multilink operation for increased reliability
and path optim zation while providing fragmentati on and reassenbly
services to support inproved performance and Maxi mum Transm Ssi on
Unit (MIU) diversity. This specification provides a nmobility service
architecture conpanion to the OMNI specification.

The AERO service connects Cients as OW link end systens via Proxy/
Servers and Rel ays as internmedi ate systems as necessary; AERO further
enpl oys Gateways that interconnect diverse Internetworks as OWN |ink

segnents through OAL forwarding at a |layer below I P. Each node's
OWNI interface supports the operation of | Pv6 Nei ghbor Di scovery
(IPv6 ND) [ RFC4861] as the nmobility service control nessage protocol
A dient’s OW interface can be configured over multiple underlay
interfaces, and therefore appears as a single interface with multiple
link |ayer addresses. Each link |ayer address is subject to change
due to mobility and/or nmultilink fluctuations, and |ink | ayer address
changes are signaled by ND nessaging the sane as for any |IPv6 |ink

AERO provides a secure virtual |ink managenent service where nobile
node Clients use Proxy/Servers acting as proxys and/or designated
routers while correspondent nodes on foreign networks use any Rel ay
on the link for efficient comrunications. Foreign network
correspondent nodes forward original |IP packets destined to other
AERO nodes via the nearest Relay, which forwards themthrough the
cloud. Mobile node Cients discover shortest paths to OW 1ink
nei ghbors t hrough AERO route optim zation. Both unicast and
mul ti cast communi cations are supported.

Cor respondent nodes on foreign networks configure Provider Aggregated
(PA) 1P addresses from Foreign Network Prefixes (FNPs) advertised by
Rel ays. Mobile node Cients register Provider-Independent (Pl)
Mobil e Network Prefixes (MNPs) with Mbility Anchor Point (MAP)

Proxy/ Servers to support global mobile Internetworking. dients also
obtai n adaptation |ayer addresses from Proxy Network Prefixes (PNPs)
aggregated by First Hop Segnent (FHS) Proxy/ Servers.

AERO Gat eways peer with Proxy/Servers in a secured private BGP
overlay routing instance to establish a Segnent Routing Topol ogy
(SRT) virtual spanning tree over the underlay Internetwirks of one or
nmore disjoint administrative domains concatenated as a single unified
OWI link. Each OW link instance is characterized by a set of
Mobility Service Prefixes (MSPs) common to all nobile nodes and from
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whi ch MNP sub-prefixes are derived. Relays provide an optimal route
from correspondent nodes on foreign links/networks to nobile or fixed
nodes on the local OWNI link. Fromthe perspective of underlay

I nternetworks, each Relay appears as the source of a route to the
MSP; uplink traffic to nobile nodes is therefore naturally routed to
the nearest Rel ay.

AERO operates over OMNI |inks that span private-use |nternetworks
and/ or public Internetworks such as the global |1Pv4 and | Pv6
Internets. In both cases, Cients may be | ocated behi nd Network

Address Translators (NATs) on the path to their associated Proxy/
Servers and/or peers. A neans for robust traversal of NATs while
avoiding "triangle routing" and critical infrastructure traffic
concentration through a service known as route optimnization is

t heref ore provi ded.

AERO assunes the use of PIM Sparse Mdde in support of multicast
communi cation. |In support of Source Specific Multicast (SSM when a
Mobil e Node is the source, AERO route optinization ensures that a
shortest-path nulticast tree is established with provisions for
mobility and multilink operation. 1In all other multicast scenarios
there are no AERO dependenci es.

AERO provi des a secure aeronautical internetworking service for both
manned and unmanned aircraft, where the aircraft is treated as a
mobi | e node (M\) that can connect airborne Internet of Things (I0T)
sub-networks. AERO is also applicable to a wide variety of other use
cases. For exanple, it can be used to coordinate the Ilinks of nobile
nodes (e.g., cellphones, tablets, |aptop conputers, etc.) that
connect into a hone enterprise network via public access networks
with Virtual Private Network (VPN) or open Internetwork services
enabl ed according to the appropriate security nmodel. AERO al so
supports terrestrial vehicular, urban air nmobility and nobile
pedestrian commruni cati on services for intelligent transportation
systens [ RFC9365]. O her applicable use cases including hone and
smal | office networks, enterprise networks and many others represent
additional |arge classes of potential AERQ OWNI users.

Along with OWI, AERO provides secured optimal routing support for
the "6 Ms of Mdern Internetworking", including:

1. Miltilink - a nobile node's ability to coordinate nmultiple
di verse underlay data links as a single logical unit (i.e., the
OWN interface) to achieve the required comunications
performance and reliability objectives.
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2. Miltinet - the ability to span the OVMNI |ink over a segnent
routing topology with multiple diverse adninistrative domain
networ k segnments whil e maintaining seam ess end-to-end
conmuni cati ons between nobile Cients and correspondents such as
air traffic controllers, fleet admnistrators, other nobile
Cients, etc.

3. Mbility - a nobile node’s ability to change network points of
attachnent (e.g., noving between w rel ess base stations) which
may result in an underlay interface address change, but without
di sruptions to ongoing conmuni cati on sessions with peers over the
OWNI i nk.

4. Milticast - the ability to send a single network transm ssion
that reaches nultiple nodes belonging to the sane interest group,
but without disturbing other nodes not subscribed to the interest

group.

5. Miltihop - a nobile dient peer-to-peer relaying capability
useful when nultiple forwarding hops between peers may be
necessary to reach a target peer or an infrastructure access
poi nt connection to the OW 1|ink

6. (Performance) Maxim zation - the ability to exchange | arge
packets between peers without |loss due to a |link size
restriction, and to adaptively adjust packet sizes to nmaintain
the best performance profile for each independent traffic flow

The foll owi ng nunbered sections present the AERO specification. The
appendi ces at the end of the docunment are non-nornmative.

2. Term nol ogy

The term nology in the nornmative references applies; especially, the
OWNI specification termnology [I-D.tenplin-6man-omi 3] and the | Pv6
Nei ghbor Di scovery (I Pv6 ND) [ RFC4861] node vari ables, protoco
constants and nessage types (including Router Solicitation (RS),
Rout er Advertisenment (RS), Neighbor Solicitation (NS), Neighbor
Advertisement (NA), unsolicited NA (uNA) and Redirect) are cited
extensively throughout. AERO further introduces new "pseudo"” |Pv6 ND
nmessage types Multilink Initiate (M), Miltilink Respond (MR) and
Multilink Control (NC) with formats identical to the standard uNA
message but with different Code values. These nmessages are used to
control adaptation |layer functions only and are never exposed to the
networ k | ayer.
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Thr oughout the docunent, the sinple ternms "(Proxy/)Cient", "Proxy/
Server", "Gateway" and "Rel ay" refer to "AERO OMNI (Proxy/)dient",
"AERQ OWNI Proxy/ Server", "AERO OWNI Gateway" and "AERO OWNI Rel ay",
respectively. Capitalization is used to distinguish these terns from
ot her comon | nternetworking uses in which they appear in | ower case,
and inplies that the node in question both configures an QW
interface and engages the OVNI Adaptation Layer (OAL).

The terms "All-Routers nmulticast”, "Al-Nodes nmulticast”, "Solicited-
Node nulticast"” and "Subnet-Router anycast" are defined in [ RFC4291].

The term "I P" refers generically to either Internet Protocol version
(I'Pv4 [RFCO791] or | Pv6 [RFC8200]) for specification el ements that
apply equally to both.

The terns "application layer (L5 and higher)", "transport |ayer
(L4)", "network layer (L3)", "(data) link layer (L2)" and "physica
| ayer (L1)" are used consistently with conmon | nternetworking
term nol ogy, with the understanding that reliable delivery protoco
users of UDP are considered as transport |ayer elenments. The OW
specification further introduces an "adaptation | ayer"” positioned
bel ow the network | ayer but above the link |ayer, which may include

physical links and Internet- or higher-layer tunnels. A (network)
interface is a node’s attachnent to a link (via L2), and an OW
interface is therefore a node’s attachnent to an OMNI link (via the

adapt ati on | ayer).

The terns "I P junbograni, "advanced junbo (AJ)" and "IP parcel" refer
to special packet formats that enable a new |link nodel for the
Internet as discussed in [I-D.tenplin-6nan-parcel s2]
[1-D.tenplin-intarea-parcel s2].

The following terns are defined within the scope of this docunent:

| Pv6 Nei ghbor Discovery (|IPv6 ND)
a control nessage service for coordinating nei ghbor relationships
bet ween nodes connected to a conmon |ink. AERO uses the |Pv6 ND
messagi ng service specified in [ RFC4861] in conjunction with the
OWN extensions specified in [I-D.tenplin-6man-omi 3].

| Pv6 Prefix Delegation (IPv6 PD)
a networking service for delegating |Pv6 prefixes to nodes on the
link. AERO nodes apply the I Pv6 PD service provided by DHCPv6
[I-D.ietf-dhc-rfc8415bi s][RFCO762] in conjunction with OW
interface | Pv6 ND.
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GUA, ULA, LLA, MA
A d obal l y-Uni que (GUA), Unique-Local (ULA) or Link-Local (LLA)
Address per the | Pv6 addressing architecture [ RFC4193] [ RFC4291],
or a Miultilink-Local Address (M.A) per [I-D.tenplin-6man-nla].
I Pv4 prefixes other than those reserved for special purposes
[ RFC6890] are al so considered as GUA prefixes

L3
The Network layer in the OSI network nodel. Al so known as "l ayer
3", "IP layer", etc.

L2
The Data Link layer in the OSI network nodel. Also known as

"layer 2", "link layer", "sub-I1P layer", etc.

Adapt ati on Layer
An encapsul ation md-layer that adapts L3 to a diverse collection
of L2 underlay interfaces and their encapsul ations. (No |ayer
nunber is assigned, since nunbering was an artifact of the | egacy
ref erence nodel that need not carry forward in the nodern
architecture.) The adaptation |ayer sees the network | ayer as
"L3" and sees all link layer encapsulations as "L2
encapsul ati ons", which may include UDP, IP and true link |ayer
(e.g., Ethernet, etc.) headers.

Access Network (ANET)
a connected network region (e.g., an aviation radi o access
network, corporate enterprise network, satellite service provider
network, cellular operator network, residential WFi network,
etc.) that connects Clients to the Mbility Service over the OW
l'ink. Physical and/or data link |level security is assuned and
sometines referred to as "protected spectrunt for wreless
domains. Private enterprise networks and ground domain avi ation
service networks nmay provide multiple secured I P hops between the
Client’s point of connection and the nearest Proxy/ Server

Mobi | e Ad- hoc NETwor k ( MANET)
a connected ANET region for which links often have undeterm ned
connectivity properties, |lower |layer security services cannot
al ways be assuned and nultihop forwarding between Cients acting
as MANET routers nmay be necessary.
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I nternetwork (I NET)
a connected network region with a coherent | P addressing plan that
provides transit forwardi ng services between (M ANETs and AERQ
OWNI nodes that coordinate with the Mbility Service over
unprotected nedia. No physical and/or data |ink |evel security is
assuned, therefore security must be applied by the network and/or
hi gher layers. The global public Internet itself is an exanple.

End- user Network (ENET)
a sinple or conplex "downstrean’ network tethered to a Cient as a
single logical unit that travels together. The ENET coul d be as
sinple as a single link connecting a single end system or as
complex as a large network with many links, routers, bridges and

end user devices. The ENET provides an "upstreani link for
arbitrarily many [ ow, medium or high-end devices dependent on
the Cient for their upstreamconnectivity, i.e., as Internet of

Things (l10T) entities. ENETs can al so support a recursively-
descendi ng chain of additional Cients such that the ENET of an
upstream Cient is seen as the (M ANET of a downstream Cient.

*NET
a "wildcard" termused when a given specification applies equally
to all MANET/ ANET/ I NET cases. Fromthe Client’'s perspective, *NET
interfaces are "upstreant interfaces that connect the Cient to
the Mobility Service, while ENET interfaces are "downstreant
interfaces that the Cient uses to connect downstream *NETs which
may connect other Clients. Local conmunications between
correspondents within the same *NET can often be conducted based
on I Pv6 ULAs [RFC4193] or M.As [I-D.tenplin-6nman-nia].

underlay network/interface
a *NET or ENET network/interface over which an OW interface is
configured. The OWNI interface is seen as a network |ayer (L3)
interface by the IP |ayer, and the OVNI adaptation |ayer sees the
underlay interface as a data link layer (L2) interface. The
underlay interface either connects directly to the physical/
virtual comuni cations nmedia or coordinates with another node that
hosts the nedi a.

MANET | nterface
a node’s underlay interface to a |l ocal network w th indeterni nant
nei ghbor hood properties over which rmultihop relaying may be
necessary. Al MANET interfaces used by AERO OWNI are |Pv6
interfaces and therefore nust configure a Maxi num Transm ssi on
Unit (MIU) no smaller than the I Pv6 m ni mum MIU (1280 octets) even
if lower-layer fragnmentation is needed.
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OWNI 1ink
the sane as defined in [I-D.tenmplin-6man-omi 3]. The OWN |ink
enpl oys | Pv6 encapsul ation to traverse intermedi ate systens in a
spanni ng tree over underlay network segnents the sane as a bridged
canmpus LAN. AERO nodes on the OVWNI |ink appear as single-hop
nei ghbors at the network | ayer even though they may be separated
by many underl ay network hops; AERO nodes can enpl oy Segnent
Rout i ng [ RFC8402] [ RFC8754] to navi gate between different OW
l'inks, and/or to cause packets to visit selected waypoints within
the same OWNI i nk.

OWI |ink segnent
a Proxy/ Server and all of its constituent Cients w thin any

attached *NETs is considered as a leaf OVWN link segrment, with
each leaf interconnected via links and "bridge" nodes in
intermediate OVWNI |ink segnments. Wen the *NETs of nultiple |eaf

segnents overlap (e.g., due to network nobility), they can conbi ne
to formlarger *NETs with no changes to Cient-to-Proxy/ Server

relati onships. The OMNI |ink consists of the concatenation of al
OWNI link Ieaf and internmedi ate segments as a | oop-free spanning
tree.

OWI interface

a node’'s virtual Ethernet (veth) interface to an OW |I|ink, and
configured over one or nmore underlay interfaces. |If there are
multiple OWI links in an OVWNI donain, a separate OVWNI interface

is configured for each Iink. The OW interface configures a
Maxi mum Transmi ssion Unit (MIU) and an Effective MIU to Receive
(EMIU_R) the sane as any interface and al so configures a random y-
initialized built-in Ethernet link |layer address. The OWN
interface assigns an LLA the sane as for any |IPv6 interface and
assigns an M.A for adaptation | ayer addressing over its underlay
networks. The OWNI interface further configures any unicast or
anycast PNP addresses acquired through address autoconfiguration
as adaptation | ayer addresses that are not nade visible to the
network layer. Since OVWN interface addresses are nanaged for
uni queness, OWNI interfaces assume Optinistic Duplicate Address
Detecti on (DAD) per [RFC4429].

OWNI Adaptation Layer (OAL)
an OWI interface sublayer service that encapsulates original IP
packets adnitted into the interface in an | Pv6 header and/or
subjects themto fragnmentation and reassenbly. The QAL is al so
responsi bl e for generating MIU-rel ated control messages as
necessary, and for providing addressing context for spanning
mul tiple segnents of an extended OMNI |ink
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OWNI Option
a pseudo I Pv6 ND option providing rmultilink paraneters for the
OWN interface. The OVNI option is appended to the end of an | Pv6
ND message during QAL encapsul ati on such that it appears
i mediately followi ng the final nmessage option

(network) partition
frequently, underlay networks such as |large corporate enterprise
networ ks are sub-divided internally into separate isolated
partitions (a technique al so known as "network segnentation").
Each partition is fully connected internally but disconnected from
other partitions, and there is no requirenment that separate
partitions maintain consistent Internet Protocol and/or addressing
pl ans. (Each partition is seen as a separate OMNI |ink segnent as
di scussed throughout this docunent.)

(OWNI) L2 encapsul ation
the OWNI protocol encapsul ation of QAL packets/fragnents in an
out er header or headers to formcarrier packets that can be routed
within the scope of the |ocal *NET or ENET underlay network
partition. Comon L2 encapsul ati on conbi nations include UDP/I P/
Et hernet, etc. using a port/protocol/type nunber for OWN

L2 address (L2ADDR)
an address that appears in the L2 encapsul ation for an underl ay
interface and also in IPv6 ND nessage OWNI options. L2ADDR can be
either an I P address for |IP encapsul ations or an | EEE EU address
[EUI] for direct data link encapsul ation. (Wen UDP/IP
encapsul ation is used, the UDP port nunber is regarded as an
extension of the IP L2ADDR.)

o
=

i ginal | P packet

a whole | P packet or fragnent admtted into the OMNI interface by
the network layer prior to OAL encapsul ation/fragnmentation, or an
| P packet delivered to the network |layer by the OVWN interface
foll owi ng QAL reassenbl y/ decapsul ati on.

QAL packet
an original |IP packet encapsulated in an OAL | Pv6 header with an
| Pv6 Extended Fragnent Header extension that includes an 8-octet
(64-bit) OAL ldentification value. Each OAL packet is then
subject to fragnmentation by the source and reassenbly by the
destinati on.

QAL fragment
a portion of an QAL packet followi ng fragmentation but prior to L2
encapsul ati on, or follow ng L2 decapsul ation but prior to QAL
reassenbl y.
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(QAL) atomi c fragnent
an QAL packet that can be forwarded w thout fragnentation, but
still includes an | Pv6 Extended Fragment Header with an 8-octet
(64-bit) OAL ldentification value and with Index and More
Fragments both set to 0. (Note that control nessage atonic
fragments also omt the Extended Fragnent Header over secured
spanning tree links.)

(L2) carrier packet
an encapsul at ed OAL packet/fragnent follow ng L2 encapsul ation or
prior to L2 decapsulation. QAL sources and destinations exchange
carrier packets over underlay interfaces, and nay be separated by
one or more OAL internedi ate systens. QAL internediate systens
re-encapsul ate OAL packets/fragments during forwarding by renoving
the L2 headers of carrier packets froma previous hop underl ay
network and replacing themwi th new L2 headers for the next hop
underlay network. Carrier packets may thensel ves be subject to
fragmentation and reassenbly in L2 underlay networks at a | ayer
bel ow the OAL. Carrier packets sent over unsecured paths use OWI
protocol L2 encapsul ations, while those sent over secured paths
use L2 security encapsul ati ons such as | Psec [RFC4301].

OAL source
an OWI interface acts as an OAL source when it encapsul ates
original IP packets to form QAL packets, then perfornms QAL
fragmentation and L2 encapsul ation to create carrier packets.
Every QAL source is also an QAL end system

OAL destination
an OW interface acts as an QAL destination when it decapsul ates
carrier packets, then perfornms QAL reassenbly/decapsul ation to
restore the original |IP packet. Every OAL destination is also an
QAL end system
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QAL internedi ate system
an OWI interface acts as an QAL internedi ate system when it
decapsul ates carrier packets received froma first segnent to
obtain the QAL packet/fragnment, then re-encapsulates in new L2
headers and sends these new carrier packets into the next segnent.
QAL internediate systems decrenent the Hop Linmit in OAL packets/
fragments during forwarding, and discard the OAL packet/fragnent
if the Hop Limt reaches 0. QAL internediate systens do not
decrenment the TTL/Hop Limt of the original |IP packet, which can
only be updated by the network and hi gher |ayers. QAL
i ntermedi ate systens along the path explicitly addressed by the
OAL | Pv6 Destination (e.g., Proxys, etc.) are regarded as
"endpoint” internediate systens while those not explicitly
addressed (e.g., MANET routers, AERO Gateways, etc.) are regarded
as "transit" internmedi ate systens.

Mobility Service Prefix (MsSP)
an aggregated IP GUA prefix (e.g., 2001:db8::/32,
2002:192.0.2.0::/40, etc.) assigned to the OW I|ink and from
whi ch nore-specific Mbile Network Prefixes (MNPs) are del egated,
where |1 Pv4 MSPs are represented as "6to4 prefixes" per [ RFC3056].
OWI link admnnistrators typically obtain MSPs from an |nternet
address regi stry, however private-use prefixes can alternatively
be used subject to certain limtations (see:
[1-D.tenmplin-6man-omi 3]). OWN Ilinks that connect to the gl oba
Internet advertise their MSPs to interdomain routing peers.

Mobi |l e Network Prefix (MNP)
a longer IP GUA prefix derived froman MP (e.qg.
2001: db8: 1000: 2000: : / 56, 2002:192.0.2.8::/48, etc.) and del egated
to an AERO Cient.

Proxy Network Prefix (PNP)
a ULA or GUA I Pv6 prefix assigned to a Proxy/ Server that connects
|l ocal *NET Cient groups to the rest of the OWI I|ink. Each
Proxy/ Server assigns a unique PNP. dients request address
del egations fromthe PNP to support adaptation |ayer addressing.
Proxy/ Servers use | P network address/prefix translation
[ RFC6145] [ RFC6146] [ RFC6147] [ RFC6296] to translate M.As confi gured
internally by dients into PNP addresses for externa
communi cati ons.

Foreign Network Prefix (FNP)
a global IP prefix not covered by a MSP and assigned to a link or
net wor k out si de of the AERO OWNI domain. Relays advertise any of
their associated FNPs into the AERO OWN routing system and
forward packets between MNP nobile or fixed nodes on the OW I|ink
and FNP correspondent nodes on other |inks.
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Subnet Router Anycast (SRA) Address
An | Pv6 address taken froman FNP/ MNP/ PNP i n which the remai nder
of the address beyond the final bit of the prefix is set to the
value "all-zeros". For exanple, the SRA for 2001:db8:1::/48 is
sinmply 2001:db8:1:: (i.e., with the 80 least significant bits set
to 0). For IPv4, the IPv6 SRA corresponding to the I Pv4 prefix
192.0.2.0/24 is 2002:192.0.2.0::/40 per [RFC3056].

Interface Identifier (11D)
the least significant 64 bits of an | Pv6 address, as specified in
the 1 Pv6 addressing architecture [ RFC4291].

Proxy- Aggr egat ed (PA) Address
a PNP address delegated to a dient by an FHS Proxy/ Server is
consi dered Proxy-Aggregated (PA). The Cdient configures the PA
addresses as adaptation |ayer addressing and the FHS Proxy/ Server
transl ates between M_LAs and PA addresses via Network Prefix
Translation for |Pv6 (NPTv6) [RFC6296].

Provi der -1 ndependent (Pl) Address
a GQUA allocated froman M\P del egated to a Cient via a MAP Proxy/
Server is considered Provider-I|ndependent (Pl) or "Proxy/ Server-

I ndependent”. The Client assigns Pl addresses to (downstrean)
ENET interfaces and can sub-del egate the MNP to downstream ENET
nodes.

AERO node
a node that is connected to an OVNI link and participates in the

AERO i nternetworki ng and nobility service.

(AERO) (Proxy/)dient
an AERO node that configures an OWNI interface over one or nore
underl ay interfaces and requests PNP address and MNP prefix
del egati ons from AERO Proxy/ Servers. The Cient assigns an LLA
and MLA to the OWNI interface for use in I Pv6 ND exchanges with
ot her AERO nodes and forwards original |P packets to
correspondents according to OVNI interface nei ghbor cache state.
The Cient coordinates with Proxy/ Servers and/or other Cients
over upstream ANET/I NET interfaces and nmay al so provi de Proxy
services for other Clients over downstream i nterfaces.

(AERO) Proxy/ Server
an AERO node that provides a proxying service between AERO Clients
and external peers on its Cient-facing (MANET interfaces (i.e.,
in the sane fashion as for an enterprise network proxy) as well as
desi gnated router services for coordination with correspondents on
its INET-facing interfaces. (Proxy/Servers in the open |NET
i nstead configure only a single INET interface and no (M ANET
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interfaces.) The Proxy/Server configures an OVMNI interface and
mai nt ai ns BGP peerings with Gateways to provide a | ocal anchor
point for its stable and/or nobile Cients. Al Proxy/Servers
configure a unique PNP and manage 1x1 nmappi ngs of internal M.As
and external PNP addresses according to [ RFC6296].

(AERO Rel ay
an AERO Proxy/ Server that provides forwardi ng services between
nodes reached via the OWI |ink and correspondents on foreign

| i nks/ networks. AERO Rel ays nmi ntain BGP peerings with Gateways
the sane as Proxy/ Servers. Relays also run a dynam c routing
protocol to discover any Foreign Network Prefix (FNP) routes in
service on other |inks/networks, advertise OMNI |ink MSP(s) to
ot her |inks/networks, and redistribute FNPs di scovered on other
i nks/ networks into the OVNI link BGP routing system (Relays
that connect to major Internetworks such as the global |Pv6 or

I Pv4 Internets can al so be configured to advertise "default"
routes into the OVWNI link BGP routing system)

(AERO) Gat eway
a BGP hub aut ononmous system node that al so provides QAL forwarding
services for nodes on an OMNI |ink. Gateways forward OAL packets/
fragments between OWNI |ink segnents as OAL internedi ate systens
whi |l e decrenenting the QAL | Pv6 header Hop Linit but w thout
decrenmenting the network layer |P TTL/Hop Linmit. Gateways peer
with Proxy/Servers and other Gateways to form an | Pv6-based QAL
spanning tree over all OVWN |ink segments and to di scover the set
of all FNP/ MNP/ PNP prefixes in service. Gateways process QAL
packet s/ fragnents recei ved over the secured spanning tree that are
addressed to thensel ves, while forwarding all other QAL packets/
fragments to the next hop also via the secured spanning tree.
Gat eways forward QAL packets/fragnents received over the unsecured
spanning tree to the next hop either via the unsecured spanning
tree or via direct encapsulation if the next hop is on the sane
OWI |ink segnment. It is inportant to note that all Gateways are
al so Proxy/ Servers, but only those Proxy/Servers configured as
i ntermedi ate nodes in the spanning tree are consi dered Gateways.

First-Hop Segnent (FHS) dient
a Cient that initiates communications with a target peer by
sendi ng control nessages to establish reverse-path nmultilink
forwarding state in OV link intermedi ate systens on the path to
the target. Note that in some arrangenents the Cient’s (FHS)
Proxy/ Server (and not the Client itself) initiates the exchange.

Last-Hop Segnment (LHS) dient

a Client that responds to a conmunications request froma source
peer’'s initiation by returning a response nessage to establish
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forward-path nultilink forwarding state in OVMNI |ink intermediate
systens on the path to the source. Note that in some arrangenents
the Cdient’s (LHS) Proxy/Server (and not the Cient itself)
returns the response.

First-Hop Segnent (FHS) Proxy/ Server
a Proxy/ Server for an FHS Cient’s underlay interface that
forwards the Cient’s OAL packets into the segnment routing
topol ogy. FHS Proxy/ Servers al so act as internedi ate forwarding
systens to facilitate RS/ RA exchanges between a Cient and its MAP
Pr oxy/ Ser ver.

Last - Hop Segrment (LHS) Proxy/ Server
a Proxy/ Server for an underlay interface of an LHS Cient that
forwards OAL packets received fromthe segnent routing topology to
the Cient over that interface.

Mobi lity Anchor Point (MAP) Proxy/ Server
a Proxy/ Server selected by a Cient that injects the dient’s M\P
into the BGP routing system and provi des both forwardi ng and
mobility services for any *NET underlay interfaces that register
the MNP. dients often select the first FHS Proxy/ Server they
coordinate with to serve in the MAP role as all FHS Proxy/ Servers
are equal |y capabl e candidates to serve as a MAP. The Cient can
i nstead sel ect any avail abl e Proxy/ Server for the OV |ink as
there is no requirenent that the MAP nust al so be one of the
Client’s FHS Proxy/ Servers. This flexible arrangenent supports a
fully distributed nmobility nanagenent service.

Segnment Routing Topol ogy (SRT)
a Multinet OW 1link forwarding region between FHS and LHS Proxy/
Servers. FHS/LHS Proxy/ Servers and SRT Gat eways span the QOWN
l'ink on behal f of conmunicating peer nodes. The SRT maintains a
spanni ng tree established through BGP peerings between Gateways
and Proxy/ Servers. Each SRT | eaf segnment includes Gateways in a
"hub" and Proxy/ Servers in "spokes", while adjacent segnents are
i nterconnected by Gateway- Gat eway peerings. The BGP peerings are
configured over both secured and unsecured underl ay network paths
such that a secured spanning tree is available for critica
control messages while other nmessages can use the unsecured
spanni ng tree

Mobi | e Node (MN)
an AERO Client and all of its downstream attached networks that
move together as a single unit, i.e., an end systemand its
connected | oT sub-net works.
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Mobi | e Router (MR
a MN's on-board router that forwards original |IP packets between
any downstream attached networks and the OVWNI link. The MRis the
MN entity that hosts the AERO Cient.

Addr ess Resol ution Source (ARS)
the node nearest the original source that initiates OW 1link
address resolution. The ARS may be a Proxy/ Server or Relay for
the source, or may be the source Client itself. The ARS is often
(but not always) also the sane node that becones the FHS source
during route optim zation.

Addr ess Resol ution Target (ART)
the node toward which address resolution is directed. The ART nay
be a Relay or the target Cient itself. The ART is often (but not
al ways) al so the sane node that becones the LHS target during
route optimzation.

Addr ess Resol uti on Responder (ARR)
the node that responds to address resolution requests on behal f of
the ART. The ARR may be a Relay, the ART itself, or the ART s
current MAP Proxy/ Server. Note that a MAP Proxy/ Server can assune
the ARRrole even if it is located on a different SRT segnment than
the ART. The MAP Proxy/ Server assumes the ARR role only when it
receives an RS nessage fromthe ART with the "ARR flag set (see:
[1-D. tenplin-6man-omi 3]).

Potential Router List (PRL)
a geographically and/or topologically referenced |ist of addresses
of all Proxy/Servers within the sane OWN |ink segnent. Each OWN
link segment has its own PRL.

Distributed Mbility Managenent (DVV)
a BGP-based overlay routing service coordi nated by Proxy/ Servers
and Gateways that tracks all Proxy/Server-to-Cient associations.

Mobility Service (M)
the collective set of all Proxy/Servers, Gateways and Rel ays that
provi de the AERO Service to Cdients.

fl ow
a sequence of packets sent froma particular source to a
particul ar uni cast, anycast, or multicast destination that a node
desires to label as a flow. The 3-tuple of the Flow Label, Source
Address and Destination Address fields enable efficient 1Pv6 flow
classification. The IPv6 Flow Label Specification is observed per
[ RFC6437] [ RFC6438].
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3.

AERO Fl ow I nformation Base (AFIB)
A multilink forwarding table on each OAL source, destination and
intermedi ate systemthat includes AERO Fl ow Vectors (AFV) with
bot h next hop forwardi ng instructions and context for
reconstructing conpressed headers for specific underlay interface
pairs used to transport flows froma source to a destination

AERO Fl ow Vector (AFV)

An AFIB entry that includes soft state for each underlay interface
pai rwi se comunication flow fromsource to destination. AFVs are
identified by an AFV Index (AFVI) paired with the previous hop L2
address, with the pair established based on adaptation |ayer |Pv6
ND control nessaging. The AFV al so caches underlay interface

pai rwi se Identification sequence number paraneters to support
carrier packet filtering.

AERO Fl ow Vector | ndex (AFVI)
A 2-octet or 4-octet integer value supplied by a previous hop QAL
node when it requests a next hop OAL node to create an AFV. (The
AFVI is always processed as a 4-octet val ue, but compressed
headers may onmit the 2 nost significant octets when they encode
the value 0.) The next hop QAL node caches the AFVI and L2
address supplied by the previous hop as header conpression/
deconpression state for future OAL packets with conpressed
headers. The previous hop QAL node nust ensure that the AFVI
values it assigns to the next hop via a specific underlay
interface are distinct and reused only after their useful
lifetimes expire. The special value 0 nmeans that no AFVI is
asserted. In the 4-octet form the maxi mum AFVI value is linmted
to (2**31-1) since the nost significant bit is reserved as a flag.

Requi renment s

OWI interfaces should Iimt the size of their I1Pv6 ND control plane
messages (plus any original |IP packet attachnments) to the adaptation
| ayer path MIU which nmay be as small as the minimum I Pv6 |ink MU

m nus encapsul ati on overhead. |If there are sufficient OW
paraneters and/ or | P packet attachments that woul d exceed this size,
the OWMNI interface forwards the information as nmultiple smaller 1Pv6
ND messages and the recipient accepts the union of all information
received. This allows the nessages to travel without |oss due to a
size restriction over secured control plane paths that include |Psec
tunnel s [ RFC4301], secured direct point-to-point |inks and/or
unsecured paths that require an authentication signature.
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The key words "MJST", "MJST NOT", "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMMENDED', "MAY", and
"OPTIONAL" in this document are to be interpreted as described in BCP
14 [ RFC2119] [ RFC8174] when, and only when, they appear in all
capitals, as shown here.

4. Automatic Extended Route Optim zation (AERO

The foll owi ng sections specify the operation of IP over OMNI |inks
usi ng the AERO servi ce:

4.1. AERO Node Types

AERO (Proxy/)dients can be deployed as fixed infrastructure nodes
close to end systens, or as Mobile Nodes (M\s) that can change their
network attachment points dynamically. AERO Cients configure OWN
interfaces over underlay interfaces with addresses that may change
due to mobility. AERO Cients receive PNP addresses fromtheir
Proxy/ Servers. AERO Clients that obtain PI M\Ps register themwth
the AERO service, and distribute the MNPs to ENETs (which may connect
other dients). AERO Cients can also provide Proxy services for
other dients on downstream attached networks.

AERO Gat eways, Proxy/Servers and Relays are infrastructure el ements
in *NET boundary (or standal one | NET) depl oynents and hence have | NET
addresses that rarely (if ever) change. Together, they provide
access to the AERO service OMNI |ink virtual overlay for connecting
AERO Cients. AERO Gateways (together with Proxy/Servers and Rel ays)
provi de the secured backbone supporting infrastructure for an OWI
Iink Segnment Routing Topol ogy (SRT) spanning tree.

AERO Gat eways are Proxy/ Servers deployed as OW link intermnediate
systens that forward packets both within the same SRT segment and
bet ween di sj oi nt SRT segnents based on an | Pv6 encapsul ation m d-

| ayer known as the OWN Adaptation Layer (QAL). The OWN interface
and QAL provide an adaptation layer forwarding service that the
network | ayer perceives as L2 bridging, since the inner |IP TTL/ Hop
Limt is not decrenented. Each Gateway peers with Proxy/ Servers,

Rel ays and ot her Gateways in a dynamic routing protocol instance as a
Distributed Mbility Managenent (DVM service for the list of active
M\Ps (see: Section 4.2.3). Gateways assign one or nore Mbility
Service Prefixes (MSPs) to the OMNI |ink and configure |Psec tunnels
with Proxy/ Servers, Relays and other Gateways; they further maintain
forwarding table entries for each FNP/ MNP/ PNP prefix in service on
the OWNI |[i nk.
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AERO Proxy/ Servers distributed across one or nore SRT segnents
provi de default forwarding and nmobility/multilink services for AERO
Client nobile nodes. Each Proxy/Server acts as either an OW |ink
i ntermedi ate system or end system according to the service nodel

sel ected by the dient. Each Proxy/Server also peers with Gateways
in an adaptation |ayer dynamic routing protocol instance to advertise
its list of associated MNPs (see Section 4.2.3). MAP Proxy/ Servers
provi de prefix del egation services and track the nmobility/multilink
profiles of each of their associated Cients, where each del egated
prefix becomes an MNP taken froman MSP. Proxy/ Servers at *NET
boundaries provide a primary forwardi ng service for (MANET dient
communi cations with peers in external |INETs. Proxy/Servers in open
I NETs provide an authentication service for | Pv6 ND nessages but
shoul d be considered as a |l ess preferred data pl ane forwarding
service when a Client cannot forward directly to an | NET peer

Source Cients securely coordinate with target Cients by sending
control nessages via a First-Hop Segment (FHS) Proxy/ Server which
forwards them over the SRT spanning tree to a Last-Hop Segnent (LHS)
Proxy/ Server which finally forwards themto the target.

AERO Rel ays are Proxy/ Servers that provide forwarding services to
exchange original |P packets between the OVWNI |ink and fixed or
nmobi | e nodes on other |inks/networks. Relays run a dynam c routing
protocol to discover any FNP prefixes in service on foreign |inks/
net wor ks, and Rel ays that connect to larger Internetworks (such as
the Internet) may originate default routes. The Relay redistributes
OWNI |ink MSP(s) into other |inks/networks, and redistributes FNPs
via OWNI |ink Gateway BGP peerings.

4.2. The AERO Service over OW Links
4.2.1. AERO OMWNl Reference Nbdel

Figure 1 presents the basic OW |ink reference nodel:
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Figure 1. AERQO OW Reference Model
In this nodel:

* the OWN link is an overlay network service configured over one or
nmore underlay SRT segnments whi ch may be managed by diverse
adm ni strative donmains using inconpatible protocols and/ or
addr essi ng pl ans.

*  AERO Gateway Gl aggregates Mbility Service Prefix (MSP) ML,
di scovers Mobile Network Prefixes (MNPs) X* and advertises the MSP
via BGP peerings over secured tunnels to other Gateways in the SRT
(not shown). Together, the set of all Gateways provide the
backbone for an SRT spanning tree for the OW Iink.
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*  AERO Proxy/ Servers S1 and S2 configure secured tunnels with
Gateway Gl and al so provide nobility, multilink, nulticast and
default router services for the MNPs of their associated Cients
Cl and C2. (Proxy/Servers that act as Relays can al so advertise
FNP routes for non-nobile correspondent nodes the sane as for MP
Cients.)

* AERO Cients Cl and C2 associate with Proxy/ Servers Sl and S2,
respectively. They receive MNP del egations X1 and X2, and al so
act as default routers for their associated physical or interna
virtual ENETs. (Wile not shown, AERO Cients can al so be
recursively nested in an arbitrarily-deep chain of (Proxy/)dients
between a Proxy/ Server and the ultimate I P end systens.)

* |P end systenms attach to the ENETs served by Cients Cl and C2,
respectively. (Al though not depicted here, there may be nultiple
Proxy/Client internediate systens between Clients Cl and C2 and
the ultimate I P end systens.)

An OMNI |ink configured over a single underlay network appears as a
single unified link with a consistent addressing plan; all nodes on
the link can exchange carrier packets via sinple L2 encapsul ation
(i.e., followi ng any necessary NAT traversal) since the underlay is
connected. In conmon practice, however, OWN |inks are often
configured over an SRT spanning tree that bridges nultiple distinct
underl ay network segnents managed under different administrative
authorities (e.g., as for worldw de avi ation service providers such
as ARINC, SITA Inmarsat, etc.). Individual underlay networks may
al so be partitioned internally, in which case each internal partition
appears as a separate segment.

The addressing plan of each SRT segnent is consistent internally but
will often bear no relation to the addressing plans of other
segnents. Each segnent is also likely to be separated from others by
network security devices (e.g., firewalls, proxys, packet filtering
gateways, etc.), and disjoint segnments often have no comopn physica
link connections. Therefore, nodes can only be assured of exchanging
carrier packets directly with correspondents in the same segnment, and
not with those in other segnents. The only neans for joining the
segnents therefore is through inter-donmain peerings between AERO

Gat eways.
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The OMNI |ink spans multiple SRT segnments using the QAL to provide
the network layer with a virtual abstraction simlar to a bridged
campus LAN. The OAL is an OMNI interface sublayer that inserts a

m d-l ayer |1 Pv6 encapsul ati on header for inter-segnent forwarding
(i.e., bridging) without decrenenting the network |layer TTL/Hop Limt
of the original |P packet. An exanple OWNI link SRT is shown in

Fi gure 2:

(i) (i) (i)
Y GRS I +-+ .-(::::::::_::::)- +-+ A G
(:::: FHS )--1Gg--(::: Internediate )--1G9--(::: LHS
IRl G +-+ ‘-(::Segments::)-’ +-+ RN G
‘—(:::i::)—’ Ce(riiiin)- ‘—(:::i::)—’
+-- -+ +-- -+
| P/ S | P/ S
+-- -+ +-- -+
| |
(i) (i)
-(: First Hop :)- oo + oo + -(: Last Hop
( Access )--] Source| | Target]|--( Access
“-( Network ::)-" | Cient| | dient] ( Net wor k
RN G Fo-em- - + Fo-em- - + Ce(riiiin)-

<-- Segnent Routing Topol ogy (SRT) Spanned by OWNI Link -->

Figure 2: OWMNI Link Segnent Routing Topol ogy (SRT)

In the Segnent Routing Topol ogy, a source Cient connects via a first
hop access network served by a First Hop Segnent (FHS) Proxy/ Server.
The FHS Proxy/ Server then forwards to an FHS Gateway whi ch connects
to an arbitrarily conplex set of Intermedi ate Segnents. Adjacent
intermedi ate Segments are joined by internediate Gateways (not shown)
that serve as adaptation |layer IPv6 routers, with the final segnent
connected by a Last Hop Segnent (LHS) Gateway. The LHS Gateway then
forwards to an LHS Proxy/ Server which in turn connects to the |ast
hop access network where the target Cient resides.

Gat eway, Proxy/Server and Relay OVNI interfaces are configured over
bot h secured tunnels and open INET underlay interfaces within their
respective SRT segnents. Wthin each segnent, Gateways configure
"hub- and- spokes" BGP peerings with Proxy/Servers and Rel ays as
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4.

2

"spokes". Adjacent SRT segnents are joined by Gateway-to-Gat eway
peerings to collectively forma spanning tree over the entire SRT
The "secured spanning tree" supports authentication and integrity for
critical control plane nessages (and any trailing data plane nessage
extensions). The "unsecured spanning tree" conveys ordinary carrier
packets w thout security codes and that nust be exam ned by
destinations according to data origin authentication procedures.
AERO nodes can enploy route optinization to cause carrier packets to
take nore direct paths between OVNI |ink neighbors w thout having to
follow strict spanning tree paths

The network of networks concept energed fromthe earliest days of

I nternetworking beginning in the 1960's [ KAHN]. The concept has
carried forward to the present day where the Internet has become
successful beyond nmeasure. The AERO Miultinet service concatenates
SRT segnents through Gateway-to-Gateway peerings as suggested in the
"Catenet Mddel for Internetworking (1 EN48)" [CERF]. Catenet
suggested a concatenation of independent and diverse |nternetwork
"segnents" to forma rmuch |arger network supporting end-to-end

servi ces.

The Catenet vision originally articulated in the 1970's faded into
obscurity as the Internet evolved in the decades that followed, and
the adaptation layer was omtted fromthe architecture. As a result,
the Internet has evolved to becone a nonolithic public routing and
addressi ng service interconnecting private domains |eading to the
rise of the mddle and a dimnished role for end-to-end [ RFC3724].
The adaptation | ayer mani fested by AERO and OVNI now pronises to
restore the best aspects of end-to-end envisioned by Catenet through
i ncremental deploynent in the nodern I|nternet.

2. AERO Addressing

AERO nodes on OWNI |inks assign a Link-Local Address (LLA) on the
OWNI interface as required by [ RFC4861]. AERO nodes do not use their
LLAs for 1 Pv6 ND nmessaging but instead use a Miltilink Local Address
(MA) .

AERO nodes assign an MLA to the OMNI interface per
[I-D.tenplin-6man-m a]. The node assigns an MLA to an OWNI interface
the sane as suggested for "sites" in the | Pv6 scoped addressing
architecture [ RFC4007], i.e., as a single adaptation |ayer address
assigned to a virtual interface configured over potentially multiple
underlying interfaces.

M.As are considered as adaptation |ayer addresses in the architecture
and can appear as QAL encapsul ati on addresses, but nodes nmay al so use
them as the Source and Destination Addresses of original |IP packets
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exchanged between peers within the same OMWNI |ink segnent. Each
original IP packet with MLA addresses is subject to QAL encapsul ati on
with an | Pv6 header that al so uses M.A addresses.

AERO Cients receive Proxy Network Prefixes (PNPs) and

Addr esses( PNPADDRs) as wel|l as Mobile Network Prefix (MP)

del egati ons during Proxy/ Server RS/ RA exchanges. AERO Clients cache
per underlay interface PNPADDRs in the adaptation |ayer and assign
MNPs to ENET interfaces.

AERO MBPs, MNPs, FNPs and PNPs are typically based on GUAs, but in
sone cases may be based on I Pv4 private addresses [RFC1918] or |Pv6
ULA-C s [ RFC4193].

AERO address selection rules are conducted per [RFC6724] as updated
by [I-D.ietf-6man-rfc6724-update].

See [I-D.tenplin-6man-omi 3] for a full discussion of the various
uni cast, anycast and multicast addresses used by AERO nodes on QOWN
l'i nks.

4.2.3. AERO Routing System

The AERO routing system conprises a private Border Gateway Protoco
(BGP) [RFC4271] service coordi nated between Gateways as interior
nodes and Proxy/ Servers and Rel ays as | eaf nodes of a spanning tree.
The service supports QAL packet/fragment forwarding at a | ayer bel ow
I P and does not interact with the public Internet BGP routing system
but supports redistribution of information for other networks
connect ed by Rel ays.

In a reference depl oynent, each Proxy/ Server is configured as an

Aut ononobus Syst em Border Router (ASBR) for a stub Autonompbus System
(AS) using a 32-bit AS Nunber (ASN) [RFC4271] that is unique within
the BGP instance, and each Proxy/ Server further uses eBGP to peer
with one or nore Gateways but does not peer with other Proxy/Servers.
Each SRT segnent in the OWNI |ink nust include one or nore Gateways
in a "hub" AS, which peer with the Proxy/Servers within that segnent
as "spoke" ASes. Al Gateways within the same segnent are nenbers of
the same hub AS, and use iBGP to nmaintain a consistent view of all
active routes currently in service. The Gateways of different
segnents peer with one another using eBGP

Gat eways maintain forwarding table entries for the PNP prefixes
assigned to Proxy/ Servers and the set of all FNP/ MNP routes that are
currently active; Gateways al so maintain black-hole routes for the
OWNI link MSPs so that OAL packets/fragnments destined to non-existent
nmore-specific routes are flushed fromthe routing system In this
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way, Proxy/Servers and Rel ays have only partial topology know edge
(i.e., they only maintain routing information for their directly
associated Cients and foreign links) and they forward all other QAL
packets/fragnents to Gateways whi ch have full topol ogy know edge.

Each OWI 1ink segnment assigns a unique sub-prefix of the MSP known
as the "SRT prefix". For exanple, a first segnent could assign
2001: db8::/48, a second could assign 2001:db8:1::/48, a third could
assign 2001:db8:2::/48, etc. Wthin each segnent, each Proxy/ Server
and Gateway configures a PNP within the segnent’s SRT prefix, e.g.,
the PNPs 2001: db8::/64, 2001:db8:0:1::/64 2001: db8:0:2::/64 al

bel ong to the SRT prefix 2001: db8::/48.

The adm nistrative authorities for each segnent nust therefore

coordi nate to assure nutual |l y-exclusive PNP assignnments, but interna
provi sioning of PNPs is an independent | ocal consideration for each
adm nistrative authority. For each SRT prefix, the Gateway(s) that
connect that segnment assign the all-zero’'s address of the prefix as a
Subnet Router Anycast (SRA) address. For exanple, the SRA address
for 2001:db8::/48 is sinply 2001:db8::. Al Proxy/Servers also assign
the SRA address taken fromtheir uniquely-assigned nore-specific PNP
e.g., the SRA address for the PNP 2001:db8:0:1::/64 is sinply
2001: db8: 0: 1::

SRT prefixes (and their PNP sub-prefixes) are statically represented
in Gateway forwarding tables. Gateways join multiple SRT segnments
into aunified OW |ink over nultiple diverse network adm nistrative
domai ns. They support a virtual bridging service by first
establishing forwarding table entries for their SRT prefixes either
via standard BGP routing or static routes. For exanple, if three
Gateways ('A', 'B and 'C) fromdifferent segnents serviced

2001: db8::/48, 2001:db8:1::/48 and 2001: db8: 2::/48 respectively, then
the forwarding tables in each gateway appear as follows:

A 2001:db8::/48->local, 2001:db8:1::/48->B, 2001:db8:2::/48->C
B: 2001:db8::/48->A, 2001:db8:1::/48->local, 2001:db8:2::/48->C
C. 2001:db8::/48->A, 2000: db8:1::/48->B, 2001: db8:2::/48->| oca

These forwarding table entries rarely change, since they correspond
to fixed infrastructure elements in their respective segnents.
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FNP and MNP routes are instead dynamically advertised in the AERO
routi ng system by Proxy/ Servers and Rel ays that provide anchor points
for their corresponding prefixes. For exanple, if three Proxy/
Servers ("D, "E and 'F') service the M\Ps 2001: db8: 1000: 1: : 64/,
2001: db8: 1000: 2: : / 64 and 2001: db8: 1000: 2: : /48 then the routing system
woul d i ncl ude:

D: 2001: db8:1000:1::/64
E: 2001:db8:1000:2::/64
F: 2001:db8:1000: 3::/64

A full discussion of the BGP-based routing systemused by AERO i s
found in [I-D.ietf-rtgwg-atn-bgp].

4.2.4. Segnent Routing Topol ogi es (SRTs)

The distinct GUA prefixes in an OMNI |ink domain identify distinct
Segment Routing Topol ogies (SRTs). Each SRT is a mutually-exclusive
OWNI |ink overlay instance using a distinct set of GUAs, and enul ates
a bridged canmpus LAN service for the OW link. |In some cases (e.g.
when redundant topol ogi es are needed for fault tol erance and
reliability) it may be beneficial to deploy multiple SRTs that act as
i ndependent overlay instances. A communication failure in one
instance therefore will not affect comunications in other instances.

Each SRT is identified by a distinct GQUA prefix and assigns an | Pv6
SRA address used for OVWN interface determ nation in Safety-Based
Multilink (SBM as discussed in [I-D.tenplin-6man-omi 3]. Each OW
interface further applies Performance-Based Miultilink (PBM
internally.

The Gateways and Proxy/ Servers of each i ndependent SRT engage in BGP
peerings to forma spanning tree with the Gateways in non-1|leaf nodes
and the Proxy/Servers in | eaf nodes. The spanning tree is configured
over both secured and unsecured underlay network paths. The secured
spanning tree is used to convey secured control nessages (and
somet i nes data message extensions) between Proxy/ Servers and

Gat eways, while the unsecured spanning tree forwards bul k data
nmessages and/ or unsecured control nessages.

Each SRT segrment is identified by a unique GUA prefix used by al
Proxy/ Servers and Gateways in the segnent. Each AERO node nust
therefore discover an SRT prefix that correspondents can use to
determ ne the correct segnent, and nust publish the SRT prefix in
I Pv6 ND nmessages
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Note: The distinct GUA prefixes in an OW 1ink domain can be carried
either in a conmmon BGP routing protocol instance for all OWN |inks
or in distinct BGP routing protocol instances for different OWN
links. In some SBM environnments, such separation nay be necessary to
ensure that distinct OW 1links do not include any conmmon
infrastructure elements as single points of failure. 1n other
environments, carrying the GUAs of nmultiple OMNI links within a
comon routing system may be accept abl e.

4.2.5. Segnent Routing For OVNI Link Selection

Original | Pv6 sources can direct | Pv6 packets to an AERO node by
including a standard | Pv6 Segment Routing Header (SRH) [RFC8754] with
the 1Pv6 SRA address for the selected OVNI link as either the |Pv6
Destination Address or as an internediate hop Segnent List |Pv6
address within the SRH. This allows the original source to determ ne
the specific OMWI link SRT an original |IPv6 packet will traverse when
there may be nultiple alternatives.

When an AERO node processes the SRH and forwards the original |Pv6
packet to the correct OWNI interface, the OVWNI interface wites the
next |Pv6 address fromthe SRH into the | Pv6 Destination Address and
decrenents Segnents Left. |If decrenenting would cause Segnents Left
to beconme 0, the OW interface del etes the SRH before forwarding.
This form of Segnment Routing supports SBM

4.3. OW Interface Characteristics

OWNI interfaces are virtual interfaces configured over one or nore
underlay interfaces classified as follows:

* (M ANET interfaces connect to a protected and secured ANET or an
open MANET that connects to an I NET via Proxy/Servers. The
(M ANET interface may be either on the sane L2 |ink segnent as a
Proxy/ Server, or separated froma Proxy/Server by multiple IP
hops. (Note that NATs nay appear internally within a (M ANET and
may require NAT traversal on the path to the Proxy/ Server the sane
as for the INET case.) MANETs are special cases of ANETs in which
adaptation layer nultihop forwardi ng may be necessary, and
protected secured underlay |inks cannot al ways be assuned.

* |INET interfaces connect to an INET either natively or through one
or several |Pv4 Network Address Translators (NATs). Native |NET
interfaces have global | P addresses that are reachable from
correspondent on the same I NET. NATed INET interfaces typically
have private | P addresses and connect to a private network behind
one or nore NATs with the outernost NAT providing | NET access.
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* ENET interfaces connect a Cient’'s downstream attached networKks,
where the dient provides forwarding services for ENET end system
communi cations to renote peers. An ENET can be as sinple as a
smal | 10T sub-network that travels with a nobile dient to as
conplex as a large private enterprise network that the dient
connects to a larger ANET or | NET.

* VPN interfaces use security encapsul ations (e.g. |Psec tunnels)
over underlay networks to connect dients, Proxy/Servers and/or
Gat eways. VPN interfaces provide security services at |ower
| ayers of the architecture (L2/L1) the sane as for Direct point-
to-point interfaces.

* Direct point-to-point interfaces securely connect Cients, Proxy/
Servers and/ or Gateways over physical or virtual nedia that does
not transit any open Internetwork paths. Exanples include a |line-
of -sight |ink between a renote pilot and an unnanned aircraft, a
fiberoptic |link between Gateways, etc.

OWN interfaces use OAL encapsul ati on and fragnentati on as di scussed
in Section 4.6. OW interfaces use L2 encapsul ation (see:

Section 4.6) to exchange carrier packets with OMI |ink nei ghbors
over INET interfaces and | Psec tunnels as well as over ANET
interfaces for which the dient and nei ghbor may be nmultiple | P hops
away. OW interfaces use link |layer encapsulation only (i.e., and
no other L2 encapsul ations) over Direct underlay interfaces or

(M ANET interfaces when the Cient and nei ghbor are known to be on
the same underlay link

OWNI interfaces nmaintain an adaptation |ayer view of the nei ghbor
cache for tracking per-neighbor state. |P nodes that configure OW
interfaces use ND nmessages including Router Solicitation (RS), Router
Advertisement (RA), Neighbor Solicitation (NS), Neighbor
Advertisement (NA), unsolicited Nei ghbor Advertisenent (uNA) and

Redi rect to manage both the network and adaptation |ayer views of the
nei ghbor cache. The adaptation layer further uses a multilink
forwardi ng nessage set termed Miultilink Initiate (M), Miltilink
Respond (MR) and Multilink Control (M) which use the same | CMPv6
Type value as the standard NA nessage but with different Code val ues.
OWNI nei ghbors invoke per-flow OAL Identification w ndow

synchroni zation in their ND nessage exchanges to enabl e Source
Address verification, header conpression and robust fragmentation/
reassenbly.

OWNI interfaces include OVNI options formatted as specified in

[I-D. tenplin-6man-omi 3] in the I P ND nessages they forward. The
OWNI option includes paraneters for coordinating the OVWN interface's
underl ay interfaces.
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A Cient’s OWNI interface may be configured over nultiple *NET
underl ay interfaces. For exanple, comon nobil e handhel d devices
have both wirel ess | ocal area network ("W.AN') and cellular wreless
links. These links are often used "one at a tine" with | ow cost W.AN
preferred and highly-available cellular wireless as a standby, but a
si mul t aneous-use capability could provide benefits. In a nore
compl ex exanple, aircraft frequently have many wirel ess data |ink
types (e.g. satellite-based, cellular, terrestrial, air-to-air
directional, etc.) with diverse performance and cost properties.

If adient’s nultiple *NET underlay interfaces are used "one at a
time" (i.e., all other interfaces are in standby node while one
interface is active), then successive |Pv6 ND nessages all include
OWNI option Interface Attributes, Traffic Sel ector and/or Nei ghbor
Synchroni zati on sub-options with the same underlay interface iflndex.
In that case, the dient would appear to have a single underlay
interface but with a dynam cally changing |ink | ayer address.

If the Cient has nultiple active *NET underlay interfaces, then from
the perspective of 1Pv6 ND it would appear to have multiple |ink
| ayer addresses. In that case, |Pv6 ND nessage OVNI options MAY
i nclude sub-options with different underlay interface iflndexes.

Proxy/ Servers on the open Internet include only a single | NET
underlay interface. |INET Cients therefore discover only the L2ADDR
information for the Proxy/Server’s INET interface. Proxy/Servers on
a (M ANET/ I NET boundary include both (M ANET and | NET underl ay
interfaces. (MANET Cients therefore nust discover both the (M ANET
and | NET L2ADDR inforrmation for their Proxy/ Servers.

Gat eway and Proxy/Server OWN interface connections to the SRT are
configured over both secured | Psec tunnels for carrying |IPv6 ND and
BGP protocol control plane messages and open | NET paths for carrying
unsecured data plane nessages. The OWI interface configures an MLA
and acts as an QAL source to encapsul ate original |P packets, then
fragments the resulting OAL packets, performs L2 encapsul ati on and
sends the resulting carrier packets over the secured or unsecured
underl ay paths. Note that Gateway and Proxy/ Server end-to-end
transport protocol sessions used by the BGP run directly over the
OWI interface and use MLA | Pv6 Source and Destination Addresses.
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4.4, OW Interface Initialization

AERO Proxy/ Servers and Cients configure OVWN interfaces as their
poi nt of attachnent to the OWNI |ink. AERO nodes assign the MsPs for
the link to their OW interfaces (i.e., as a "route-to-interface")
to ensure that original |IP packets with Destinati on Addresses covered
by an MNP not explicitly associated with another interface are
directed to an OWNI interface where address resolution is applied.

OWI interface initialization procedures for Gateways, Proxy/ Servers
and Clients are discussed in the foll owi ng sections.

4.4.1. AERO Gat eway Behavi or

AERO Gat eways configure an OVNI interface and assign both M.As and
PNPs wi th correspondi ng SRA PNPADDRs for their OWI |ink SRT
segnents. Gateways configure underlay interface secured tunnels with
Proxy/ Servers in the sane SRT segnent and other Gateways in the sane
(or an adj acent) SRT segnment. Gateways then engage in an adaptation
| ayer BGP routing protocol session with neighbors over the secured
spanning tree (see: Section 4.2.3).

4.4.2. AERO Proxy/ Server and Rel ay Behavi or

When a Proxy/ Server enables an OWMNI interface, it assigns both an LLA
and MLA plus a PNP with the SRA PNPADDR appropriate for its OWN 1ink
SRT segnent. The Proxy/ Server also configures secured underl ay
interface tunnels and engages in adaptation |ayer BGP routing

protocol sessions over the OW interface with one or nore

nei ghbori ng Gat eways.

The OWMNI interface provides a single interface abstraction to the
network | ayer, but internally serves as an NBMA nexus for exchangi ng
carrier packets with other OMNI nodes over underlay interfaces and/or
secured tunnels. The Proxy/Server further configures a service to
facilitate 1 Pv6 ND exchanges with AERO O ients and nmanages per-dient
Nei ghbor Cache Entries (NCEs) and | P forwarding table entries based
on control nessage exchanges.

Rel ays are sinply Proxy/Servers that run a dynam c routing protoco
to redistribute routes between the OWNI interface and foreign
networks/links (see: Section 4.2.3). The Relay provisions M\Ps and
advertises the MSP(s) for the OMNI |ink over its foreign network
interface attachments. The Relay further provides an OMNI |ink
attachnent point for FNP-based topol ogies.
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4.4.3. AERO dient Behavior

VWen a Cient enables an OVMNI interface, it assigns an LLA and a
unique MLA to the OWNI interface. The adaptation |layer within the
interface then issues an internally-generated RA nessage to the
network |layer to establish itself as a (virtual) default router for
the OWNI link. The network |layer then issues a DHCPv6 Prefix

Del egation (PD) request per [RFC9762]. Wien it receives the PD
request (or after a brief tineout), the adaptation |ayer then sends
OWN - encapsul ated RS nessages to FHS Proxy/ Servers which allocate a
PNPADDR wi thin a PNP and optionally coordinate with a MAP Proxy/
Server that del egates one or nore M\Ps. The MAP/FHS Proxy/ Servers
then return an RA nessage to the dient which may pass through one or
more NATs in the path.

When the Client sends initial RS nessages, it wll discover PNPADDRs
in the corresponding RAs that it receives from FHS Proxy/ Servers and
can then associate themwith the OW interface. |If the Cient is
operating outside the context of AERO infrastructure, however, it nmay
continue using MAs over its underlay or OVMNI interfaces for peer-to-
peer conmuni cations within the local *NET. The Cient can then
continue indefinitely or at least until it encounters an
infrastructure el ement that can del egate current PNPADDRs and/ or
MNPs. )

A dient can further extend the OMNI |ink over its (downstrean) ENET
interfaces where it provides a first-hop router for end systens and
other dients connected to the ENET. A downstream Client that
connects via the ENET serviced by an upstream Client can in turn
service further downstream ENETs that connect other end systens and
Clients. This OMN |ink extension can be applied recursively over a
"chain" of ENET dients acting as Proxys.

4.5. OW Interface Nei ghbor Cache Mi ntenance

Each Cient and Proxy/Server OMNI interface nmaintains a network |ayer
conceptual Nei ghbor and Destination Cache per [RFC1256][ RFC4861] the
same as for any I[P interface. The OWI interface network | ayer

nei ghbor cache (NLNC) is maintained through static and/or dynanic

nei ghbor cache entry (NLNCE) configurations. The IP layer initiates
and term nates | P ND nessagi ng exchanges to nmanage the network | ayer
vi ew of the nei ghbor cache.

Each OMNI interface also maintains an internal adaptation |ayer view
of the nei ghbor cache (ALNC) that includes an entry (ALNCE) for each
of its active QAL neighbors. ALNCE state is potentially shared
between nultiple NLNCEs, and is managed for freshness/stal eness the
same as the NLNC. The adaptation |layer indexes the ALNC by the
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nei ghbor’s MLA and assigns a unique locally generated |ink-Iayer
address for each distinct MLA. The adaptation |ayer then exposes
only the link-layer address through the inclusion of Source/Target

Li nk Layer Address Options (S/ TLLAGs) in IPv6 ND nessages it delivers
to the network layer. |Pv6 ND nessages that update the ALNC incl ude
an OWI option with zero or nore sub-options.

Each OMNI interface ALNCE is indexed by the IPv6 M.A of a nei ghbor
found in an ND nessage and determ nes the context for ldentification
verification. dients and Proxy/ Servers mai ntain NCEs through
dynani ¢ RS/ RA nessage exchanges, and al so maintain NCEs for any
active correspondent peers through dynamic | Pv6 NS/ NA nessage
exchanges.

Clients establish NCEs and establish adaptation | ayer service
profiles for their associated FHS and MAP Proxy/ Servers through the
exchange of RS/ RA nessages as specified in [I-D. tenplin-6man-omi 3].
When a Cient and Proxy/ Server establish NCEs, they set a

Reachabl eTime tiner to REACHABLE_TI ME seconds.

Both the Cient and its MAP Proxy/ Server have full know edge of the
Client’s current underlay Interface Attributes and Traffic Sel ectors,
whil e FHS Proxy/ Servers acting in "proxy" node have know edge of only
the individual Cient underlay interfaces they service.

When an Address Resol ution Source (ARS) sends an NS(AR) nessage
toward an Address Resolution Target (ART) Cient/Relay, the OMN |ink
routing systemdirects the NS(AR) to a MAP Proxy/ Server for the ART.
The MAP then either acts as an Address Resol uti on Responder (ARR) on
behal f of the ART or forwards the NS(AR) to the ART which acts as an
ARR on its own behalf. The ARR returns an NA(AR) response to the
ARS, which creates or updates a NCE for the ART while caching L3 and
L2 addressing information. The ARS then (re)sets Reachabl eTi me for
the NCE to REACHABLE TI ME seconds and perfornms nultilink forwarding
ND message exchanges over specific underlay interface pairs to
determne paths for sending carrier packets directly to the ART. The
ARS ot herw se decrenments Reachabl eTime while no further solicited ND
messages arrive.

Proxy/ Servers add an additional state DEPARTED to the list of NCE
states found in Section 7.3.2 of [RFC4861]. Wen a Cient term nates
its association, the Proxy/Server OWN interface sets a DepartTine
variable for the NCE to DEPART_TI ME seconds. DepartTinme is
decrenmented unless a new | Pv6 ND nmessage causes the state to return
to REACHABLE. While a NCE is in the DEPARTED state, the Proxy/ Server
forwards QAL packets/fragnents destined to the target Cient to the
Client’s new FHS/ MAP Proxy/ Server i nstead.
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It is RECOWENDED t hat REACHABLE TI ME be set to the default constant
val ue 30 seconds as specified in [RFC4861]. It is RECOMMENDED t hat
DEPART _TI ME be set to the default constant val ue 10 seconds to accept
any carrier packets that may be in flight. Wen Reachabl eTine or
Depart Ti me decrenment to 0, the NCE is del eted.

AERO nodes al so use the value MAX UNICAST SOLICIT to Iimt the nunber
of NS(NUD) nessages sent when a correspondent may have gone
unreachabl e, the value MAX RTR SOLICI TATIONS to limt the nunber of
RS messages sent without receiving an RA and the val ue

MAX_NEI GHBOR_ADVERTI SEMENT to limt the nunber of solicited | Pv6 ND
advertisements that can be sent based on a single event. It is
RECOMVENDED t hat MAX_UNI CAST_SOLICI T, MAX_RTR_SCOLI Cl TATI ONS and
MAX_NEI GHBOR_ADVERTI SEMENT be set to 3 the sanme as specified in

[ RFC4861] .

D fferent values for the above constants MAY be administratively set;
however, if different values are chosen, all nodes on the Iink MJST
consistently configure the same val ues.

4.5.1. AERO OW Control Plane Messages

OWNI interfaces use | Pv6 ND nessages as the secured control plane
messagi ng service for all adaptation |ayer nei ghbor coordination
exchanges. | Pv6 ND nessages sent over OMNI interfaces include or
omt the Source/ Target Link Layer Address Option (S/ TLLAO as

di scussed in [I-D.tenmplin-6man-omi 3]. OW interfaces forward |Pv6
ND messages to and fromthe IP |ayer the same as for standard | Pv6
ND, but al so append/renove a trailing OVWN pseudo-option during
encapsul ati on/ decapsul ation [|-D.tenplin-6man-omi 3].

For each I Pv6 ND nessage, the OVNI interface includes a trailing OWI
option follow ng any other ND nessage options then conpletely

popul ates all sub-option information. |If the OM interface includes
an aut hentication sub-option, it calculates and includes a digital
signature per the OVWN specification. OWN interfaces verify
integrity and authenticity of each nessage received, and process the
message further only follow ng successful verification.

OWNI options include per-neighbor information that provides multilink
forwarding, link |ayer address and traffic selector information for
the neighbor’s underlay interfaces. This information is stored in
bot h the nei ghbor cache and AERO Fl ow I nfornmati on Base (AFIB) as
basis for the forwarding al gorithmspecified in Section 4.10. The
information is cunul ative and reflects the union of the OWI

informati on fromthe nost recent |1 Pv6 ND nessages received fromthe
nei ghbor.
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AERO OWI dients send RS nessages to cause Proxy/ Servers to respond
wi th RA nessages that include autoconfiguration and addressing
paraneters as specified in [I-D. tenplin-6man-omi 3].

AERO nodes use NS/ NA nessages as foll ows:

* NS/ NA(AR) nessages are used for address resolution. Wen an ARS
prepares an NS(AR) it sets the Source Address to the |Pv6 MA
assigned to the OW interface. The ARS al so sets the Target
Address to the | P Destination Address of the invoking packet and
sets the Destination Address to the solicited-node multicast
address corresponding to the (unicast) Target Address. After the
ARS sends the NS(AR), an ARR with addressing information for the
ART returns a unicast NA(AR) that contains current, consistent and
aut hentic Target Address resolution information. The ARR sets the
NA( AR) Source Address to an | Pv6 M.A assigned to the ART"s OWN
interface, sets the Destination Address to the Source Address of
the NS(AR) and sets the Target Address to the Target Address of
the NS(AR). NS/ NA(AR) nessages nust be secured.

* Other NS/ NA message exchanges are used to determ ne target
reachability (NS/NA(NUD)). These nessages include the sane
addresses as for NS/ NA(AR) with the exception that the source sets
the NS(NUD) Destination and Target Address to the same unicast
address. The target then returns a responsive NA(NUD). NS/
NA(NUD) nessages used to establish or update NCE state be secured.

* Unsolicited NA nessages (uNAs) are used to update a neighbor’s
cache when an underlay interface address changes due to a mohility
event. Nodes al so use uNAs during Route Optim zation.

* NS/ NA(DAD) nessages are not used in AERO, since Duplicate Address
Detection is not required on OVNI |inks.

AERO i ntroduces three special -purpose | Pv6 ND nessages for Multilink
Forwardi ng. These nessages use the sane Type val ue and nessage
formatting specifications as the standard NA nessages but include

di fferent Code values. The messages are:

* Miltilink Initiate (M) (Type 136; Code TBDl) - sent as an
adaptation |l ayer control nessage used to initiate state needed to
support multilink forwarding. Recipients of M nessages respond
by returning a Multilink Respond (MR).

* Miltilink Respond (MR) (Type 136; Code TBD2) - an adaptation |ayer
control message multilink forwarding response to an M nessage.
Reci pi ents of MR nessages optionally return a Miultilink Control
(M) .
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* Miltilink Control (MC) (Type 136; Code TBD3) - a nuti-purpose
secured standal one adaptation |ayer control message used to
confirma previous M/ MR exchange, establish multilink forwarding
state, forward error/informational nessages or transport passenger
packets.

Unli ke standard |1 Pv6 ND nmessages, the pseudo nmessage set (M /MY M)
is used internally within the adaptation |ayer only and the messages
are never exposed to the network | ayer; any M/MY MC nessages
accidental ly exposed to the network | ayer would be silently discarded
due to NA nessage validation rules per [RFC4861] since they include
non-zero Code val ues

I Pv6 ND (pseudo) nessages sent on OMNI |inks that nust be exam ned by
transit QAL intermedi ate systems on the path require a specia
codepoint for recognition other than the I Pv6 Destination Address.
The QAL source therefore sets the DSCP field in the | Pv6 QAL
encapsul ati on header of such nessages to the special value '1111171
(see: [I-D.templin-6nman-omi 3]). The control planes of transit QAL
intermedi ate systens can then intercept and process these nmessages
before forwarding themto the next QAL hop.

| Pv6 ND pseudo nessages M and MC set the Target Address to the

Sour ce Address of the subject packet, set the Source Address to the
M.LA of the source and set the Destination Address to the Destination
Address of the subject packet. 1Pv6 ND pseudo nessage MR sets the
Target Address to the Destination Address of the subject packet, sets
the Source Address to the M.A of the source and sets the Destination
Address to the Target Address of the M/ MC

I f necessary, |IPv6 ND pseudo nessages include an SRH extension to the
QAL | Pv6 header as discussed in [I-D.tenmplin-6man-omi 3]. The |Pv6
ND pseudo nessage R/ S/ O flags are unused; they should be set to 0 on
transm ssion and i gnored on reception. As a result, the pseudo
messages are distingui shed fromordi nary uNA nessages by the nessage
Code field value al one.

4.5.2. OWN Nei ghbor W ndow Synchroni zati on

In secured environnents (e.g., between secured spanning tree

nei ghbors, between nei ghbors on the sane secured ANET, etc.), OW

i nterface nei ghbors can exchange AERO control nessages w t hout
including ldentification values. |In environnents where spoofing is
considered a threat, OVWN interface neighbors instead invoke

I dentification wi ndow synchronization by including OVW Nei ghbor
Synchroni zati on sub-options in I Pv6 ND nmessage exchanges to mmintain
send/ receive wi ndow state in their respective nei ghbor caches as well
as in AFIB entries of all QAL internediate nodes in the forward and

Tenplin Expires 23 April 2026 [ Page 36]



Internet-Draft AERO Cct ober 2025

reverse paths

In conmmon arrangenents, OAL Identification wi ndow synchronization is
necessary for Cient to Cient, Cient to Proxy/Server or Proxy/
Server to Proxy/ Server nessage exchanges conducted over unsecured

I nternetwork paths. Conversely, Proxy/Server to Proxy/ Server, Proxy/
Server to Gateway and Gateway to Gateway nessage exchanges carried
over the secured spanning tree do not require w ndow synchronization

QAL end system and internedi ate nodes verify ldentification values of
QAL packets that traverse the unsecured spanning tree according to
their populated AFIB state. This allows each OAL node to exclude
spurious packets injected into the OMNI |ink froman off-path
adversary.

4.6. OW Interface Encapsul ati on and Fragnentation

When the network | ayer forwards an original |IP packet into an OW
interface, the interface | ocates a NLNCE corresponding to the OAL
destination. The OWN interface then invokes the OAL as discussed in
[1-D tenplin-6man-ommi 3] which renoves the virtual Ethernet header
and encapsul ates the packet in an | Pv6 header to forman QAL packet
according to ALNCE information.

Fol | owi ng encapsul ation, the OAL source then fragments the OAL packet
while including an identical Identification value for each fragnent
that must be within the wi ndow for the flow over the interface pair
sel ected for the neighbor. The QAL source includes any necessary QAL
| Pv6 extension headers including an identical SRH with each fragnent
if necessary. The OAL source can instead i nvoke QAL header
conmpression by replacing the full QAL |IPv6 header, SRH and Extended
Fragment Header with an OAL Conpressed Header (OCH) that includes an
AERO Fl ow Vector Index (AFVI) (see: [I-D.tenplin-6man-omi 3]).

For nmessages that will traverse unsecured paths, the QAL source
finally performs L2 encapsul ati on on each resulting QAL fragment to
forma carrier packet, with Source Address set to its own L2 address
(e.g., 192.0.2.100) and Destination Address set to the L2 address of
the next hop QAL intermedi ate system or destination (e.g.,
192.0.2.1). The carrier packet encapsulation format in the above
exanple is shown in Figure 3:
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R T e S e R o o
L2 Headers
src = 192.0.2.100
dst = 192.0.2.1
e S S S S I S S S S i S
L2 I Pv6 Extension Headers
R T e S e R o o
QAL | Pv6 Header
Source Address (1)
Destination Address (2)
e S S S S I S S S S i S
OAL | Pv6 Extension Headers
R T e S e R o o
Oiginal |P Header
(first-fragnment only)
Sour ce Address (3)
Destination Address (4)
R T S R R R R R ok o o

!+ +— 1+ 0+ 1 +
!+ ! +— L+ L+ 1 +

!+
!+

l

~ Original Packet Body/ Fragnent

bt Tk o S EI SR R R S
Figure 3: Carrier Packet Format

In this format, the QAL source encapsul ates the original |P header
and packet body/fragment in an QAL | Pv6 header. The QAL source then
adds an SRH (if necessary) plus Extended Fragment Header as QAL | Pv6
header extensions for each fragnent and prepends L2 headers prepared
as discussed in [I-D.tenmplin-6man-omi 3]. The QAL source sends each
such carrier packet into the SRT unsecured spanning tree, where they
may be forwarded over nultiple OAL internediate systens until they
arrive at the OAL destination. These carrier packets may thensel ves
be subject to L2 fragnentation and reassenbly al ong the concat enat ed
networ k path segments.

The OWMNI |ink control plane service distributes Cient MNP prefix
informati on that may change occasionally due to regional node
mobility, as well as nore static information for Relay FNPs and per-
segnment PNPs that rarely change. OWN 1|ink Gateways and Proxy/
Servers use the information to establish and maintain a forwarding
pl ane spanning tree that connects all nodes on the link. The
spanning tree supports a virtual bridging service according to |link
| ayer (instead of network |ayer) information, but may often include
| onger paths than necessary.
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Each OWI interface therefore also includes an AERO Fl ow | nformati on
Base (AFIB) that caches AERO Fl ow Vectors (AFVs) which can provide
both carrier packet Identification context and nmore direct forwarding
"shortcuts" that avoid strict spanning tree paths. As a result, the
spanning tree is always available but OWI interfaces can often use
the AFIB entries established through route optim zation to greatly

i nprove performance and reduce load on critical infrastructure

el ement s.

For QAL packets/fragnents undergoing L2 re-encapsul ation at an QAL
intermedi ate system the OWI interface perforns L2 decapsul ation
followed by Identification verification and OAL reassenbly only if
the OAL packet/fragnment is addressed to itself. The OW interface
then decrements the QAL | Pv6 header Hop Limt and discards the
packet/fragment if the Hop Limt reaches 0. Oherw se, the OW
interface updates the OAL addresses if necessary, includes an
appropriate ldentification, performs QAL fragnentation then for each
QAL fragnment performs L2 encapsul ation to produce a carrier packet
appropriate for next segnent forwarding.

4.7. OW Interface Decapsul ation

When an QAL node receives OAL packets/fragnents addressed to another
node, it discards the L2 headers and includes new L2 headers
appropriate for the next hop in the forwarding path to the QAL
destination. The node then sends these new carrier packets into the
next hop underlay interface.

When an QAL node receives OAL packets/fragnents addressed to itself,
it perfornms L2 decapsul ation, verifies the Identification, then
performs QAL reassenbl y/decapsul ation to obtain the original QAL
packet or conposite packet (see: [I-D.tenplin-6man-omi3]). Next, if
the encl osed original |IP packet(s) are addressed either to itself or
to a destination reached via an interface other than the OW
interface, the OAL node replaces the QAL encapsul ation | Pv6 header
with a virtual Ethernet header and forwards the original |P packet(s)
to the network |ayer.

If the original |IP packet(s) are destined to another node reached by
the OWNI interface, the OAL node instead decrenents the Hop Limt,
then perforns L2 encapsul ation and forwards these new carrier packets
into an underlay interface for the next segnent.

Further OMNI |ink decapsul ation details are specified in

[I-D.tenplin-6man-omi 3]. Further OVNI |ink forwarding procedures
are specified in Section 4.10.
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4.8. OW Interface Data Origin Authentication

AERO nodes enpl oy sinple data origin authentication procedures. In
particul ar:

*  AERO Gateways and Proxy/ Servers accept carrier packets received
fromthe secured spanning tree.

* AERO Proxy/ Servers and Cients accept carrier packets and ori gi nal
| P packets that originate fromw thin the sane secured ANET.

* AERO Cients and Rel ays accept original |IP packets from downstream
net wor k correspondents based on ingress filtering.

* AERO Cients, Relays, Proxy/Servers and Gateways verify carrier
packet L2 encapsul ati on addresses according to
[1-D. tenplin-6man-omi 3].

* QAL end systens and internedi ate systens forward/ accept QAL
packets/fragnents with Identification values within the current
wi ndow for the QAL source nei ghbor for a specific underlay
interface pair and drop any packets wi th out-of -w ndow
I dentification val ues.

AERO nodes silently drop any packets that do not satisfy the above
data origin authentication procedures. Further security
consi derations are discussed in Section 7.

4.9. OW Interface MIU

The OWMNI interface observes the |link nature of tunnels, including the
Maxi mum Transmi ssion Unit (MIU), Effective MIU to Receive (EMIU_R)
and the role of fragmentation and reassenbly
[I-D.ietf-intarea-tunnels]. The OW interface enploys the OAL to
acconmodate multiple underlay links with diverse MiUs. QOWI

i nterface packet sizing considerations are specified in

[1-D. tenplin-6man-omi 3], where the OMNI interface MIU can
essentially be considered "unlimted".
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When the network |ayer presents an original |IP packet to the OW
interface, the OAL source encapsul ates and fragments the packet if
necessary. Wen the network |ayer presents the OW interface with
multiple original I P packets addressed to the sane I Pv6 flow, the QAL
source can concatenate themas a single QAL conposite packet as

di scussed in [I-D.tenplin-6man-omi 3] before applying fragnentation
The OAL source then submits each OAL fragnment for L2 encapsul ation
for transm ssion as a carrier packet over an underlay interface
connected to either a physical link (e.g., Ethernet, WFi, Cellular,
etc.) or avirtual link such as an Internet or higher-layer tunnel

4.10. OW Interface Forwarding Al gorithm

Oiginal |P packets enter a node’s OV interface either fromthe
network layer (i.e., froma local application or the IP forwarding
system) while carrier packets enter fromthe link layer (i.e., from
an OW interface neighbor). Al original |IP packets and carrier
packets entering a node’s OWN interface first undergo data origin
aut hentication as discussed in Section 4.8. Those that satisfy data
origin authentication are processed further, while all others are
dropped silently.

Oiginal | P packets that enter the OW interface fromthe network

| ayer are forwarded to an OVNI interface neighbor using OAL
encapsul ati on and fragnentation to produce carrier packets for

transm ssion over underlay interfaces. (If forwarding state
indicates that the original |IP packet should instead be forwarded
back to the network | ayer, the packet is dropped to avoid | ooping).
Carrier packets that enter the OWNI interface fromthe link |ayer are
either re-encapsulated and re-admitted into the link |ayer, or
reassenbl ed and forwarded to the network | ayer where they are subject
to either local delivery or |IP forwarding.

When the network | ayer of a router forwards an original |P packet
into the OWI interface, it decrenents the TTL/Hop Limt follow ng
standard | P router conventions. Once inside the OW interface,
however, the OAL does not decrenent the original |IP packet TTL/ Hop
Limt further since its adaptation |layer forwardi ng actions occur
bel ow the network layer. The original |IP packet’s TTL/Hop Limt wll
therefore be the same when it exits the destination OVWN interface as
when it first entered the source OMN interface.

When an QAL intermedi ate systemreceives a carrier packet, it
performs L2 decapsul ation to obtain the encl osed OAL packet/fragnent.
VWhen the internedi ate system forwards an QAL packet/fragment not
addressed to itself (or one addressed to itself but that also
includes an SRH with Segnents Left greater than 0), it decrenents the
QAL Hop Linmit without decrementing the network |ayer |P TTL/ Hop
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Limit. |If decrenenting would cause the OAL Hop Linit to become O,
the QAL internedi ate system drops the QAL packet/fragnent. This
ensures that original |IP packet(s) cannot enter an endl ess | oop

OWNI interfaces may have nmultiple underlay interfaces and/or NCEs for
nei ghbors with nultiple underlay interfaces (see Section 4.3). The
OAL uses Interface Attributes and/or Traffic Selectors to select an
out bound underlay interface for each QAL packet and al so to sel ect
segnment routing and/or link |ayer Destination Addresses based on the
nei ghbor’s target underlay interfaces. AERO inplenentations SHOULD
pernmt network nanagenent to dynam cally adjust Traffic Sel ector

val ues at runtine.

If an QAL packet/fragnent nmatches the Interface Attributes and/or
Traffic Selectors of multiple outgoing interfaces and/or nei ghbor
interfaces, the OVWNI interface replicates the packet and sends a
separate copy via each of the (outgoing / neighbor) interface pairs;
otherwi se, it sends a single copy via an interface with the best
matching attributes/selectors. (Wile not strictly required, the

I'i keli hood of successful reassenbly is often greatest when the OWN
interface sends all fragments of the same fragnented QAL packet/
fragnment consecutively over the sane underlay interface pair to avoid
conplicating factors such as delay variance and reordering.) AERO
nodes keep track of which underlay interfaces are currently
"reachabl e" or "unreachable", and use only "reachable" interfaces for
f orwar di ng purposes.

In addition to standard forwardi ng based on Interface Attributes and/
or Traffic Selectors, nodes may enploy a policy engine that woul d
provi de further guidance to the forwarding algorithm For exanple
the policy engine may suggest a |oad bal ancing profile over multiple
underlay interface pairs, with portions of a traffic fl ow spread
between multiple paths according to Equal Cost MultiPath or Link
Aggregation Groups (LAGs) [ RRFC6438] (note that Interface Attributes
include an underlay interface group identifier). Oher policies my
suggest the use of paths with the | east cost, best perfornmance, etc.
Thi s docunent therefore specifies mechani sms without mandating any
particul ar policies.

Al Cients, Proxy/Servers and Gateways serve as QAL internediate
nodes for the purpose of forwardi ng OAL packets/fragnments that
include an SRH or OCH with non-zero AFVI over the unsecured spanning
tree based on AFIB entries. Wen an OAL internedi ate node forwards
an QAL packet/fragment with an L2 Source Address and AFVI that

mat ches an AFV, the node first verifies that the Identificationis in
sequence. The QAL internediate node then rewites the packet’s AFVI
with a value that will be recognized by the next QAL hop and forwards
the packet. (For QAL packets/fragnents wth unconpressed headers and

Tenplin Expires 23 April 2026 [ Page 42]



Internet-Draft AERO Cct ober 2025

with AFVI set to O, the CAL internedi ate node instead forwards based
on matching the QAL | Pv6 Destination Address with a standard | Pv6
forwarding table entry after applying SRH processing if necessary.)
The chain of QAL source, internediate and destination nodes may
therefore traverse many (Proxy/)Cients, Proxy/Servers and Gateways
on the path.

The foll owi ng sections discuss the OMNIl interface-specific forwarding
algorithms for Clients, Proxy/Servers and Gateways. In the follow ng
di scussion, an original |IP packet’'s Destination Address is said to
"match" if it is the sane as a cached address, or if it is covered by
a cached FNP/ MNP/ PNP.

4.10.1. dient Forwarding Al gorithm

When the network | ayer presents an original |IP packet to a Cient’'s
OWI interface, the Cient either forwards the nessage to an FHS
Proxy/ Server serving as a default router or invokes address
resolution if there is no NLNCE that matches the Destination. In the
latter case, the dient holds the packet in a queue until address
resolution completes, then admts the packet into the OMNI interface.
The OWNI interface then searches for an ALNCE that matches the
correspondi ng OAL destination. |If there is a matching ALNCE for a
nei ghbor reached via a *NET interface (i.e., an upstreaminterface),
the Cient selects one or nore "reachabl e" nei ghbor interfaces in the
entry for forwarding purposes.

When a carrier packet enters a Client’s OWI interface fromthe Iink
|l ayer, the Cient perfornms L2 decapsulation if necessary to obtain
the OAL packet/fragment then exam nes the OAL Destination Address
(i.e., after locating the correct AFV if the QAL packet header is
OCH). If the QAL Destination Address matches one of the Client’s
addresses and the packet includes an SRH with Segments Left greater
than 0, the dient rewites the OAL Destination Address and forwards
the packet to the peer Cient or Proxy/Server indicated by the next
hop SRH address. O herwise, the Cient (acting as an CAL
destination) verifies that the lIdentification is in-w ndow for the
mat chi ng AFV, then reassenbl es/decapsul ates as necessary and delivers
the original IP packet to the network layer. |If the OAL Destination
Addr ess does not match, the Cient drops the original |IP packet and
MAY return a network layer | CVP Destinati on Unreachabl e nessage
subject to rate linmting (see: Section 4.11).

Note: The forwarding table entries established in peer Clients are
based on MLAs which al so appear as QAL Source or Destination
Addresses within (M ANETs but Proxys/Servers nay rewite them as
PNPADDRs over | NETs. The original |P packet Source and Destination
Addr esses instead use MNP or M.A addresses.

Tenplin Expires 23 April 2026 [ Page 43]



Internet-Draft AERO Cct ober 2025

Note: Clients within MANETs support Cient-to-Cient multihop
forwardi ng when necessary to reach destinations or FHS Proxy/ Servers
that may be multiple QAL hops away. In this way, forwarding Cients
act as OAL internedi ate nodes and forward using OCH conpressi on based
on AFV state that is indexed by the AFVIs included in each QAL
packet/fragnent.

4.10.2. Proxy/Server and Rel ay Forwardi ng Al gorithm

When the network | ayer adnmits an original |IP packet into a Proxy/
Server’s OWI interface, the OAL drops the packet to avoid |ooping if
forwarding state indicates that it should be forwarded back to the
network |layer. Oherw se, the OAL exam nes the |P Destination
Address to determine if it matches the SRA PNPADDR of a nei ghboring
Gateway found in the OVN interface’s network | ayer nei ghbor cache.
If so, the Proxy/ Server perforns QAL encapsul ation and fragnmentation
then perforns L2 encapsul ation and forwards the resulting carrier
packet to the Gateway over a secured link (e.g., an IPsec tunnel,
Direct link, etc.) to support control plane functions such as the
operation of the BGP routing protocol. |If the |IP Destination Address
mat ches an FNP/ MNP/ PNP associated with a (foreign) Proxy/Server or
Client, the (local) Proxy/Server instead assunmes the Relay role and
forwards the original |IP packet in the same manner as for Cient
forwarding while including an SRH if necessary. Specifically, if
there is a matching NCE the Proxy/ Server sel ects one or nore
"reachabl e" nei ghbor interfaces in the entry for forwarding purposes;
ot herwi se, the Proxy/ Server perfornms QAL encapsul ati on/fragmentation
foll owed by L2 encapsul ation and forwards the resulting carrier
packets while invoking address resolution and nultilink forwarding
procedures per Section 4.13.

When the Proxy/ Server receives carrier packets on underlay interfaces
that contain QAL packets/fragnents with both a Source and Destination
OAL Address that correspond to the sane Cient’s MA, the Proxy/
Server drops the carrier packets regardless of their OVW 1|ink point
of origin. The Proxy/Server also drops original |P packets received
on underlay interfaces either directly froma *NET Cient if the
original IP Destination Address corresponds to the sane Cient’s

del egated MNP or PNPADDR. Proxy/Servers also drop carrier packets
that contain QAL packets/fragnents with foreign OAL Destination
Addresses (M.As) that do not match one of their local *NET Clients.
These checks are essential to prevent forwarding inconsistencies from
accidentally or intentionally establishing endless |oops that could
congest nodes and/or *NET |inks.

Proxy/ Servers process carrier packets that contain OAL packets/

fragnments with OCH headers or with Destination Addresses that nmatch
their SRA PNPADDR and al so include an SRH. In the first case, the
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Proxy/ Server exam nes the L2 Source Address and AFVI to |locate the
corresponding AFV entry in the AFIB. 1In the second case, the Proxy/
Server applies standard SRH processi ng procedures. The Proxy/ Server
then forwards them according to the AFV or IPv6 routing state while
decrenenting the OAL packet/fragnent Hop Limt.

For QAL packets/fragments with Destination Addresses that match their
M.A or PNP prefix and al so include an SRH, the Proxy/Server perforns
any necessary |ocal processing then rewites the OAL Destination
Address according to the next hop SRH address. For those that do not
include an OCH or SRH with additional next hop addresses, the Proxy/
Server instead perfornms L2 decapsul ation, verifies the lIdentification
and performs QAL reassenbly to obtain the original |IP packet. For
data packets addressed to its own SRA PNPADDR that arrived via the
secured spanning tree, the Proxy/Server delivers the original IP
packet to the network |layer to support secured BGP routing protoco
control nessaging. For data packets originating fromone of its
dependent Cients, the Proxy/Server instead perforns OAL

encapsul ation/fragnentation foll owed by L2 encapsul ati on and sends
the resulting carrier packets while invoking address resol ution and
mul tilink forwardi ng procedures per Section 4.13. For |1Pv6 ND
control messages, the Proxy/Server instead authenticates the nessage
and processes it as specified in later sections of this docunent
whi | e updating nei ghbor cache and/or AFIB state accordingly.

When the Proxy/ Server receives carrier packets that contain QAL
packets with OAL Destination Address set to the PNPADDR of one of its
Client neighbors established through RS/ RA exchanges, it accepts the
carrier packets only if data origin authentication succeeds. If the
NCE state is DEPARTED, the Proxy/ Server changes the QAL Destination
Address to the PNPADDR of the Client’s interface at its new Proxy/
Server, decrements the OAL Hop Limt, then perforns L2 encapsul ation
and forwards the resulting carrier packets into the spanning tree
which will eventually deliver themto the new Proxy/Server. If the
nei ghbor cache state for the dient is REACHABLE and the Proxy/ Server
is a MAP responsible for serving as the Cient’s address resol ution
responder and/or default router, it verifies the Identification then
submits the OAL packet/fragnent for reassenbly. The Proxy/ Server
then decapsul ates and processes the resulting | Pv6 ND nmessage or
original |IP packet accordingly. Oherw se, the Proxy/Server changes
the OAL Destination Address to the local dient’s MA, includes an
SRH with internmediate hop M.As if necessary, decrenents the OAL Hop
Linmt, performs L2 encapsul ation and forwards the carrier packet to
the Cient which then perforns data origin verification and
reassenbly. (In the mobility case, the Cient may receive fragments
of the sane original |IP packet fromdifferent Proxy/Servers but this
will not interfere with correct reassenbly.)
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When the Proxy/ Server receives carrier packets that contain CAL
packets with QAL Source Address set to the MLA of one of its dient
nei ghbors established through RS/ RA exchanges, it accepts the carrier
packets only if data origin authentication succeeds. |If QAL
Destination Address is the PNPADDR of a target Client associated with
a renote Proxy/Server, the |ocal Proxy/Server rewites the QAL Source
Address to the local dient’s PNPADDR then decrenents the OAL Hop
Limt, perforns L2 encapsul ation and forwards the carrier packet to
the remote Cient.

When the Proxy/ Server receives carrier packets that contain QAL
packets with QAL Destination Address set to a FNP address that does
not match the MSP, it accepts the carrier packets only if data origin
aut henti cation succeeds and if there is a network |ayer forwarding
table entry for the FNP. The Proxy/ Server then perfornms L2

decapsul ation, verifies the lIdentification, perforns QAL reassenbly/
decapsul ation to obtain the original |P packet, then presents it to
the network layer (as a Relay) where it will be delivered according
to standard | P forwarding.

VWhen a Proxy/ Server receives a carrier packet fromthe secured
spanning tree, it considers the nessage as authentic w thout having
to verify network or higher |ayer authentication signatures.

If the Proxy/Server has multiple original |IP packets to send to the
same nei ghbor, it can concatenate themas a single OAL conposite
packet [I-D.tenplin-6man-omi 3].

4.10.3. Gateway Forwardi ng Al gorithm

When the network |ayer admits an original |IP packet into the
Gateway’'s OVMNI interface, the QAL drops the packet if routing
indicates that it should be forwarded back to the network |ayer to
avoid | ooping. Oherw se, the Gateway exam nes the | P Destination
Address to determine if it nmatches the SRA PNPADDR of a nei ghboring
Gat eway or Proxy/ Server by examining the OMNI interface’s network

| ayer nei ghbor cache. |If so, the Gateway performs QAL encapsul ati on/
fragmentation foll owed by L2 encapsul ation and forwards the resulting
carrier packets to the neighboring Gateway or Proxy/ Server over a
secured link (e.g., an |IPsec tunnel, etc.) to support the operation
of control plane functions (including the BGP routing protocol)

bet ween OAL nei ghbors.

Gat eways forward QAL packets/fragnents reassenbl ed from spanning tree
carrier packets while decrenenting the QAL Hop Limt but not the
original IP header TTL/Hop Limt. Gateways send carrier packets that
contain QAL packets/fragnents with critical 1Pv6 ND control nessages
or BGP routing protocol control nessages via the SRT secured spanning
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tree, and may send other carrier packets via the secured/unsecured
spanning tree or via nore direct paths according to AFIB information
VWhen the Gateway receives a carrier packet, it decapsul ates to obtain
the QAL packet/fragnent then searches for an AFIB entry that matches
the QAL AFVI or an IPv6 forwarding table entry that matches the QAL
Destinati on Address.

Gat eways process carrier packets containing OAL packets/fragments
with QAL Destination Addresses that do not match their MAs in the
same manner as for traditional IP forwarding within the QAL, i.e.,
they forward packets not explicitly addressed to thensel ves.

Gat eways locally process QAL packets/fragnents with OCH headers or
full OAL headers with their MA as the QAL Destination Address. |If
the QAL packet/fragnent contains an OCH or a full QAL header with an
SRH extension, the Gateway forwards the QAL packet/fragment to the
next hop while decrenenting the QAL Hop Limt but w thout
reassenbling. Wen the Gateway forwards the QAL packet/fragment, it
either rewites the OCH AFVI with the value it will represent to the
next OAL hop or follows standard SRH processi ng procedures.

If the QAL packet/fragment includes a full QAL header but does not
include an AFVI, the Gateway instead exam nes the OAL packet. The
Gateway first determ nes whether the QAL packet includes an M/ M MC
message then processes the nmessage according to the multilink
forwardi ng procedures discussed in Section 4.13. If the carrier
packets arrived over the secured spanning tree and the encl osed QAL
packets/fragnents are addressed to its SRT SRA PNPADDR, the Gateway
i nstead reassenbl es then discards the QAL header and forwards the
original |IP packet to the network |ayer to support secured BGP
routing protocol control nessaging. The Gateway instead drops al

ot her QAL packets.

Gat eways forward QAL packets/fragnents received in carrier packets
that arrived froma first segnent via the secured spanning tree to
the next segnent al so via the secured spanning tree. Gateways
forward QAL packets/fragnents received in carrier packets that
arrived froma first segnent via the unsecured spanning tree to the
next segment al so via the unsecured spanning tree. Gateways
configure an I Pv6 routing table that determ nes the next hop for a
given QAL Destination Address, where the secured/unsecured spanning
tree is determ ned through the selection of the underlay interface to
be used for transmi ssion (e.g., an |Psec tunnel or an open | NET
interface).

As for Proxy/ Servers, Gateways nust verify that the L2 Source
Addresses of carrier packets not received fromthe secured spanning
tree are "trusted" before forwardi ng according to an AFV (otherwi se,
the carrier packet nust be dropped).
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4.11. OW Interface Error Handling

VWhen an AERO node admits an original |IP packet into the OW
interface, it may receive link and/or network |ayer error

i ndi cations. The AERO node nay al so receive OVWN link error
i ndi cations in OAL-encapsul ated MC nessages that include

aut henti cati on signatures.

A link layer error indication is an |CMP error nessage generated by a
router in an underlay network on the path to the next OAL hop or by
the next OAL hop itself. The nmessage includes an | P header with the
address of the node that generated the error as the Source Address
and with the link [ayer address of the AERO node as the Destination
Addr ess.

The 1P header is followed by an | CMP header that includes an error
Type, Code and Checksum Valid type values include "Destination
Unreachabl e", "Packet Too Big", "Tinme Exceeded", "Paraneter Problent
etc. [RFC0792][ RFC4443].

The |1 CVWP header is followed by the | eading portion of the carrier
packet that generated the error, also known as the "packet-in-error".
For | CMPv6, [RFC4443] specifies that the packet-in-error includes:
"As nmuch of invoking packet as possible without the | CMPv6 packet
exceeding the mnimum I Pv6 MU' (i.e., no nore than 1280 bytes). For
| CMPv4, [RFCO792] specifies that the packet-in-error includes:
"Internet Header + 64 bits of Oiginal Data Datagrani, however

[ RFC1812] Section 4.3.2.3 updates this specification by stating: "the
| CMP dat agr am SHOULD contain as nmuch of the original datagram as
possi ble without the length of the | COMP datagram exceedi ng 576

byt es".

The link | ayer error nmessage format is shown in Figure 4:
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Figure 4: OWI Interface Link-Layer Error Message Format

The AERO node rules for processing these link | ayer error nessages
are as foll ows:

*

When an AERO node receives a |link |ayer Paraneter Problem nessage,
it processes the nessage the sanme as described as for ordinary
ICVMP errors in the normative references [ RFC0792] [ RFC4443] .

When an AERO node receives persistent |link |ayer Packet Too Big
messages, there may be a restricting link on the path or the next
OAL hop may be experiencing reassenbly cache congestion. In both
cases, the node shoul d adaptively decrease the size of the QAL
fragments it sends to this OAL next hop (note that the PTB
messages could indicate either "hard" or "soft" errors).

When an AERO node receives persistent link |layer Tinme Exceeded
messages, the I[P ID field may be wapping before earlier fragnments
awai ting reassenbly have been processed. |In that case, the node
shoul d adaptively decrease the size of the QAL fragnents it sends
to this QAL next hop.
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* \When an AERO node receives persistent link |layer Destination
Unr eachabl e messages in response to carrier packets that it sends
to one of its neighbor correspondents, the node shoul d process the
nmessage as an indication that a path may be failing, and
optionally initiate NUD over that path. [If it receives
Destination Unreachabl e messages over multiple paths, the node
shoul d allow future carrier packets destined to the correspondent
to flow through a default route and re-initiate route
optim zation.

*  \When an AERO Cient receives persistent |ink |ayer Destination
Unreachabl e nmessages in response to carrier packets that it sends
to one of its neighbor Proxy/Servers, the Cient should mark the
pat h as unusabl e and use another path. |[If it receives Destination
Unr eachabl e messages on many or all paths, the Cient should
associate with a new Proxy/ Server and release its association with
the ol d Proxy/Server as specified in Section 4.15.5.

* \When an AERO Proxy/ Server receives persistent link |ayer
Destinati on Unreachabl e messages in response to carrier packets
that it sends to one of its neighbor Cients, the Proxy/ Server
shoul d mark the underlay path as unusabl e and use anot her underl ay
pat h.

*  When an AERO Proxy/ Server receives link |layer Destination
Unr eachabl e messages in response to a carrier packet that it sends
to one of its permanent neighbors, it treats the nessages as an
indication that the path to the neighbor may be failing. However,
the dynam ¢ routing protocol should soon re-converge and correct
the tenporary outage.

When an AERO Gateway receives a carrier packet for which the network
| ayer Destination Address is covered by an MSP assigned to a bl ack-
hol e route, the Gateway drops the carrier packet if there is no nore-
specific routing information for the destination and returns an OW
i nterface Destination Unreachabl e nessage subject to rate liniting.

AERO nodes include | CMPv6 error nessages intended for an QAL source
as sub-options in the OMNI option of secured MC nessages. Wen the
QAL source receives the MC nessage, it can extract the | CVPv6 error
message enclosed in the OVNI option and either process it locally or
translate it into a network |ayer error to return to the origina
source.

An AERO OWNI internedi ate system may di scover that a transit packet
has no matching AFIB state to support forwarding to the next
adaptation layer hop. |In that case, the internedi ate system shoul d
return a Destination Unreachable error sub-option in a secured MC
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message. The QAL source shoul d process the nessage as an indication
that AFIB multilink forwarding state for a particular flow nmust be
r ef r eshed.

4.12. AERO Mobility Service Coordi nation

AERO nodes observes the Router Discovery and Prefix Registration
speci fications and coordi nate their autoconfiguration actions with
the mobility service through RS/ RA nessage exchanges as specified in
[1-D. tenplin-6nman-omi 3].

4.12.1. AERO Service Model

Each AERO Proxy/ Server on the OW link is configured to respond to
Client address del egation requests for Proxy Aggregated (PA)
addressing. Each Proxy/ Server aggregates a unique PNP that it
manages i ndependently of other Proxy/Servers, and ensures that only
uni que PNPADDRs are delegated to Cients. Each Proxy/Server runs its
own i ndependent DHCPv6 server that shares operational fate with the
Proxy/ Server itself. |If the Proxy/ Server goes down, the DHCPv6
service is also disabled and the | ease dat abase nust be refreshed
after the Proxy/ Server reboots. Cients associate their PNPADDR

del egations with the adaptation |ayer of the OMN interface in
association with the correspondi ng underlay interface for each Proxy/
Server.

Each AERO Proxy/ Server on the OWN link is configured to respond to
Client prefix delegation/registration requests for Provider

I ndependent (Pl) addressing al so based on the DHCPv6 service. Each
Proxy/ Server is provisioned with a database of M\P-to-Client ID
mappi ngs for all Cients enrolled in the AERO service, as well as any
i nformati on necessary to authenticate each dient. The dient

dat abase is maintained by a central administrative authority for the
OWNI |ink and securely distributed to all Proxy/Servers, e.g., via
the Lightweight Directory Access Protocol (LDAP) [RFC4511], via
static configuration, etc. Cients receive the sane Pl service
regardl ess of the Proxy/ Servers they sel ect and provision their PI
prefixes for downstream attached node addressing on ENET interfaces.
(Note: an OMNI link can instead del egate non-correlated MNPs to
Clients instead of maintaining a comobn synchroni zed database. In
that case, each Cient may receive a different MNP del egati on each
time it registers with the OVMNI domain and nmay need to renunber its
downstream attached ENETs.)

Clients associate each of their *NET underlay interfaces with FHS
Proxy/ Servers. Each FHS Proxy/ Server locally services one or nore of
the Client’s underlay interfaces, and the Cient typically selects
one anong themto serve as the MAP Proxy/ Server (the dient may
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instead select a "third-party" MAP Proxy/ Server that does not
directly service any of its underlay interfaces). Al of the
Client’s other FHS Proxy/ Servers forward proxyed copi es of RS/ RA
messages between the MAP Proxy/ Server and Cient w thout assumi ng the
MAP rol e functions thensel ves.

Each Cient typically associates with a single MAP Proxy/ Server,
while all other Proxy/Servers are candi dates for providing the MAP
role for other Clients. A Cient can select both an FHS and MAP
Proxy/ Server in a single nmessage by including an SRH in the RS
message QAL header when it already knows the MAP's address. An FHS
Proxy/ Server assumes the MAP role when it receives an RS message with
a Destination Address that matches its own M.A, SRA PNPADDR or I|i nk-
scoped All-Routers nulticast. An FHS Proxy/ Server assumes the proxy
role when it receives an RS nessage with an SRH or with a Destination
Address that matches anot her Proxy/Server. (An FHS Proxy/ Server can
al so assune the proxy role when it receives an RS nessage addressed
to link-scoped All-Routers nulticast if it can determ ne the SRA
PNPADDR of another Proxy/ Server to serve as a MAP.)

AERO dients and Proxy/ Servers use | Pv6 ND nmessages to nmaintain
NLNCEs and ALNCEs. AERO Proxy/ Servers configure their OWI
interfaces as advertising NBMA interfaces, and therefore send unicast
RA nmessages with a short Router Lifetinme value (e.g., 2 *

Reachabl eTi me seconds) in response to a Client’s RS nessage.
Thereafter, Clients send additional RS nessages to keep Proxy/ Server
state alive.

AERO Cdients and FHS/ MAP Proxy/ Servers include PNPADDR address

del egation (and optionally also MNP prefix del egati on) DHCPv6
paraneters in RS/ RA nessages. The |Pv6 ND nessages are exchanged
between the Cient and any FHS Proxy/ Servers acting as proxys for the
MAP Proxy/ Server as specified in [I-D.tenplin-6man-omi 3] accordi ng
to the address/prefix managenent schedul e required by the service.

If the dient knows its MNP in advance, it can include the MNP in its
DHCPv6 prefix del egation request. |f the MAP Proxy/ Server accepts
the Client’s MNP assertion (or if it delegates a new MNP for the
Client), it injects the MNP into the routing system and establishes
the necessary nei ghbor cache state.

AERO Cients and their FHS Proxy/ Servers on MANETs and open | NETs
must establish and nmaintain ldentification synchronization wi ndows in
their RS/ RA exchanges. The wi ndow synchronization provides a well -
managed ldentification value that the dient and Proxy/ Server can use
for validating I Pv6 ND nmessages with authentication signatures.
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Al dient and Proxy/ Server behaviors for the exchange of RS/ RA
messages are conducted according to the Router Discovery and Prefix
Del egati on specifications found in [I-D.tenplin-6man-omi 3].

4.13. AERO Address Resolution, Miltilink Forwardi ng and Route
Optim zation

AERO nodes invoke address resolution, multilink forwarding and route
optim zation when they need to forward the initial original IP
packets of flows to new nei ghbors over (M ANET/INET interfaces as
well as for continuous multilink forwarding coordination with

exi sting neighbors. As specified in [ RFC4861], "when a node has a
uni cast packet to send to a nei ghbor, but does not know the

nei ghbor’ s link-1ayer address, it performs address resolution”

Possi bl e Source and Destination Addresses for original |IP packets
that traverse a |ocal (MANET/INET and/or the rest of the OMN |ink

i ncl ude addresses taken froman FNP, MNP or M.A assigned to a Cient.
The flowis then identified by the 3-tuple consisting of the |IPv6
Source Address, Destination Address and Fl ow Label

The Address Resol ution Source (ARS) considers all candidate origina

| P packet destinations as on-link on the OW interface and invokes
address resolution if there is no NLNCE mat ching the destination

The first such address resolution may return prefix information
sufficient to satisfy future resolutions for addresses covered by the
same prefix locally and without the need for additional |Pv6 ND
nmessagi ng over the network

Address resolution is based on an 1 Pv6 ND NS/ NA(AR) nessagi ng
exchange between the ARS and the target nei ghbor as the Address
Resol ution Target (ART). The ARS engages address resol ution by
sendi ng NS(AR) messages over a selected underlay interface to
determ ne adaptation and |ink-layer address mappings for the ART
network | ayer address. (The ARS nay sel ect any avail abl e underl ay
interface to carry the NS(AR) with a likely enphasis on the best
performng, |east congested, etc.)

The ARS then discovers address resolution information fromany OWN
Interface Attributes sub-options included in NA(AR) nessages returned
by the ART. Both the ARS and ART can update their Destination and
Nei ghbor Caches based on the address resolution information and cache
any information received in Route Information Options (Rl Os)

[ RFC4191] included in the NS/ NA(AR) exchange. Note that the NS/
NA(AR) RIGs are included as adaptation |ayer information in the OWN
option per [I-D.tenplin-6man-omi 3] and are not delivered to the
network | ayer.
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The original source or its current FHS/ MAP Proxy/ Server serves as the
ARS. Either the ART itself or the current LHS/ MAP Proxy/ Server (or
Rel ay) for the ART serves as the Address Resol uti on Responder (ARR),
i.e., the NA(AR) source.

Address resolution is initiated by the first eligible ARS closest to
the original source as foll ows:

* For Cients on VPN IPsec and Direct interfaces, the Cient’'s FHS
Proxy/ Server is the ARS.

* For Clients on (MANET interfaces, either the FHS Proxy/ Server or
the Cient itself may be the ARS.

* For Clients on INET interfaces, the dient itself is the ARS.

* For FNP correspondent nodes on foreign |inks/netwrks serviced by
a Relay, the Relay is the ARS.

* For Cients that engage the MAP Proxy/ Server in "mobility anchor"
nmode, the MAP Proxy/ Server is the ARS.

* For peer Clients within the same (M ANET/ ENET, address resol ution
and route optim zation is through recei pt of Redirect nessages.

The AERO routing systemdirects an address resol ution request sent by
the ARS to the ARR. The ARR then returns an address resolution reply
whi ch nust include information that is conplete, current, consistent
and authentic. Both the ARS and ARR are then jointly responsible for
periodically refreshing the address resolution, and for quickly

i nform ng each other of any changes. Follow ng address resol ution,
the ARS and ART perform subsequent multilink forwarding and route
optim zati on exchanges to maintain optinmal forwarding profiles for
each distinct flow.

During multilink forwardi ng and/or route optimnization an | Pv6 ND
message source nmay attach a small nunber of original |P packets
associated with the nmessage exchange as conposite packet extensions
per [I-D.tenplin-6man-omi 3]. The authentication signatures and/or

| ower -1l ayer security features enployed at the OAL source and each QAL
intermedi ate systemwi ||l provide authorization and integrity services
for both the IPv6 ND nessages and their |P packet attachments. The
final OAL intermediate systemin the path will then securely forward
the 1Pv6 ND nessage | P packet attachments to the target.

The source can attach original |IP packets to the subject 1Pv6 ND

message, but this may cause the nessage size to exceed the | Pv6
m ni mum MU and/or result in sub-optinmal forwarding for the |IP packet
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attachnents. In that case, the source can instead create small MC
"pilot" messages used to transport the original |IP packets as
attachnents over shortest paths determ ned by routing. The QAL
source can attach as many | P packets as will fit w thout causing the
QAL packet to exceed the adaptation |ayer path MIU using the
conposite packet construct discussed in [I-D.tenplin-6nman-onmmi 3].

When the target Proxy/Server or Client receives a pilot MC it
renoves all passenger attachnent original |IP packets then delivers
themto the destination. This service supports assured (but sub-
optinmal) short-termdelivery of protocol data while neighbor
coordination is in progress wthout creating network state.

The address resolution, nmultilink forwarding and route optim zation
procedures are specified in the follow ng sections.

4.13.1. Muiltilink Address Resol ution

The | P | ayer engages address resolution over OVNI interfaces the same
as specified in Section 7 of [RFC4A861] including the sending and
recei ving of NS/ NA(AR) nessages as well as their inplications for

nei ghbor cache entry creation and state managenent. The NS/ NA(AR)
messages i nclude addresses and S/ TLLAGs in the sane manner as for any
interface and as discussed in Section 4.5.1. The OW interface
therefore exhibits an I P [ ayer behavior that is indistinguishable
froman ordinary Ethernet interface while nanagi ng adaptation |ayer
state at a |l ayer below IP.

Address Resol ution over OWNI interfaces is therefore driven by
network | ayer NS/ NA(AR) messaging the same as for any |P interface.
The OWNI interface renmoves the S/ TLLAO upon transmi ssion of all NS/
NA( AR) nmessages and includes a TLLAO upon reception of NA(AR)
messages while including a locally unique |ink-layer address for this
nei ghbor. The OWNI interface al so caches any updated adaptation

| ayer addressing information found in NS/ NA(AR) nessages in the ALNC

When one or nore original | P packets for a flow 3-tuple are forwarded
over an OMNI interface, the ARS checks the Destination Cache to
determ ne whether there is a NCE that matches the Destination
Address. If there is a NCE in the REACHABLE state, the ARS invokes
the OAL and forwards the resulting carrier packets according to the
cached state then returns fromprocessing. |f there is no NLNCE but
the ARS is able to deternm ne that adaptation |ayer mapping state for
the I P destination is available, e.g., by snooping the ALNC, it can
also admt the original IP packets into the interface w thout
requiring an NS/ NA(AR) exchange.
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O herwise, if there is no NLNCE the ARS creates one in the | NCOWLETE
state. The ARS then prepares an Address Resol ution NS(AR) message to
send toward an ART. The resulting NS(AR) nmessage nust be sent
securely and includes Source, Destination and Target Addresses as

di scussed in Section 4.5.1.

When the ARS admits the NS(AR) nmessage into the OVNI interface, the
adaptation layer returns an i mediate NA(AR) if the ALNC al ready
contains fresh address resolution information for the FNP/ MNP prefix
that covers the I P Destination Address. Oherw se, the adaptation

| ayer prepares to forward the NS(AR) while renoving the SLLAO (if
present) since the locally-unique |ink-layer address has no useful

i nformati on for prospective nei ghbors.

The ARS then includes an OVMNI option with an authentication sub-
option (if necessary). |If the ARS can commit to managing its own
dynanic nmobility updates, it then includes Interface Attributes and/
or Traffic Selectors for all of the source Cient’s underlay
interfaces plus RIGs for any of the Client’s M\Ps. The ARS then

cal cul ates and includes an authentication signature (if necessary)
foll owed by the checksum then submts the NS(AR) nessage for QAL
encapsul ati on.

When the ARS is a FHS Proxy/ Server, it sets the OAL Source Address to
the Cient’s PNPADDR and sets the OAL Destination Address to the FNP/
MNP SRA GUA corresponding to the ART. The ARS then performs L2
encapsul ati on and sends the resulting carrier packet into the SRT
secured spanning tree w thout decrenenting the network |ayer TTL/ Hop
Limt field.

Wien the ARS is a Cient, it instead uses its owm MA as the OAL
Source Address and the MLA of the next QAL hop as the OAL Destination
Address while including an SRH with the MLAs of QAL internediate
systens if necessary ending with the MLA of the interface-specific
FHS Proxy/ Server. |If the Cient is in a MANET or an open |INET, it
next cal cul ates and includes an authentication signature. In all
*NET cases, the Cient then includes an OAL | Pv6 Extended Fragnent
Header with Identification set to an in-w ndow value for this FHS
Proxy/ Server. The ARS Cient then perforns L2 encapsul ation and
forwards the carrier packet to the FHS Proxy/ Server.

The FHS Proxy/ Server then perforns L2 decapsul ation, verifies the
Identification, verifies the NS(AR) checksum aut hentication signature
and confirms that the Cient’s clained FNP/ MNP Rl Q(s) and Source
Address are correct. The FHS Proxy/ Server then changes the QAL
Source Address to the dient’s PNPADDR and changes the QAL
Destination Address to the FNP/ MNP SRA GUA corresponding to the
NS(AR) Target Address. The FHS Proxy/ Server next renoves the |Pv6
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SRH and Ext ended Fragment Header, performs L2 encapsul ation and sends
the resulting carrier packet into the secured spanning tree on behal f
of the Cient.

Note: both the source and target Cient/Relay and their MAP Proxy/
Servers include current and accurate information for their nmultilink
Interface Attributes profile. The MAP Proxy/ Servers can be trusted
to provide an authoritative ARR response and/or nobility update
message on behalf of the source/target if necessary.

4.13.1.1. Relaying the NS(AR)

When a Gateway receives carrier packets containing the NS(AR), it
performs L2 decapsul ati on and determ nes the next hop by consulting
its standard 1 Pv6 forwarding table for the QAL header Desti nation
Address. The Gateway next decrenents the OAL header Hop Limt,
performs L2 encapsul ation and sends the carrier packet(s) via the
secured spanning tree the sanme as for any |Pv6 router where they may
traverse multiple intermediate OWN 1ink segrments interconnected by
Gateways. The final Gateway will deliver the carrier packets via the
secured spanning tree to the LHS/ MAP Proxy/ Server (or Rel ay) that
servi ces the ART.

4.13.1.2. NS(AR) Processing at the ARR/ ART

When the LHS/ MAP Proxy/ Server (or Relay) of the ART receives the
NS(AR) secured carrier packets with the FNP/ MNP SRA GUA of the ART as
the OAL Destination Address, it perforns L2 decapsul ation then either
forwards the NS(AR) to the ART or processes it locally if it is
acting as the ART' s designated ARR  The LHS/ MAP Proxy/ Server (or

Rel ay) processes the message as foll ows:

* if the NS(AR) target matches a Cient NCE in the DEPARTED state,
the (old) MAP Proxy/ Server resets the OAL Destination Address to
the PNPADDR of the Client at its new MAP Proxy/ Server. The old
MAP Proxy/ Server then decrenments the OAL header Hop Limt,
performs L2 encapsul ation and forwards the resulting carrier
packet over the secured spanning tree.

* |f the NS(AR) target matches a Cient NCE in the REACHABLE state,
the LHS/ MAP Proxy/ Server (or Relay) notes whether the NS(AR)
arrived fromthe secured spanning tree. |f the nessage arrived
via the secured spanning tree the LHS/ MAP Proxy/ Server (or Rel ay)
verifies the NS(AR) checksumonly; otherwi se, it rmust also verify
the message aut hentication signature.
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* | f the LHS/ MAP Proxy/ Server maintains a Report List for the ART,
it next records the NS(AR) Source Address in the Report List for
this ART. |If the MAP Proxy/ Server is the ART' s designated ARR it
forwards any original |IP packet(s) attached to the NS(AR)
conposite packet to the ART and prepares to return an NA(AR) as
di scussed bel ow; otherw se, the LHS/ MAP Proxy/ Server determ nes
the underlay interface for the ART and proceeds as foll ows:

- |If the LHS/ MAP Proxy/ Server is also the LHS Proxy/ Server on the
underlay interface used to convey the NS(AR) to the ART, it
i ncludes an QAL | Pv6 Extended Fragnment Header with an in-w ndow
Identification for the ART Client plus an SRH and
aut hentication signature if necessary then recal cul ates the
OWNI checksum The Proxy/ Server then changes the QAL
Destination Address to the MLA of the ART, decrenents the QAL
Hop Limt, perfornms L2 encapsul ation and forwards the resulting
carrier packet over the underlay interface to the ART.

- |If the MAP Proxy/ Server is not the LHS Proxy/ Server on the
underl ay interface used to convey the NS(AR) to the ART, it
i nstead changes the QAL Destination Address to the PNPADDR of
the Cient aggregated by the LHS Proxy/ Server for the selected
ART interface. The MAP Proxy/ Server next decrenents the QAL
Hop Limt, performs L2 encapsul ation and forwards the resulting
carrier packet over the secured spanning tree.

- \When the LHS Proxy/ Server receives the carrier packets, it
performs L2 decapsul ation, verifies the NS(AR) checksum then
forwards to the ART while changing the OAL Destinati on Address
to the ART's MLA as above. The LHS Proxy/ Server also includes
an | Pv6 Extended Fragnment Header plus an SRH and aut hentication
signature if necessary while recal cul ating the checksumthe
same as descri bed above.

* |f the NS(AR) target matches one of its FNP routes, the MAP/LHS
Proxy/ Server serves as both a Relay and an ARR since the Rel ay
forwards original |P packets toward FNP target nodes at the
networ k | ayer.

If the ARRis a Relay or the ART itself, it first creates or updates
a ALNCE for the NS(AR) MLA while caching all Interface Attributes and
Traffic Selector information in the ALNCE and caching any | Pv6
addresses for the original source found in the Interface Attributes
in the Destination Cache. The ARR then installs any RIO MNP prefixes
in the ALNCE. (If the NS(AR) does not include address resol ution
information, the ART will sinply need to initiate another

uni directional address resolution request if it has return traffic to
send back to the ARS.)
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Next, the ARR prepares a solicited NA(AR) nmessage to return to the
ARS as an adaptation |ayer function w thout exposing the NS(AR) to
the network layer. The ARR includes RIGs for all of the ART' s FNPs/
M\Ps, where the RIO for a destination that matches only "defaul t"
includes a /64 FNP that covers the address. The ARR then includes
Interface Attributes and Traffic Selector sub-options for all of the
ART’ s underlay interfaces with current information for each interface
including their PNPADDRs. The ARR next sets the NA(AR) nessage R
flag to 1 (as a router) and S flag to 1 (as a response to a
solicitation) and sets the Oflag to 1 (as an authoritative
responder).

The ARR finally includes an authentication signature, an |Pv6

Ext ended Fragnent Header and an SRH wi th addressing information for
the ARS MAP/ FHS Proxy/ Server if necessary. The ARR next cal cul ates
the NA(AR) nessage checksum then submits the NA(AR) for encapsul ation
with OAL Source Address set to its own M.A and Destinati on Address
set to either the MLA that appeared in the NS(AR) QAL source for

(M ANET traversal or the NS(AR) source itself for INET traversa

while including an SRH i f necessary. The ARR then perfornms L2
encapsul ati on and forwards the resulting carrier packet.

When the ART's FHS Proxy/ Server receives carrier packets sent by an
ART acting as an ARR on its own behalf, it perforns L2 decapsul ation
then verifies the QAL ldentification and NA(AR) nessage checksuni

aut hentication signature. The Proxy/ Server then verifies that any
RIO information is acceptable, changes the QAL Source Address to the
Client’s PNPADDR and changes the QAL Destination Address to the
PNPADDR of the NA(AR) Destination. The Proxy/ Server next decrenents
the OAL Hop Limt, renoves the OAL Extended Fragnment Header, perfornms
L2 encapsul ation and finally forwards the resulting carrier packet
into the secured spanning tree.

4.13.1.3. Relaying the NA(AR)

When a Gateway receives NA(AR) carrier packets, it performs L2
decapsul ati on and determ nes the next hop by consulting its standard
I Pv6 forwarding table for the QAL header Destination Address. The
Gat eway then decrements the OAL header Hop Limt, perforns L2
encapsul ati on and forwards the resulting carrier packet via the SRT
secured spanning tree where it may traverse nultiple internediate
OWNI |ink segnments interconnected by other Gateways. The final-hop
Gateway will deliver the carrier packets via the secured spanning
tree to a Proxy/Server for the ARS
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4.13.1.4. Processing the NA(AR) at the ARS

When the ARS receives NA(AR) carrier packets, it perforns L2
decapsul ati on then searches for an ALNCE that matches the M.A
corresponding to the NA(AR) Source. The ARS then processes the
message the same as for standard | Pv6 Address Resol ution [ RFC4861].
In the process, it caches all OVWNI option Interface Attributes and
Traffic Selectors in the ALNCE for the NA(AR) M.A Source Address and
caches any | Pv6 addresses for the ART found in the Interface
Attributes in the Destination Cache. The ARS then caches any RI O MNP
prefixes in the ALNCE i ndexed by the neighbor’s MLA. Al included
Interface Attributes sub-options plus RIGs together provide the
address mappi ng i nformati on necessary to satisfy address resol ution.

The adaptation | ayer of the ARS then includes a TLLAOw th a locally-
uni que |ink-local address for the source then delivers the NA(AR) to
the network layer. The network layer will then set the NLNCE for
this nei ghbor to REACHABLE whil e caching the |ink-layer address.
Future original |IP packet transm ssions over the OW interface wll
use this IP to link-layer address mapping the same as for any |Pv6

i nterface.

When the ARS is a Cient, the SRT secured spanning tree will first
deliver the solicited NA(AR) nessage to the Cient’s FHS Proxy/
Server, which includes an OAL Extended Fragment Header with an in-
wi ndow ldentification for this dient, and forwards the message to
the Cient. |If the dient is on a well-mnaged ANET, physical
security and protected spectrum ensures security for the NA(AR

wi t hout needi ng an additional authentication signature or
Identification; if the Client is in a MANET or in the open INET the
Proxy/ Server nust instead include an ldentification and

aut henti cation signature. The Proxy/Server then includes an SRH if
necessary and changes the QAL Destination Address to the M.A of the
Client when it forwards the NA(AR). The Proxy/Server then decrenents
the QAL Hop Limt, perforns L2 encapsul ation and forwards the
resulting carrier packet over the underlay interface to the Cient.
When the Client receives the NA(AR), it caches the adaptation |ayer
i nformati on as above then renoves the OWNI option and forwards the
NS(AR) to the network layer. The Client is then responsible for
informng the ART if any of its adaptation |ayer addressing changes
(e.g., due to mohility) before the ALCNE expires.

4.13.1.5. Reliability
After the ARS transmits the first NS(AR), it should wait up to

RETRANS Tl MER seconds to receive a responsive NA(AR). The ARS can
then retransnmit the NS(AR) up to MAX UNICAST SCLICIT tines before

gi vi ng up.
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4.13.2. Miltilink Forwarding

Fol | owi ng address resolution, the ARS and ART (i.e., the end system
Clients or their respective Proxy/Servers) can assert per-flow
multilink forwardi ng paths through underlay interface pairs serviced
by the sane Source/Destination Addresses by sending M/ MY MC nessages
with OWI Nei ghbor Synchronization sub-options and with the OWN
trailer (l)nitialize flag set to 1. The M/MY MC nessages establish
per-flow multilink forwardi ng and header conpression state in OAL
intermedi ate systens in the path between the ARS and ART. Note that
either the ARS or ART can independently initiate multilink forwarding
by sending M nessages on behal f of specific flows over underl ay
interface pairs.

The source Cient or FHS Proxy/ Server sets the M address fields as
di scussed in Section 4.5.1 then includes the Flow Label of the
original |IP packet set according to [ RFC6437][ RFC6438]. The source
finally performs OAL encapsul ation with Source and Destination
addresses set the same as for address resolution while including its
ML,A in a Node ldentification sub-option and including an SRH
extension if necessary. The flow 3-tuple is then identified by the
M Target Address, Destination Address and Fl ow Label

When the target Cient or LHS Proxy/ Server returns an MR, it sets the
address fields as discussed in Section 4.5.1. The target dient or
LHS Proxy/ Server then sets the Fl ow Label to the same val ue that
appeared in the M and finally perforns QAL encapsul ati on while

i ncluding an MLA and SRH extension if necessary.

The nmultilink forwarding profile provides support for redundant paths
that each OAL node can harness to its best advantage. For exanpl e,
QAL nodes can use traffic selectors to distribute different traffic
types over available nmultilink paths, while other factors such as
metrics, cost, provider, etc. can al so provide useful decision

poi nts. QAL nodes can also enploy nmultilink forwarding for fault

tol erance by sending redundant data over nultiple paths

si mul taneously, or for |oad bal anci ng where the individual packets of
a single traffic flow are spread across nultiple i ndependent paths.
QAL nodes that engage in nultilink forwarding therefore nust
incorporate a policy engine that selects both inbound and out bound
multilink paths for a given traffic profile at a given point in tine.
This specification therefore provides nultilink forwardi ng mechani sns
wi t hout mandating any specific multilink policy.

Al dient, Proxy/Server and Gateway nodes that configure OW
interfaces and engage in nmultilink coordination include an additiona
forwarding table terned the AERO Fl ow I nformati on Base (AFIB) that
supports OAL packet/fragnent forwardi ng based on original |IP packet
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flows over specific OVNl neighbor interface pairs. The AFIB contains
per-fl ow AERO Fl ow Vectors (AFVs) identified by the L2 address of the
previ ous QAL hop plus a value known as the AFV Index (AFVI). The
AFVs cache unconpressed QAL header infornmation to support forwarding
of packets with conpressed headers as well as previous/next-hop
addressi ng and AFVI information. The AFVs al so cache w ndow
synchroni zation state (i.e., the starting sequence nunber and w ndow
size) for each specific flow Using the wi ndow synchronization
state, sinple Identification-based data origin authentication is
enabl ed at each QAL source, internediate system and target node.

Client and Proxy/ Server OMWN interfaces manage end system AFI B
entries in conjunction with their internal ALNC, where the ALNCEs
link to (possibly) multiple AFVs with one per flow over a specific
FHS/LHS interface iflndex pair. Wien OW interface peers need to
coordinate, they locate a NLNCE for the peer (established through
address resolution) then use the ALNCE as a nexus that aggregates
potentially many AVFs which cache AFVIs to support nmultilink
forwarding on a per-flow basis. Gateway OW interfaces and the OWI
interfaces of Cients or Proxy/Servers acting as OAL internedi ate
nodes manage transit AFIB entries independently of their internal
nei ghbor caches. These transit AFVs are indexed by the L2 address
and AFVI supplied by the previous hop.

QAL source, internediate systemand target nodes create or update
AFVs/ AFVI s when they process an M/MR/ MC initiation or response
message with an OVNI Nei ghbor Synchroni zation sub-option with the SYN
flag set (see: [I-D.tenplin-6man-omi 3]). The Target Address of the
initiating M (which is also the Destination Address of the
responsive MR) is considered to reside in the "First Hop Segment
(FHS)", while the Destination Address of the M (which is also the
Target Address of the responsive MR) is considered to reside in the
"Last Hop Segnment (LHS)".

The FHS and LHS roles are deternmined on a per-flow and per-interface-
pair basis. After address resolution, either peer is equally capable
of initiating nultilink forwardi ng on behalf of a specific flow The
peer that sends the initiating M message with Nei ghbor

Synchroni zation for a specific pair becomes the FHS peer while the
one that returns the responsive MR becones the LHS peer for that
(flow, interface pair) only. It is therefore comobnplace that peers
may assume the FHS role for some flows while assuning the LHS rol e
for others, i.e., even though each peer nmintains only a single NCE

VWhen an QAL node sends/forwards an initiating M or responsive M
with a Nei ghbor Synchronization sub-option with the SYN flag set, it
creates or updates an AFV, caches the Identification w ndow

i nformati on, caches the M/M QAL | Pv6 header and caches the flow
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3-tuple for conpression/deconpression of the original |IP packet
header. The OAL node al so records the previous hop L2 address and
AFVI, then generates a new next hop AFVI or updates the lifetinme of
an al ready-established AFVI. The next hop AFVI shoul d be sel ected
within the range [1 - (2**16-1)] unless all values within that range
are already in active use. Oherw se, the AFVI nust be sel ected
within the range [2**16 - (2**31-1)] while the value O indicates
"AFVI unspecified". Wen the OAL node forwards future QAL packets/
fragments that include the previous hop L2 address and AFVI, it can
unanbi guously |l ocate the correct AFV and use the cached information
to forward to the next QAL hop

OAL nodes cache AFVs for up to Reachabl eTi ne seconds following their

initial creation. |If the node processes another M /MR nessage
specific to an ARV, it updates Reachabl eTi me to REACHABLE TI ME
seconds, i.e., the sanme as for NCEs. |f Reachabl eTine expires, the

node del etes the AFV.

The foll owi ng sections provide the detail ed specifications of these
M/ MR/ MC exchanges for all nodes along the forward and reverse paths.

4.13.2.1. FHS dient-Proxy/Server M Forwarding

When an FHS QAL source has an original |P packet to send toward an
LHS QAL target, it first perforns address resolution resulting in the
creation of an ALNCE for the M.A of the target then selects a source
and target underlay interface pair. The FHS source then uses its
cached information for the target interface as LHS i nformati on then
prepares an M nessage with a Nei ghbor Synchroni zati on sub-option
while setting the M Source, Target and Destination Addresses as
speci fi ed above.

The FHS source next creates an AFV then generates and assigns an AFVI
for the flow over this interface pair; the AFVI nust be unique for
its comunications to this next QAL hop. The FHS source then
includes an SRH with segnment addressing information if necessary.

The FHS source finally includes an OMNI Nei ghbor Synchronization sub-
option with wi ndow synchroni zation paranmeters and prepares the M
message for transm ssion while al so caching the w ndow
synchroni zati on parameters in the |ocal AFV.

If the FHS source is the FHS Proxy/ Server, it perforns OAL

encapsul ation while setting the OAL Source Address to the Cdient’s
PNPADDR and setting the OAL Destination Address to the destination’s
PNPADDR. The FHS Proxy/ Server then perfornms L2 encapsul ati on and
forwards the resulting carrier packet into the secured spanning tree
which will deliver it to an FHS Gat eway.
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If the FHS source is the FHS Client, it instead includes an

aut henti cation signature and QAL Extended Fragment Header with an in-
wi ndow ldentification for its FHS Proxy/Server if necessary. |f FMI-
Forward and FMI-Mode are both set, the Cient sets the Nei ghbor
Synchroni zation LHS iflndex to the iflndex of the target; otherw se,
it sets the iflndex to O to allow the FHS Proxy/ Server to select the
target iflndex. The FHS Cient then calculates the |Pv6 ND nessage
checksum performs QAL encapsul ation while including an SRH if
necessary with the PNPADDR of the destination as the final entry,
sets the OAL Source Address to its own MA and sets the QAL
Destination Address to the MLA of the first hop toward the FHS Proxy/
Server. The FHS dient finally perforns L2 encapsul ati on and
forwards the resulting carrier packet to the FHS Proxy/ Server.

If there are nultiple QAL hops between the Cient and FHS Proxy/
Server, the first OAL internedi ate node receives the carrier packets
containing the M then also verifies the checksum and aut hentication
signature. The QAL internedi ate node then caches the FHS/LHS i ent
addr essi ng, AFVI and wi ndow synchroni zation information as previous
hop information in a new or existing AFV. The OAL intermedi ate hop
then creates a new unique AFVI to forward to the next QAL hop, then
bot h caches the AFVI and wites it into the IPv6 ND nmessage AVl
field, i.e., while over-witing the value supplied by the previous
hop. The QAL internedi ate node then forwards to the next QAL hop
toward the FHS Proxy/ Server which then perforns the same functions as
the previous QAL hop.

When the FHS Proxy/ Server receives the carrier packets, it perforns
L2 decapsul ation, verifies the Identification, and verifies the M
checksum and aut hentication signature. The FHS Proxy/ Server then
creates an AFV (i.e., the sane as the FHS dient had done) while
caching the FHS/LHS Cient addressing, AFVI and w ndow

synchroni zation informati on as previous hop information for this AFV.
The FHS Proxy/ Server next generates a new uni que AFVI to forward to
the next QAL hop, then both caches the AFVI in the AFV and wites it
into the M AFVI field. The FHS Proxy/Server next calculates the M
checksum then sets the OAL Source Address to the Cient’s PNPADDR and
QAL Destination Address to the destination’s PNPADDR. The FHS Proxy/
Server finally decrenents the QAL Hop Limt, rempoves the OAL Ext ended
Fragnment Header, perforns L2 encapsul ation and forwards the resulting
carrier packet into the secured spanning tree.
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4.13.2.2. FHS/internedi ate/ LHS Gateway M Forwardi ng

Gateways in the spanning tree forward QAL packets/fragnents not
explicitly addressed to thensel ves, while forwardi ng those that
arrived via the secured spanning tree to the next hop also via the
secured spanning tree and forwarding all others via the unsecured
spanning tree. Wen an FHS Gateway receives an M packet over the
secured spanning tree, it perforns L2 decapsul ation then verifies the
M checksum The FHS Gateway next creates an AFV based on the

previ ous hop Nei ghbor Synchronization information, i.e., the sane as
the FHS Proxy/ Server had done. The FHS Gateway then generates a

| ocal I y-uni que AFVI for the next hop and both caches the value in the
AFV and copies it into the M AFVI

The FHS Gat eway then exam nes the SRT prefixes corresponding to both
the FHS and LHS. If the FHS Gateway has a | ocal interface connection
to both the FHS and LHS (whether they are the same or different
segnents), the FHS/LHS Gateway caches the M Nei ghbor Synchroni zation
information in the AFV, and wites a new |l ocally-unique AFVI for the
next hop into the AFV and M AFVI. The FHS Gateway then decrenents
the QAL Hop Limt, performs L2 encapsul ation and forwards the
resulting carrier packet into the secured spanning tree.

When the FHS and LHS Gateways are different, the LHS Gateway wil |
receive carrier packets over the secured spanning tree fromthe FHS
Gat eway, noting there may be many intermedi ate Gateways in the path
between FHS and LHS which will update their transit AFVs in the sane
fashi on while selecting new | ocally-unique AFVIs for the next hop
based on Nei ghbor Synchroni zation and SRH i nformation. The LHS

Gat eway then perfornms L2 decapsul ation, verifies the Identification,
verifies the M checksumthen creates an AFV (i.e., the sane as al
previ ous hop Gat eways had done) while caching the Nei ghbor

Synchroni zation information fromthe previous hop and creating a new
AFVI for the next hop. The LHS Gateway then decrenents the QAL Hop
Limt, perforns L2 encapsul ation and forwards the resulting carrier
packet into the secured spanning tree.

4.13.2.3. LHS Proxy/ Server-Client M/MR Processing
When the LHS Proxy/ Server receives the carrier packets fromthe
secured spanning tree, it perfornms L2 decapsul ation, verifies the M

checksum t hen creates an AFV and caches the previous hop Nei ghbor
Synchroni zati on and addressing information.
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If the M Destination Address matches the target and the LHS Proxy/
Server is configured to respond on the target’s behalf, (i.e., if
FMI- Forward is set) it next prepares to return a responsive MR  The
LHS Proxy/ Server next creates or updates an NCE for the M Source
Address (if necessary) with state set to STALE

The LHS Proxy/ Server then creates an MR while copying the Nei ghbor
Synchroni zati on sub-option fromthe M and including responsive

wi ndow synchroni zation information. The LHS Proxy/ Server sets the MR
addresses as discussed in Section 4.5.1 then encapsulates the MR with
OAL Source Address set to the M QAL Destination Address and with QAL
Destination Address set to the M QAL Source Address. |f the LHS
Proxy/ Server will set the MR nessage SYN flag, it also wites a non-
zero value in the MR AFVI field; otherwise, it wites the value O.
The LHS Proxy/ Server then cal cul ates the MR checksum perfornms L2
encapsul ati on and forwards the resulting carrier packet into the
secured spanning tree.

The LHS Proxy/ Server then creates a |ocally-unique AFVI for the
Client and both caches it in the newy-created AFV and wites it into
the MR AFVI field. |If FMI-Forward is clear and FMI-Mbde is set, the
LHS Proxy/ Server next resets the Nei ghbor Synchronization FHS ifl ndex
to 0. The LHS Proxy/ Server next includes an authentication signature
inthe M if necessary, changes the OAL Destination Address to the
M.,A of the LHS Cient and includes an SRH with the MAs of

intermedi ate systens if necessary. The LHS Proxy/ Server then
decrenents the OAL Hop Limit, includes an QAL Extended Fragnent
Header with an appropriate ldentification value if necessary,
performs L2 encapsul ation and forwards the resulting carrier packet
to the LHS dient.

If there are nultiple QAL hops between the LHS Proxy/ Server and LHS
Client, the first OAL internedi ate node receives the carrier packet
containing the M then also verifies the checksum and aut hentication
signature. The QAL internedi ate node then caches the FHS/LHS i ent
addr essi ng, AFVI and wi ndow synchroni zation information as previous
hop information in a new or existing AFV. The OAL internedi ate hop
then creates a new unique AFVI to forward to the next QAL hop, then
bot h caches the AFVI and wites it into the M, i.e., while over-
witing the value supplied by the previous hop. The OAL internedi ate
node then forwards to the next OAL hop toward the LHS Cient which
then perforns the sanme functions as the previous QAL hop.

When the LHS dient receives the carrier packet, it perforns L2
decapsul ation, verifies the Identification, then verifies the M
checksuni aut hentication signature. The LHS Client then creates an
ALNCE for the M Source Address (if necessary) in the STALE state and
caches the M Nei ghbor Synchroni zation information in a new AFV
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associated with the NCE corresponding to the M Source Address. |If
the LHS dient will request reverse path state establishment, it
finally generates and assigns a locally-unique AFVI for a flow to be
forwarded to the previous hop, which it caches in the new AFV.

O herwise, the LHS Cient sets the reverse path AFVI to O.

The LHS Cient then prepares an MR using the same procedures as for
the LHS Proxy/ Server above while including responsive w ndow
synchroni zation information, the new AFVI in the MR and with SRH
addressing informati on necessary for OAL routing in the reverse path.
The LHS dient includes an authentication signature if necessary,

cal cul ates the MR nessage checksum then encapsulates the MR with OAL
Source Address set to its own MA and OAL Destination Address set to
the MLA of the LHS Proxy/Server. The LHS dient finally includes an
QAL SRH and Extended Fragnent Header with an appropriate
Identification if necessary, perforns L2 encapsul ation and forwards
the resulting carrier packet to the LHS Proxy/ Server.

If there are nultiple QAL hops between the LHS Cient and LHS Proxy/
Server, the first OAL intermedi ate node receives the carrier packet
containing the MR then also verifies the checksum and aut hentication
signature. |If the MR Nei ghbor Synchronization sub-option SYN flag is
set, the OAL internedi ate node then caches the LHS/ FHS C i ent

addr essi ng, AFVI and wi ndow synchroni zation information as previous
hop information in a new or existing AFV. The OAL internedi ate hop
then creates a new unique AFVI to forward to the next QAL hop, then
bot h caches the AFVI and wites it into the MR i.e., while over-
witing the value supplied by the previous hop. The OAL internedi ate
node then forwards to the next OAL hop toward the LHS Proxy/ Server
whi ch then perfornms the sane functions as the previous OAL hop.

4.13.2.4. Reverse Path Forwardi ng of the MR

When the LHS Proxy/ Server receives the carrier packet, it perforns L2
decapsul ation, verifies the Identification and verifies the MR
checksuni aut henti cati on signature. The LHS Proxy/ Server then changes
the OAL Source Address to the LHS Cient’s PNPADDR, changes the QAL
Destination Address to the FHS dient’s PNPADDR, renoves the QAL

Ext ended Fragnent Header and SRH and forwards the MR over the reverse
path toward the initiating FHS node, where it may traverse nmany

i ntermedi at e Gat eways.
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Each Gateway al ong the reverse path processes the Nei ghbor

Synchroni zation information in the MR nessage in the sanme way that
the Gateways in the forward path had processed the M. If the FHS
Proxy/ Server forwards the nessage, it changes the QAL Desti nation
Address to the MLA of the FHS Client and includes an SRH i f
necessary. The MR will eventually arrive at the initiating FHS node
as confirmation that AFV state is established in all end and
intermedi ate systens in the forward path.

Flow state is normally unidirectional fromthe source to the
destination, however the LHS node can el ect bidirectional state by
setting the SYN flag in the MR Nei ghbor Synchronization sub-option

In that case, the forward and reverse paths between the FHS initiator
and LHS responder may traverse different sets of intermedi ate nodes
but the source and destination would need some way to coordinate the
val ue used in the Flow Label. The initiator should then conplete the
t hree-way handshake by returning an MC or a data packet with an in-

wi ndow | dentification value to confirmthat the SYN was received

Under noninal conditions when the source and destination do not
coordinate their flow 3-tuples, if AFV state is needed in the reverse
path a separate M/M exchange between the LHS initiator and FHS
responder based on asynchronous packet arrivals may be needed. In
that case, the forward and reverse path flows bear no relation to one
another and will often include different flow 3-tuple information.

4.13.2.5. QAL End System Exchanges Fol | ow ng Synchroni zati on

Following the initial M/MY MC exchange QAL end systens can begin
exchangi ng ordinary carrier packets for synchronized fl ows that
include AFVIs and with ldentification values within their respective
send wi ndows w thout requiring security signatures and/or secured
spanning tree traversal. QAL end and internediate systens can al so
consult their AFIBs when they receive carrier packets that contain
QAL packets/fragnents with AFVIs to unanbi guously | ocate the correct
AFV and can use the AFV state to forward OAL packets/fragnments to the
next hop. QAL end systens nust then perform continuous M /MY MC
exchanges to update w ndow state, register new flows for optim zed
multilink forwarding, confirmreachability and/or refresh AFIB cache
state in the path before Reachabl eTi ne expires

Wil e the QAL end systens continue to actively exchange OAL packets,
they are jointly responsible for updating cache state and per-
interface reachability before expiration. Wndow synchronization
state is performed on a per-flow basis and tracked in the AFVs which
are also linked to the appropriate NCE. However, the w ndow
synchroni zati on exchange only confirnms target Client reachability
over the specific underlay interface pair. Reachability for other
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underl ay interfaces that share the same NCE nust be deternined
i ndividually using additional M/MY MC nmessages that include Nei ghbor
Synchroni zati on i nformation.

QAL sources can then begin including OCHs in QAL packets/fragnents
with an AFVI that QAL internediate systens can use for shortest-path
forwardi ng based on AFVIs instead of spanning tree OAL | Pv6
addresses. Forwarding based on the linmted OCH information is
supported since all OAL nodes in the path up to (and sonetines

i ncluding) the OAL destination have already established AFVs.

When a Proxy/ Server receives QAL packets/fragnents destined to a

| ocal SRT segment Client or forwards QAL packets/fragments received
froma local segnent Cient, it first |ocates the correct AFV. If
the QAL packet/fragnent includes a secured |IPv6 ND nmessage, the
Proxy/ Server uses the Cient’s ALNCE established through RS/ RA
exchanges to re-encapsul ate whil e sendi ng outbound secured carrier
packets via the secured spanning tree and sendi ng i nbound secured
carrier packets while including an authentication signature/checksum
For ordinary OAL packets/fragments, the Proxy/ Server uses the sane
AFV if directed by AFVI and/or QAL addressing. Oherwise it |ocates
an AFV established through an M/ MR MC exchange between the dient
and the renote SRT segnent peer, and forwards the OAL packet/
fragments without first reassenbling/decapsul ating.

When a source Cient forwards QAL packets/fragments it can enpl oy
header conpression according to the AFVs established through an

M/ MR/ MC exchange with a renpte or |ocal peer. Wen a target dient
receives carrier packets that contain OAL packets/fragnents that
match a local AFV, the dient first verifies the Identification then
deconpresses the headers if necessary, reassenbles to obtain the QAL
packet then decapsul ates and delivers the original |IP packet to the
networ k | ayer.

When synchroni zed peer Cients in the same SRT segnent with FMI-
Forward and FMr- Mbde set di scover each other’s NATed L2ADDR
addresses, they can exchange carrier packets that contain QAL
packets/fragnents directly with header conpression using AFVIs
di scovered as above (see: Section 4.13.4.3).

When the FHS Cient or FHS Proxy/ Server sends an M for the purpose
of establishing multilink forwarding state, it should wait up to

RETRANS_TI MER seconds to receive a responsive MR The FHS node can
then retransmit the M up to MAX_ UNICAST_SOLICIT times before giving

up.
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4.13.2.6. Dynanmic Miltilink Flow State Managenent

Fol | owi ng address resolution, either the ARS or ART acting as an QAL
source may i medi ately begin forwarding original |IP packets for a

fl ow as conposite packet attachments to "pilot" MC nmessages without
waiting for an initial M/M exchange. The nessages will include an
aut hentication signature if necessary that covers the entire
composite packet including the MC pilot and all original |IP packet
attachnents.

Each MC nessage OVWNI option contains a Nei ghbor Synchronization sub-
option with the SYN flag set to cause OAL internediate systems in the
forward path to create or update AFIB state. The MC sets its

Sour ce/ Desti nati on/ Target Addresses and Nei ghbor Synchroni zation
flags the same as described for M messages above. Al QAL
intermedi ate systens in the forward path will process the MC nessage
the sane as specified for M nessages above.

The OAL source should continue to forward additional original IP
packets for the flow that arrive during a brief convergence interva
as secured MC conposite packets, e.g., up to N composite packets
within a 1 second wi ndow. The QAL source can then begin forwarding
new | P packet arrivals for the flow via the unsecured spanning tree
whi | e applying QAL encapsul ation, fragmentation and header
conpression. The OAL source can continue forwardi ng under the
optinmistic expectation that AFIB state is securely established in the
forward path. As AFIB state becomes stale, the OAL source can resume
forwardi ng secured MC conposite packets during a new convergence
interval to refresh/renew state as above before resum ng via the
unsecured spanning tree.

The OAL source can also forward QAL-fragnented packets in this manner
by including the fragment body preceded by an OWNI Fragment Header
(OWI -FH) imediately follow ng the OAL-encapsul ated MC nessage.

Each fragnment MJST be no larger than the m ni num QAL Fragnent Size
(OFS) of 1024 octets to ensure they will transit the secured spanning
tree without encountering a size restriction. The fragnent size is
determ ned by the MC nmessage payload length minus the initial payl oad
Il ength up to the beginning of the OW -FH, i.e., the fragment nust
appear as the final trailing conponent of the conposite packet.

Further information on OVNI fragnentati on and reassenbly can be found
in [l-D. tenplin-6man-omi 3].
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4.13.3. Mobile Ad-hoc Network (MANET) Forwarding

Clients with OWN interfaces configured over underlay interfaces with
i ndet ermi nant nei ghbor hood properties may be connected to a Mbile
Ad- hoc NETwork (MANET). Each MANET rmay be either conpletely outside

of the range of any OMNI |ink Proxy/Servers or may require nultihop
traversal between Clients acting as MANET routers to reach Proxy/
Servers that connect to the rest of the OWNI link. The forner class

of MANETs mnust operate in isolation solely based on the unique |Pv6
M.As they configure locally. The latter class allows MANET routers
to extend infrastructure-based addressing i nformation including M\Ps
over multiple OMNI |ink hops as discussed in the OV specification.

MANET Clients configure their OVNl interfaces over one or nore MANET
interfaces where nultihop forwarding may be necessary. Routing
protocols suitable for use over MANET interfaces include OSPFv3

[ RFC5340] with MANET Desi gnated Router (OSPF-MDR) extensions

[ RFC5614], OLSRv2 [RFC7181], Babel [RFC8966], ACDW2

[1-D. perkins-manet -aodvv2] and others. Qher services specific to
MANET |ink-1ocal and/or site-local operations (including SMF

[ RFC6621], DLEP [RFC8175] and others) are al so considered in-scope.
These services strive for optinal use of available radi o bandwi dth
and power consunption in their control nessage transm ssions, but
efficient data plane operation is also essential.

Clients must therefore reduce overhead through m nimal encapsul ation
and effective header conpressi on whenever possible. For this reason,
when the MANET routing protocol discovers a newroute the Cient
configures a lesser-preferred forwarding table entry over the
correspondi ng MANET interface and a nore-preferred forwardi ng table
entry over the OMN interface. This will cause the network layer to
di rect outbound packets to the OVMNI interface, which can apply header
conmpressi on and underlay MANET interface sel ection.

Multilink Clients that connect a MANET to the rest of the OWNI 1link
act as regular Clients for exchanges with external |NETs, but act as
Proxy/ Servers over their MANET interfaces. Each such dient
therefore has at |east two underlay interfaces, including both I NET
and MANET interfaces. The Cient therefore services the MANET as if
it were a Proxy/server but presents itself as a Cient to external
facing INETs. This class of Cients are also known as "Proxy/
Clients".

The process for a multihop Cient to establish multilink forwarding
and header conpression AFV state in the MANET is conducted in the
sanme fashion as descri bed above and using the sane M/ MR MC or

uni directional MC nmessage exchanges. Each MANET forwardi ng node in
the path creates or updates AFV state in the sanme fashion as for

Tenplin Expires 23 April 2026 [ Page 71]



Internet-Draft AERO Cct ober 2025

i ntermedi ate Gateways in the secured spanning tree except that the
M/ MR/ MC nmessages require authentication signatures (unless

nei ghbori ng MANET nodes configure |Psec tunnels) and an
Identification that is within the window for its serving Proxy/ Server
if the destination is outside of the |ocal MANET. The M/MY MC
messages extend fromthe initiating FHS MANET Cient, then across any
MANET hops over intermediate FHS Proxy/Cients, then to the FHS
Proxy/ Server, then across the secured SRT spanning tree to the LHS
Proxy/ Server, then finally across any internmediate LHS MANET hops to
the responding LHS Cient. 1In all other ways, the M/ MY MC or

uni directional MC exchanges are the sane as discussed in

Section 4.13. 2.

Fol I owi ng the M/ MY MC exchanges, each MANET router in the forward
(and optionally also reverse) path in both the FHS and LHS MANETs
wi || have established AFVs containing nmultilink forwardi ng and header
conpression state for the flow The AFVs determ ne AFVI-based
forwardi ng based on the OCH header contents, and each MANET router
only forwards packets with in-w ndow Identification values for the
flow MANET routers maintain AFVs for up to Reachabl eTi ne seconds
unl ess they are refreshed by a new M/ MR MC nessage. New w ndow
synchroni zati on exchanges nust al so be perforned periodically to
avoi d wi ndow exhausti on and/ or spoofing based on predictable

I dentifications.

Note: while the MANET routing protocol runs directly over the node’s
MANET interfaces to discover routing information, the node configures
| esser-preferred forwarding table entries over the MANET interface
and corresponding nore-preferred forwarding table entries over the
OWNI interface. This causes the network layer to forward outbound
packets via the OMN interface which applies encapsul ation,
fragmentati on and/ or header conpression as necessary before

forwardi ng over the underlying MANET interface. The OW protocol
designator in the UDP port, |IP protocol or Ethernet EtherType field
will then cause the packets to visit the OW interface of each
successi ve next-hop MANET node.

4.13.4. AERO Route Optim zation
4.13.4.1. Proxy/ Server-to-Proxy/Server Route Optim zation

When the FHS and LHS Proxy/ Servers are both connected to an | Pv6
underl ay for the same SRT segnment, they can forward M/ MY MC
exchanges directly over the underlay w thout engagi ng SRT spanni ng
tree hops. This is nmade possible when the FHS and LHS Proxy/ Servers
inject their PNPs into the underlay network routing systemas well as
the SRT overlay routing system
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If the underlay is not secured, the FHS and LHS Proxy/ Servers nust

i nclude an authentication signature with their M/ MY MC nmessages,

whi ch could either be the original authentication signature included
by their respective Cients or a new signature included by the Proxy/
Server itself. |f the Proxy/Server that processes the M/ MY MC
message determ nes that the nessage is authentic, it creates or
updates an AFV entry according to the nmultilink forwarding
paraneters. This establishes both AFVI and ldentification w ndow
state to be used for future data traffic forwarding.

4.13.4.2. Gateway-to-Proxy/Server Route Optim zation

When the LHS gateway and FHS Proxy/ Server are both connected to an

I Pv6 underlay for the same SRT segnent, they can forward M/ MR/ MC
exchanges directly over the underlay w thout engagi ng additional SRT
spanning tree hops. |In this arrangenent, the LHS Gateway acts the
same as the FHS Proxy/ Server as discussed in Section 4.13.4.1 and
observes the requirenment for including authentication signatures.

4.13.4.3. dient-to-Cient Route Optim zation

When the FHS/LHS Clients are both |ocated on the sanme SRT segnent,
Client-to-Client route optim zation is possible follow ng the

est abl i shnent of any necessary state in NATs in the path. Both
Clients will have already established state via their respective
shared segment Proxy/ Servers (and possibly al so any shared segnent
Gat eways) and can begin sending carrier packets directly via NAT
traversal while avoiding any Proxy/ Server and/or Gateway hops.

When the FHS/LHS dients on the same SRT segnent performinitia

M/ MR/ MC exchanges to establish AFIB state, they first exami ne the
FMI- Forward and FMT- Mbde settings to deterni ne whether direct-path
forwarding is even possible for one or both dients (direct-path
forwarding is only possible when FMI-Forward and FMI- Mbde are both
set). The M/MR MC nmessages then include an Interface Attributes
sub-option (i.e., in addition to a Nei ghbor Synchronization sub-
option) with the mapped L2ADDR i nformation di scovered during the RS/
RA exchanges with their respective Proxy/Servers. After the AFV
pat hs have been established, both Clients can begin sending carrier
packets via strict AFV paths while establishing a direct path for
Client-to-Client route optimzation

To establish the direct path, either Cdient (acting as the source)
transmts a bubble to the mapped L2 address for the target Cient

whi ch primes the | ocal chain of NATs for reception of future carrier
packets fromthat L2 address (see: [RFC4380] and

[1-D. tenplin-6man-omi 3]). The source Cient then prepares an M
message with its owmn MNP SRA GUA as the Source Address, with the M\P
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SRA GUA of the target as the Target and Destination Address and with
an OWNI option with an Interface Attributes sub-option. The source
Client then encapsulates the M in an QAL header with its own MA as
the Source Address, with the MLA of the Proxy/Server as the
Destination Address and with an in-wi ndow | dentification for the
target. The source Cient then perforns L2 encapsul ation and sends
the resulting carrier packets to the Proxy/ Server

VWhen the Proxy/ Server receives the carrier packets, it re-

encapsul ates and sends them as unsecured carrier packets according to
AFI B state where they will eventually arrive at the target Cient.
The target Cient then prepares an MR nessage with its own MNP SRA
GQUA as the Source and Target Address, with the MNP SRA GUA of the
source Client as the Destination Address and with an OMNI option with
an Interface Attributes sub-option. The target dient then

encapsul ates the MR in an QAL header with its own M.A as the Source
Address, with the MLA of the source Client as the Destination Address
and with an in-wi ndow I dentification for the source Client. The
target Cient then perfornms L2 encapsul ation then forwards the
resulting carrier packet directly to the source dient.

Following the initial M/M exchange, both Cients mark their
respective (source, target) underlay interface pairs as "trusted" for
no nore than Reachabl eTi me seconds. The Cients can then begin
exchangi ng ordi nary data packets as OCH encapsul ated carrier packets.
While the dients continue to exchange packets via the direct path
avoi ding all Proxy/Servers and Gateways, they should perform
additional M/MR exchanges via their |ocal Proxy/Servers to refresh
NCE state as well as send additional bubbles to the peer’'s L2ADDR if
necessary to refresh NAT state.

Note: these procedures are suitable for a w del y-depl oyed but basic
cl ass of NATs. Procedures for advanced NAT cl asses are outlined in

[ RFC6081], which provides nechani sns that can be enpl oyed equally for
AERO usi ng the correspondi ng sub-options specified by OWN

Not e: each conmunicating pair of Cients may need to maintai n NAT
state for peer to peer communications via multiple underlay interface
pairs and/or multiple flows. It is therefore inmportant that L2ADDR
information is nmaintained with the correct peer interface and that
the NCE may cache information for nultiple peer interfaces.

Note: the source and target Cient exchange L2ADDR i nformation during
the secured M/MRMC nultilink route optim zati on exchange. This

all ows for subsequent M /MR MC exchanges to proceed using only the
Identification value as a data origin confirmation. However, dient-
to-Client peerings that require stronger security nmay al so include
aut henti cation signatures for nutual authentication.
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4.13.4.4. Intra-(M ANET/ENET Route Optimnization

VWhen a Cient forwards an QAL packet (or an original |IP packet) from
another Cient connected to one of its downstream ENETs to a peer
within the sane downstream ENET, the Cient returns an | Pv6 ND

Redi rect nmessage to informthe source that the target can be reached
directly. The contents of the Redirect nessage are the sane as
specified in [ RFC4861], and should al so include any OVNI option Rl Gs
with MNP i nformation corresponding to the target.

In the sane fashion, when a Proxy/Server forwards an QAL packet (or
original IP packet) froma Cient connected to one of its downstream
*NETs to a peer within the sane downstream *NET, the Proxy/ Server
returns an | Pv6 ND Redirect nessage

Al'l other route optimzation functions are conducted per the M/ MY MC
messagi ng di scussed in the previous sections.

4.14. Nei ghbor Unreachability Detection (NUD)

AERO nodes perform Nei ghbor Unreachability Detection (NUD) per

[ RFC4861] either reactively in response to persistent link |ayer
errors (see Section 4.11) or proactively to confirmreachability.
The NUD algorithmis based on periodic control nessage exchanges and
may further be seeded by IPv6 ND hints of forward progress, but care
must be taken to avoid inferring reachability based on spoofed

i nformati on.

NUD nessaging is driven by the network | ayer under the sane
conditions as for any interface. The NS/ NA(NUD) messages follow the
same forwardi ng and processing rules as for address resolution and
confirmthat the target neighbor is still reachable w thout making
any statenent about specific underlay interface pairs. The nmessages
may al so update NLNCE/ ALNCE state if they include address resol ution
i nformati on and an authentication signature.

In order to test specific underlay interface pairs, the adaptation

| ayer can independently send an M nmessage with an AFVI with the OW
trailer (l)nitialize flag set to O in order to receive an MR
response. The M nessages may be sent while ordinary data packets
are flowing either as independent nessages or as pilot nessages of
conposite packets. The M nessages follow al ready-established paths
wi t hout updating state and therefore need not include an

aut henti cation signature but should include an OVNI Nonce sub-option.

When the source receives the MR it marks the target underl ay

interface tested as "trusted". Note that underlay interface states
are nmai ntai ned i ndependently of the overall NCE REACHABLE state, and
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that a single NCE may have nultiple target underlay interfaces in
various "trusted/untrusted" states while the NCE state as a whol e
remai ns REACHABLE.

4.15. Mobility Managenent and Quality of Service (QoS)

AERO is a fully Distributed Mbility Managenment (DMM service in

whi ch each Proxy/ Server is responsible for only a subset of the
Clients on the OMNI link. This is in contrast to a Centralized

Mobi lity Managenent (CMM) service where there are only one or a few
network nmobility collective entities for large Cdient popul ations.
Clients coordinate with their associated FHS and MAP Proxy/ Servers
via RS/ RA exchanges to maintain the DWM profile, and the AERO routing
systemtracks all current Cient/Proxy/ Server peering relationships.

MAP Proxy/ Servers provide an address resol ution aggregation point for
their dependent Cients, while FHS Proxy/ Servers provide a proxy
conduit between the Cient and both the MAP and OVNI |ink in general.
Clients are responsible for maintaini ng neighbor relationships with
their Proxy/ Servers through periodic RS/ RA exchanges, which al so
serves to confirm nei ghbor reachability. Wen a Cient’s underlay
interface attributes change, the Cient is responsible for updating
the MAP Proxy/ Server through new RS/ RA exchanges using the FHS Proxy/
Server as a first-hop conduit. The FHS Proxy/ Server can al so act as
a proxy to performsonme | Pv6 ND exchanges on the Client’s behalf

wi t hout consum ng bandwi dth on the Client underlay interface.

Note: when a Cient’s underlay interface address changes, the dient
and/or its (former) FHS Proxy/Server for this interface nust

i nval i date any AFVs based on the (changed) interface. Future data
packet forwarding will then trigger a new nultilink forwarding M/ MY
MC exchange to re-popul ate new AFVs in the path.

Mobi l ity managenent considerations are specified in the foll ow ng
secti ons.

4.15.1. Mbility Update Messagi ng

Mobile dients (and/or their MAP Proxy/ Servers) acconmpbdate nobility
and/or multilink change events by sendi ng secured uNA nmessages to
each active neighbor as an OMNI |ink service. Wen a node sends a
uNA nessage to each specific neighbor on behalf of a nobile dient,
it sets the I Pv6 Source Address to its own MA then sets the
Destination and Target Address to the neighbor’s unicast address.
The uNA al so includes an OVNI option with OVWNI Interface Attributes
and Traffic Sel ector sub-options for the nobile Cient’s underlay
interfaces and includes an authentication signature if necessary.
The node next sets the uNA Rflag to 1, Sflag to 0 and Oflag to 1,
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then encapsul ates the nmessage in an QAL header. Follow ng QAL and L2
encapsul ati on, the carrier packet containing the uNA nmessage will
then follow the secured spanning tree and arrive at the specific

nei ghbor.

As discussed in Section 7.2.6 of [ RFC4861], the transm ssion and
reception of uNA nessages is unreliable but provides a useful
optimization. In well-connected Internetworks with robust data |inks
UNA nessages will be delivered with high reliability, but in any case
the node can optionally send up to MAX NEI GHBOR_ADVERTI SEMENT uNAs to
each nei ghbor to increase the |likelihood that at | east one will be
received. Alternatively, the node can send an M (MW nessage to
request an MR(MVM) response as discussed in Section 4.5.1.

4.15.2. Announci ng Link-Layer |Information Changes

When a Cient needs to change its underlay Interface Attributes and/
or Traffic Selectors for one or nore underlay interfaces (e.g., due
to a nmobility event), the dient sends RS nessages to its MAP Proxy/
Server (via first-hop FHS Proxy/ Servers if necessary). FEach RS
includes an OMNI option with Interface Attributes and/or Traffic

Sel ector sub-options for the iflndex in question.

Note that the first FHS Proxy/ Server may change due to the underl ay
interface change. |If the Cient RS includes an OMNI Proxy/ Server
Departure sub-option for the former FHS Proxy/ Server, the new FHS
Proxy/ Server can send a departure indication (see Section 4.15.5);
otherw se, any stale state in the fornmer FHS Proxy/Server will sinply
expire after Reachabl eTine expires with no effect on the MAP Proxy/
Server.

Up to MAX RTR _SOLI Cl TATI ONS RS nessages MAY be sent in parallel with
sendi ng carrier packets containing user data in case one or nore RAs
are lost. If all RAs are lost, the Cient SHOULD re-associate with a
new Proxy/ Server.

After performng the RS/ RA exchange, the Cient sends uNA messages to
all nei ghbors the same as described in the previous section.

4.15.3. Bringing New Links Into Service

Wen a Cient needs to bring new underlay interfaces into service
(e.g., when it activates a new data link), it sends an RS nessage to
the MAP Proxy/ Server via a FHS Proxy/ Server for the underlay
interface (if necessary) with an OMNI option that includes an
Interface Attributes sub-option with interface paraneters and with
link |ayer address information for the newlink. The Cdient then
agai n sends uNA nessages to all neighbors the sane as descri bed
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above.
4.15.4. Deactivating Existing Links

When a Cient needs to deactivate an existing underlay interface, it
sends an uNA nessage toward the MAP Proxy/ Server via an FHS Proxy/
Server with an OMNI option with appropriate Interface Attributes

val ues for the deactivated |ink

If the dient needs to send uNA nessages over an underlay interface
other than the one being deactivated, it MJST include Interface
Attributes for any underlay interfaces being deactivated. The dient
then again sends uNA nessages to all neighbors the sane as descri bed
above.

Note that when a Cient deactivates an underlay interface, neighbors
that receive the ensuing uNA nessages need not purge all references
for the underlay interface fromtheir NCEs. The Cient may
reactivate or reuse the underlay interface and/or its iflndex at a
later point in tine, when it will send new RS nessages to an FHS
Proxy/ Server with fresh interface paraneters to update any nei ghbors.
The manner in which the dient dynanmically nmanages its |local iflndex
to interface mappings is a |local decision, but should not be done in
a manner that could cause state inconsistencies in the network.

4.15.5. Myving Between Proxy/ Servers

When a Cient associates with a new MAP Proxy/ Server, it sends RS
messages to register its underlay interfaces with the new MAP whil e
including the old MAP's SRA PNPADDR in the "O d MAP Proxy/ Server
PNPADDR' field of a Proxy/Server Departure OVNI sub-option. Wen the
new MAP Proxy/ Server returns the RA nessage via the FHS Proxy/ Server
(acting as a proxy), the FHS Proxy/ Server sends an uNA to the old MAP
Proxy/ Server (i.e., if the PNPADDR is non-zero and different fromits
own). The FHS Proxy/ Server encapsul ates the uNA in an QAL header
with the SRA PNPADDR of the new MAP as the Source Address and the SRA
PNPADDR of the old MAP as the Destination Address, then perforns L2
encapsul ati on and forwards the resulting carrier packet via the
secured spanning tree.
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When the ol d MAP Proxy/ Server receives the carrier packets, it
decapsul ates and reassenbles if necessary to obtain the uNA then
changes the Client’s NCE state to DEPARTED, resets DepartTi ne and
caches the new MAP Proxy/ Server PNPADDR  After a short delay (e.g.,
2 seconds) the old MAP Proxy/ Server withdraws the Cient’'s MP(s)
fromthe routing system Wile in the DEPARTED state, the old MAP
Proxy/ Server forwards any carrier packets received via the secured
spanning tree destined to the Client’s MNP GUAs to the new MAP Proxy/
Server’s PNPADDR  When DepartTi me expires, the old MAP Proxy/ Server
del etes the Cient’s NCE

Mobility events nmay al so cause a Client to change to a new FHS Proxy/
Server over a specific underlay interface at any tine such that a
Client RS/ RA exchange over the underlay interface will engage the new
FHS Proxy/ Server instead of the old. The Client can arrange to
informthe old FHS Proxy/ Server of the departure by including a
Proxy/ Server Departure sub-option for the "Od FHS Proxy/ Server
PNPADDR', and the new FHS Proxy/Server will issue a uNA using the
sane procedures as outlined for the MAP above while using its own SRA
PNPADDR as the Source Address. This can often result in successful
delivery of carrier packets that woul d otherwi se be | ost due to the
mobility event.

Clients SHOULD NOT nove rapidly between MAP Proxy/ Servers in order to
avoi d causing excessive oscillations in the AERO routing system
Exanpl es of when a Client nmight wish to change to a different MAP
Proxy/ Server include a MAP Proxy/ Server that has become unresponsive,
topol ogi cal novenents of significant distance, novenent to a new
geographi c region, novenent to a new OMNI |ink segnent, etc.

4.15.6. Accomodating Pat h Changes

After AFV state has been established for a flow, all OAL internedi ate
systens in the forward path will have AFVs with header conpression
state and (AFVI, L2ADDR) infornmation for the next hop. However,
paths can fluctuate due to factors such as node mobility, routing
changes, network nenbership, etc. |If an OAL internedi ate system
forwardi ng OAL packets with OCH headers detects that the next hop in
the path has changed, it immediately reverts to sending the packets
wi th header conpression disabled by including full QAL I Pv6 and

Ext ended Fragnent Headers (plus full original |P headers) in future
packets.

When the QAL destination begins to receive QAL packets with full
headers (i.e., when it had previously received OCH compressed
headers), it assunmes that the network path for this fl ow has changed
and begi ns sending MC nessages to the OAL source. The QAL
destination sends the MC nessages subject to rate linmting, and
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i ncl udes a Nei ghbor Synchroni zati on OMNI sub-option with both the ACK
and RST flags set and with the nost recent OAL packet ldentification
recorded in the Acknow edgnment field.

When the QAL source receives the MC nessages with ACK and RST set, it
re-initiates nmultilink forwarding for this flow by issuing a new

M /MR MC or unidirectional MC exchange the sanme as for a new flow as
specified in Section 4.13.2. The AFV state in the former path then
simply becones stale and is soon purged by the fornmer QAL

i nter medi at e nodes.

4.16. Multicast

Each dient provides an | GW (IPv4) [RFC2236] or M.D (I Pv6) [ RFC3810]
proxy service for its ENETs and/or hosted applications [ RFC4605] and
acts as a Protocol Independent Multicast - Sparse-Mde (PIMSM or
simply "PIM) Designated Router (DR) [RFC7761] on the OWN |[ink.
Proxy/ Servers act as OMWNI |ink PIMrouters for Cients on ANET, VPN
I Psec or Direct interfaces, and Relays also act as OW link PIM
routers on behal f of nodes on other |inks/networks.

Clients on VPN IPsec, Direct or (MANET underlay interfaces for which
the *NET has depl oyed native nulticast services forward | Gvw/ M.D
messages into the *NET. The | GW/ M.D nmessages nmay be further
forwarded by a first-hop *NET access router acting as an | GW/ M.D-
snooping switch [ RFC4541], then ultimately delivered to a *NET (FHS)
Proxy/ Server. The FHS Proxy/ Server then acts as an ARS to send
NS(AR) nessages to an ARR for the nulticast source. Cients on *NET
underlay interfaces wi thout native nulticast services instead send
NS( AR) nessages as an ARS to cause their FHS Proxy/ Server to forward
the nmessage to an ARR  \Wen the ARR prepares an NA(AR) response, it
initiates PI M protocol nessaging according to the Source-Specific
Mul ticast (SSM and Any-Source Miulticast (ASM operational nodes as
di scussed in the foll owi ng sections.

4.16.1. Source-Specific Miulticast (SSM

When an ARS "X" (i.e., either a Cient or Proxy/Server) acting as PIM
router receives a Join/Prune nmessage froma node on its downstream
interfaces containing one or nore ((S)ource, (Qroup) pairs, it
updates its Milticast Routing Information Base (MRI B) accordingly.

For each S belonging to a prefix reachable via X s non- OWI
interfaces, X then forwards the (S, G Join/Prune to any PIMrouters
on those interfaces per [RFC7761]. The sanme as for unicast
destinations, the 3-tuple of Source Address, Destination Address and
Fl ow Label identifies a flow for nulticast group G
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For each S belonging to a prefix reachable via Xs OW interface, X
sends an NS(AR) nmessage (see: Section 4.13) into the secured spanning
tree which delivers it to ARR "Y" that services S. Y wll then
return an NA(AR) that includes an OVWNI option with Interface
Attributes, Traffic Selectors and RIGs for S.

When X processes the NA(AR) it selects one or nore underl ay
interfaces for S and performs an M/ MR MC mul tilink forwarding
exchange over the secured spanning tree while including a PIMJoin/
Prune nessage for each nulticast group of interest in the OWI
option. If Sis located behind any Proxys "Z"*, each Z* then updates
its MRIB accordingly and maintains the MNP SRA GUA of X as the next
hop in the reverse path. Since Gateways forward nessages not
addressed to thenmsel ves without exam ning them this neans that the
(reverse) nmulticast tree path is sinply fromeach Z* (and/or S) to X
with no other nmulticast-aware routers in the path.

Following the initial conbined Join/Prune and M/ MY MC nessagi ng, X
mai ntains a NCE for each S the sane as if X was sendi ng uni cast data
traffic to S. In particular, X performs additional M/MY MC
exchanges to keep the NCE alive for up to t_periodic seconds
[RFC7761]. |If no new Joins are received within t_periodic seconds, X
allows the NCE to expire. Finally, if X receives any additional

Joi n/ Prune nessages for (S, G it forwards the nmessages over the
secured spanning tree.

Client C that holds an MNP for source S may |later depart froma first
Proxy/ Server Z1 and/or connect via a new Proxy/Server Z2. |In that
case, Y sends an MC nessage to X the sane as specified for unicast
mobility in Section 4.15. Wen X receives the MC nessage, it updates
its NCE for the MLA for source S and sends new Join messages in

M / MR/ MC exchanges addressed to the new target Cient underlay
interface connection for S. There is no requirenment to send any
Prune nessages to ol d Proxy/Server Z1 since source S will no |onger

source any nulticast data traffic via Z1. |Instead, the nulticast
state for (S, G in Proxy/Server Z1 will soon expire since no new
Joins will arrive.

4.16.2. Any-Source Milticast (ASM

When an ARS "X" acting as a PIMrouter receives Join/Prune nessages
froma node on its downstreaminterfaces containing one or nore (*, Q
pairs, it updates its Milticast Routing Information Base (MRl B)
accordingly. X first performs an NS/ NA(AR) exchange to receive
address resolution informati on for Rendezvous Point (RP) "R' for each
G X then includes a copy of each Join/Prune nessage in the OWN
option of an M/MR MC nessage, then encapsul ates the M/ MY MC nessage
in an QAL header and sends the nessage into the secured spanning
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tree.

For each source "S" that sends nulticast traffic to group Gvia R
Client S* that aggregates S (or its Proxy/Server) encapsul ates the
original IP packets in PIM Register nmessages, includes the PIM

Regi ster nmessages in the OW options of MC nessages, perforns QAL
encapsul ati on and fragnentation with Identification values within the
receive window for Client R* that aggregates R, then perforns L2
encapsul ati on and forwards the resulting carrier packets. Cient R*
may then elect to send a PIMJoin to S* in the OVWI option of a MC
over the secured spanning tree. This will result in an (S, G tree
rooted at S* with R as the next hop so that Rwill begin to receive
two copies of the original |IP packet; one native copy fromthe (S, §
tree and a second copy fromthe pre-existing (*, G tree that still
uses MC PI M Regi ster encapsul ation. R can then issue a MC PIM

Regi st er-stop nessage over the secured spanning tree to suppress the
Regi st er-encapsul ated stream At sone later tinme, if Cient S* noves
to a new Proxy/ Server, it resunes sending original |IP packets via MC
PI M Regi ster encapsul ation via the new Proxy/ Server.

At the same tinme, as nulticast listeners discover individual S s for
a given G they can initiate an (S,G Join for each S under the sane
procedures discussed in Section 4.16.1. Once the (S, G tree is
established, the listeners can send (S, G Prune nessages to R so
that multicast original |IP packets for group G sourced by Swill only
be delivered via the (S, G tree and not fromthe (*, G tree rooted
at R Al nmobility considerations discussed for SSM apply.

4.16.3. Bi-Directional PIM(BIDIRPI'M

Bi-Directional PIM(BIDIR-PIM [RFC5015] provides an alternate
approach to ASMthat treats the Rendezvous Point (RP) as a Designated
Forwarder (DF). Further considerations for BIDIR-PIMare out of
scope.

4.17. Operation over Miultiple OW Links

An AERO Cient can connect to multiple OWNI |inks the same as for any
data link service. 1In that case, the Cient maintains a distinct

OWI interface for each link, e.g., "omi 0 for the first link,

"omi 1’ for the second, 'omi 2’ for the third, etc. Each OWN Iink
woul d include its own distinct set of Gateways and Proxy/ Servers,

t hereby providi ng redundancy in case of failures.

Each OMNI link could utilize the same or different ANET/INET |ink
| ayer connections. The links can be distinguished at the link |ayer
via the SRT prefix in a simlar fashion as for Virtual Local Area
Net wor k (VLAN) tagging (e.g., |EEE 802.1Q and/or through assignnent
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of distinct sets of MSPs on each link. This gives rise to the
opportunity for supporting nultiple redundant networked paths (see:
Section 4.2.4).

The Client’s network |ayer can select the outbound OWNI interface
appropriate for a given traffic profile while (in the reverse
direction) correspondent nodes nust have sone way of steering their
original IP packets destined to a target via the correct OWN i nk.

In a first alternative, if each OMNI link services different MSPs the
Client can receive a distinct MNP fromeach of the links. [P routing
will therefore assure that the correct OMNI link is used for both

out bound and i nbound traffic. This can be acconplished using

exi sting technol ogi es and approaches, and wi thout requiring any
speci al supporting code in correspondent nodes or Gateways.

In a second alternative, if each OW 1|ink services the same MSP(s)
then each link could assign a distinct "OVNl |ink Anycast" address
that is configured by all Gateways on the link. Correspondent nodes
can then perform Segnent Routing to select the correct SRT, which
will then direct the original |IP packet over nultiple hops to the
target.

4.18. DNS Consi derations

AERO dient MNs and | NET correspondent nodes consult the Domai n Nane
System (DNS) the sanme as for any Internetworking node. When
correspondent nodes and Client MNs use different I P protocol versions
(e.g., IPv4 correspondents and I Pv6 MNs), the I NET DNS nust maintain
A records for |Pv4 address nmappings to MNs which nust then be

popul ated in Rel ay NAT64 nmapping caches. |n that way, an |Pv4
correspondent node can send original |Pv4 packets to the | Pv4 address
mappi ng of the target MN, and the Relay will translate the |Pv4
header and Destination Address into an |Pv6 header and | Pv6
Destination Address of the M

When an AERO Cient registers with an AERO Proxy/ Server, the Proxy/
Server can return the address(es) of DNS servers in RDNSS options

[ RFC6106]. The DNS server provides the | P addresses of other M\s and
correspondent nodes in AAAA records for IPv6 or A records for |Pv4.
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4.19. Transition/ Coexi stence Consi derations

QAL encapsul ation ensures that dissinmlar I NET partitions can be
joined into a single unified OWNI |ink, even though the partitions

t hensel ves nay have differing protocol versions and/or inconpatible
addressing plans. However, a comopnality can be achi eved by
incrementally distributing globally routable (i.e., native) IP
prefixes to eventually reach all nodes (both nobile and fixed) in all
OWNI |ink segments. This can be acconplished by increnentally

depl oyi ng AERO Gat eways on each INET partition, with each Gateway
distributing its MNPs and/or discovering FNPs on its I NET |inks.

This gives rise to the opportunity to eventually distribute native IP

addresses to all nodes, and to present a unified OVNI |ink view even
if the INET partitions remain in their current protocol and
addressing plans. In that way, the OW |ink can serve the dua

pur pose of providing a nobility/multilink service and a transition/
coexi stence service. Alternatively, if an INET partition is
transitioned to a native IP protocol version and addressing schene
compatible with the OWNI [|ink MNP-based addressi ng schene, the
partition and OVWNI |ink can be joined by Gateways.

Rel ays that connect INETs/ENETs with dissinilar |IP protocol versions
may need to enploy a network address and protocol translation
function such as NAT64 [ RFC6146] .

4.20. Proxy/ Server-Gateway Bidirectional Forwardi ng Detection

In environnents where rapid failure recovery is essential, Proxy/
Servers and Gateways SHOULD use Bidirectional Forwarding Detection
(BFD) [RFC5880]. Nodes that use BFD can quickly detect and react to
failures so that cached information is re-established through
alternate nodes. BFD control nessaging is carried only over well-
connected ground domain networks (i.e., and not |ow end radio |inks)
and can therefore be tuned for rapid response.

Proxy/ Servers and Gateways can naintain BFD sessions in parallel with
their BGP peerings. |If a Proxy/Server or Gateway fails, BGP peers
will quickly re-establish routes through alternate paths the sane as
for conmon BGP operational practice
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4.21. Tinme-Varying MPs

In sone use cases, it is desirable, beneficial and efficient for the
Client to receive a constant MNP that travels with the dient
wherever it noves. For exanple, this would allow air traffic
controllers to easily track aircraft, etc. |n other cases, however
(e.g., intelligent transportation systenms), the MN nmay be willing to
sacrifice a nodi cumof efficiency in order to have tine-varying M\Ps
that can be changed every so often to defeat adversarial tracking.

The DHCPv6 service offers a way for Clients that desire tine-varying
M\Ps to obtain short-lived prefixes (e.g., on the order of a snmall
number of minutes). |In that case, the identity of the dient would
not be bound to the MNP but rather to a Node ldentification value
(see: [I-D.templin-6man-omi 3]) that can serve as a Client ID seed
for MNP prefix delegation. The Client would then be obligated to
renunber its internal networks whenever its MNP changes. This should
not present problens for Cients with autonmated network renunbering
servi ces, however it can limt the durations of ongoing sessions that
woul d prefer to use a constant address.

5. Inplenentation Status

AERQ OWNI Rel ease-3.2 was tagged on March 30, 2021, and was subj ect
to internal testing. The inplenmentation is not planned for public
rel ease.

A wite-fromscratch reference inplenentation is under active
i nternal devel opnent, with rel ease version v0.6 tagged on Septenber
22, 2025. Future versions will be made available for public rel ease.

6. | ANA Consi der ati ons

The 1ANA is instructed to assign three new Codes in the "I CMPv6
"Code" Fields - Type 136 - Nei ghbor Advertisenent” registry of the
https://ww. i ana. or g/ assi gnment s/ i cnpv6-paraneters regi stry group
(registration procedure is Standards Action or | ESG Approval). The
registry entries shoul d appear as foll ows:

Code Message Nane Ref erence
TBD1 Multilink Initiate (M) [ RFCXXXX]
TBD2 Mul tilink Respond (MR [ RFCXXXX]
TBD3 Multilink Control (M) [ RFCXXXX]

Figure 5: I Pv6 ND Nei ghbor Solicitation Codes:
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[ RFCXXXX] above refers to this docunment, while [ TBD1/ TBD2/ TBD3] may
be any avail abl e values. The val ues [250/251/252] are suggested to
support maxi mum forward conpatibility for future specifications that
m ght define earlier values in this and/or other |IPv6 ND nessage

t abl es.

The | ANA assi gned UDP port number "8060" for an experinental first
edition of AERO [ RFC6706]. The Overlay Multilink Network Interface
(OWI') specification [I-D.tenplin-6man-omi 3] reclains "8060" as the
service port for AERO OMNI UDP/ I P encapsul ation, therefore this
docunent nakes no | ANA request. (Note: although [ RFC6706] was not

wi dely inplemented or deployed, it need not be obsoleted since it
uses | CVMPv6 nessage type 'O (Reserved) which inplenentations of this
specification ignore.)

7. Security Considerations

AERO Gat eways establish security associations with AERO Proxy/ Servers
and Relays within their local OMI |ink segnents using secured
tunnel s over underlay interfaces. The AERO Gateways of all OW |ink
segnments in turn configure secured tunnels w th nei ghboring AERO

Gat eways for other OWNI link segnents in a secured spanning tree
topol ogy. Applicable security services include |IPsec [ RFC4301] with
| KEv2 [ RFC7296], etc. (Note that secured direct point-to-point |inks
can al so be used instead of or in addition to network | ayer
security.) Together, these services are responsible for assuring
connectionless integrity and data origin authentication with optiona
protection against replays for control messages that traverse the
secured spanning tree.

To prevent unauthorized | ocal applications fromcongesting the
secured spanning tree, Proxy/Servers and Gateways configure |oca
access controls to permit only the BGP protocol service daenon to
source routing protocol control nessages with the MLA assigned to the
OWNI interface as the source over the secured spanning tree. An

i npl ementation can enploy a port/address filtering configuration that
permits only TCP port 179 (as defined in the | ANA "Servi ce Names and
Port Numbers" registry) when using the MLA assigned to the OWN
interface. To prevent malicious Cients fromcongesting the secured
spanning tree, Proxy/Servers should also rate-limt the secured |Pv6
ND nmessages they process for the sane (source, target) pair, e.g., by
appl ying 1Pv6 ND MAX_UNI CAST_SOLICI T; MAX_NEI GHBOR_ADVERTI SEMVENT
limts.

To prevent spoofing, Proxy/Servers MJST silently discard w thout
responding to any unsecured | Pv6 ND nessages with OVNl sub-options
that woul d otherwi se affect state. Also, Proxy/Servers MJST silently
di scard without forwarding any original |IP packets received from one
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of their own Cients (whether directly or following OAL reassenbly)
with a Source Address that does not match the Client’s MNP and/or a
Destination Address that does match the Client’s MNP. Finally,
Proxy/ Servers MJST silently discard without forwarding any carrier
packets that include an QAL packet/fragnment with Source and
Destination Addresses that both match the sane M\P.

AERO Cdients that connect to secured ANETs need not apply additiona
security to their 1Pv6 ND nessages, since the messages will be
accepted and forwarded by a perineter Proxy/Server that applies
security over its INET-facing interface to the secured spanning tree
(see above). AERO Cients that connect to MANETs or open | NETs can
use network and/or transport |layer security services such as VPNs
(e.g., IPsec tunnels) or can by some other neans establish a secured
direct link to a Proxy/Server. Wen a VPN or direct |ink may be

i mpractical, however, INET Cients and Proxy/ Servers SHOULD i ncl ude
and verify authentication signatures for | Pv6 ND nessages as
specified in [I-D.tenplin-6man-omi 3].

End systens SHOULD apply transport or higher |ayer security services
such as QUI C- TLS [ RFC9000], TLS/ SSL [ RFC8446], DTLS [ RFC6347], etc.
to provide a |l evel of protection conparable to critical secured
Internet services. End systens that require host-based VPN services
SHOULD use network and/or transport |ayer security services such as
| Psec, TLS/SSL, DTLS, etc. AERO Proxy/Servers and Cients can al so
provi de a networ k-based VPN service on behal f of end systens, e.g.,
if the end systemis |located within a secured encl ave and cannot
establish a VPN on its own behal f.

AERO Proxy/ Servers and Gateways present targets for traffic
anplification Denial of Service (DoS) attacks. This concern is no
different than for wi dely-depl oyed VPN security gateways in the
Internet, where attackers could send spoofed packets to the gateways
at high data rates. This can be mtigated through the AERO OVNl data
origin authentication procedures, as well as connecting Proxy/ Servers
and Gateways over dedicated |links with no connections to the Internet
and/ or when connections to the Internet are only pernitted through
wel | -managed firewalls. Traffic anplification DoS attacks can al so
target an AERO Client’s |ow data rate links. This is a concern not
only for Cients located on the open Internet but also for Clients in
secured encl aves. AERO Proxy/ Servers and Proxys can institute rate
limts that protect Cients fromreceiving carrier packet floods that
coul d DoS | ow data rate |inks.

AERO Rel ays must inplement ingress filtering to avoid a spoofing
attack in which spurious nessages with ULA addresses are injected
into an OWI link froman outside attacker. AERO Cdients MJST ensure
that their connectivity is not used by unauthorized nodes on their
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ENETs to gain access to a protected network, i.e., AERO dients that
act as routers MJST NOT provide routing services for unauthorized
nodes. (This concern is no different than for ordinary hosts that
receive an | P address del egation but then "share" the address with
ot her nodes via sone formof Internet connection sharing such as
tethering.)

The AERO service for MANET and open INET Clients depends on a public
key distribution service in which Cient public keys and identities
are maintained in a shared database accessible to Proxy/Servers and
potential correspondent peer nodes. Simlarly, each dient nust be
able to determine the public key of each Proxy/Server, e.g. by
consul ting an online database.

The PRL contains only public information, but MJST be well -nmanaged
and secured from unauthorized tanpering. The PRL can be conveyed to
the Client in a simlar fashion as in [RFC5214] (e.g., through data
link I'ayer |ogin nessaging, secure upload of a static file, DNS

| ookups, etc.).

Security considerations for |IPv6 fragmentati on and reassenbly are
discussed in [I-D.tenmplin-6man-omi 3]. In environments where
spoofing is considered a threat, all QAL nodes SHOULD enpl oy

I dentification wi ndow synchroni zati on and QAL end systenms SHOULD
configure an (end-system based) firewall.

Security considerations for accepting |link |ayer |ICVWP nessages and
reflected carrier packets are discussed throughout the docunent.
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Appendi x A, Non-Nornative Considerations

AERO can be applied to a nmultitude of |nternetworking scenarios, with
each having its own adaptations. The follow ng considerations are
provi ded as non-nornmative gui dance:

A 1. Inplenentation Strategies for Route Optim zation

Address resolution and route optimzation as di scussed in

Section 4.13 results in the creation of NCEs. The NCE state is set
to REACHABLE for at nost Reachabl eTime seconds. |In order to refresh
the NCE |ifetime before the Reachabl eTine tinmer expires, the
specification requires inplenmentations to i ssue a new NS/ NA(AR)
exchange to reset Reachabl eTinme whil e data messages are still

flowi ng. However, the decision of when to initiate a new NS/ NA(AR)
exchange and to perpetuate the process is left as an inplenentation
detail .

One possible strategy may be to nonitor the NCE watching for data

messages for (Reachabl eTine - 5) seconds. |[If any data nessages have
been sent to the neighbor within this timeframe, then send an NS(AR)
to receive a new NA(AR). If no data nessages have been sent, wait

for 5 additional seconds and send an i mediate NS(AR) if any data

packets are sent within this "expiration pending" 5 second wi ndow.

If no additional data nessages are sent within the 5 second w ndow,
reset the NCE state to STALE

The nonitoring of the neighbor data traffic therefore becones an
ongoi ng process during the NCE lifetime. |If the NCE expires, future
data nessages will trigger a new NS/ NA(AR) exchange while the
nmessages thensel ves nay be delivered over |onger paths until route
optinization state is re-established.
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A.2. Inplicit Mbility Managenent

OWN interface nei ghbors MAY provide a configuration option that
allows themto performinplicit nobility managenent in which no | Pv6
ND messaging is used. In that case, the Cient only transnits
carrier packets over a single interface at a tinme, and the nei ghbor
al ways observes carrier packets arriving fromthe dient fromthe
same L2 Source Address.

If the dient’s underlay interface address changes (either due to a
readdressing of the original interface or switching to a new
interface) the neighbor imrediately updates the NCE for the dient
and begi ns accepting and sending carrier packets according to the
Client’s new address. This inplicit nmobility nethod applies to use
cases such as cell phones with both WFi and Cellular interfaces where
only one of the interfaces is active at a given tine, and the dient
automatically switches over to the backup interface if the primary
interface fails.

A.3. Direct Underlying Interfaces

Wen a Cient’s OM interface is configured over a Direct interface,
the nei ghbor at the other end of the Direct |link can receive original
| P packets without any encapsulation. 1In that case, the Cdient sends
packets over the Direct link according to traffic selectors. |If the
Direct interface is selected, then the Cient’s packets are
transmtted directly to the peer without traversing an ANET/INET. If
other interfaces are selected, then the Cient’'s packets are
transmitted via a different interface, which nmay result in the

i nclusion of Proxy/Servers and Gateways in the conmuni cations path.
Direct interfaces nust be tested periodically for reachability, e.g.,
vi a NUD.

A 4. AERO Critical Infrastructure Considerations

AERO Gat eways can be either Commrercial off-the Shelf (COTS) standard
IP routers or virtual machines in the cloud. Gateways nust be

provi si oned, supported and managed by the I NET adninistrative
authority, and connected to the Gateways of other INETs via inter-
dommi n peerings. Cost for purchasing, configuring and managi ng

Gat eways i s nomnal even for very |large OWN i nks.
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AERO | NET Proxy/ Servers can be standard dedi cated server platforns,
but nost often will be deployed as virtual machines in the cloud.

The only requirenments for | NET Proxy/ Servers are that they can run
the AERO OWNI code and have at | east one network interface connection
to the INET. | NET Proxy/Servers nust be provisioned, supported and
managed by the INET administrative authority. Cost for purchasing,
configuring and managi ng cl oud Proxy/ Servers is nomnal especially
for virtual machines.

AERO ANET Proxy/ Servers are nost often standard dedi cated server
platforns with one underlay interface connected to the ANET and a
second interface connected to an INET. As with INET Proxy/ Servers,
the only requirenments are that they can run the AERO OWNI code and
have at | east one interface connection to the INET. ANET Proxy/
Servers must be provisioned, supported and managed by the ANET

adm nistrative authority. Cost for purchasing, configuring and
managi ng Proxys is nominal, and borne by the ANET admi nistrative
aut hority.

AERO Rel ays are sinply Proxy/Servers connected to | NETs and/ or ENETs
that provide forwarding services for non- MNP destinations. The Relay
connects to the OWI link and engages in eBGP peering with one or
nmore Gateways as a stub AS. The Relay then injects its M\NPs and/ or
non- MNP prefixes into the BGP routing system and provisions the
prefixes to its downstream attached networks. The Relay can perform
ARS/ ARR services the same as for any Proxy/Server, and can route

bet ween the MNP and non- MNP address spaces.

A.5. AERO Server Failure Inplications

AERO Proxy/ Servers do not present a single point of failure in the
architecture since all Proxy/Servers on the link provide identica
services and | oss of a Proxy/ Server does not inply i mediate and/or
conpr ehensi ve comuni cation failures. Proxy/Server failure can be
qui ckly detected and conveyed by Bidirectional Forward Detection
(BFD) and/or proactive NUD allowing Clients to mgrate to new Proxy/
Servers.

If a Proxy/Server fails, peer carrier packet forwarding to Cients
will continue by virtue of the NCEs that have al ready been
establ i shed through address resolution and route optim zation. |If a
Client also experiences nobility events at roughly the same tine the
Proxy/ Server fails, uNA nmessages may be | ost but NCEs in the DEPARTED
state will ensure that carrier packet forwarding to the Cient’s new
|l ocations will continue for up to DepartTi me seconds.
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If adient is left without a Proxy/ Server for a considerable |length
of time (e.g., greater than Reachabl eTi me seconds) then existing NCEs
will eventually expire and both ongoi ng and new conmuni cati ons w ||
fail. The original source will continue to retransnmt until the
Client has established a new Proxy/ Server relationship, after which
time conmuni cations can conti nue

Therefore, links that provide nmany Proxy/Servers w th high
availability profiles are responsive to |oss of individua
infrastructure elenments, since Clients can quickly establish new
Proxy/ Server rel ationships in event of failures.

A.6. AERO Cient / Server Architecture

The AERO architectural nodel is client / server in the control plane,
with route optimzation in the data plane. The sane as for common
Internet services, the AERO dient discovers the addresses of AERO
Proxy/ Servers and connects to one or nore of them The AERO service
i s anal ogous to common | nternet services such as google.com

yahoo. com cnn.com etc. However, there is only one AERO service for
the link and all Proxy/ Servers provide identical services.

Conmon I nternet services provide differing strategies for advertising
server addresses to clients. The strategy is conveyed through the
DNS resource records returned in response to nane resol ution queries.
As of January 2020 Internet-based 'nsl ookup’ services were used to
determ ne the foll ow ng:

* \When a client resolves the domai nnane "googl e.conf, the DNS al ways
returns one A record (i.e., an |IPv4 address) and one AAAA record
(i.e., an I Pv6 address). The client receives the same addresses
each time it resolves the domai nnanme via the sane DNS resol ver
but may receive different addresses when it resol ves the
domai nnane via different DNS resolvers. But, in each case,
exactly one A and one AAAA record are returned.

* \Wen a client resolves the domai nnane "ietf.org", the DNS al ways
returns one A record and one AAAA record with the sanme addresses
regardl ess of which DNS resol ver is used.

* \When a client resolves the domai nnane "yahoo.conl', the DNS al ways
returns a list of 4 Arecords and 4 AAAA records. Each tinme the
client resolves the donai nname via the same DNS resol ver, the sane
list of addresses are returned but in random zed order (i.e.,
consistent with a DNS round-robin strategy). But, interestingly,
the sane addresses are returned (albeit in random zed order) when
the domai nnane is resolved via different DNS resol vers
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* \Wen a client resolves the domai nname "amazon. conl', the DNS al ways
returns a list of 3 Arecords and no AAAA records. As with
"yahoo. conf, the sane three A records are returned from any
wor | dwi de I nternet connection point in random zed order.

The above exanpl e strategies show differing approaches to |Internet
resilience and service distribution offered by major Internet
services. The Googl e approach exposes only a single IPv4 and a
single 1Pv6 address to clients. Cients can then sel ect whichever IP
protocol version offers the best response, but will always use the
sanme | P address according to the current Internet connection point.
This nmeans that the I P address offered by the network must lead to a

hi ghl y-avail abl e server and/or service distribution point. 1In other
words, resilience is predicated on high availability within the
network and with no client-initiated failovers expected (i.e., it is

all-or-nothing fromthe client’s perspective). However, Google does
provide for worldw de distributed service distribution by virtue of
the fact that each Internet connection point responds with a
different 1Pv6 and | Pv4 address. The | ETF approach is |ike google
(all-or-nothing fromthe client’s perspective), but provides only a
single 1 Pv4 or 1 Pv6 address on a worl dwi de basis. This neans that
the addresses nust be made highly-available at the network level with
no client failover possibility, and if there is any worl dw de service
distribution it would need to be conducted by a network el ement that
is reached via the I P address acting as a service distribution point.

In contrast to the Google and | ETF phil osophi es, Yahoo and Amazon
both provide clients with a (short) list of I P addresses with Yahoo
providing both I P protocol versions and Anmazon as | Pv4-only. The
order of the list is randonized with each name service query
response, with the effect of round-robin | oad bal ancing for service
distribution. Wth a short |ist of addresses, there is stil
expectation that the network will inplenment high availability for
each address but in case any single address fails the client can
switch over to using a different address. The bal ance then becones
one of function in the network vs function in the end system
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The sane inplications observed for common highly-avail abl e services
in the Internet apply also to the AERO client/server architecture.
VWhen an AERO Cient connects to one or nore ANETs, it discovers one
or nore AERO Proxy/ Server addresses through the nechani sns di scussed
in earlier sections. Each Proxy/Server address presunmably |leads to a
fault-tol erant clustering arrangenent such as supported by Linux-HA,
Ext ended Virtual Synchrony or Paxos. Such an arrangenent has
precedence in common Internet service deploynents in |ightweight
virtual machi nes w thout requiring expensive hardware depl oynent.
Simlarly, common Internet service deploynents set service |IP
addresses on service distribution points that nay relay requests to
many di fferent servers

For AERO, the expectation is that a conbination of the Google/l ETF
and Yahoo/ Amazon phil osophi es woul d be enpl oyed. The AERO C i ent
connects to different ANET access points and can receive 1-2 Proxy/
Server ULAs at each point. It then selects one AERO Proxy/ Server
address, and engages in RS/ RA exchanges with the sane Proxy/ Server
fromall ANET connections. The Cient remains with this Proxy/ Server
unl ess or until the Proxy/Server fails, in which case it can swtch
over to an alternate Proxy/Server. The Cient can |ikew se switch
over to a different Proxy/Server at any tinme if there is sonme reason
for it to do so. So, the AERO expectation is for a bal ance of
function in the network and end system with fault tol erance and
resilience at both |evels.

Appendi x B. Change Log
<< RFC Editor - renpve prior to publication >>
D fferences fromearlier versions:

Draft -46 to -47
* (Carified the role of S/ TLLAGCs.

Draft -44 to -46
* Address resolution clarifications and harnoni zation with
RFC9762. Address resolution on the ARS now considers all
addresses on the OMNI |ink as on-link, so that NS/ NA(AR) al ways
precede new comuni cations. | n many cases, however, the NS/
NA( AR) exchange can be satisfied by the | ocal adaptation |ayer
wi t hout having to disturb the network.

* Renmoved maj or sections on RS/RA mobility service coordi nation
that were redundant with the OWNI spec.

* Renoved stale text fromnobility sections.
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* Sinplified and clarified section on NUD.
* Updated SRH contents specification.
* Renpoved obsol ete "OFH' references.

Draft -42 to -44
* d obally changed "AERO Forwardi ng" to "AERO Fl ow'.

* dobally replaced "packet/parcel"™ with sinply "packet".

Draft -39 to -42
* Renoved all references to L2 fragmentation/reassenbly.

*  Renmpved unused RFC citations.

Draft -37 to -39
* Replaced Oigin with Interface Attri butes.

* Renmpved references to specific MA candi date types.

Draft -36 to -37
* Segnent Routing for the adaptation |ayer per [ RFC8754].

Draft -35 to -36
* Discussion of DHCPv6 service nodel for OVN i nks.

Draft -34 to -35
* Further clarification on unidirectional nature of flows.

* Introduced "Proxy/dient" archetype.
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