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Abst ract

Distributed artificial intelligence (Al) conputing is increasingly
depl oyed across geographically dispersed Al data centers (AIDCs) to
meet the scal e and perfornmance denands of nodern Al workloads. In
such environnments, the efficiency of distributed training, inference,
and renote service access depends critically on tight coordination
bet ween optical transport networks and conpute orchestration systens.
However, today's infrastructure operates with isolated contro

pl anes: optical networks | ack awareness of dynam c conpute

requi renents, while conpute schedul ers have no visibility into real-
time network conditions such as | atency, bandw dth, or congestion
Thi s decoupling |l eads to suboptinmal resource utilization, degraded
job performance, and inefficient scaling.

Thi s docunent presents the problem statenent, outlines three
representative use cases—distributed Al training, distributed Al

i nference, and renote Al service access—and specifies the
requirenents for Unified Optical Networks and Al Conputing
Orchestration (UONACO . The goal is to enable bidirectiona

awar eness, joint resource abstraction, and synchroni zed contro
across the conpute-optical boundary, thereby supporting intent-
driven, end-to-end provisioning of Al services over w de-area optica
i nfrastructures.

Status of This Meno

This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79
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Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunments valid for a maxi num of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress.”

This Internet-Draft will expire on 3 Septenber 2026.
Copyri ght Notice
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docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Lega
Provisions Relating to | ETF Docunments (https://trustee.ietf.org/
license-info) in effect on the date of publication of this docunent.
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and restrictions with respect to this docunent. Code Conponents
extracted fromthis docunment nust include Revised BSD Li cense text as
described in Section 4.e of the Trust Legal Provisions and are
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1.

1.

2

I nt roducti on

The rapid proliferation of |arge-scale Al applications, particularly
those involving distributed training and inference across
geographical ly di spersed Al DCs, has exposed a critical gap in today's
infrastructure: the |ack of coordination between optical transport
net wor ks and conpute orchestration systems. While optical networks
provi de the hi gh-bandwi dth, [owlatency, and determnistic
connectivity required for wi de-area Al conputing collaboration, their
control planes remain |argely agnostic to the dynam c, heterogeneous
demands of Al workl oads. Conversely, conpute schedul ers operate
without visibility into the underlying network’s real-tinme state,
such as path | atency, available bandw dth, or congestion |evels.

Thi s decoupling |l eads to suboptiml resource utilization, degraded
job performance, and inefficient scaling of distributed Al jobs. For
instance, a training job nmay be schedul ed across distant AIDCs with
abundant GPU capacity but poor optical connectivity, resulting in
prol onged synchroni zati on phases and significant conpute efficiency
loss. Simlarly, inference services with strict |atency requirenents
may be routed through paths that neet conpute criteria but violate
networ k service-1evel objectives.

To address these chall enges, UONACO enabl es bidirectional awareness,
joint resource abstraction, and synchroni zed control across the
comput e- opti cal boundary. This document describes sanpl e usage
scenarios that drive UONACO requirenents and will help to identify
candi date solution architectures and sol utions.

1. Requirenents Language

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in BCP
14 [ RFC2119] [ RFC8174] when, and only when, they appear in al
capitals, as shown here

Pr obl em St at enment
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T +
| Al Comput e Service Request |
| (e.g., Distributed Training Job) |
o e e e e oo o e e e e m oo oo +
I
e Vemmmmm e +
I I
% %
o e e e e oo oo + o e e e e e oo - +
| Conpute | | Transport Network
| Schedul er | | Controller |
e e +
I I
I I
v v
o e e e e oo oo + o e e e e oo +
| Al DC- A | <--Low BW - >| Al DC- B |
| GPU. High | (e.g., 100G | GPU. High |
| Load: Low | | Load: Low |
Fomm e - o - B + B N +
| |
| H gh-BW (e.g., 400G |
e m e e e emeeieieeseacceaaas >+
| |
| H gh-BW (e.g., 400G |
F e mm e e e e e e e e e m oo oo >+
I I
I Veemmmmaa e + |
| Al DC-C SR +
| GPU. Low |
| Load: High |
o e e e e oo oo +

Fi gure 1: Suboptimal Resource Allocation under Decoupled Contro
2.1. lIsolated Control and Managenent

The primary challenge lies in the managenent and control isolation
bet ween the conputing donmain (e.g., Al training clusters, cloud
pools) and the optical transport network. This separation creates a
"chasm' that prevents holistic resource optim zation

The optical network control plane operates w thout awareness of the
real -tine characteristics and requirenents of the conpute jobs it
carries. It cannot perceive critical paraneters such as the

bandwi dth intensity of a distributed training job, the strict |atency
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budget of an inference request, or the fluctuating resource denands
of a compute job. Consequently, it is unable to proactively
establish, adjust, or tear down optical paths (e.g., OIN circuits,
OXC switched paths) to optimally serve the conpute workl oad, | eading
to suboptimal network configurations and underutilized bandw dth.

Conversely, the conpute orchestration |ayer (e.g., Kubernetes

schedul ers, Al job nanagers) makes resource all ocation and job

pl acement deci sions based primarily on | ocal compute and storage
metrics (e.g., GPU availability, nenory). It lacks visibility into
the underlying network’s state, including path |atency, avail able
bandwi dt h, or congestion | evel s between candi date data centers. This
results in conmpute jobs being schedul ed across | ocations wth poor
networ k connectivity, causing significant conmmunication bottl enecks
and degraded overall job performance (i.e., "conpute efficiency

| oss").

This bidirectional |ack of awareness creates a fundanmental m smatch,
where neither domain can adapt to the needs of the other, severely
limting the potential of w de-area coll aborative computing.

2.2. Independent Resource Efficiency Eval uation

Conpoundi ng the control isolation is the absence of a unified
framework for evaluating the joint efficiency of conmpute and network
resources. Today, network performance is evaluated using traditiona
metrics |like bandwi dth utilization, |atency, and packet | oss.
Conput e performance is assessed through netrics |like FLOPS (Floating
Poi nt Qperations Per Second), job conpletion tine, and resource
utilization (CPU GPU nenory). These eval uati on systens operate in
silos. There is no standardi zed nmethod to quantify the conbi ned cost
and benefit of a joint conpute-and-network resource allocation
decision. For instance, as shown in Figure 1, it is difficult to
answer whether allocating a nore powerful but distant GPU (with

hi gher network latency) is nore efficient than a | ess powerful but

| ocal one for a specific Al job. This lack of a common eval uation

| anguage prevents the devel opment of truly optimal co-scheduling

al gorithms that bal ance conmpute power against network quality.

2.3. Limtations of Existing Conputing-Aware Franmeworks

Exi sting framewor ks, such as Conputing-Aware Traffic Steering
(CATS)[I-D.ietf-cats-framework]
[I-D.ietf-cats-usecases-requirenents], have initiated efforts to
integrate conputing netrics into network routing decisions. However,
these approaches are prinarily designed for traffic steering at the
network |ayer and fall short of the orchestration requirenents for Al
wor k| oads over optical infrastructures.
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Inability to provision optical |inks: CATS focus on selecting an
optimal path anong al ready existing and established network routes.
They lack the capability to interact with the optical control plane
to provision new physical or logical links (e.g., establishing new
OIN circuits, ODUk containers, or OXC sw tched paths) on denand. For
Al wor kl oads requiring massive, dedicated bandwi dth, sinply steering
traffic over existing shared pipes is often insufficient.

Inability to reservel/rel ease conpute resource: Current frameworks are
generally limted to scheduling service requests to conpute resources
that are already available. They do not support the full lifecycle
orchestrati on of conputing resources, such as the explicit
reservation, |ocking, and subsequent release of high-perfornmance
resources (like GPU clusters). Al training jobs, in particular,
require guaranteed resource availability for extended peri ods,
necessitating a framework that can manage conpute occupancy rat her
than just perform ng best-effort steering to avail abl e nodes.

3. Use Cases

The growi ng scale and distribution of artificial intelligence
wor kl oads have created new denands on w de-area optica
infrastructure, particularly in scenarios that span nultiple
artificial intelligence data centers (AIDCs). Three representative
use cases illustrate the need for tighter integration between optica
transport networks and compute orchestration systens.

3.1. Distributed Al Training

In distributed Al training, large nodels are increasingly trained
across geographically separated Al DCs due to physical and operationa
constraints within any single site. This requires frequent
synchroni zati on of nodel paraneters over |ong-haul optical Iinks,
where performance is highly sensitive to network |atency, bandw dth
availability, and packet |oss. Wthout awareness of the underlying
conmpute job characteristics, optical networks cannot provision
connections that match the dynani c comuni cation patterns of training
iterations, leading to significant inefficiencies in GPU utilization
and extended training tines.

3.2. Distributed Al Inference

Distributed Al inference presents a conplenentary chall enge, where
wor kl oads exhi bit diverse service-level requirenents ranging from
strict |atency bounds for interactive applications to high-throughput
processing for batch analytics. To neet these varied objectives,

i nference jobs are often depl oyed across a hierarchical conpute
fabric that includes cloud, regional, and edge AIDCs. Effective
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3.

4.

4.

pl acement of these jobs depends not only on | ocal compute capacity
but also on the quality of optical connectivity to the user or
upstream service. However, current inference orchestrators |ack
visibility into optical path conditions such as avail abl e bandw dth
or propagation delay, while optical networks renmain oblivious to the
| at ency and throughput expectations of the inference jobs they carry.
Thi s di sconnect can result in suboptimal job placenment and viol ations
of service-level agreenents, highlighting the need for bidirectiona
signal i ng between conpute and network control planes.

3. Accessing Renpte Al Service

The third use case, accessing renote Al inference services reflects
the growing trend of enterprises and end users consum ng Al
capabilities on demand via APIs. In this scenario, users request
access to renote inference or training resources through high-Ievel
APl s, expecting predictable performance and reliability. Traditiona
best-effort Internet transport is inadequate for such services, which
instead require deterministic, isolated, and dynanically adjustable
optical channels. Fulfilling these requests demands an integrated
control framework capable of jointly evaluating conpute availability
and optical path feasibility, then orchestrating end-to-end resource
al | ocati on across both domains. This scenario underscores the need
for standardi zed protocols that can carry both conmpute intent and
network constraints, enabling automated, intent-driven provisioning
of cross-domain Al services.

Requi renent s

1. Integrated Control and Managenment Architecture

A new, integrated control architecture is required to break down the
managenent silos. This architecture nust facilitate bidirectiona
fusion between the conpute and network control planes.

It should allow the optical network to dynamically create, adjust,
and tear down connections (e.g., |everaging OXC, ODUk, and fgOIN

fl exi bl e schedul i ng mechani sns) based on explicit instructions or
inplicit signals derived fromconpute job requirenents. Conversely,
it should enable the conpute orchestrati on systemto performresource
pl anni ng and online tuning based on the real-tine quality and state
of the underlying optical network. The goal is to conpress the
response time for provisioning a conpute-and-netwrk service (e.g.,
"dynam c conpute entry") fromthe current hour-level down to the

m nut e-| evel
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4.2. Unified Abstraction of Conputing and Network Resources

A common | anguage i s needed for both domains to understand each
other’s capabilities and state. This requires a unified resource
abstraction nodel.

The optical network’s heterogeneous resources (e.g., at the OIN
optical, and Ethernet |ayers; or physical ports, spectrum tine
slots) must be abstracted into a nodel that can be understood by the
conmpute orchestrator. This nodel should expose key attributes like
avai | abl e bandwi dth, latency, and reliability.

Sinmlarly, heterogeneous conpute resources (CPU, GPU, nenory,

storage) nust be abstracted into a nodel that conveys their real-time
capabilities (e.g., FLOPS, available nmenory/ VRAM and state to the
network controller. This unified abstraction is the foundation for
any joint decision-naking process.

4.3. Joint Ochestration of Conputing and Network Resources

Buil ding on the integrated architecture and unified abstraction, a
joint orchestration nechanismis required to make intelligent, end-
to-end resource allocation decisions. This mechani smshould include
conput e-aware optical network dynam c adjustnent algorithnms that can
perform application-driven optical path reconfigurati on and adaptive
bandwi dth allocation. 1t should al so include network-aware conpute
joint orchestration algorithns that can perform dynam c conpute
resource optim zation and contention-aware job scheduling.

The orchestration should be driven by a unified eval uati on system
that can assess the joint efficiency of a scheduling decision by
consi dering both conpute performance nmetrics (e.g., job conpletion
time) and network performance nmetrics (e.g., bandw dth cost, | atency)
in a single, cohesive franework.

5. | ANA Consi derati ons
TBD

6. Security Considerations
TBD

7. Ref er ences
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