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Abst ract

Thi s docunent describes the problem statenment, use cases, and
requirenents for a "Distributed Inference Network™ (DIN) in the era
of pervasive Al. As Al inference services becone w dely depl oyed and
accessed by billions of users, applications and devices, traditiona
centralized cl oud-based inference architectures face chall enges in
scalability, latency, security, and efficiency. DIN ainms to address
these chal l enges by | everaging distributed edge-cloud collaborati on,
intelligent scheduling, and enhanced network security to support |ow
| at ency, high-concurrency, and secure Al inference services.

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute
wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunents valid for a maxi mum of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."

This Internet-Draft will expire on 31 August 2026
Copyright Notice

Copyright (c) 2026 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’s Lega
Provisions Relating to | ETF Docunents (https://trustee.ietf.org/
license-info) in effect on the date of publication of this docunent.
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1. Introduction

Al inference is rapidly evolving into a fundanental service accessed
by billions of users, applications, 10T devices, and Al agents.

The rapi d advancenent and w despread adoption of |arge Al nodels are
i ntroduci ng significant changes to internet usage patterns and
service requirements. These changes present new chal | enges t hat

exi sting network need to address to effectively support the grow ng
demands of Al inference services.

First, internet usage patterns are shifting fromprinmarily content
access to increasingly include Al nodel access.
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Users and applications are interacting nore frequently with Al
model s, generating distinct traffic patterns that differ from
traditional web browsing or streaming. This shift requires networks
to better support nodel inference as an inportant service type

al ongsi de conventional content delivery.

Second, the interaction nmodalities are diversifying fromsinple
human-t o- nrodel conversations to include conplex multi-noda
i nteractions.

As Al inference costs decrease dramatically, applications, |oT

devi ces, and autonompus systenms are increasingly integrating Al
capabilities through APl calls and enbedded nodel access. This
expansi on creates unprecedented demands for high-concurrency
processing and predictable | owl atency responses, as these systens
often require real-tinme inference for critical functions including
aut ononous operations, industrial control, and interactive services.

Third, Al inference workl oads introduce distinct traffic
characteristics that inpact network design

Both north-south traffic between users and Al services, and east-west
traffic anong distributed Al conmponents, are growing significantly.
Mor eover, the nature of Al inference comunication, often organized
around token generation and processing, introduces new consi derations
for traffic managenment, quality of service measurenent, and resource
optim zation that complenent traditional bit-oriented network
metrics.

In addition, Al agents are autononpus, goal-driven entities that can
perceive their environment, nake decisions, and execute actions. Al
agents conmuni cate with each other and with nodel s/tools, requiring
not only inference but also coordination, state managenent, and
dynami ¢ discovery. This further stresses the network infrastructure
and is considered within the scope of this docunent.

These devel oprents col l ectively chall enge current network
infrastructures to adapt to the uni que characteristics of Al

i nference workl oads. Centralized approaches face linmtations in
supporting the distributed, |atency-sensitive, and concurrent nature
of nmodern Al services, particularly in scenarios requiring real-tine
performance, data privacy, and reliable service delivery.

Thi s docunent outlines the probl em statenent, use cases, and
functional requirements for a Distributed Inference Network (DIN) to
enabl e scal able, efficient, and secure Al inference services that can
address these energing chal | enges.
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2. Conventions and Definitions
DI N: Di stributed I nference Network

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMVENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunment are to be interpreted as described in
BCP 14 [ RFC2119] [RFCB174] when, and only when, they appear in all
capital s, as shown here

3. Probl em St at enent

The proliferation of Al inference services has exposed fundanent al
limtations in traditional centralized Al inference architectures

Centralized inference deploynents face severe scalability chall enges
when handling concurrent requests fromthe rapidly expandi ng
ecosystem of users, applications, |oT devices, and Al agents.

Servi ce providers have experienced recurrent outages and performance
degradation during peak |oads, with concurrent inference requests
projected to grow frommllions to billions. The fundamenta
constraint of concentrating conputational resources in limted
geographi cal |ocations creates inherent bottlenecks that lead to
service disruptions and degraded user experience under nmassive
concurrent access.

VWi | e human-t o- nodel conversations may tol erate noderate network
| at ency, the energence of diverse interaction patterns including
appl i cation-to-nodel, device-to-nodel, and nachi ne-t o- nodel
conmmuni cati ons i nmposes stringent |owlatency requirenments that
centralized architectures cannot neet.

Applications including industrial robots, autononmpbus systens, and
real -tinme control platforns require |owlatency responses that are
fundanental | y constrai ned by the unavoi dabl e geographi cal di spersion
bet ween end devices and centralized inference facilities. This
architectural limtation creates critical barriers for del ay-
sensitive operations across manufacturing, healthcare,
transportation, and other domains where mllisecond to sub-

m | lisecond-|evel response tines are essenti al

Enterprise and industrial Al inference scenarios present unique
security and conpliance requirements. Centralized architectures

i ntroduce risks such as single points of failure (e.g., vulnerable to
DDoS/ APT attacks) and rai se data sovereignty concerns when sensitive
data nust traverse |long distances to centralized inference pools.
Sectors including finance, healthcare, and public services often
mandat e | ocal i zed processing to conply with regul ati ons. However,
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4.

4.

4.

distributed architectures also introduce their own security
chal l enges: a | arger attack surface, potential for nodel extraction
or data | eakage frominternmedi ate nodes, and the need for trust anong
di stributed conponents. The Distributed Inference Network (DIN) ains
to address these by providing mechani snms for secure, verifiable
inference within a trusted perineter while enabling the benefits of

di stribution.

The rise of Al agents adds new di nensi ons: agents may be created,

m grated, or terminated dynamically, requiring the network to support
agent identity, discovery, and stateful comunication across
distributed nodes. Current networks |ack the necessary abstractions
to handl e agent-scal e dynanics

Use Cases
1. Enterprise Secure |Inference Services

Enterprises in regul ated sectors such as finance, healthcare,
industrial and public services require strict data governance while
| everagi ng advanced Al capabilities. In this use case, inference
servers are depl oyed at enterprise headquarters or private cloud
environments, with branch offices and field devices accessing these
servi ces through heterogeneous network paths including dedicated
l'ines, VPNs, and public internet connections.

The scenari o enconpasses various enterprise applications such as AloT
equi pnent i nspection, intelligent manufacturing, and real-tine

nmoni toring systens that demand | ow | atency, high-reliability, and

hi gh-security inference services. Different network paths shoul d
provi de appropriate |evels of cryptographic assurance and quality of
service while accommodati ng varyi ng bandw dth and | atency
characteristics across the enterprise network topol ogy.

The primary chal l enge invol ves nmi ntai ning data soverei gnty and
security across diverse network access scenarios while ensuring
consi stent |ow | atency performance for del ay-sensitive industria
appl i cations.

2. Edge-d oud Col | aborative Mddel Training

Smal | and nmedi um enterprises often need to dynamically procure

addi tional Al inference capacity while facing capital constraints for
full-scale inference infrastructure deploynent. This use case
enabl es flexible resource allocation where businesses maintain core
conput ational resources on-prenises while dynam cally procuring
additional inference capacity from Al inference providers during
demand peaks.
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The hybrid depl oynent nodel allows sensitive data to remain within
enterprise boundaries while | everaging elastic cloud resources for
computationally intensive operations. As enterprise business
requirenents fluctuate, the ability to seanl essly integrate | ocal and
cl oud- based i nference resources becones crucial for naintaining
service quality while controlling operational costs.

The network shoul d support efficient coordinati on between distributed
comput ati onal nodes, ensuring stable performance during resource
scal i ng operations and nmintaining inference pipeline continuity
despite variations in network conditions across different service
provi ders.

4.3. Dynamic Mdel Selection and Coordi nation

The transition fromcontent access to nodel inference access
necessitates intelligent nodel selection nechanisns that dynamically
route requests to optimal conputational resources. This use case
addresses scenari os where applications should automatically sel ect
between di fferent nodel sizes, specialized accel erators, and
geographic | ocations based on real-tinme factors including network
conditions, conputational requirenments, accuracy needs, and cost
consi derati ons.

The inference infrastructure shoul d support real-tinme assessment of
avail abl e resources, intelligent traffic steering based on
application characteristics, and graceful degradation during resource
constraints.

Key requirenments include naintaining service continuity during nodel
swi tching, optinzing the bal ance between response tinme and inference
quality, and ensuring consistent user experience across varying
operational conditions. This capability is particularly inportant
for applications serving diverse user bases with fluctuating denmand
patterns and het erogeneous device capabilities.

4.4. Adaptive Inference Resource Scheduling and Coordination

The evol ution fromcontent access to nodel inference necessitates
intelligent resource coordination across different conputationa
paradi gns. This use case addresses scenari os where inference
wor kl oads require adaptive resource allocation strategies to bal ance
performance, cost, and efficiency across distributed environments.

Large-smal |l nodel collaboration represents a key approach for

bal anci ng i nference accuracy and response latency. 1In this pattern,
| arge nodel s handl e conpl ex reasoni ng tasks while snmall nodel s

provi de efficient specialized processing, requiring the network to
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deliver lowlatency connectivity and dynamc traffic steering between
di stributed nodel instances. The network should ensure efficient
synchroni zati on and coherent data exchange to mmintain service
quality across the coll aborative ecosystem

Prefill-decode separation architecture provides an optinized
framework for streaning inference tasks. This pattern distributes
comput ati onal stages across specialized nodes, with prefilling and
decodi ng phases executing on optim zed resources. The network shoul d
provi de hi gh-bandwi dth connections for internediate data transfer and
reliable transport mechanisnms to naintain processing pipeline
continuity, enabling scal able handling of concurrent sessions while
meeting real-tine | atency requirenents.

The network infrastructure should support dynan c workl oad
distribution, intelligent traffic steering, and efficient
synchroni zati on across distributed nodes. This conprehensive
approach ensures optinmal user experience while maxin zing resource
utilization efficiency across the inference ecosystem

4.5. Privacy-Preserving Split Inference

For applications requiring strict data privacy conpliance, nodel
partitioning techni ques enable sensitive conputational |ayers to
execute on-prem ses while utilizing cloud resources for non-sensitive
operations. This approach is particularly relevant for applications
processi ng personal identifiable information, healthcare records,
financial data, or proprietary business information subject to

regul atory constraints.

The network shoul d support efficient transm ssion of internediate
comput ational results between edge and cloud with predictable
performance characteristics to maintain inference pipeline
continuity. Challenges include maintaining inference quality despite
network variations, nmanagi ng conputational dependencies across

di stributed nodes, and ensuring end-to-end security while nmaxini zing
resource utilization efficiency across the partitioned nodel
architecture

4.6. Al Agent Inference Services

Al agents are autononous software entities that conbine Al inference
wi th deci sion-nmaki ng and inter-agent comruni cation. They can be

depl oyed in various forms, including software agents running on user
devices (e.g., smartphones, PCs), or enbedded agents in |0oT devices
and robots. These agents interact not only with each other in nmulti-
agent systens, but also with various tools, APls, existing
applications, web services, and software through function calling or
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5.

5

5.

ot her nechanisns. Additionally, human-agent interaction remains
essential, particularly when agents require human confirmation for
critical decisions. This diverse interaction |andscape spans a wi de
range of applications, including personal scheduling, smart hone

aut omation, industrial process control, and real-tine nonitoring.

Unl i ke human- Al conversations, which may tol erate noderate | atency,
the conmuni cati on between agents and tools or between agents
thensel ves often demands extremely low | atency to ensure tinely
execution of tasks. The network should therefore provide
determnistic, |owlatency connectivity for these machi ne-to-nachi ne
interactions, while al so supporting dynam c agent di scovery, seamn ess
m gration of agents across locations (e.g., froma nobile device to
edge), and efficient coordination anong distributed agents with
reliable and secure interactions. Furthernore, as agents may be
epheneral or long-lived, the network needs to handl e rapid creation
and term nation of agent sessions wi thout inpacting ongoing services.

Requi rement s
1. Scalability and Elasticity Requirenents

Distributed Inference Network shoul d support seam ess scaling to
acconmodat e billions of concurrent inference sessions while

mai nt ai ni ng consi stent performance |evels. The network should
provi de mechani snms for dynam ¢ di scovery and integration of new

i nference nodes, with automatic |oad distribution across avail able
resources. Elastic scaling should respond to diurnal patterns and
sudden denand spi kes without service disruption

2. Performance and Determ ni sm Requirenments

Al inference workl oads require consistent and predictabl e network
performance to ensure reliable service delivery. The network should
provide strict Service Level Agreenent (SLA) guarantees for |atency,
jitter, and packet |oss to support various distributed inference
scenari os. Bandwi dth provisioning should accommodat e bursty traffic
patterns characteristic of nodel paraneter exchanges and internediate
data synchroni zation, with performance isolation between different

i nf erence wor kl oads.
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5.3. Security and Privacy Requirenments

Conpr ehensi ve security nechani sns shoul d protect Al nodels,
paraneters, and data throughout their transm ssion across network
links. Cryptographic protection should be applied at appropriate

|l ayers (e.g., network, transport, or application) depending on the
depl oynent scenario, with key nanagenment and aut henti cation
integrated. Privacy-preserving techniques should prevent |eakage of
sensitive information through internediate representations while
supporting efficient distributed inference.

5.4. Identification and Schedul i ng Requirenents

The network shoul d support fine-grained identification of inference
wor kl oads to enabl e appropriate resource allocation and path

sel ection. Application-aware networking capabilities should all ow

i nference requests to be steered to optimal endpoints based on
current |oad, network conditions, and conputational requirements.
These identifiers, such as agent I D, workflow ID, or job ID, are
typically defined by the application. Similar to DNS maps URL to IP
address, the network may need to map applicaiton |ayer name or id to
net wor k-1 ayer addresses or |labels, and to enable efficient resource
routing and orchestration. The network shoul d al so support agent
regi stration, discovery, and stateful handover across distributed
nodes. Both centralized and distributed schedul i ng approaches shoul d
be supported to acconmpdate different depl oynent scenari os and

organi zati onal preferences.

5.5. Managenent and Cbservability Requirenents

The network shoul d provi de conprehensive telenetry for perfornmance
moni toring, fault detection, and capacity planning. Metrics should

i nclude inference-specific measurements such as token | atency,

t hroughput, and conputational efficiency in addition to traditiona
net wor k performance indicators. Mnagenent interfaces should support
aut omat ed optim zation and troubl eshooting across the conbi ned

comput e-network infrastructure

6. Security Considerations

Thi s docunent highlights security as a fundanental requirenent for
DIN. The distributed nature of inference workl oads creates new
attack vectors including nodel extraction, data reconstruction from

i ntermedi ate out puts, and adversarial manipul ati on of inference
results. Security mechani sms shoul d operate at multiple layers while
mai ntai ni ng the performance characteristics necessary for efficient

i nference.
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Conpared to centralized architectures, distributed inference
increases the attack surface but al so enables |ocalized processing
that can reduce data exposure. The DI N should provide nechanisns to
establish trust anobng nodes, such as attestation and secure key

di stribution.

7. | ANA Consi derations
Thi s docunent has no | ANA acti ons.
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