Net wor k Wor ki ng G oup K. Szarkow cz, Ed.

I nternet-Draft M Nayman, Ed.
I ntended status: Standards Track HPE Juni per Networ ks
Expires: 16 July 2026 I. Means

AT&T

12 January 2026

I nterconnecting domains with | BGP
draft-smm-idr-inter-donmai n-i bgp-08

Abst ract

Thi s docunent rel axes the reconmendations specified in BG/ MPLS | P
Virtual Private Networks (VPNs) and BGP Route Reflection: An
Alternative to Full Mesh Internal BGP (IBGP) allow ng the buil ding of
Inter-domain L3VPN architecture with internal BGP.

Status of This Meno

This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunments valid for a maxi num of six nonths
and nmay be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress.”

This Internet-Draft will expire on 16 July 2026.
Copyri ght Notice

Copyright (c) 2026 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Legal
Provisions Relating to | ETF Docunments (https://trustee.ietf.org/
license-info) in effect on the date of publication of this docunent.
Pl ease revi ew these documents carefully, as they describe your rights
and restrictions with respect to this docunent. Code Conponents
extracted fromthis docunment nust include Revised BSD License text as
described in Section 4.e of the Trust Legal Provisions and are

provi ded wi thout warranty as described in the Revised BSD License.

Szarkowi cz, et al. Expires 16 July 2026 [ Page 1]



I nternet-Draft I nter-Donmain | BGP January 2026

Tabl e of Contents

1. Introduction e 2

1.1. Requirenents Language . . . . 4
2. Inter-domain L3VPN Option 10A with |BGP . 4
3. Inter-domain L3VPN Option 10B with | BGP . 7
4. Inter-domain L3VPN Option 10CwithIB& . . . . . . . . . . . 10
5. 1 ANA Considerations . . . . . . . . . . . . . . . . . . ... 14
6. Security Considerations . . . . . . . . . . . . . . . . . .. 14
7. References . . . . . . . . . . . . . . . . . .. ... ... 15

7.1. Normative References . . . . . . . . . . . . . . . . . . 15

7.2. Informative References . . . . . . . . . . . . . . . . . 16
Appendi x A.  Acronyns and Abbreviations . . . . . . . . . . . . . 16
Acknow edgenents . . . . . . . . . . . . . . . . . . . . . . . . 18
Contributors . . . . . . . . . . . . . . . . . . . . . . . ... 18
Aut hors’ Addresses . . . . . . . . . . . . . . . . . . . . ... 18

1. Introduction

Service providers often partition (or divide) a large network into
smaller 1GP (Interior Gateway Protocol) domains that are

i nterconnected via BGP (Border Gateway Protocol) only. This might be
required for various reasons; for exanple:

* Separate geographic brown field networks: region 1, region 2,
region 3 etc, for managenent or adm nistrative purposes

* Avoid advertising unnecessary routes fromdonmain 1 to donmain 2 to
i mprove network scal e of PE (Provider Edge) nodes and RR (Route
Refl ector) per region

* Avoi d advertising renote PE nodes | oopback between regions, only
DBR (Domai n Boundary Router) nodes will advertise routes between
regi ons using 'next-hop self’ mechani sm

The advantage of dividing the large network into snmaller |GP domains
can be numerous, with inportant exanples like:

* Per domain IGP (Interior Gateway Protocol) reduces bl ast radius
during I1GP errors or failures

* Per domain RR reduces the blast radius and BGP nessage exchange
when RR fails

At the same time, dividing the network can be inpactful and result in
unwant ed behavior for both the operator and its custoners. For
exanpl e, sone BGP attributes, such as LOCAL PREF, are not sent to the
EBGP (external BGP) peers but are sent to IBGP (internal BGP) peers
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Al so, depending on the actual requirenents, operators can selectively
choose if they keep the originator NEXT_HOP attribute or change the
NEXT _HOP attribute to sonme | ocal address. Further, Constrained Route
Distribution ( [ RFC4684]) can be used to prevent DBR from sendi ng VPN
(Virtual Private Network) prefixes for VRFs (Virtual Routing and
Forwardi ng i nstances) that are not locally attached to each region.

[ RFC4364], in Section 10, describes three nulti-domain L3VPN (Layer 3
Virtual Private Network) architectures - commonly referenced as
Option 10A, Option 10B, and Option 10C - restricted to the use cases,
where the dommins are distinct BGP domains and use different AS

(Aut ononpbus Systen) nunbers, therefore, these architectures use EBGP
peerings between the domains. However, many operators mi ght segnent
the network into multiple | GP domains while maintaining a single BGP
domai n, with one AS nunber used across the IGP domains. This is
especially the case when nigrating an existing network into nultiple
| GP dommi ns (brownfield deploynent). Operationally, it is often too
conplex to mgrate separated donmai ns to new AS nunbers. As a result,
| BGP peers are used between |GP donmains. In nulti-domain
architecture there m ght be a need to nodify the NEXT_HOP path
attribute at the domain boundary. While this is the default behavior
for EBGP ( [ RFC4271], Section 5.1.3), it is not recommended behavi or
for 1BG ( [ RFC4456], Section 10, recommends keepi ng NEXT_HOP path
attribute unnodified when reflecting the NLRIs - Network Layer
Reachability Information - between | BGP peers).

In a network scenari o where domai ns are interconnected using | BGP

and the sanme BGP AS nunber is used across nmultiple donmains, the
Accunul ated 1GP AIGP netric (as specified in [ RFC7311]) renunins
preserved across domai n boundaries. This preservation is due to |BGP
sessions nmaintaining internal BGP attributes, including Al GP

ensuring the expected path sel ecti on based on accunul ated interna

I GP netrics.

Thi s docunent rel axes these recomendati ons specified in [ RFC4364]
and [ RFC4456], allowi ng Inter-domain L3VPN architectures stitching
multiple | GP donmains with | BGP

Thi s docunent introduces no new BGP protocol extensions or AFI/SAFI
assignnents. It docunents depl oyment guidance for single-AS, nulti-
| GP-domai n environments where | BGP is used between domai ns and where
DBRs/ RRs intentionally nmodi fy NEXT_HOP while preserving other |BGP
attributes (including AIGP) for predictable path selection.
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1.1. Requirenents Language

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in BCP
14 [ RFC2119] [RFCB174] when, and only when, they appear in al
capitals, as shown here

2. Inter-domain L3VPN Option 10A with |IBGP

I nter-domain L3VPN architecture based on so called Option 10A (

[ RFC4364], Section 10, "a)" bullet point) relies on nultiple |ogica
interfaces (typically, sub-interfaces with unique VLAN - Virtua

Local Area Network - per sub-interface) and nultiple single-hop
external BGP (SH EBGP) peerings (single peering per sub-interface)
bet ween ASBRs (autononpbus system boundary router), in an architecture
as outlined in Figure 1. Each SH EBGP peering is responsible for
exchangi ng uni cast | Pv4 (AFl/SAFI =1/1) or unicast |Pv6 (AFI/SAFI =2/1)
NLRIs for single L3VPN service. Essentially, in this architecture
ASBRs consi der each other as CE (Customer Edge) devices. RRs within
each AS depicted in Figure 3 SHOULD be used. However, in small scale
dommi ns (for exanple, snmall access rings with few PEs), RR function
could be placed on ASBRs, where nulti-hop internal BGP ( M+ | BGP)
peerings are directly established between PEs and ASBRs.

SH EBGP

MH 1 BGP M+ I BGP SAFI =1 MH 1 BGP M+ I BGP

SAFI =128 SAFI =128 ————————— SAFI =128 SAFI =128

nhs nhs - —————— nhs nhs

nhs nhs

r-— - — — — — —/ B r-— - — — — — —/ B
- r— 1 0 1 =
| PE| I | | PE|

—— | ASBRL f——————— -| ASBR3 | ——

‘ \_‘ _____ _ \_____LJ ‘

| | | |

= "
| | RR| | | | RR|
| | | |
r— 1 r— 1

| | f——————— . | |
F—— | ASBR2 f——————— -| ASBR4 | F——
| PE| AS 64501 | F——————— s | AS 64502 | PE|
[ L | L | L 1
- - - - - _ __ _ _ - - - - - _ __ _ _
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Figure 1: Inter-AS L3VPN Option 10A

This architecture does not require an end-to-end LSP (| abel sw tched
path) leading froma packet’s ingress PE in one ASto its egress PE
in another AS, as the user packets exchanged between ASBRs are native
IP (no MPLS - Multiprotocol Label Switching - encapsul ati on) packets.
Hence, each ASBR has potentially multiple L3VPN service instances,
and performs MPLS encapsul ati on/ decapsul ation, which is typical PE
function. At the control plane |evel, each ASBR perforns conversion
bet ween VPN-1Pv4/VPN-| Pv6 (SAFI =128) and unicast | Pv4/|Pv6 (SAFI =1)
NLRI's. When these NLRIs are advertised by ASBR, NEXT HOP attribute
MUST be nodified to self (nhs).

When reflecting routes fromDBRs in Domain A to Domain B, the
CLUSTER LI ST attribute SHOULD be enhanced during SAFI transitions.
When Donmain A routes |earned within SAFl-128 are advertised over

SAFlI -1 to the DBR node in Donain B, the locally configured CLUSTER I D
on the DBR node MJUST be appended to the CLUSTER LIST. This ensures a
clear path history, which is inportant for preventing routing |oops.
An OPTI ONAL technique is to use region-specific commnity tagging.
Region A (DBR1l) tags all routes received fromits local RRwith a
regi on-specific community attribute, using a specific value as the
region identifier (e.g., name COVMM DOVAIN-A with a val ue 1234: 4321)
to all routes received fromits local RR  This taggi ng hel ps
identify routes originating fromRegion A Before advertising these
routes to Region B (DBR3), DBRl1 ensures that the COvVvM DOVAI N- A
community is attached. Upon receiving routes from DBR3, DBR1 inports
all routes but rejects any with the COM DOVAI N-A comunity. This
prevents the re-advertisenent of the same routes back into Region A

t her eby avoi di ng routing | oops.

Interoperability note (aligns with operator/vendor discussion): |BGP
routes across the domain boundary MJST be advertised even if no VRF-
| evel CLUSTER ID is configured on the DBR (preserving current default
behavior). Loop prevention in this case relies on the region-
specific comunity filtering described above. |f a VRF-|eve
CLUSTER_ID is configured, the DBR SHOULD append it to CLUSTER LI ST
when transl ating SAFI-128 to SAFI-1, so that standard RR | oop

avoi dance applies. |Inplenmentations MAY support this SAFI-transition
CLUSTER LI ST append; operators SHOULD still deploy the conmunity-
based | oop-prevention nethod to ensure consi stent behavi or across
vendor s

In the original context described in [RFC4364], domains are BGP
domains with different ASs, therefore, multiple BGP peerings between
two BGP dommi ns are EBGP. However, Option 10A concept can be applied
not only to BGP domains with different AS nunbers, but as well as to
| GP domains with the same AS nunber, as depicted in Figure 2.
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vMHIBG M+IBGP SHIBGP M+IBGP MHIBGP
SAFI =128 SAFI =128 SAFI =1 SAFI =128 SAFI =128

nhs nhs —————— nhs nhs
nhs nhs
r— - — — — — — — r— - — — — — — —
— F————x I — —-15
| PE| Domain A | b | Domain B | PE|
‘———— | | DBRL f——————— 4‘DBR3\ —T
. — L ] |
\ \
—— | —— |
\ | RR| ‘ \ | RR| ‘
\ \
| rf—J—————T r————————w \
i | DBRR f——————— -| DBR4 | r—-9
| PE | AS 64500 | b . \ AS 64500 | PE |
LE___J L L_C______J L

Figure 2: Inter-Domain L3VPN Option 10A using | BGP

The main differences, conpared to the original Inter-domain Option
10A, are:

* the BGP peering between two | GP domains are now | BGP ( SAFI =1), and
no | onger EBGP ( SAFI =1)

* DBRs become PEs with all BGP peerings (global and inside VRFs)
usi ng the sane AS nunber

* To prevent routing |oops, DBRs in each domain will add a domain-
specific community to routes before exporting themto the other
domain. They will block any routes received fromthe other domain
that contain the sane conmunity.

O her aspects of the architecture are simlar
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3. Inter-domain L3VPN Option 10B with | BGP

Inter-domain L3VPN architecture based on so called Option 10B (

[ RFC4364], Section 10, "b)" bullet point) relies on exchangi ng VPN

| Pv4 (AFI/ SAFI =1/ 128) or VPN-1Pv6 (AFI/SAFI =2/128) NLRIs via direct
SH EBGP peering between ASBRs, in an architecture as outlined in
Figure 3. RRs within each AS depicted in Figure 3 SHOULD be used.
However, in small scal e domains (for example, small access rings with
few PES), RR function could be placed on ASBRs, where mnulti-hop
internal BG® (MHI1BGP) peerings are directly established between PEs
and ASBRs.

M+ | BGP M+ | BGP SH- EBGP M+ | BGP M+ | BGP

SAFI =128 SAFI =128 SAFI =128 SAFI =128 SAFI =128

nhs nhs nhs nhs nhs nhs

r— - — — — — — — m r— - — — — — — — m
R ———— o
| PE | | ASBRL f——————— %LASBRB \ | PE |

\ \ \ \

\ \ \ \

r— "

\ | RR| \ \ | RR|

\ \ \ \

\ \ \ \
I r— m I — m 1
| PE | AS 64501 | ASBRR f——————— - ASBR4 | AS 64502 | PE |
L I L L _ L
- . . . __ _ - . . . __ _

Figure 3: Inter-AS L3VPN Option 10B

This architecture requires an end-to-end LSP | eading froma packet’s
ingress PEin one ASto its egress PE in another AS. Hence, at each
ASBR, NEXT_HOP attribute MIJST be nodified to self (nhs), which
results in new service | abel allocation and programm ng of
appropriate | abel forwarding entries in the data plane. On the ASBR

to-ASBR | i nk between two ASs there is no additional ’Iabeled
transport’ (i.e., no LDP - Label Distribution Protocol, RSVP -
Resource Reservation Protocol, SR - Segnent Routing, ...) protocol -

the packets are transmtted on the ASBR-t0o-ASBR Ilink with single
L3VPN service | abel .
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In the original context described in [ RFC4364], domains are BGP
domains with different ASs, therefore, the BGP peering between two
BGP dommins is EBGP. However, Option 10B concept can be applied not
only to BGP domains with different AS nunbers, but also to IGP
domai ns with the sane AS nunber, as depicted in Figure 4.

vMHIBG M+IBGP SHIBGP M+IBGP MHIBGP
SAFI =128 SAFI =128 SAFI =128 SAFI =128 SAFI =128
SAFI =132 SAFI =132 SAFI-132 SAFI =132 SAFI =132

nhs nhs nhs nhs nhs nhs
r—- - — — — — — — r— - — — — — — —
r— F———— 7 r—
| PE | Domein A |DBRLF——————— - DBR3 | Domain B | PE |
L 1 L _ | L _
T T
\ C C |
| I \
\ u u |
I \ S S I \
\ | RR| t t | | RR|
L 1 ‘ e e L 1 ‘
\ r ro|
\ \
\ A B |
r— F———— 7 r—
| PE | AS 64500 | DBR f——————— - DBR4 | AS 64500 | PE |
L 1 L _ | L
Lo T Lo N

Figure 4: Inter-Domain L3VPN Option 10B using |BG°, with separate
DBRs

Simlar to the Inter-Domain Option 10A case, main differences, when
conparing to the original Inter-domain Option 10B are:

* the BGP peering between two | GP donmi ns are now | BGP ( SAFI =128),
and no | onger EBGP ( SAFI =128)

* DBRs becone on-the-path route reflectors for SAFI =128

This inplies that DBR with RR functi on MJST change t he NEXT_ HOP
attribute to self, when reflecting these NLRIs. This is not in
accordance with [ RFC4456], Section 10 recomendati on that RR SHOULD
NOT nodi fy the NEXT_HOP attribute, therefore, this docunent rel axes
the reconmmendati on from [ RFC4456] by defining the use case, where RR
MUST nodify the NEXT _HOP attribute, when reflecting NLRIs over |BGP
peerings.
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It is strongly advisable to control the exchange of VPN-IPv4/VPN-IPv6
(SAFI =128) NLRIs between domains via Constrained Route Distribution (
[ RFC4684]). Therefore, DBR-to-DBR SH IBGP peering, in addition to
SAFI =128, SHOULD i nclude Route Target Constraint - RTC (SAFI =132) -
as well, and DBRs SHOULD be provisioned to exchange between each
other only desired RTCs. Please note, RTC MAY be used inside of each
| G° domain, too, to control route distribution within |G donains.

I mportant aspect of the inter-domain connectivity, when the domains
are interconnected via nultiple interconnection points, as depicted
in Figure 4, is loop prevention. 1In classic Inter-AS Option 10B,
with different AS nunbers used in each BGP donmain, and EBGP peerings
bet ween BGP domai ns, | oop prevention is ensured by rejecting updates
containing local AS nunber in the AS PATH attribute. |In the use case
with multiple I GP domai ns and single BGP domain, each DBR is on-the-
path RR, thus is associated with a CLUSTER ID. One option for
CLUSTER ID all ocation is that each DBR is configured with a unique
CLUSTER I D. Another option for CLUSTER ID allocation is that each
DBR pair in the |1 GP domain uses unique CLUSTER ID, as depicted in
Figure 4. Using the first CLUSTER ID all ocati on scheme, there is a
risk of a BGP routing |loop occurring, since all of the DBRs are
reflecting prefixes as RRs in the sane AS with next-hop self. To
prevent the DBRs of the same | GP domain fromaccepting updates from
each other, they MJST use the sane CLUSTER ID. In this case, a DBR
will discard a prefix update that has the same CLUSTER ID as itself
in order to prevent routing information loops in BGP. For exanple,
DBR1 and DBR2 configured with one CLUSTER I D, while DBR3 and DBR4
have anot her single CLUSTER ID. This nmechanism |oop prevention
based on CLUSTER LIST filtering, is described in [ RFC4456],

Section 10 - Avoiding Routing Information Loops.

When using | BGP, instead of EBGP, small variation of the architecture

can be achi eved, by collapsing two separate DBRs to single, collapsed
DBR, as depicted in Figure 5.
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vMHIBG M+IBGP WMHIBGP MHIBGP
SAFI =128 SAFI =128 SAFI =128 SAFI =128
SAFI =132 SAFI =132 SAFI =132 SAFI =132

nhs nhs nhs nhs
r— - — — — — — m r— - — — — — — m
- —
| PE | Domein A | DBR 1 | Domain B | PE|
- e _ _ _
\ | c | \
|
\ | u | \
I S I
| RR| t | RR|
_ e L 1
\ o \
\ A \
r— r— 7 r—
| PE | AS 64500 | DBR 2 | AS 64500 | PE |
L 1 e _ _ L 1
Lo _ Lo _

Figure 5: Inter-Domain L3VPN Option 10B using I BGP, with
col | apsed DBR

Simlarly to the previous exanple, DBR MJST change the NEXT_HOP
attribute to self, when reflecting VPN-1Pv4/VPN-|1Pv6 (SAFI =128)
NLRI's, and DBR SHOULD use RTC (SAFI=132) to control the exchange of
VPN- | Pv4/ VPN- | Pv6 ( SAFI =128) NLRIs between domains. RTC MAY be used
i nsi de of each dormai n.

4. Inter-domain L3VPN Option 10C with | BGP

I nter-domain L3VPN architecture based on so called Option 10C (

[ RFC4364], Section 10, "c)" bullet point) relies on exchangi ng VPN

| Pv4 (AFI/ SAFI =1/ 128) or VPN-|IPv6 (AFI/SAFI=2/128) NLRI's via M+ EBGP
peering between BGP domai ns, w thout changing the NEXT_HOP attri bute,
and exchangi ng | abel ed uni cast |1 Pv4 or |abel ed unicast |Pv6 (SAFI=4)
host routes (PE | oopbacks) via direct SH EBGP peering between ASBRs,
changing the NEXT_HOP attribute at the BGP donmain boundaries, in an
architecture as outlined in Figure 6. As in previous architectures,
RRs wi thin each AS depicted in Figure 6 SHOULD be used. One of the
mai n obj ectives of Option 10C architecture is to offl oad ASBRs from
the task of maintaining/distributing VPN-1Pv4/VPN-IPv6 (SAFI =128)
NLRI's, without RR these NLRI's woul d need to be distributed via direct
VH EBGP peerings between PEs fromdifferent BGP donmains. Such
approach nakes the design very inpractical and not scal abl e,
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therefore, in Option 10C RRs SHOULD be depl oyed, and M+ EBGP peeri ngs
to distribute VPN-1Pv4/VPN-1Pv6 (SAFI =128) NLRI s between BGP domai ns
SHOULD be established between RRs.

NH- | BGP NH- EBGP NH- | BGP

SAFI =128 SAFI =128 SAFI =128
nhs nhs

VH- | BGP SH EBGP NH- | BGP
SAFI =4 SAFI =4 SAFI =4

nhs nhs nhs nhs nhs nhs

r-— - - — — —/ —/ 7 71 r-— - - — — —/ —/ 7 71

- r————— /7 7
| PE | | ASBRL | ——————— + ASBR3 | | PE |

— L . L -

| | | |

| | | |

T 7

| | RR] | | | RR

| | | |

| | | |

1 r 1 r 1 7
| PE| AS 64501 | ASBRZ f——————— - ASBR4 |  AS 64502 | PE|
[ L . L . [

Lo - - - — _ . Lo - - - — _ .

Figure 6: Inter-AS L3VPN Option 10C

This architecture requires an end-to-end LSP | eading froma packet’s
ingress PE in one ASto its egress PE in another AS. Hence, at each
ASBR, NEXT_HOP attribute for |abeled unicast |Pv4 or |abeled unicast

| Pv6 (SAFI =4) NLRI MJST be nodified to self (nhs), which results in
new transport |abel allocation, and progranmm ng of appropriate |abe
forwarding entries in the data plane. In the packets traversing
ASBR-t 0- ASBR | i nk between two ASs, sinmilar to the links within each
AS, there is additional transport |abel at the top of the |abel stack
in addition to the L3VPN service label. This transport |abel is
exchanged via BGP peering wth SAFI =4.
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MH- | BGP MH- | BGP MH- | BGP
SAFI =128 SAFI =128 SAFI =128
SAFI =132 SAFI =132 SAFI =132
nhs nhs
M+ | BGP SH- | BGP M+ | BGP
SAFI =4 SAFI =4 SAFI =4
nhs nhs nhs nhs nhs nhs
r— - — — — — — — r— - — — — — — —
o N B IR _ L
| PE | Domain A |DBRLF——————— - DBR3 | Domain B | PE|
_ — ] —
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| I \
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\ | RR | t t | | RR |
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L I L ] L ] L 1
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Figure 7: Inter-Domain L3VPN Option 10C using IBGP, with separate
DBRs

Again, the differences conmpared to the original Inter-domain Option
10C are:

* the peerings between two | GP donmins are now | BGP, and no | onger
EBGP, for both single-hop BGP peering used to exchange | abel ed
uni cast | Pv4 or |abel ed unicast | Pv6 (SAFI=4) host routes (PE
| oopbacks), as well as nulti-hop BGP peering used to exchange VPN
| Pv4 (AFI/ SAFI =1/128) or VPN-1Pv6 (AFI/SAFI =2/128) NLRIs

* DBRs becone on-the-path route reflectors for SAFI =4
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Remai ni ng aspects of the architecture are simlar. This inplies that
| GP domai n boundary router (DBR) becomes inline (on-the-path) RR for

| abel ed uni cast |1Pv4 or |abeled unicast |Pv6 (SAFl=4) NLRI's, and MJST
change the NEXT HOP attribute to self, when reflecting these NLRIs.
Again, this is not in accordance with [ RFC4364], Section 10
recomrendati on that RR SHOULD NOT nodify the NEXT_HOP attri bute,
therefore, this docunment relaxes the recomendati on from [ RFC4456] by
defining the use case, where RR MIUST nodify the NEXT_HOP attribute,
when reflecting NLRIs over |BGP peerings

As in Option 10B scenario, it is strongly advisable to control the
exchange of VPN-IPv4/ VPN | Pv6 (SAFI=128) NLRIs between donmi ns via
Constrained Route Distribution ( [ RFC4684]). Therefore, M+1BGP
peering between RRs in different I GP domains, in addition to

SAFI =128, SHOULD i ncl ude RTC (SAFI =132), and RRs SHOULD be

provi sioned to exchange between each other only desired RTCs. Pl ease
note, RTC MAY be used inside of each domain, too, to control route
distribution within | GP donai ns.

When using I BGP, instead of EBGP, a small variation of the

architecture can be achi eved, by collapsing two separate DBRs to
single, collapsed DBR, as depicted in Figure 8.
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VH | BGP VH | BGP VH | BGP
SAFI =128 SAFI =128 SAFI =128
SAFI =132 SAFI =132 SAFI =132
nhs nhs
MH | BGP MH EBGP
SAFI =4 SAF| =4
nhs nhs nhs nhs
r-—- - - — — — 1 r-—- - - — — — 1
- r— "
| PE| Domain A | LDBRl | Domain B | PE| ]
\ | c | \
I
\ | u | \
I S I
\ | RR| ot | RR|
[ e [
\ o \
\ A \
=" r— 1 "
| PE| AS 64500 | DBR 2 | AS 64500 | PE |
[ e _ [
Lo - . . . _ Lo - . . . _

Figure 8: Inter-Domain L3VPN Option 10C using IBGP, with
col | apsed DBR

Sinmlarly to the previous exanple, DBR MJST change the NEXT_HOP
attribute to self, when reflecting | abel ed unicast | Pv4 or |abeled
uni cast | Pv6 (SAFI=4) NLRI's, and RR SHOULD use RTC (SAFI=132) to
control the exchange of VPN-I1Pv4/VPN-|Pv6 (SAFI =128) NLRI s between
| GP domains. RTC MAY be used inside of each domain.

5. | ANA Consi der ati ons
This meno i ncludes no request to | ANA

6. Security Considerations

As a general rule, traffic spoofing between domai ns nust be

prevented. In Option A the interfaces connecting the two domai ns do
not transport labeled traffic; they only carry regular IP traffic.
Therefore, well-established IP nechanisns, like filtering unwanted

traffic, can be used to prevent spoofing.
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BGP options B and C are nore vul nerabl e due to possi bl e unauthorized
| abel ed forwarding or |abel spoofing, especially when engaging in
peering arrangenents with third-party DBRs. ( [RFC4364]), Section 6
"Mai ntai ning Proper Isolation of VPNs", addresses the requirenents
for proper isolation of VPNs. |If MPLS is being used as the tunneling
technol ogy, this nmeans that a DBR MJUST NOT accept a | abel ed packet
fromany adjacent DBR unless the follow ng two conditions hol d:

* the | abel at the top of the |abel stack was actually distributed
by a DBR to that adjacent DBR, and,

* the DBR can determ ne that use of that label will cause the packet
to | eave the backbone before any labels lower in the stack will be
i nspected, and before the I P header will be inspected.

Defining a concrete solution to address above isolation requirenents
is out of scope for this docunent. However, a possible approach to
mtigate these concerns, for both Option B and Option C, is described
in [I-D. kaliraj-bess-bgp-sig-private-npls-labels], with Section 6.1
providing specific exanples. Wth this method, distinct context
tabl e per BGP peer (or group of peers) is established. This table
only contains | abels advertised to specific BGP peer (group of

peers). Interfaces facilitating DBR connections, where Option B or
Option Cis inplenented, SHOULD be associated with this newy

i ntroduced context table. Consequently, the |abel |ookup for packets
received over the interface from specific DBR happens within the
context of this table. Packets with |abels not advertised to DBR
fail the | ookup and are dropped.

Additionally, for Options B and C, an MPLS filter can be inpl enented,
speci fying inner 1Pv4 or |1Pv6, under one or nore | abel ed packets.

The nunber of labels in a filter is crucial for differentiating the
transport and enabling the filtering of spoofed traffic originating
fromunwanted source | Pv4 or | Pv6 addresses.
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Acronyms and Abbrevi ati ons

AFl : Address Family ldentifier

AS. Aut ononpus System

ASBR: Aut ononous System Boundary Router

BGP: Border Gateway Protocol

CE: Custoner Edge

DBR: Domai n Boundary Rout er
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EBGP: External Border Gateway Protocol

I BGP: Internal Border Gateway Protocol

I GP: Interior Gateway Protocol

I P: Internet Protocol

| Pv4: Internet Protocol version 4

| Pv6: Internet Protocol version 6

L3VPN: Layer 3 Virtual Private Network

LDP: Label Distribution Protocol

LSP: Label Switched Path

VH I BGP: Multi-hop Internal Border Gateway Protocol
MPLS: Ml tiprotocol Label Swtching

nhs: next-hop self

NLRI: Network Layer Reachability Information
PE: Provi der Edge

RR: Router Reflector

RSVP: Resource Reservation Protocol

RTC. Route Target Constraint

SAFl : Subsequent Address Family ldentifier
SH EBGP: Si ngl e-hop External Border Gateway Protocol
SR: Segnent Routing

VLAN: Virtual Local Area Network

VPN: Virtual Private Network

VRF: Virtual Routing and Forwardi ng
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