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Abstract

Thi s docunent specifies the Agent Trust Transport Protocol (ATTP),
a protocol -agnostic framework for trust scoring, cryptographic
identity, action-limt enforcenent, conpliance gating, and
tanper-evident audit for autononous Al agents.

ATTP separates trust fromidentity. |Identity protocols answer
"who is this agent?" ATTP answers "should this agent be all owed
to performthis action, at this magnitude, against this
counterparty, right now?"

The protocol defines five progressive trust |levels (LO-L4),
per - agent ECDSA P-256 cryptographic identity, a five-dimension
behavi oural trust scoring nodel, action-limt tiers derived from
trust scores, real-tine conpliance gating (sanctions screening,
jurisdictional controls), kill switches for instant revocation,
anomaly detection for agent behaviour, and a public trust query
API .

ATTP is transport-agnostic. This document defines the core
framework. Protocol -specific bindings map ATTP trust enforcenent
to individual transports: MCPS provides the binding for the

Model Context Protocol (MCP), with additional bindings defined
for REST APls, Google A2A, gRPC, and G aphQ..

Thi s specification supersedes draft-sharif-agent-paynment-trust-00,
br oadeni ng the scope from paynent transactions to any agent action
requiring trust-gated authorisation
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provi sions of BCP 78 and BCP 79
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1. Introduction
1.1. The Trust Gap

The emergence of autonompus Al agents that discover resources at
runtime, execute nulti-step tasks across trust domains, and take
consequential actions without human oversight creates a security
gap that identity protocols al one cannot cl ose.

Aut hentication answers a binary question: is this agent who it
clains to be? The answer is yes or no. But consequential actions
-- financial transactions, data access, infrastructure changes,
contract execution -- require graduated assessnent:

0 Has this agent earned the right to performactions of this
magni t ude?

o Does this agent’s behavioural history justify the |evel of
trust required?

0 |Is the counterparty cleared for this interaction (sanctions,
jurisdictional conpliance)?

o Can this agent be stopped instantly if something goes w ong?
0 |Is there a tanper-evident record of every action for audit?

Identity is necessary but not sufficient. ATTP provides the
trust layer that sits above identity and bel ow application |ogic.

1.2. Relationship to ldentity Protocols

ATTP does not replace identity protocols. |t consunes identity
assertions fromany standards-conpliant source:

QAuth 2.0 / Openl D Connect tokens (RFC 6749, Openl D Core)

X. 509 certificates (RFC 5280)

HTTP Message Signatures (RFC 9421)

Sel f-issued cryptographic identities (JVWKS-based)

Any O DC-conpliant provider (Keycloak, Azure AD, Ckta, etc.)

Oo0oo0oo0oo



ATTP requires proof that an agent is who it clains to be. It
does not prescribe how that proof is obtained. Once identity is
establ i shed, ATTP evaluates trust, enforces linits, gates
conmpliance, and records the decision

1.3. Relationship to Existing Specifications

This specification is part of a three-layer stack

| AEBA (Behavioural Analytics) |
| draft-sharif-aeba |
| Anomaly detection, M-based nonitoring |

| ATTP (Trust Transport) [this docunent] |
| draft-sharif-attp |
| Trust scoring, limts, conpliance, audit |

| MCPS (MCP Secure) |
| draft-sharif-ntps-secure-ntp |
| Message signing for MCP transport |

MCPS provi des message-|evel cryptographic security for the Mde
Context Protocol. ATTP provides the trust framework that MCPS
(and ot her transport bindings) enforce. AEBA provides behavi oura
anal ytics that feed into ATTP trust scoring.

1.4. Design Goals

1. Transport-agnostic. ATTP defines trust semantics, not wire
format. Protocol bindings map ATTP to specific transports.

2. ldentity-agnostic. ATTP consumes identity from any source.
It does not conpete with any identity protocol -- QAuth,
O DC, niLS, SPIFFE, HTTP Message Signatures, or future
st andar ds.

3. Gaduated trust. Binary identity is insufficient. Five
trust levels (LO-L4) with associated action linmits provide
proportional authorisation

4, Fail-closed. |f trust cannot be evaluated, the default is
deny. No silent degradation

5. Instant revocation. Kill switches take effect on the next
request. No waiting for certificate expiry or CRL refresh

6. Conpliance-native. Sanctions screening and jurisdictiona
controls are built into the protocol, not bolted on

7. Self-hostable. The Trust Authority has no external service
dependency. Operators run their own instance.

8. Auditable. Every trust decision produces a tanper-evident
record with hash-chain integrity.

2. Term nol ogy

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMVENDED', " MAY",
and "OPTIONAL" in this docunent are to be interpreted as descri bed
in BCP 14 [ RFC2119] [RFC8174] when, and only when, they appear in
all capitals, as shown here.



Agent: An autonompus software entity that perfornms actions on
behal f of a principal (human or organisation) via standardi sed
protocols. Actions include but are not limted to: financial
transactions, data queries, tool invocations, infrastructure
changes, and contract execution

Principal: The human or organisational entity accountable for
an agent’s actions.

Trust Authority (TA): The service that naintains agent
regi strations, conputes trust scores, evaluates conpliance
gates, enforces action linits, and records audit entries.
The TA is self-hostable with no external dependency.

Trust Score: A nunerical value (0-100) representing the assessed
trustworthi ness of an agent based on nultiple behavioura
di nensi ons.

Trust Level: A discrete classification (LO-L4) derived fromthe
trust score, with associated action limts.

Action: Any operation an agent requests that requires trust
eval uation. Actions are protocol -specific: a paynent in
Stripe, atool call in MCP, an APl request in REST, a task
in A2A.

Action Limt: A constraint on the magnitude or frequency of
actions an agent nay performat a given trust |evel

Kill Switch: A per-agent or per-principal flag that, when
activated, causes inmedi ate denial of all actions regardless
of trust |evel

Conpl i ance Gate: A check performed before action execution that
eval uates regul atory constraints (sanctions lists,
jurisdictional rules, enbargo lists).

Protocol Binding: A specification that maps ATTP trust
enforcenment to a specific transport protocol (MCP, REST,
A2A, gRPC, G aphQ).

Agent Passport: A cryptographically signed identity docunent
containing the agent’s public key hash, principal identity,
aut hori sed scope, trust level, and issuance netadata.

3. Agent ldentity

3.1. Key Pair Generation

Each agent MJST have a uni que ECDSA key pair using the P-256
curve [ FlI PS186-5].

Key pairs MAY be generated by the Trust Authority and provided

to the principal (the private key MIST be returned exactly once
and MUST NOT be stored by the Trust Authority), or generated by
the principal and the public key registered with the Trust

Aut hority (RECOMMENDED for production deploynents).

I mpl enent ati ons MJST support ECDSA P-256 (ES256).
I mpl enent ati ons MAY additionally support Ed25519 (EdDSA) for
envi ronments where P-256 is not avail able.

3.2. Public Key Registration

The principal MJST register the agent’s public key with the



Trust Authority at agent creation time. The Trust Authority
stores ONLY the public key. The private key MJUST renmi n under
the principal’s control at all tines.

For production deploynents, the private key SHOULD be stored in
a Hardware Security Mdule (HSM, cloud Key Managenent Service
(KVB), or platformnative secure storage

3.3. Agent Passport

Upon registration, the Trust Authority issues an Agent Passport
-- a signed JSON docunent contai ni ng:

o

agentld: Unique identifier for the agent.
publ i cKeyHash: SHA-256 hash of the agent’s public key,
bi ndi ng the passport to a specific key pair.
principalld: Identifier of the owning principal

scope: Array of authorised action categories.
trustlLevel: Current trust |evel (LO-L4).

i ssuedAt: 1SO 8601 tinestanp of issuance.

expiresAt: |SO 8601 tinestanp of expiry.

i ssuer: ldentifier of the Trust Authority.

prot ocol Versi on: ATTP version (this docunment: "1.0").

o

OO0OO0OO0O0O0OO0

The passport is signed by the Trust Authority’s key using
ECDSA P-256. The signature covers the JSON Canonicali zation
Schene (JCS) [RFC8785] serialisation of the passport fields.

Passports MUST expire. Maximumlifetime MJST NOT exceed
365 days. RECOMMENDED lifetime is 90 days for LO-L2 agents
and 180 days for L3-L4 agents.

3.4. Key Rotation

Agents MJST support key rotation without identity |oss.
When rotating keys:

1. The principal generates a new key pair.

2. The principal registers the new public key with the TA

3 The TA issues a new passport binding the agentld to the
new public key.

4. The old key enters a grace period (RECOWENDED: 24 hours)
during which both keys are accepted.

5. After the grace period, the old key is revoked.

Key rotation MJUST NOT reset the agent’s trust score.

4. Chal | enge- Response ldentity Verification

When a platformneeds to verify an agent’s identity before
granting access, it uses the follow ng chall enge-response
pr ot ocol

4.1. Chall enge |ssuance

The platform (or TA on behalf of the platform generates a
chal | enge

o challenge: 32 bytes of cryptographically random data,
hex- encoded (64 characters).

0 expiresAt: Tinmestanp, MJIST be no nore than 60 seconds
fromissuance

0 agentld: The agent for which the challenge is issued.

Each chal | enge MUST be single-use. The TA MJIST reject any



attenpt to verify a challenge that has al ready been used.
4.2. Challenge Signing
The agent signs the challenge using its private key:
si gnat ure = ECDSA- Si gn( SHA- 256( chal | enge), agent Pri vat eKey)

The signature uses | EEE P1363 fixed-length r||s encoding
(64 bytes for P-256) per RFC 7518 Section 3.4.

4.3. Signature Verification
The TA verifies the signature using the agent’s registered
public key. If valid, the TA returns the agent’s current
trust score, level, and recomendati on.

4.4. Failure Handling

If verification fails:

0o The TA MJUST log the failure as a potential inpersonation
attenpt.

0 The agent’s trust score MUST be penalised (RECOMVENDED:
-10 points per failed attenpt).

0 The response MJUST include an error code: | MPERSONATI ON,
CHALLENGE_EXPI RED, CHALLENGE_REPLAYED, or AGENT_M SMATCH.

5. Trust Scoring Mdel
5.1. Scoring Dinensions

The trust score is conmputed fromfive di nensions:

1. Code Attestation (CA): Wiether the agent’s code or
configuration has been cryptographically verified against
its declared specification.

2. Execution Success Rate (ES): The proportion of the agent’s
past actions that conpleted w thout anomaly, dispute, or
reversal .

3. Behavioural Consistency (BC): The statistical consistency
of the agent’'s action patterns relative to its established

basel i ne.

4. (Operational Tenure (OT): The duration the agent has been
regi stered and actively operating.

5. Anomaly History (AH): The inverse of the count and severity
of detected anonali es.

5.2. Dimension Wights
Each di nmension contri butes 20%to the overall score:
WCA = WES = WBC = WOT = WAH = 0. 20

I mpl enent ati ons MAY adj ust wei ghts provided the sumequals 1.0
and no single dinmension exceeds 0. 40.

5.3. Score Conputation

raw = (CA * WCA) + (ES * WES) + (BC * WBC) +
(Or * wWar) + (AH* WAH
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Each di nension value is in the range [0, 100].

score = clanp(raw + bonus + dormancy, 0, 100)

.4. Trust Levels

R AR, o e e e e oo o e e e e oo +
| Level | Score | Label | Paynment Enabl ed
S Fomm o - o e e oo o e e oo +
| LO | 0-19 | No Access | No |
| L1 | 20-39 | Restricted | Mcro only |
| L2 | 40-59 | Standard | Yes |
| L3 | 60-79 | Elevated | Yes (nonitored)

| L4 | 80-100| Full Access | Yes (audited)
S Fomm o - o e e oo o e e oo +

No trust level SHALL have unlimted action authority. L4
represents the maximumtier with nandatory enhanced auditi ng.

5. Dynam c Adj ust nent
The trust score adjusts dynamically based on observed behavi our

Successful action: +0.5 trust bonus.

Bl ocked action (over limt): -2 trust bonus.

Anonal y detected: -5 per anonaly.

Critical anomaly (3+ simnultaneous): -20 trust bonus.
Failed identity verification: -10 trust bonus.
Probi ng detected: -15 trust bonus.

OO0OO0OO0OO0OO0o

Sel f-deal ing actions (agent-to-agent within the sanme principal)
MUST earn zero trust bonus.

6. Dormancy Decay

Agents inactive for extended periods MJST have their trust
score reduced:

0 30 days inactive: -10 penalty.
0 60 days inactive: -20 penalty.
0 90+ days inactive: -30 penalty.

The dormancy penalty is renoved when the agent resunes activity.
7. Pronotion Rate Linmiting

Trust |evel promptions MJST be rate-limted to prevent trust
farm ng attacks:

o LO to L1: Mninum24 hours at LO with at |east 5
successful actions.

0 L1 to L2: Mninmum7 days at L1 with at l[east 20
successful actions.

0 L2 to L3: Mninmum 30 days at L2 with at |east 100
successful actions and zero critical anonmli es.

0 L3 to L4: Mninum90 days at L3 with at |east 500
successful actions, zero anonualies, and nanual
principal attestation.

Denotions are instant. A single critical anomaly at L4
drops the agent to L2 i mediately.

Action Limt Enforcenment
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Per-Action Limts

Each action MJUST be checked against the per-action linmt of
the agent’s current trust level. Actions exceeding the linit
MJST be rejected with error code ATTP-ACTION-LIMT.

Action limts are protocol -binding-specific. For financia
transacti ons:

S IR e e +
| Level | Per-TX Linmt | Daily Lint |
B Fom e e e oo Fom e e e oo +
| LO | $0 | $0 |
| L1 | $10 | $50 |
| L2 | $100 | $500 |
| L3 | $1, 000 | $5, 000 |
| L4 | $50, 000 | $200, 000 |
B Fom e e e oo Fom e e e oo +

For non-financial actions, protocol bindings define equival ent
limts (e.g., APl calls per nminute, data volune per request).

Daily Aggregate Linits

The TA MJST track daily aggregate acti on magnitude per agent
within a rolling 24-hour w ndow.

Princi pal Aggregate Linits
To prevent Sybil attacks (creating nany agents to circument
per-agent limts), the TA MIST enforce aggregate limts per
principal across all their agents.
Cool ing Period
After a trust level pronotion, the agent MJST operate under
the previous level’s limts for a cooling period
( RECOMMENDED: 24 hours) before the newlimts take effect.
Kill Sw tches

Per-Agent Kill Swtch

Each agent MJST have an independently controllable kill switch.
When acti vat ed:

ALL actions by the agent are denied i mredi ately.

The deni al takes effect on the next request (no grace period).
The agent’s trust score is frozen (not reset).

The kill switch state is recorded in the audit trail.

O O0OO0Oo

Reactivation requires explicit principal action and MJUST NOT
be aut onat ed.

Per-Principal Kill Switch

Each principal MJST have a kill switch that sinmultaneously
di sabl es ALL agents under their control

Emer gency Freeze

The TA MJST support an energency freeze that disables al
agents across all principals. This is intended for
infrastructure-level incidents. Enmergency freeze MJST
require multi-party authorisati on (RECOMVENDED: two
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i ndependent operators).

Conpl i ance Gating
1. Sanctions Screening

Bef ore executing any financial action, the TA MJST screen
the counterparty agai nst applicable sanctions lists:

OFAC SDN (US)

EU Consol i dat ed Sancti ons

UK HMI' Sancti ons

UN Security Council Sanctions

O O0OO0Oo

Screeni ng MJUST use fuzzy matching with a configurable

t hreshol d (RECOMMVENDED: 70% match score). Matches above
the threshold MJUST bl ock the action with error code
ATTP- SANCTI ONS- MATCH

Sanctions lists MJST be updated at |east daily.

.2. Jurisdictional Controls

Actions MAY be restricted based on the jurisdiction of the
agent, the principal, or the counterparty. The TA MJST
support configurable jurisdiction rules.

.3.  Conpliance Record

Every conpliance check MJUST produce an audit record
containing: the query, the lists checked, the match results
(i ncluding near-nmnisses), and the decision. Conpliance
records MJST be retained for the period required by
appl i cabl e regul ati on (RECOWENDED m ni mum 5 years).

Anonal y Detection

. 1. Magni tude Anomaly

An action whose nagni tude exceeds 3 standard devi ations from
the agent’s historical mean MJUST be fl agged.

.2. Velocity Anonaly

An action rate exceeding 2x the agent’s historical maxi mum
wi thin any 5-m nute wi ndow MJST be fl agged

.3. Tenporal Anonmaly

Actions outside the agent’s established operating hours
(based on 90-day history) SHOULD be fl agged.

.4. Counterparty Anomaly

Actions directed at counterparties with which the agent has
no prior history, when conbined with el evated nagnitude,
MUST be fl agged.

5. Probing Anomaly

A pattern of increnentally increasing action nagnitudes
(e.g., $1, $5, $10, $50, $100) within a short w ndow

i ndi cat es probi ng behaviour and MJST trigger a -15 trust
penalty and flag the agent for review



9.6. Self-Dealing Detection

Actions between agents bel onging to the sane principal MJST
earn zero trust bonus and SHOULD be flagged if they exceed
10% of the agent’s total action vol une.

10. Public Trust Query API
10.1. Request For mat
Any pl atform MAY query the TA for an agent’s trust status:
GET /v1/trust/{agentld}

The TA MJST support this query without requiring a
pre-existing relationship with the querying platform

10. 2. Response For mat

{
"agentld": "agent_abc123",

"trust": {
"score": 67,
"l evel ": 3,
"l abel": "L3 -- Elevated"
b,
"reconmendation": "ALLOW,
"limts": {
"per Action": 100000,
"daily": 500000

dentity": {

"verified": true,
"principalld': "dev_xyz",
"jurisdiction": "GB"

},
"meta": {

"protocol Version": "1.0",
"queriedAt": "2026-05-01TO00: 00: 00Z",
"checkedBy": "ATTP Trust Authority"

}
}

10. 3. Batch Queries
The TA MJST support batch queries for efficiency:

POST /vl/trust/batch
{ "agentlds": ["agent_ 1", "agent 2", "agent_ 3"] }

Maxi mum bat ch size: 100 agents.
10.4. Rate Limting
The TA MJUST rate-limt trust queries:

0 Anonynous queries: 120 per ninute per IP
0 Authenticated queries: 600 per minute per APl key.

10.5. Information Disclosure Controls
The public trust APl MJST NOT expose:

o0 Raw scoring di nension val ues.
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0 Action history or details.
o Private key material or key fingerprints.
o Internal anomaly threshol ds.

The APl provides trust |evel, reconmendation, and linits only.

Action Signing and Receipts
1. Action Envel ope

Every action processed through ATTP produces a signed envel ope:

{

"actionld": "act_unique_id",
"agentld": "agent abcl123",
"action": "paynent_initiate",
"magni tude": 5000,
"counterparty": "recipient_nanme",
"trustLevel ": 3,

"conplianceResult": "CLEAR',
"timestamp": "2026-05-01T00: 00: 00Z",
"signature": "<ECDSA signature over canonical JSON>"

}

The signature covers the JCS [ RFC8785] serialisation of al
fields except the signature field itself.

2. Hash Chain

Action envel opes are |linked in a hash chain:
hash_n = SHA-256(hash_{n-1} || JCS(envel ope_n))

The genesis hash is SHA-256(" ATTP- GENESI S") .

Breaki ng the hash chain indicates tanpering. The TA MJST
verify chain integrity on every append.

3. Non- Repudi abl e Recei pts

After successful action execution, the TA issues a receipt
signed by the TA's key. The receipt includes:

The acti on envel ope.

The TA' s signature over the envel ope.
The hash chain position

The conpliance check result.

O O0OO0oOo

Recei pts are non-repudi abl e: the agent cannot deny the action,
and the TA cannot deny the trust decision.
Pr ot ocol Bi ndi ngs

ATTP is transport-agnostic. Protocol bindings map ATTP trust
enforcenment to specific transports.

1. MCP Bindi ng (MCPS)

The MCP binding is specified in draft-sharif-ncps-secure-ncp
[ MCPS]. MCPS waps JSON- RPC nessages in signed envel opes
carrying ATTP trust clains.

Trust level is conveyed in the MCPS envel ope header. Action
limts map to tool call paraneters (anmount, scope). Kill



switch state is checked before tool execution
12. 2. REST Bi ndi ng
For REST APls, ATTP trust is conveyed via HITP headers:

X- ATTP-Trust - Level : 2

X- ATTP- Agent -1 d: agent _abc123

X- ATTP- Si gnat ure: <base64 ECDSA si gnhat ure>
X- ATTP- Nonce: <UUI D>

X- ATTP-Ti nest anp: <uni X epoch ns>

The signature covers: nethod, path, body hash (SHA-256),
nonce, and tinmestanp.

12. 3. Googl e A2A Bi ndi ng

For the Agent2Agent protocol [GOOGLE-A2A], ATTP trust is
enbedded in the Task nmetadata. The agent’s AgentCard

i ncludes ATTP trust |level and TA endpoint in its capabilities
decl arati on.

12. 4. gRPC Bi ndi ng

For gRPC, ATTP trust is conveyed via metadata headers using
the sanme header nanes as the REST bi ndi ng.

12. 5. GraphQ Bi ndi ng

For GraphQ., ATTP trust is conveyed via HITP headers (same
as REST) or via an extensions field in the G aphQ request:

{
"query": "...",
"extensions": {
"attp": {

"trustLevel ": 2,
"agentld": "agent _abc123",
"signature": "...",
"nonce": "...",
"timestanp": 1234567890

}
}
}

12. 6. Keycl oak Integration
For enterprises using Keycloak or other O DC providers, ATTP

trust clains are enbedded in the JWI access token as a nested
"attp" claim

"sub": "agent _abcl123",

"attp": {
"trust _level": 2,
"trust _label": "L2 -- Standard",

"paynent _enabl ed": true,
"tx_limt": 10000,
"day_limt": 50000,
"scopes": "paynent _initiate, sanctions_screen",
"protocol _version": "1.0"
}
}

A Keycl oak protocol mapper inplenents the role-to-trust-1evel
mappi ng (attp-10 through attp-14 roles).
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Revocati on
1. Agent Revocation

An agent MAY be revoked by the principal or by the TA
Revocation is immediate (kill switch) and pernmanent until
explicitly reversed.

Revocati on MJST:

Set the kill switch.

I nvalidate the current passport.

Record the revocation in the audit trail.
Optionally notify dependent platforms via webhook.

O o0Oo0oo

2. Emergency Freeze

The TA MJST support energency freeze of individual agents,
all agents under a principal, or all agents globally. dd obal
freeze MUST require nmulti-party authorisation.

Security Considerations

1. Key Managenent

Private keys MJST be stored in HSM KMs, or platformnative
secure storage for production deployments. Private keys
MUST NOT be transmitted over network channels after initial
generation. The TA MJST NOT store agent private keys.

2. Trust Farmng Mtigation

ATTP mitigates trust farm ng through:

Pronmotion rate limting (Section 5.7).

Sel f-deal i ng detection (Section 9.6).

Principal aggregate linmts (Section 6.3).
Dor mancy decay (Section 5.6).

O o0oo0oo

An attacker who creates agents and perfornms small successful
actions to build trust is limted by the mninumtinme at each
| evel (24 hours, 7 days, 30 days, 90 days) and the m ni nmum
action counts. Reaching L4 requires at mnimum 128 days of
sust ai ned operation with zero anomali es.

3. Sybil Attack Prevention

Principal aggregate linmits prevent circunmvention of per-agent
limts through agent proliferation. The TA SHOULD i npl ement
addi tional heuristics: comon | P addresses, identical

behavi oural patterns, coordinated action tim ng.

4. |npersonation Detection

Fail ed chal |l enge-response verifications trigger trust
penalties and audit entries. Three consecutive failures
SHOULD trigger automatic agent suspension pending principal
revi ew.

5. Race Condition Handling

Concurrent action requests MJST be serialised at the limt
enforcenment layer. |nplenentations MJST use atomc
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compar e- and- swap operations for daily aggregate tracking.
6. Replay Protection

Action envel opes include nonce and tinestanp. The TA MJST
reject any envel ope with a previously-seen nonce or a

ti mestanp outside the acceptabl e wi ndow ( RECOVVENDED:

5 m nutes).

7. Kill Switch Consistency

Kill switch state MIUST be checked atonmically with action
eval uation. There MUST be no wi ndow between trust check
and action execution during which a kill switch activation

coul d be mi ssed.
8. Conparison with Identity-Only Protocols

ldentity protocols (QAuth 2.0, O DC, nifLS, HITP Message
Signatures, or any future agent identity standard) establish
who an agent is. They do not:

Score agent trustworthiness based on behavi oural history.
Enforce graduated action limts tied to trust |evels.
Screen counterparties against sanctions |ists.

Provide instant kill sw tches independent of credential
I'ifecycle.

Produce tanper-evident audit chains for regulatory
compl i ance.

O O0OO0Oo

o

ATTP is designed to compose with identity protocols, not
replace them An identity assertion is a prerequisite for
ATTP trust eval uation

Privacy Consi derations

The public trust query APl reveals that an agent exists and
its current trust level. This is intentional -- platforns
need this informati on to nake access deci sions.

The APl MJUST NOT reveal

Action history or patterns.

Scoring di nensi on breakdowns.

Counterparty i nformation.

Key materi al

Principal identity (unless the principal opts in).

OO0Oo0o0oo

I mpl enent ati ons SHOULD support pseudonynous agent identifiers
that are unlinkabl e across platforns unless the principa
explicitly enables cross-platformlinking.

| ANA Consi der ations

Thi s docunent defines the follow ng HTTP headers for the
REST protocol binding:

X- ATTP- Trust - Level
X- ATTP- Agent -1 d
X- ATTP- Si gnat ure
X- ATTP- Nonce

X- ATTP- Ti nest anp

Oo0oooo

Regi stration of these headers in the | ANA Message Headers
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registry is requested.
Thi s docunent defines the follow ng error codes:

ATTP-ACTION-LIM T

ATTP- SANCTI ONS- MATCH
ATTP- TRUST- | NSUFFI Cl ENT
ATTP- KI LL- SW TCH- ACTI VE
ATTP- NONCE- REPLAY

ATTP- TI MESTAMP- EXPI RED

OO0OoO0Oo0o0oo

Thi s docunent defines the follow ng well-known URI:
o /.well-known/attp-trust

For discovery of Trust Authority endpoints.
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Appendi x A.  Regul atory Mappi ng
A 1. PSD2 SCA Mappi ng

ATTP trust levels map to PSD2 Strong Custoner Authentication
requirenents

0 LO-L1: Equivalent to unauthenticated. No SCA-exenpt
transactions pernitted.

0 L2: SCA-exenpt for |ow value transactions (< EUR 30,
aggregate < EUR 100).

0 L3-L4: Chall enge-response verification satisfies the
"sonet hi ng you have" factor when conbined with code
attestation ("sonmething you are" for agents).

A.2. PCl DSS v4.0.1 Mpping

0 Req 3.5 (key storage): ATTP mandates HSM KMs f or
production private keys.

0 Req 6.2 (software security): Code attestation di nension
maps to verified software inventory.

0 Req 8 (identify and authenticate): Chall enge-response
wi th ECDSA satisfies strong authentication.

o0 Req 10 (logging): Hash-chained audit trail satisfies
t anper - evi dent | oggi ng.

0 Req 11 (testing): Anonaly detection satisfies continuous
nmoni toring requirenents

Appendi x B. Trust Level Reference |nplenmentation

A reference inplenmentation of the ATTP trust scoring nodel
is available at:

0 Go: github.confrazashariff/agentpass-go (Apache 2.0)
o JavaScript: npminstall agentsign (BSL 1.1)
o0 Keycl oak: github.confrazashariff/keycl oak-ncps (BSL 1. 1)

Appendi x C. Conparison with Identity-Only Approaches
ldentity-only protocols provide authentication. ATTP provides

trust-gated authorisation. The follow ng table summarises the
di f ferences:

o e e e e e e e e oo s S Fomm o - +
| Capability | ldentity | ATTP

o e e e e e e oo o Fomm oo - Fom e e - - +
| Prove agent identity | Yes | Yes*

| Graduated trust |levels | No | Yes |
| Action limts | No | Yes

| Sanctions screening | No | Yes

| Kill switches | No | Yes |
| Behavioural scoring | No | Yes

| Tanper-evident audit | No | Yes |
| Fail-closed enforcement | Varies | Yes |
| Dormancy decay | No | Yes

| Self-dealing detection | No | Yes |
o m e e e e e e e oo - S S +

* ATTP consumes identity fromexternal providers; it does not
inmplement its own identity protocol

Aut hor’ s Addr ess
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