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Abstract

Thi s docunent specifies a protocol for trust scoring, identity
verification, and spend |limt enforcenent for autononmous Al agents
that initiate financial transactions. As Al agents gain the
capability to nake paynents via protocols such as the Machi ne
Paynments Protocol (MPP), a standardi sed nmechanismis needed to
verify agent identity, assess trustworthiness, and enforce
financial limts based on behavioural history.

The protocol defines a five-dinension trust scoring nodel, per-
agent cryptographic identity using ECDSA P-256 key pairs,

chal | enge-response identity verification, spend limt tiers
derived fromtrust scores, anonaly detection for financia

behavi our, and a public trust query APl for third-party platforns.

Thi s specification conpl enents draft-sharif-ncps-secure-ntp, which
provi des nessage-| evel cryptographic security for the Mddel Context
Protocol (MCP). Together, the two specifications address protocol
security (MCPS) and financial trust (this document) for the Al
agent econony.

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute
wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunments valid for a maxi num of six
mont hs and nmay be updated, replaced, or obsol eted by other docunents
at any tine. It is inappropriate to use Internet-Drafts as
reference material or to cite themother than as "work in progress."

This Internet-Draft will expire on 26 Septenber 2026
Copyright Notice

Copyright (c) 2026 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’s Lega
Provisions Relating to | ETF Docunents
(https://trustee.ietf.org/license-info) in effect on the date of
publication of this docunent. Please review these docunents
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1.

I ntroduction

The energence of autononmpbus Al agents capable of initiating
financial transactions represents a fundanmental shift in paynent
infrastructure. Protocols such as Stripe’s Machi ne Payments
Protocol (MPP) [ STRI PE-MPP], |aunched in March 2026, enable Al
agents to create paynment intents, process charges, and manage
subscriptions without human intervention

Exi sting paynent security mechanisnms -- Strong Custoner
Aut henti cation (SCA) under PSD2 [PSD2], fraud detection systermns,
and Know Your Custoner (KYC) processes -- are designed for hunman

users who are present at the point of transaction. These
mechani snms do not address the unique characteristics of Al agent
transacti ons:

0

Agents operate at machi ne speed, potentially executing thousands
of transactions per m nute.

Agents act autononmpusly, w thout real-tine hunan oversight for
each transaction.

Mul tiple agents may operate under a single devel oper account,
each with different behavioural patterns and risk profiles.

Agent identity is typically established through static APl keys
that provide no per-agent differentiation

There is no standardi sed nechanismfor a platformto assess an
agent’ s trustworthi ness before granting financial access.

Thi s docunent specifies a protocol that addresses these gaps
t hrough four nechani sns:

1.

Per - agent cryptographic identity using ECDSA P-256 key pairs
wi th chal | enge-response verification.

A five-di mensi on behavi oural trust scoring nodel that
dynani cal | y adj usts based on observed agent behavi our

Spend limt tiers derived fromtrust scores, enforced at the
protocol |evel before transactions reach paynent networks.

A public trust query APl that enables any platformto assess
agent trustworthiness without requiring a pre-existing
relationship with the trust authority.

Ter mi nol ogy

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMVENDED', "NOT RECOMVENDED', " MAY",
and "OPTIONAL" in this docunent are to be interpreted as descri bed
in BCP 14 [ RFC2119] [ RFC8174] when, and only when, they appear in

al |

capitals, as shown here

Agent: An autononpus software entity that initiates financial

transacti ons on behal f of a principal (human or organisation)
vi a standardi sed protocol s.

Agent Passport: A cryptographically signed identity docunent

containing the agent’s public key hash, devel oper identity,
aut hori sed scope, and issuance netadat a.

Chal | enge: A cryptographically random val ue i ssued by a verifier



to test whether a clainmant possesses a specific private key.

Devel oper: The hunman or organi sational entity that creates,
manages, and is accountable for one or nore agents.

Trust Authority: The service that naintains agent registrations,
computes trust scores, verifies identities, and responds to
trust queries.

Trust Score: A nunerical value (0-100) representing the assessed
trustworthi ness of an agent based on nultiple behavioura
di mensi ons.

Trust Level: A discrete classification (LO-L4) derived fromthe
trust score, with associated financial linmts.

Pr obl em St at enment

Consi der the follow ng scenario: an Al agent operating as a
procurenent assistant for a small business is authorised to
purchase cloud conputing resources. The agent holds an APl key
for a payment processor and can create paynent intents

aut ononousl y.

An attacker who obtains the agent’s APl key -- through a
conprom sed devel opnent environnent, |eaked configuration file,
or man-in-the-mddle attack -- can

o |Inpersonate the agent and make unaut hori sed purchases.

0 Exceed the intended spending authority of the agent.

0 Create transactions at nachine speed before the conpronise is
det ect ed.

0 Operate across multiple platfornms sinmultaneously using the
same stolen credential s.

Current mitigations (APl key rotation, IP allowisting) are
reactive rather than preventive. They do not address the
fundamental question: "Is this specific agent, making this
specific transaction, trustworthy?"

Thi s docunent specifies a protocol that answers that question
t hrough cryptographic identity verification and behavioura
trust scoring.

Architecture Overvi ew

The protocol defines interactions between four roles:

B +
| Agent |
B +



| Trust Authority |
| (Agent Pass) |

I ssues chall enge, verifies identity,
checks trust score, enforces limts

S SRR | V2SR +
| Platform/ Store

Queries trust APlI, decides to
all ow or deny the transaction

| Paynent Network |
| (Stripe, etc.) |

The Trust Authority MJST NOT be in the critical path of paynent
processing. Platforns query the Trust Authority before initiating
paynents; if the Trust Authority is unavailable, platforns SHOULD
apply a fail-closed policy for new agents and a cached-trust
policy for previously verified agents.

5. Agent ldentity
5.1. Key Pair Generation

Each agent MJST have a uni que ECDSA key pair using the P-256
curve [ Fl PS186-4].

Key pairs MAY be generated by the Trust Authority and provided

to the devel oper (the private key MIST be returned exactly once
and MJUST NOT be stored by the Trust Authority), or generated by
the devel oper and the public key registered with the Trust

Aut hority (RECOMVENDED for production deploynents).

5.2. Public Key Registration

The devel oper MUST register the agent’s public key with the
Trust Authority at agent creation time. The Trust Authority
stores ONLY the public key. The private key MJST renmi n under
the devel oper’s control at all tines.

For production deploynents, the private key SHOULD be stored in
a Hardware Security Mdule (HSM, cloud Key Managenent Service
(KVB), or platformnative secure storage (e.g., i0S Keychain

wi th kSecAttrAccessi bl eWhenUnl ockedThi sDevi ceOnl y) .

5.3. Agent Passport

Upon registration, the Trust Authority issues an Agent Passport
-- a signed JSON docunent contai ni ng:

o

agentld: Unique identifier for the agent.

agent Publ i cKeyHash: SHA-256 hash of the agent’s public key,
bi ndi ng the passport to a specific key pair.

devel operld: ldentifier of the owning devel oper.

scope: Array of authorised action categories.

i ssuedAt: 1SO 8601 tinestanp of issuance.

i ssuer: ldentifier of the Trust Authority.

o

O O0OO0Oo

The passport is signed by the devel oper’s key (not the agent’s
key), establishing an issuance chain: Trust Authority issues to



Devel oper, Devel oper del egates to Agent.

6. Chall enge-Response ldentity Verification

VWhen a platformneeds to verify an agent’s identity before
granting access or processing a paynent, it uses the follow ng
chal | enge-response protocol

6.1. Challenge |ssuance

The platform (or Trust Authority on behalf of the platform
generates a chal |l enge:

o challenge: 32 bytes of cryptographically random data, hex-
encoded (64 characters).

0 expiresAt: Tinmestanp, MJST be no nore than 60 seconds from
i ssuance.

o agentld: The agent for which the challenge is issued.

Each chal | enge MUST be single-use. The Trust Authority MJST
reject any attenpt to verify a challenge that has already been
used (replay prevention).

6.2. Challenge Signing
The agent signs the challenge using its private key:
si gnat ure = ECDSA- Si gn( SHA- 256( chal | enge), agent Pri vat eKey)
The signature i s hex-encoded for transm ssion
6.3. Signature Verification

The Trust Authority verifies the signature using the agent’s
regi stered public key:

val id = ECDSA- Veri fy(SHA- 256( chal | enge), signature,
agent Publ i cKey)

If valid, the Trust Authority returns the agent’s current trust
score, level, and recommendati on

6.4. Failure Handling
If verification fails:

0 The Trust Authority MJST log the failure as a potenti al
i mper sonation attenpt.

0 The agent’s trust score MJUST be penalised ( RECOVMVENDED:
-10 points per failed attenpt).

0 The agent’s anomaly counter MJST be increnented.

0 The response MJST include an error code indicating the
failure type: | MPERSONATI ON_DETECTED, CHALLENGE EXPI RED,
CHALLENGE_REPLAYED, or AGENT_M SMATCH

7. Trust Scoring Mdel

7.1. Scoring Dinensions

The trust score is conputed fromfive dinensions, each
contributing a weighted conponent to the overall score:

1. Code Attestation (CA): Wether the agent’s code has been
cryptographically verified against its declared specification



2. Execution Success Rate (ES): The proportion of the agent’s
past transactions that conpleted without anonaly, dispute,
or reversal

3. Behavioural Consistency (BC): The statistical consistency
of the agent’s transaction patterns (amobunts, recipients,
timng) relative to its established baseline.

4. Operational Tenure (OT): The duration the agent has been
regi stered and actively transacting.

5. Anomaly History (AH): The inverse of the count and severity
of detected anommlies (fewer anonalies = higher score).

7.2. Dinmension Wights
Each di nension contributes 20%to the overall score:
WCA = WES = WBC = WOT = WAH = 0. 20

| mpl enent ati ons MAY adj ust wei ghts provided the sumequals 1.0
and no single dinmension exceeds 0. 40.

7.3. Score Computation
The raw trust score is conputed as:

raw = (CA * WCA) + (ES * WES) + (BC * WBC) +
(Or * wWar) + (AH* WAH

Each di nension value is in the range [0, 100].
The final score incorporates a trust bonus (earned through
successful transactions, capped at +/- 30) and a dormancy
penal ty:

score = clanp(raw + bonus + dormancy, 0, 100)

7.4. Trust Levels

The trust score maps to discrete levels with associated financia

limts:

R ommmm- e - +
| Level | Score | Per-TX Linit | Daily Lint |
Fommmmmm - Hommmm - e R +
| LO | 0-19 | $0 | $0 |
| L1 | 20-39 | $10 | $50 |
| L2 | 40-59 | $100 | $500 |
| L3 | 60-79 | $1,000 | $5, 000 |
| L4 | 80-100|] $50, 000 | $200, 000 |
Fommmmmm - Hommmm - e R +

No trust |evel SHALL have unlimted financial access. L4
represents the naximumtier with nandatory enhanced auditi ng.

7.5. Dynamic Adj ustnment
The trust score adjusts dynam cally based on observed behavi our:

Successful transaction: +0.5 trust bonus.

Bl ocked transaction (over limt): -2 trust bonus.
Anonal y detected: -5 per anonaly.

Critical anonmaly (3+ simnultaneous): -20 trust bonus.
Failed identity verification: -10 trust bonus.

OO0Oo0oo0oo



0 Probing detected: -15 trust bonus.

Sel f-deal i ng transacti ons (agent-to-agent payments within the
same devel oper account) MJST earn zero trust bonus.

7.6. Dormancy Decay

Agents that are inactive for extended periods MJST have their
trust score reduced:

o 30 days inactive: -10 penalty.
0 60 days inactive: -20 penalty.
0 90+ days inactive: -30 penalty (effectively drops to LO).

The dormancy penalty is applied at score conputation tine and
is renmoved when the agent resumes activity.

8. Spend Limt Enforcenent
8.1. Per-Transaction Limts

Each transacti on MJUST be checked agai nst the per-transaction
limt of the agent’s current trust level. Transactions
exceeding the limt MJST be rejected with error code

MCPS- SPEND- TX-LIM T.

8.2. Daily Aggregate Limts

The Trust Authority MJST track daily aggregate spendi ng per
agent within a rolling 24-hour wi ndow. Transactions that
woul d cause the aggregate to exceed the daily limt MJIST be
rejected with error code MCPS- SPEND- DAl LY-LIMT.

8.3. Devel oper Aggregate Limits

To prevent Sybil attacks (creating many agents to circunment
per-agent limts), the Trust Authority MJST enforce aggregate
daily spending lints across ALL agents belonging to a single
devel oper.

8.4. Pronotion Rate Limting

To prevent trust farm ng, agents MJUST NOT be pronoted to a
hi gher trust level until a mininmmperiod has el apsed at the
current |evel

LO to L1: No m ni nmum
L1 to L2: 7 days.
L2 to L3: 14 days.
L3 to L4: 30 days.

O O0OO0Oo

9. Anonaly Detection

The Trust Authority MJST nonitor agent financial behaviour for
the follow ng anonaly types.

9.1. Magnitude Anonaly

A transaction anount that exceeds 5x the agent’s historica
aver age.

9.2. Velocity Anomaly

More than 10 transactions within a 60-second w ndow.



9

9

9

9

10.

10.

10.

10.

10.

10.

Tenporal Anomal y

Transactions initiated outside the agent’s established
operational tine w ndow.

Reci pi ent Anomal y
Transactions to recipients the agent has never previously
transacted with, flagged after the agent has established a
basel i ne of 5+ transactions (informational severity only).
Pr obi ng Anomal y
Three or nore transactions within one hour where the anount
exceeds 85% of the per-transaction limt. This pattern
i ndi cates systematic probing of authorisation boundari es.

Probi ng detection MJST trigger imredi ate bl ocking and an
accel erated trust penalty.

Sel f - Deal i ng Detection
Transacti ons between agents belonging to the same devel oper
MJST be flagged as self-dealing. Self-dealing transactions
MUST NOT contribute positive trust bonus to either agent.
Public Trust Query API
1. Request Format
Pl atforns query agent trustworthiness via HITP GET:
GET /api/public/trust/{agentld}

No authentication is required for public trust queries (same
nodel as DNS | ookups or certificate transparency |ogs).

2. Response For nmat
The response incl udes:

agentld: Agent identifier.

status: ACTI VE or REVCKED.

trust.score: Nunerical trust score (0-100).

trust.level: Trust level (0-4).

recomendati on: ALLOWN ALLOWWTH LIMTS, or DENY.
spendLimts: Per-transaction and daily linmts.

hi story: Transaction count, success rate, operational days.

OO0OO0OO0OO0OO0OO0o

3. Batch Queries

For efficiency, platforns MAY query nultiple agents in a single
request:

PCST /api/public/trust/batch
Body: { "agentlds": ["agent _abc", "agent def"] }

4. Rate Limting

The Trust Authority MJST enforce rate Iimting on public trust
queries to prevent abuse (RECOVMENDED: 120 queries per mnute
per source | P)

5. Information D scl osure Control s
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11.

11.

11.

12.

12.

12.

12.

13.

13.

The public trust APl MJUST NOT return trust scoring dinmension
breakdowns. Full dinension data is available only via

aut henticated APl to the agent’s owner. This prevents
attackers fromidentifying the weakest dinension and gam ng
it specifically.

Transaction Signing and Receipts
1. Transaction Envel ope
Each aut hori sed transacti on MJST be w apped in a signed
envel ope containing: agent identity, trust level at tine of
aut hori sation, unique transaction nonce, tinestanp, and ECDSA

signature covering the canonical serialisation of all fields.

2. Hash Chai n

Each transaction record MJST include a reference to the SHA-256

hash of the previous transaction in the agent’s audit trail
This creates a tanper-evident chain where nodification of any
hi storical record is conputationally detectable.

3. Non- Repudi abl e Receipts

The signed transaction envel ope constitutes a non-repudi abl e

recei pt proving: which agent nmade the request, the exact

paraneters at the tine of signing, when the request was

created, and the agent’s trust |level at authorisation tine.
Revocati on

1. Agent Revocation

An agent MAY be revoked by its devel oper at any tine.

Revocati on MJST take effect within 1 second and MJUST be

reflected in all subsequent trust queries. Revoked agents

MUST receive a DENY recommendation on all trust queries.

2. Key Rotation

Devel opers SHOULD rotate agent key pairs periodically

( RECOMMVENDED: every 90 days). Key rotation MJST NOT reset

the agent’s trust score.

3. Emergency Freeze

The Trust Authority MJST support an energency freeze nechani sm

that inmediately halts all financial transactions for a
speci fic agent, devel oper, or gl obally.
Thr eat Model

This section defines the adversary profiles, attack vectors,
and nitigations that the protocol is designed to address.

1. Adversary Profiles

The protocol considers four adversary types:

Al. External Attacker: Has no legitinmate access to the system

CGoal : inpersonate a trusted agent to make unaut hori sed
paynments. Capabilities: network interception, credenti al



13.

harvesting from public sources, brute-force key guessing.

A2. Conprom sed Devel oper: A legitinmate devel oper whose
i nfrastructure has been breached. Goal: use stol en agent
credentials to make paynments before the conpromise is
detected. Capabilities: possesses valid APl keys and
potentially agent private keys.

A3. Malicious Developer: A legitinmte account hol der who
intentionally abuses the system Coal: extract maxinmm
financial value through trust manipul ation, Sybil attacks,
or self-dealing. Capabilities: full control over their
agents and account.

A4. Conprom sed Trust Authority: The Trust Authority itself
is breached. Goal: forge trust scores, issue false
identity verifications, or exfiltrate stored data.
Capabilities: access to public keys, trust scores, and
transacti on metadata (but NOT agent private keys if the
protocol is correctly inplenented).

2. Attack Tree: Agent |npersonation

Attack goal: Make a payment as Agent X without possessing
Agent X' s private key.

Attack Path 1: Steal the private key
| -- 1a. Conproni se devel oper infrastructure (A2)
|-- Mtigation: HSM KMS storage (Section 5.2)
|-- Mtigation: Keychain with device-only access
| -- Residual risk: If key is in plaintext on disk,
attacker succeeds. Protocol CANNOT prevent this;
it can only detect anomal ous behavi our post-conpronise.

I

I

|

I

I

| -- 1b. Intercept key during generation (Al)

| |-- Mtigation: TLS on all APl comuni cations

| | -- Mtigation: Devel oper-nmanaged keys (key never

| transmtted)

I

|-- 1lc. Extract from Trust Authority (A4)

|-- Mtigation: Trust Authority MJST NOT store private
keys (Section 5.2). This path is bl ocked by design.

Attack Path 2: Bypass identity verification

-- 2a. Replay a valid challenge-response (Al)
|-- Mtigation: Single-use challenges (Section 6.1)
|-- Mtigation: 60-second expiry w ndow

2b. Forge a signature wi thout the key (Al)
|-- Mtigation: ECDSA P-256 conputational infeasibility
| -- Estimated cost: >27128 operations

|-- Mtigation: Passport contains agentPublicKeyHash

-- 2c. Present a different agent’s passport (Al)
(Section 5.3), binding it to a specific key pair

2d. Skip identity verification entirely (Al)

|-- Mtigation: Platformpolicy. If the platform does
not require chall enge-response, this succeeds.
RECOMVENDATI ON: Pl atforns SHOULD require identity
verification for transactions above L2 limts.

Attack Path 3: Social engineering
| -- 3a. Convince a platformto trust a | owscore agent (A3)
|-- Mtigation: Public trust APl provides objective score.
Pl atf orm makes its own deci sion.
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13.

13.

3. Attack Tree: Trust Score Manipul ation

Attack goal: Artificially inflate an agent’s trust score to
gai n hi gher spending authority.

Attack Path 1: Trust farm ng

| -- Make many small legitimte paynments to build score

| -- Then neke one | arge fraudul ent paynent at el evated | evel

|-- Mtigation: Prompotion rate limting (Section 8.4)

| M ni mum 7/ 14/ 30 days per |evel before pronotion.

|-- Mtigation: Magnitude anomaly detection (Section 9.1)

| Sudden increase in transaction size is flagged.

| -- Residual risk: Patient attacker over 60+ days could
reach L4. Mtigated by L4 cap ($50,000/tx) and
mandat ory enhanced auditi ng.

Attack Path 2: Self-dealing

| -- Create two agents, send paynents back and forth
|-- Mtigation: Self-dealing detection (Section 9.6)

| Agent -t 0-agent paynents within sane devel oper earn
| zero trust bonus.

Attack Path 3: Sybil attack

| -- Create 100 agents at L1 ($50/day each = $5, 000/ day)
|-- Mtigation: Devel oper aggregate limts (Section 8.3)
| Total spending across ALL agents is capped.

Attack Path 4: Score ganing via dinmension targeting

| -- Query public AP, identify weakest dinension, gane it
|-- Mtigation: Public APl hides dinmension breakdown

| (Section 10.5). Full dinmensions only via authenticated
| APl for the agent’s owner.

4. Attack Tree: Denial of Service
Attack goal: Prevent legitimte agents from maki ng payments.

Attack Path 1: Exhaust rate limts

| -- Flood trust APl queries to trigger rate limting

|-- Mtigation: Per-IP rate limting (Section 10.4)

| -- Residual risk: Distributed attack from many | Ps.
Mtigation: WAF/ CDN | ayer (inplementation-specific).

Attack Path 2: Trigger fal se anonalies

| -- Make unusual paynments to trigger anomaly flags on a
target agent

|-- Mtigation: Only the agent’s own devel oper can make
payments fromthat agent. External attackers cannot
trigger anonalies without the agent’s credenti al s.

Attack Path 3: Challenge flooding

| -- Request thousands of challenges for an agent

|-- Mtigation: Rate limting on chall enge issuance.
| Chal | enges are |ightweight (no crypto operations
| until verification).

5. Attack Tree: Financial Fraud Post-Conpromn se

Attack goal: Mxim se financial extraction after obtaining
val id agent credenti al s.

Scenario: Attacker has stolen Agent X' s private key and
APl key (Adversary A2).

|-- Step 1: Verify identity to confirmcredentials work
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Det ecti on: Chal |l enge-response succeeds, but from
a new | P/l ocation. Inplenentations SHOULD log I P
and al ert on geographi c anonali es.

Step 2: Make paynments up to current trust level limt
Det ecti on: Magnitude anomaly if patterns differ from
hi storical baseline. Velocity anomaly if transactions
are rapid. Tenporal anomaly if outside normal hours.

Step 3: Attenpt to maxinise extraction speed
Mtigation: Daily aggregate linmits cap total danage

At L3: max $5,000/day. At L4: max $200, 000/ day.

Per-TX limts prevent single catastrophic transactions.

Step 4: Devel oper detects and revokes
Mtigation: Instant revocation (Section 12.1).
Al trust queries inmediately return DENY

Maxi mum exposure w ndow. Ti me between conprom se and
detection. Anonaly detection reduces this w ndow.
RECOMVENDED: Devel opers configure webhook alerts for
unusual activity.

Maxi mum fi nanci al exposure by trust |evel

------- TS o
Level | Max per day | Max before likely |
| | detection (est.) |
------- S T T T Ly
L1 | $50 | $50 |
L2 | $500 | $500 |
L3 | $5, 000 | $5, 000 |
L4 | $200, 000 | $200, 000 |
------- e T

Not e: These are worst-case figures assum ng the attacker
perfectly mimcs the agent’s historical behaviour to avoid
anomaly detection. In practice, behavioural differences
between the legitimate agent and the attacker will trigger
anomal i es earlier, reducing the exposure w ndow.

6

Resi dual Ri sks

The followi ng risks are acknow edged but not fully mtigated
by this protocol:

R1.

R4.

Private key conpronise with HSM bypass: If an attacker
obtains the private key through a zero-day HSM

vul nerability, the protocol cannot distinguish the
attacker fromthe legitimte agent until behavioura
anomal i es are detected.

Trust Authority conpronise: If the Trust Authority is
breached, the attacker can forge trust scores. Mtigation
trust query responses SHOULD be signed by the Trust
Authority’s own key, enabling platforns to verify response
authenticity.

Col I usi on between devel oper and attacker: A malicious
devel oper who intentionally provides their agent
credentials to a third party cannot be distingui shed
froma conprom sed devel oper. Mtigation: devel oper
aggregate limts cap total exposure. Legal/contractua
controls are out of scope.

Race conditions in distributed depl oynments: Under high



14.

15.

16.

16.

16.

concurrency, two transactions may simultaneously pass
limt checks. Mtigation: inplenmentations MJST use
atom ¢ operations. Residual risk depends on

i mpl ement ati on correctness.

R5. Currency arbitrage: Limts are enforced on raw
transacti on anpbunts. An agent transacting in a volatile
currency could exploit exchange rate differences.
Mtigation: inplenmentations SHOULD normalise all anmpunts
to a base currency (RECOVWENDED: USD) at transaction tine.

R6. Long-horizon trust farming: A patient adversary who
operates legitimately for 60+ days can reach L4.
Mtigation: L4 has finite limts ($50,000/tx, $200, 000/
day), mandatory enhanced auditing, and 30-day pronotion
cool down fromL3. The cost of naintaining a legitimte
operation for 60+ days to reach L4 limts may exceed the
potential fraud proceeds.

Privacy Consi derations

The public trust APl returns agent-level data (trust score,
transacti on count, operational tenure) that may revea

i nformati on about the devel oper’s agent depl oynent patterns.
I mpl enent ati ons SHOULD consi der whether this | evel of

di sclosure is appropriate for their deploynent context.

Agent private keys MJUST NOT be transmitted to or stored by the
Trust Authority in production depl oyments.
I ANA Consi derations

Thi s docunent has no | ANA acti ons.
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Appendi x A,  PSD2 SCA Mappi ng

Thi s appendi x maps the protocol’s nmechanisnms to PSD2 Strong
Cust omer Aut hentication requirenents. The cryptographic

del egation certificate (Agent Passport) serves as the hunman
principal’s pre-signed authorisation, satisfying the "something
the user has" factor through possession of the signing key used
to create the del egation.

Ful | PSD2 mappi ng: See Cyber SecAl EBA Position Paper (2026).

Appendi x B. PCl DSS v4.0.1 Mappi ng

Thi s appendi x provides a high-level mapping of the protocol to
PCl DSS v4.0.1 requirenents. The protocol’s cryptographic

si gni ng, access controls, audit |ogging, and anonaly detection
address requirements across all 12 PCl DSS requirement famlies.

Ful | PCl mapping: See CyberSecAl PCl DSS Paper (2026).

Appendi x C. Trust Level Reference |nplenentation

A reference inplementation of the trust scoring nodel is
avai |l abl e as an npm package ( @r oof xhqg/ agent pass) and an i OS
Swift SDK, both with zero external dependenci es.
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