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Abst ract

Path MIU Di scovery between end- host -devi ces/ Vi rtual - Machi nes/ servers/
wor kl oads connected over an EVPN-Overlay Network in

Dat acent er/ Canpus/ enterpri se depl oynent, is a problem yet to be
resolved in the standards forunms. |t needs a converged solution to
ensure opti mal usage of network and conputational resources of the
net wor ki ng el ements, including underlay routers/sw tches,
constituting the overlay network. This documents takes |eads from
the guidelines presented in [ RFC4459].

The overlay connectivity can pan across various sites (geographically
seperated or collocated) for realizing a Datacenter |nterconnect or
intersite VPNs between canpus sites (buildings, branch offices etc).

This literature intends to solve problemof icnp error propagation
froman underlay routing/sw tching device to an end-host (hooked to
EVPN overlay), thus facilitating "accurate MIU' | earnings.

Thi s docunent al so | everages the icnp nultipart nessage extension,
mentioned in [ RFC4884] to carry the original packet in the icnp PDU

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
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wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunents valid for a maxi num of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
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1.

2

2

I nt roducti on

There is an operational disconnect between underlay network

provi sioned as the underlay network, and the overlay network which
intends to connect islands of custoner depl oynents. The depl oynents
can range from cl oud based services to storage applications or
web(over the top) servers hosted over virtual machines or any other
end devices |ike blade servers. Overlay network are provisioned as
tunnel s | everagi ng Vxl an (and associ ated ones |i ke gpe, geneve, gue),
NVGRE, MPLS and ot her overlay encapsul ati ons.

The end hosts (VMs, workl oads, user-devices) in a datacenter/canpus
depl oynent are connected to gateway. In case the core network is
laid out with EVPN-overlays, the gateways are Vteps (Vxlan-fabric
gateways). These are the networking devices which encapsul ate the
packet in an Overlay construct and relays it over the underlay

net wor k.

For campus depl oynments, various branch offices can be provisioned
with EVPN-overlays and the vpn connectivity between them can be
realized via EVPN-overlays (VXLAN, MPLS, NVGRE fabrics) itself. Thus
it involves interworking/stitching of sanme/different overlays at DCl/
VPN transit routing/swi tching devices. The transit devices can be
on-prem se WAN gat eways (SDWAN or ot herw ze) or service provider
network entry points.

| Pv6/ 1 Pv4 enabl ed hosts/end-points, triggering PMIUD, may not get the
right/inconsistent (or none) information from (over) the underl ay
network in case MIU errors are encountered in the packet path
(encapsulated in the overlay). This docunent validates the detailed
solution for Vxlan-fabric (though equally applicable to other EVPN-
overlays |ike Geneve, GUE, GPE, NVCGRE) faciliated by an underl ay
network (via any routing protocol like BGP, OSPF, 1SIS, EICRP etc).
This solution is equally applicable to other tunnel/overlay
specifications falling i nto EVPN-overl ay category.

The proposal in this docunent, formul ates an integrated approach
which falls inline with OAM nodel i ng di scussed i n NVG3.

Requi renent s
1. Requirenents Language
The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",

"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in [ RFC2119].

D kshit, et al. Expi res 28 January 2026 [ Page 3]



I nternet-Draft MIU propagati on over EVPN Overl ays July 2025

When used in | owercase, these words convey their typical use in
common | anguage, and they are not to be interpreted as described in
[ RFC2119] .

2.2. Solution Requirenents

This section describes the advantages of the proposed sol ution,
consi dering deployment in a typical EVPN-overlay underlay network:

(a) Optimal use of bandwi dth in underlay and end-host network

(b) In case Vxlan Gateway nodes conplies to this solution, it MY
avoi d bl ack holing of icnp errors generated by underlay network
devi ces.

(c) Al end host applications (like web servers) can tailor the MS
accordingly against their respective transports.

(d) Facilitates seanless integration of IPv6 or dual stack
appl i cations over |Pv4 based overlays and vice versa.

(e) The proposed solution is applicable to all encapsul ations
[ RFC7348], [I-D.draft-ietf-nvo3-vxl an-gpe],
[I-D.draft-ietf-nvo3-gue], [I-D. draft-gross-geneve] and
[ RFC7637]. Although the problemand solution refers to VXLAN
[ RFC7348] as a use-case in this docunent.

3. Problem Description

In current vendor inplenentation(s) of Vxlan-Gateway or other network
devi ces, which formpart of the underlay network and is configured
with an overlay(tunnel) nechanismto transport packets from one
customer end point to another, are incapable of relaying the errors
encountered in routing/switching path in their networks (underl ay
network) to the custonmer end points (hosts/vni bl ade-servers). This
deens right, as the underlay network shoul d be transparent and water-
tight with respect to | eaking any public (underlay) network
informati on to custoner devices (and vice versa), thus ensuring

secl usi on between different custoners provisioning tunnel ed over the
common underl ay network

For exanple, the information carried in the | P header of a Vxlan
encapsul at ed packet is transparent to the payl oad (end-point

gener ated packet). Hence, any network-specific information rel ated
to I Pv6/ 1 Pv4 native functionality is carried to the end-point
devices, as is the case with an end-to-end private network. The

i nformati on generated in the underlay network devices while
processi ng packets destined-to/sourced-from end-poi nt devices, need
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to be percolated fromunderlay encapsul ation to end customer specific
payl oad. This is sonething which is NOT directed by any standards,
and al so NOT inplenmented by current deploynent(s) of routers and

swi t ches.

Thus end- host sendi ng out packets may never know about a |ingering
problem inpacting it's traffic in the underlay network.

Note that terns "icnpv6" or "icnpv4" are used in the docunent with an
intention to refer to both icnp and icnpv6, in case sane context
applies to both.

3.1. Issues in MIU propagation in an underl ay

As nentioned in the [RFC1981], IPV6 PMIUD i s based on the "Packet too
bi g" icnpv6 error code, generated by the networking device which is
capabl e of generating such nessages on encountering packet paths

whi ch go over link with MU size smaller than packet size

There are problems getting this working when end-point device
initiates a "Path MIU Di scovery" to renote end-point device. It may
| ead to black-holing as per the current inplenentations.

The followi ng bullets provides pointers to potential black holing of
PMIuD packet s,

(1) Wxlan Gateway MAY not set the DF bit in the outer |IP header
encapsul ati on.

(2) Wxlan Gateway is incapable of relaying icnp error "Fragnmentation
Needed and Don't Fragnent was Set", generated by |Pv4 enabl ed
underl ay network device, to I Pv6 enabl ed end-point host/vn
server (source of the original packet).

The problens are discussed in detail in the follow ng sub-sections.

3.1.1. Inaccurate MIU relayed to end hosts

Figure 1 depicts the topol ogy referenced in the docunent for
expl ai ning the problem statenment and the sol ution
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| (VtepA IPv4)|---] (RL_IPv4)|---](VtepB_|Pv4)|
e + - + e +

Figure 1. L3 Overlay

LEGEND:
MAC address : <Node_nanme> MAC
| P address : <Node nane>_ | Pv4
| Pv6 address: <Node_name>_| Pv6
<Node_name> : node names in the above topol ogy are
H1l, VtepA, Rl1l, VtepB, H2.
Vt epA, VtepB: Vx|l an gateways
R1: Internediate router in underlay network
Hl, H2: End- poi nt devi ces comuni cating withe each ot her

H1 and H2 are the end point hosts in different subnet connected over
Vx|l an Overlays in the underlay network. The Vtep tunnel end points,
christened as VtepA and VtepB, are reachabile over an underlay |Pv4
network. In this exanple, VtepA and VtepB are dual stack enabled and
act as VWxlan gateways to connected hosts. Link ntu between VtepA R1
and VtepB is configured as 1300 bytes; where as for the |inks between
H1 and VtepA, H2 and VtepB, it is configured as 1500 bytes.

Hl sends out a packet obliging to 1500 bytes MIU packet size

contai nment over the HL and VtepA link. VtepA encapsul ates the
packet with (Vxlan + UDP) header and outer |P header corresponding to
underlay reachability to destination tunnel end-point, that is VtepB,
to reach out to H2.

If size of encapsul ated packet to be send over the link VtepA-Rl
exceeds the MruU (1300 bytes). |Pv4 packet with (I P header + UDP
header + Vxlan header + Original L2 Packet from Hl containing the
| Pv6 Payl oad) SHOULD be fragnented. |n case Vxlan gateway, VtepA,
does not sets the DF-bit in the outer |IP header, the packet gets
fragmented, with the reassenbly done at the egress gateway (VtepB).
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3.

4.

4.

The re-assenbl ed packet is routed by VtepB to H2. This can
potentially lead to inaccurate Path MIU cal culation at HlL. Hl
assunes it to be 1500 bytes as no icnp error is received. This opens
the door for fragment/reassenbly and nore cpu cycles on networking
devices in the underlay network.

1.2. Packet_Too_Big not-relayed to host

In figure 1, assunme that |ink between VtepA and Rl is 1500 as the
only change fromthe figure 1 topology. Hence the packet send by Hl
| eads to VtepA setting the DF-bit in the outer | P header(as part of
Vx|l an Encapsul ation). Wen Rl receives the packet and the routing
tabl e | ookup points to the outgoing link with mu size Rl _VtepB MU
bytes, less than the packet size (1500 bytes). As DrF-bit is set, Rl
generates icnpv4 error directed towards the src-ip (VtepAlIPv4). It
encapsul ates the inner PDU of the original packet. However, VtepA
drops the icnp error packet and fails to relay it to HL. This |eads
to bl ack- hol i ng.

The above two sub-sections |ay down potential problens for 1 Pv6 Path
MIU Di scovery mechanismin an Overlay network. Although these
probl em are generic to any conbi nation of underlay and overl ay
network types (1 Pv4 or I1Pv6), the use-case topology in this docunent
is specific to | Pv6 end-point devices connected over Vxlan network,
wherein, the underlay is connected over |Pv4 network, unless

menti oned specifically.

Sol uti on(s)
1. Discovery of end-to-end Path MIuU

Since VWxlan Gateway is the one, which encapsul ates the Vxlan (or any
ot her overlay) header onto the packet traversing through the overlay
network and al so decapsul ates the overlay header for packets
egressing out of sane and headi ng towards the end devices, the

sol ution becomes nore apt to be installed on devices playing such
role.

Firstly, It is a MIST that Vxlan gateways (VtepA and VtepB) SHOULD
set the DF-bit in Quter header encapsul ation for client packets that
are wrapped with vxlan, related encapsul ation, for Path MIuU

Di scovery. Thus ensuring that icnp error packet is generated for
packet size exceeding the Iink MU in underlay networKk.

Secondly, it is MJST that Vxlan gateway devices translates the icnp
error "Destination Unreachabl e" with code ' Fragnentati on Needed and
Don't Fragnent was Set’, into a icnpv6 error 'Packet too big packet.
This mandates that original packet carried in the icnp error nessage
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MUST carry informati on about the inner payload(original packet), and
it is an | Pv6 Packet, originated fromthe end-point device (HL for
VtepA in figure 1), connected to the Vxlan gateway over L3/L2

net wor K.

Thirdly, it is MJST that Vxlan gateway devices translates the icnpv6
error 'Packet too big’ into a icnp error 'Destination Unreachable’
with code ' Fragnmentati on Needed and Don’t Fragment was Set’ packet.
Successfully transl ati on nmandates that, original packet carried in
the icnp error nessage gives information about the inner payl oad
(original packet), and it is an | Pv4 packet, which originated from

t he end- poi nt device connected to gateway over L3/L2 network.

Fourthly, incase both, the client side network connected to Vx|l an
Gat eway and the underlay network are same, that is, either both are
i pvd or both are ipv6, then icnp error code error translation is NOT
required. Rest of the process to retrieve original packet is

i denti cal

4.1.1. |1CW extensions |everaged for MIU propagation

This solution | everages extensions in icnp and icnpv6 standards,

[ RFC4884], for the maxi mum size of the original packet that can be
encapsul ated in icnp error nessage with code as "Fragnentation
Required(icnmp)" or "Packet too big(icnpv6)" respectively. As the
host info is encapsulated in the inner payload, this requires
additional bytes of data in icnp packet: (CQuter |IP Header + UDP
Header + Vxlan + Inner L2 Header + Inner |Pv6 SRC/DST | Ps).

In case Vxlan underlay network is provisioned over | Pv6 underl ay,
then simlar extensions are applicable to icnpvé6.

The processing of icnmpv6 packet is extended fromthe current
standards of 'non-delivery of icnpv6 packets to upper-layers on Vx|l an
gateways’ to 'relaying it to the end-point devices’

4.1.2. Packet Path Processing

Packet Path handling and processing is explained in this section.
The assunptions are made with respect to network topol ogy nentioned
in Section 3.1.1. The packet fornmat in each flow captures packet
fields which are significant with respect to this solution. To
understand the solution, the packet flow is explained which |leads to
generation of icnp or icnpv6é error by internedi ate node in underlay
net wor k.
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| Pv6 packet is sent by host Hl destined to host H2, both are in
different 1 Pv6 subnets. This packet is referred to as P1 in the

docunent .
o +
Hl--| L2 _Hdr (14 bytes): src-mac: HL_MAC, dest-nac: Vt epA MAC - - >Vt epA
|1 Pv6_Hir (40 bytes): src-ip:HL 1PV, dest-ip: 2. 1Pv6 |
Mot/ App speci fic payload T )
o +

Fi gure 2a. Packet P1 sent by host Hl to host H2

VitepA re-wites the mac addresses in 'P1' as part of Vxlan
encapsul ation. This encapsulation is referred as "P2’ in the

docunent .
s +
Hl--|L2_Hdr (14 bytes):src-nmac: Vt epA MAC, dest-nmac: Vt epB_MAC - - >Vt epA
|1 Pv6_ Hir (40 bytes): src-ip:HLIPVG, dest-ip 2 iPve |
|Host/App speci fic payload T )
s +

Figure 2b. Packet Pl re-written by VWtepA
4.1.2.1. Packet Processing at Vxlan Gat eway

Processing at VtepA, in packet path fromHL to H2.

(1) VtepA(Vxlan gateway) performs the Vxlan encapsul ati on over the
packet received from Hl, based on route | ookup. The detail for
encap are mentioned in [ RFC7348].

(2) VtepA MJIST set the DF-bit in the Quter |P header

(3) Since the MIU of outgoing Iink is nmore than the packet, packet
is sent out towards the underlay next hop, RL.

(4) P3 packets encapsulation is shown in figure 3. P3 may find a

ref erence w thout outer header encapsul ation [ RFC7348] provides
details of the vxlan encapsul ation
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Veph | L2 Hlr (1abyt o8] o1 6. e Vi eprs Mo, dest e RL e T S
| v L (20 byt es) : o c.1 pr Vi epA L Pva, dest -1 p Vi ep 1 Pd, DE]
UDP(8 byl es). Sre-pori. ephemeral -pori. desi-pori. avee |
" an(8 byies). Vil an metwerk ldemtifier T )

P2 packet (refer 1o HL to Viepa flow for details of P |
I e .. +

Figure 3. Vxlan Encap packet sent by Vxlan Gateway to underl ay

4.1.2.2. Underlay CGenerates |CVP error

In case the underlay is ipvé and not ipv4, icnpv6 error is generated.

Processing at R1:

(1)

(2)

(3)

Packet Size (1500 bytes) is nore than the outgoing link’'s ntu
(1300 bytes) and DF-bit is set in the Quter |Pv4 header added as
part of Vxlan encapsul ati on at VtepA.

R1 MJST generate icnp error nessage (Destination Unreachabl e)
with error code (Fragnentation Needed and Don’t Fragment was
Set). For ease of solution description, ntu is assumed to be
symretric over the reverse path, hence reverse path mu fromRl
to VtepA is 1500 bytes. icnpv6 error nessage MJST include MIU of
link between R1 and VtepB

In a nut shell, the icnp PDU encapsul ati on SHOULD be perf orned
as nmentioned in [ RFC4884] , [RFC4443]. These standards atl east
ensure, that original packet carried in icnp error PDU captures
enough bytes to include the inner packets |Pv6 header atleast.
The capture of application specific details depends on the size
of the Optional header in the original packet (generated by Hl
as in Figure 2b) and subsequent transport header. This hel ps
Vx|l an Gateway to trace(L3 reachability) the original packet
generator (end-point device) atleast and translate icnp error
generted by underlay into icnpvé one and relay it to end-point
device. The length field in icnp PDU, include the naximum
possible length permissible in reverse path MU

For simplicity, not including the original packet header in the flow
diagramin figure 4. icnp PDU details are depicted in the foll ow up
figure 5.
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o m o o e oo e +
R1-|L2_Hdr (14 bytes): src-nmac: Rl_MAC, dest-mac: Vt epA MAC | - ->Vt epA
o m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e mm e ma oo +
| 1 Pv4_Hdr (20 bytes): src-ip:RL_IPv4, dest-ip:VtepA |IPv4 |
o m o m o oo +
| 1 CVMP PDU, type: 3, code: 4, R1_VtepB MIU, P3(No outer L2 Header)|
o m o e o e e eeeieoo-o- +

Figure 4. Flow diagramfrom Rl to VtepA
The details of icnp PDU are in the following figure. Type '3 is
"Destination Unreachable". Code '4" is "Fragnentation Needed and
Don't Fragnent bit is set”

01234567012345670123456701234s5¢67
e i S S T i S S e e e e ST i SU S Sy

| Type=3 | Code=4 | Checksum | 1 CWP
o o o e el o o o o S AV o[-
| unused | Length | Next Hop Mu = Rl VtepB MIU | Code=4
e e R i e S e e D T s i S S S S R
| Ver=4|I1HL=5 | TOS | Total |ength |~

R T R T S S S T i S S S S e I S T R i |

| Id | Fl ags| Fragnent O f set |
o o o S e e S e L kS R e S

| TTL | Protocol =UDP | Header Checksum | (Quter)
i e S e o e i o e R R ok o o I N V) ¢
| src-ip : VtepA lPv4 |

R T R T S S S T i S S S S e I S T R i |

| dest-ip : VtepB |IPv4 | v
e L o e o ik i I S S LT
| Source UDP Port (ephemeral) | Dest UDP Port = 4789 (Wxlan) | |
T i i e e it o e e O s it ol 2= B 01 VA & =15
| Lengt h | Checksum |
i T s S S T A I S i S S I S i
Frrrrrrn Reserved I
i e e a ol i S S S e e e e e a2 ) ANCES
| VxI'an Network identifier (VN) | Reserved | ]
e i i e i o e e i s S i it SR SR S R S
| I nner Packet Dest-Mac = VtepB MAC |~

R T R T S S S T i S S S S e I S T R i |

| | I nner Packet Src-Mac = |

i i i e S i i o i s T S I S S S I Vo 1=14

| Vt epA_MAC | 14 byte)
e Lo e it ol S S R S S

| I'nner Vian if present | Et ht ype = 0X86dd (I Pv6) | v
i T s S S T A I S i S S I S i
| Ver=6 |Traffic Class | FI ow Label |~
o e T S e T el it ol St R SR R R e S

| payl oad | ength | Next Header | Hop Limt | ]
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+-
I
I
I
I
+-
I
I
I
I
+-
I
+-

4.

Di

s e o e e ok o S R R S R N S o
| |
src-ipvé = Hl_1 Pv6 | 1 Pv6
| Header
(.
T o T T i e R N R e e e
||
dest-ipv6 = H2_1 Pv6 |
||
| v

I e I S i S S S R S S DU N S S

~ Optional Headers and transport header/ Payl oad ~ | Varies

i e i S i S i i SR S S S S LT
Figure 5. ICWP PDU Oiginal Packet Capture in Detail

1.2.3. Relay ICVMP(v6) Error to End Devices

Thi s sub-section can also be generalized as: "handling of icnp
errors, which are generated by underlay network in response to end-
devi ce packets, by Vxlan Gateway".

Processing at VtepA: Processing of icnp error nmessage with code
(Fragnmentati on Needed and Don't Fragnent was Set):

(1) The icnp error is processed by Vxlan gateways as per the
standards defined in [RFC1981] , [RFC4884] and [ RFC4443]

(2) If error code is (Fragnentation Needed and Don’t Fragnment was
Set), it SHOULD performfurther inspection of the original
packet, P3(ethernet payload without its header) carried as data
inicnp PDU in extension to standards referred in previous
bullet. The extension processing MJST be done prior to taking a
decision to either drop the packet or deliver to upper-|ayer
pr ot ocol s.

(3) In extension to above, Vxlan gateway device SHOULD performthe
vxl an decap as defined in [ RFC7348], to arrive at the inner
packet (P2, original packet with VtepArewite). The underlay
encap is not carrying the layer-2 header in the icnp error
packet. Once this processing is done, P2 is the packet which
needs attention now, as it carries the credentials of actual
host whi ch shoul d receive the relayed icnp packet.
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(4)

(5)

(6)

(7

(8)

(9)

Di kshit,

Post encap, the VNI should be cached and a check shoul d be made
if its a Layer-2 VNI (L2VNI) or an Layer-3 VNI (L3VNI). If it’s
an L2VNI, go to the next step to check on the payl oad (ethernet)
type. If and only if, it is ipv6 or ipv4, then only process it
further else termnate the processing. If it’'s an L3VNI, then
the mappi ng VRF should found to performthe route | ookup for

i nner packet source |P address.

The | ayer-3 payl oad type SHOULD be verified using ethernet type

field in ethernet header. 1In case it point to IPv6, src-ipv6
field should be picked up to check for reahability, as the icnp
packet MJST be sent to original sender, that is, HL. In case Hl

is reachable, icnp packet SHOULD be constructed as nentioned in
the follow ng bullet.

Now that P2 is out in the open, it’'s L2 header is decapsul ated,
and the leftover, in the figure 6, is run through the icnpv6
processing as nentioned in [ RFC4443].

It SHOULD generate icnpv6 error message with type (Packet too
big) destined to HL_IPv6, that is inner ipv6 packet’s source

i pv6 address. The mu 'RL VtepB MIU is copied fromicnp error
packet recieved fromthe underl ay.

The |1 Pv6 header is constructed fromoriginal payload as shown in
figure 5. The source ipv6 address is picked as |ocal ipv6
address "VtepA | Pv6". The destination ipv6 address is set as
the "src-ipv6e" in original payload, HL IPv6. The Next Header is
set as "58" which denote icnpv6. The derivation of ethernet
header is based on next hop to nac address mapping as is
performed in any L3 |ookup. The follow up figure 9, shows the

i cnpv6 error packet sent out to node HL. Hl is the origina

| Pv6 packet generator as nmentioned in Figure 2b

The route | ookup is perfornmed for HL IPv6 in the VNI napped VRF,
as also nentioned in one of the earlier bullets. Thus {inner
packet source IP, VNI} as a tuple is required to resolve the
pat h back to the inner packet source.
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012345670123456701234567012345617
i i I S e ik i o S T e S R S R R i s Tk s (I I TR R
| Ver=6 |Traffic Cass | Fl ow Label |
el i I e i it T e e e e i i T o S e e S e T R R
| payl oad | ength | Next Header | Hop Limt |
I S i o T s S S S e s s T

src-ipvé = H1_1 Pv6

I
I
I
I
S I S S S
I
I
I
I

I S i i T T S e S s sl I S S i S
~ Optional Headers and Transport/Application Payload ~ | Varies

s S e o i I S S R R L e o s i i
Figure 6. Oiginal |Pv6 Packet sent fromHl directed to H2

I

I

|

I

+-

| .
| dest-ipv6 = H2_1 Pv6
I

|

+-

I

+-

Figure 6 gives a typical IPv6 format sent by end-host, Hl towards H2
and encapsul ated by Vx|l an gateway, to translate the icnp error
generated by underlay hop, RlL, to the one understood in right context
by HL.
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012345670123456701234567012345¢617
i i I S e ik i o S T e S R S R R i s Tk s (I I TR R
| Type=2 | Code=0 | CheckSum |

ot b - e e e e e e e e e b b b b b b b b b b e - - - - - - -+ Type=2
| Mu = R1_VtepB_MIU |

i o i S S S S e e S S e S e
| Ver=6 |Traffic Cass | Fl ow Label |
B I i st ST S I S S S S S S S S e S S S S ik o S N S S S
| payl oad | ength | Next Header | Hop Limt |
el i I e i it T e e e e i i T o S e e S e T R R

src-ipvé = Hl_I Pv6

I S T i S S S e T T I S i e S

_—_

B S i AT S S I S i S S S S S S S S i S S S S it I
~ Optional/Transport Headers and Application Payl oad ~ | varies
R i T R e it i o i S e S e R S i ol b ol T U TR
Figure 7. |ICwWv6 "Packet Too Big" PDU rel ayed
to HL by Vxlan Gateway (VtepA)

I

I

I

I

+-

I .
| dest-ipv6 = H2_ |1 Pv6
I

I

+-

|

+-
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T e i S i e o S e S i e e S e
| Dest-Mac = H1_MAC |~
R ke SR R R R R R e SR S e SR
| | I nner Packet Src-Mac = | ]
o te e e e e e e e - e e - e e - - - - - - - - - - - - - - +-+-+-+et h hdr
Vt epA_MAC | 14 byte)
S N N R N S e S N R R S Sl T S i i S S R R R O e i S
VI an if present | Ethtype = 0X86dd (I Pv6) | v
+
r

+- +- +-
I nner
B S T T i I R il sk s ST I S SN S S S
er = | Traffic Class | FI ow Label |
e b T S i i S S S S e e s S i T T i S S
payl oad | ength | Next Hdr = 58 | Hop Limt |
R s i e R i e oI S e S e S R i Tk T S S R S R i S

src-ipvé = Vt epA_| Pv6

B S N aE .

dest-ipv6 = H1_1 Pv6

____+____-II-_+_+_+_

_—_

B e T T o T e e S i i R R S S i ks i R SN R S S
Figure 8. Ethernet and | Pv6 encap for | CMPv6 PDU nentioned in
figure 7

The transl ated i cnp packet encapsul ation | ooks simlar to, figure 7
and figure 8 put together in reverse order. The flow diagramin
figure 9 gives a concise formof "packet too big" icnpvé error

rel ayed by VtepA (Vxlan Gateway) towards Hl (end point device).

o m o e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e ee e a oo +
Vt epA--| L2_Hdr (14): src-nmac: VtepA MAC and Dest _Mac: H1_MAC | -->H1
o m m m o e e e e e e e e e e e e e e e e e e e e e e e e e e e m e oo oo +
| 1Pv6_Hdr (40 bytes): src-ip:Vtep |Pv6, dest-ip:Hl_|IPv6 |
e m e e e e e e e e e e e e e e e e e e e e e e e e e e eeeom oo s +
|  CMPv6: Packet _Too Big, mtu, data: first 128 bytes of P3|
o m o e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e ee e a oo +

Figure 9. Flow diagram VtepAto Hl

There are few nore potential flows worth nmentioning in this section.
These cases are related to, icnp error getting generated from

i ngress Vxlan gateway (VtepA) and egress Vxlan gateway (VtepB) with
respect to packet sent fromHL to H2. For ingress Vxlan gateway
(VtepA) case, the legacy | Pv6 PMIUD rul es from [ RFC4443] SHOULD be
applied as no Vxlan encap is involved.
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Where as, egress Vxlan gateway (VtepB) SHOULD send packet P3 (without
L2 header) in the icnp data, even though ntu cal cul ati on MAY be done
post vxlan decapsul ation. That is when the outgoing link is
identified as the one fromVtepB to H2. It MAY buffer packet P3
prior to | ookup based on inner packet (P2) credentials, so that P3
can be encapsulated in the icnp packet. This also ensures the packet
format consi stency, when accessed at the VtepA for translation before
relaying it to HL.

4.1.3. |1 CVWP(v6) Error Translation

This section specifically nmentions about icnp and icnpv6 packet
transl ation, generated in an underlay network to the one which is,
under stood by the end point device, with encapsulation aligning with
the network-type(lPv4 and | Pv6), end-point device and underlay is
provisioned with. The last |eg processing nentioned in previous sub-
section is specific to the topology nentioned in Section 3.1.1
However, this subsection el aborates on all possible topol ogy

conbi nati on of underlay and end-device networks with respect to | Pv4d
or IPv6. The explanation provided in formof figures for error
generated by underlay and the transl ated one relayed to the end- point
devi ce by Vx|l an gat eway.

(a) End-Point is IPv6 connected and Underlay is |IPv4 provisioned.
(b) End-Point is IPv4 connected and Underlay is |IPv6 provisioned.
(c) Both End-Point and Underlay are provisioned with |Pv6.
(d) Both End-Point and Underlay are provisioned with |Pv4.

4.1.3.1. End-Point is |IPv6 connected and Underlay is |Pv4 provisioned

This case is simlar to the last |eg processing described in
Section 4.1.2 and does not needs any nore description

4.1.3.2. End-Point is |IPv4 connected and Underlay is |IPv6 provisioned
Topol ogy drawn in figure 10, provides for the icnpvé PDU encap
generated by RL. Hl IPv4 and H2_IPv4 are in distinct ipvd subnets.

R1 1 Pv6 represents | Pv6 addresses falling in both subnets connecting
to VtepA and VtepB.

D kshit, et al. Expi res 28 January 2026 [ Page 17]



I nternet-Draft MIU propagati on over EVPN Overl ays July 2025

Anot her difference between an I Pv4 and | Pv6 underlay is that for |Pv6
underl ay there is no concept of DF-bit. The fragnentation can only
be done at ingress. At all other underlay nodes "Packet too big"
icnpv6b error is generated. Vxlan Gateway SHOULD ensure that
fragnmentation is avoided at Vxlan Gateway and icnp error is sent back
to HL. This procedure is applicable if and only if, original packet
contains DF-bit set init’s |IP header.

TS + TS +
I HL I I H2 I
| (HL_I Pv4) | | (H2_I Pv4) |
S + S +

I I

I I
R + TS + R +
| (VtepA | Pv4)| | | | (VtepB_I Pv4) |
| Vt epA | | R1 | | VtepB |
| (VtepA IPvB)|---] (RL_IPvB)|---|(VtepB_IPv6)|
Fomm e oo - + Fomm oo - + Fomm e oo - +

Figure 10. L3 Overlay

LEGEND:

MAC address : <Node_name>_ MAC

| Pv4 address: <Node nane>_| Pv4

| Pv6 address: <Node nane>_| Pv6

<Node_nane> : node nanes in the above topol ogy are
H1, VtepA, Rl, VtepB, H2.

Vt epA, VtepB: Vxlan gateways to underlay network

012345670123456701234567012345¢617
e i S S T i S S e e e e ST i SU S Sy

| Type=2 | Code=0 | Checksum | 1 CvPv6
o o o e i it b S R e e S et S S AT o Tt
| Next Hop Mu = Rl _VtepB MIu | Code=0
e e L R s e S e T i i R S R e e e
| Ver=6 |Traffic Cass | Fl ow Label |~
R T R T S S S T i S S S S e I S T R i |
| payl oad | ength | Next Hdr | Hop Limt |
e o e ik s o o S e ol o S S S S
I
src-ipvé = R1_I Pv6 | Pv6
40 byte)

I

I

I

I
-ttt - - - - - - e e e - - - e - - - - - - - - -+ |

||

I

_—

dest-ipve = Vt epA | Pv6
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I

B S S e i S S T A S S S S S S i S S I
~ Ext ensi on Headers ~ (payl oad type is UDP) | v

B S s S I e i i S S I R e o £ s S N pepupup
Source UDP Port (epheneral) | Dest UDP Port = 4789 (Vxlan) | |

Sl R Rl S S N SRR S S S S S S S S S R S S S S S B o)A =)
ength | Checksum |

i T S S i S T T

I+ I

+
| 1 | Reserved |
cd A b e - - - 444+ +-+-+ 8 Dyte
n Network identifier (VN) | Reserved |
R e T T o e o o T S S S S S e S it IR
I nner Packet Dest-Mac = VtepA MAC |~
ER SR S S R S I S S S I it I I S S S I i I S |
| I nner Packet Src-Mac = |
-t e e e e e - e e - - e - - - - - - - - - - - - +- - +-+-+et h hdr
Vt epB_MAC | 14 byte
i T T e ok o S N
n if present | Et ht ype = 0X0800 (I Pv4) |
B S T S I I i T S it s ol I
L=5 | TGS | Total length |
e o T e e b e o e e e ok o

+
L
+
I

+
a
+

.

1
1
1
1
+
+ T+ +

+ — +
5
o
<
< —

<I
+@+3+
+ 0+ +

1
+
1
@
N
+— +

o

N
I
| Fl ags| Fragnment O f set | ]
s o e i ol e e e S sl e ot R R
TTL | Protocol | Header Checksum | Ori
B s i S S il i s S S S S S S S e I = o I ¢
src-ip : HL_IPv4 |
e S e i ol S S S et ot T (R
dest-ip : H2 | Pv4 | v
s T e et s i e ok ok T ol TR R
~ transport-header and Application specific Payload ~ | varies
B S T T i I R il sk s ST I S SN S S S
Figure 11. 1CWPV6 PDU Sent by Rl to VtepA

+-—"+-"+-+-—"+-—"+-—+-—"+-——"+-—+—+— +— +— +— +— +—

R1 sends an icnpv6 error "Packet Too Big" directed towards VtepA

The icnpv6 PDU is shown in Figure 11. VtepA receives the packet with
this icnpvé PDU and translates it to icnp PDU with type "Destination
Unr eachabl e” and code "Fragmentati on Needed" before relaying it to Hl
over ipvd network. Figure 12, reflects the relayed packet sent by
VtepAto HL. Al other references SHOULD be taken as it is from
Section 4.1.2.
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+
+ N
+w
+ &
+ o
+ o

701234567012345¢617
i S S I A S S S S

1
— +

e e e e e e e e e e e e e e ot
| I nner Packet Src-Mac = |
e e e e e e e e e e e e e e e e e - - - - - - 4o - 4+-+-4+et h hdr
Vt epA MAC | 14 byte)
EE T R it i T T i S P T i T T e i T T R S T S T i it T |
Inner Mlan if present | Et ht ype = 0X0800 (I Pv4) | v
B el i I e e T ol i T I e S R e i T T S e S
Ver=4|1HL=5 | TGS | Total length |~
EE SR S SR R S SR N S S SR S S S SR S S S S S S S S ok |
Id | Fl ags| Fragnment O f set | ]
EE T R it i T T i S P T i T T e i T T R S T S T i it T |
TTL | Protocol =1 | Header Checksum | IPv4
EE SR T S T e I S T e I R I il I I S i i S e i I R i el |
src-ip : VtepA IPv4 |
EE SR S SR R S SR N S S SR S S S SR S S S S S S S S ok |
dest-ip : HL_IPv4 [ ]
EE T R it i T T i S P T i T T e i T T R S T S T i it T |
Opti onal Header | v
B el i I e e T ol i T I e S R e i T T S e S
Type=3 | Code=4 | Checksum |
s o e e e e e e e e b e e e b e e e b e b e b e b e - - - - - -+ Type=3
unused | Lengt h | Next Hop Mu = R1_VtepB MU |
B I T R i s I TR N S e S I ik e ik NI N R i i R e e e R
Ver=4|1HL=5 | TGOS | Total |ength |~
R R R R S S T R T R S e T T S S P S S S S S S
Id | Fl ags| Fragnent O f set |
EE SR S SR R S SR N S S SR S S S SR S S S S S S S S ok |
TTL | Protocol | Header Checksum |Orig
T i T i e s T S T R S S T it sl O T S R SR S I TR S S I =V
src-ip : Hl_IPv4 |
EE SR T S T e I S T e I R I il I I S i i S e i I R i el |
dest-ip : H2 | Pv4 | v
B T T S i ik T T S R e S e S e i ks e R S i e S e
Optional and Transport Header and Application data | varies
i i I S e ik i o S T e S R S R R i s Tk s (I I TR R
Figure 12. 1CwWv4 error Packet relayed to end point Host, Hl

+

+

_-II-_+_+_+_+_+_+_+_+_+_+_+_+_+_+_+_+_+O
+

4.1.3.3. Both End-Point and Underlay are provisioned with |Pv6

Topology is nentioned in Figure 13 with m nor changes along with the
|l egend. Figure 14, outlines the icnpvé PDU, encapsul ati on generated
by RL. Hl_IPv6 and H2_IPv6 in different ipv6 subnets. Rl _IPv6
reflects both subnets connecting to VtepA and VtepB.
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S + S +
I H1 I I H2 I
| (HL_I Pv6) | | (H2_I Pv6) |
S + S +
I I
I I
Fomm e oo - + Fomm oo - + Fomm e oo - +
| (VtepA_|I Pv6) | | | | (Vt epB_I Pv6) |
| Vt epA R1 | | VtepB |
| (VtepA_ I PvB)|---] (RL_IPVB)|---|(VtepB_lPv6)|
Fom e e o - + S + Fom e e o - +
Figure 13. L3 Overlay
LEGEND:
MAC address : <Node_nanme> MAC

| Pv6 address: <Node nane> | Pv6

<Node_nane> :

node nanes in the above topol ogy are
H1, VtepA, Rl1l, VtepB, H2.

Vit epA, VtepB: Vx|l an gateways to underl ay network

012345670123456701234567012345617
T T Sl SIS S S

+-

+-

| Ver =6

Type=2 |
i S e T o

- 4=
Next Hop Mu
- -

i S S

| payl oad | ength

T L T S T S e s o S S St

|
I
I
I
+-
I
|
I
I
+-
I
+-
|
+-
I
+-

Di

src-ipvé = R1_1 Pv6

T S S S S

dest-ipve = Vt epA_ | Pv6

S S S

| Traffic O ass
I S i o T s S S S e s s T

Code=0 | Checksum | | CvPV6E
Ho o e o e e e e e e e e e - - - - - - - -+ Type=2
= R1_VtepB_MIU | Code=0
e T S S S S S i 1 e

| Fl ow Label |

| Next Hdr | Hop Limt |

T T S S S e i S it SN S S o

_—_

S S T S S SR SR S

~ Ext ensi on Headers ~ (payl oad type is UDP) | v

D S i S i S S

S i i S S T S T o S S

Source UDP Port (ephemeral) | Dest UDP Port = 4789 (VWxlan) | |

i S i S S e S

Length

S S T S

kshit, et al.

- o e o b e e e b e e - b - - - - - -+ +- 48 byt es
| Checksum |
R Tk T I T R T S S i i I SN NI S R R S R
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| | Reserved |
- - - - b e e - b e e - - b e - - b - - - - - - +-+- 48 Dbytes
k identifier (VN) | Reserved |
B i o S S T e i o S S S R S i S
I nner Packet Dest-Mac = VtepB MAC |~
o o e T s s ot S R R e e R i S T R S
| I nner Packet Src-Mac = | ]
B e S S i e ol T S R S e S e i eI S R S e i i k-1 (I a[e]s
Vit epA_MAC | 14 byte
T i T R e i i sl o it ST S SR S i S R e R e i &
i f present | Et ht ype = 0X0800 (I Pv4) |
e e s R i T T e L h s i g
affic Cass | FIl ow Label |
+- R ik T T e e S e sl oIt S SR R i S el sl it S e
oad |l ength | Next Hdr | Hop Limt |
R i T R e e S R i i T i T e e e R sl it (I B B S

1
+—
1
+—
1

+§+—
+ o +—
L |
T
+ &
1~
tE T
+ 2+

I:I
o
+ 74
«—

S+ -+
@

- - +-
VI an
-4+
| Tr
+- +-

pay

tottat

+ D +
1 1

src-ipvé = Vt epA | Pv6

]
<—————©9o’ oS———— >

< @

o =

T S S i Sl S S S S T wi S S S e S A

dest-ipve = H1 | Pv6

_—_

I S I T i sl AT ST SR S U S U ST ST ST S S iy ST S S S S S S R i Jpp——
~ Extension and Transport Headers, Application Data ~ | varies
el i R R i ol it S i e S S T ol i i O SR e S e e e e S T
Figure 14. 1 CvPv6 PDU generated by Internediate Hop, Rl in Vxlan Network

_+____+____-Ii-_-ll-_-ll-_-li-_+_+_+_+_

R1 sends an icnpv6 error "Packet Too Big" directed towards VtepA

The icnpv6é PDU is shown in Figure 14. VtepA receives the packet with
this icnpve PDU and relays it to HL without any translation as Hl is
connected to VtepA over ipv6 network. All other references about
original packet to be include in the icnpvé PDU can be taken as it is
from Section 4.1. 2.
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+
+ N
+w
+ &
+ o
+ o

701234567012345¢617
i S S I A S S S S

1
— +

e e e e e e e e e e e e e e ot

| I nner Packet Src-Mac = |

e e e e e e e e e e e e e e e e e - - - - - - 4o - 4+-+-4+et h hdr
Vt epA MAC | 14 byte

i T S e i it S T e R ks sl ool I S T e e e i it S SR

Inner Mlan if present | Et ht ype = 0X86dd (1 Pv6) |

i o T S i i e S S e e S R it s st ST SEIE _HE S SR i S S

Ver=6 |Traffic Cass | Fl ow Label |

B T e e e e s S S S e ik i H S

payl oad | ength | Next Hdr | Hop Limt |

i T S e i it S T e R ks sl ool I S T e e e i it S SR

< —

src-ipvé = Vt epA | Pv6

B S T S S s i S e S T it SN S SR o

dest-ipve = Hl_1 Pv6

_—_

B S i ks e S S i i i S S S S e e e e
~ Ext ensi on Headers ~ (payl oad type is | CVPV6) | v
B T S T S T o S el sl T ST S S S S o ST S S S S e
Type=2 | Code=0 | Checksum | | CVMPV6
EE S SR i S S S S i S S S ik S i i S S S S i i I S e S AVA e[S
Next Hop Mu = R1l_VtepB MIu | Code=0
s S e o i I S S R R L e o s i i
Ver=6 |Traffic Cass | Fl ow Label |~
R i R o S S S S S S R S S S SR T kol S T S R S T S T
payl oad | ength | Next Hdr | Hop Limt |
R R R Rk T T H S R S R S T S i T S i T S R S S I
I
i

src-ipvé6 Hl_I Pv6

T S S i Sl S S S S T wi S S S e S A

dest-ipve = H2_ |1 Pv6

____+____-Ii-_-II-_-II-_+_+_+____+____+_+_+_+_+_+_+ o

_—_

i i I S e ik i o S T e S R S R R i s Tk s (I I TR R
| ~ Extension and Transport Headers and Appl cation data ~ | varies
el i R R i ol it S i e S S T ol i i O SR e S e e e e S T
Figure 15. 1 CWPv6 error Conpl ete Packet sent to Hl by VtepA
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4.1.3.4. Both End-Point and Underlay are provisioned with |Pv4

Topology is nmentioned in figure 16, with m nor changes along with the
| egend, figure 17, provides the icnp PDU encap generated by RI1.
Hl I Pv4 and H2 IPv4 are in different ipv4 subnets.

S + S +
I H1 I I H2 I
| (HL_I Pv4) | | (H2_I Pv4) |
S + S +

I I

I I
S + Fomm e e e oo + S +
| (VtepA_ I Pv4)| | | | (VtepB_I Pv4) |
| Vt epA | | R1 | | VtepB |
| (VtepA IPv4)|---] (RL_IPv4)|---](VtepB_|IPv4)|
Fom e e o - + S + Fom e e o - +

Figure 16. L3 Overl ay

LEGEND:

MAC address : <Node_nanme> NMAC

| Pv4 address: <Node nane> | Pv4

<Node_name> : node names in the above topol ogy are
H1, VtepA, Rl1l, VtepB, H2.

Vit epA, VtepB: Vx|l an gateways to underl ay network
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T i e S S e S T e i e S e i e e i I o S I R e i S A/ o[oEkC
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R i T T o T S S i o i T e e i s i TR S T S R
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B i S S i S S S T i e S S N S S N S S
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s o e e e e e e e e e e e e e o e o e o e o - - - - - - +- +- +- +- +8 byt es
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B s S i S S i e i S LT
Reserved |
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SR TR R S S N S SR S S S S SR R S S R R

| | I nner Packet Src-Mac = | i nner
T R i e i S e i e e S e e R e e e S o i S ol S o oF-Yof ¢
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+ SR SR SR SR kS S S S S S SR S S S S S S S S S S i S

| nif present | Et ht ype = 0X0800 (I Pv4) | v

+ B T T I S e e e i ik ol ik T T R R R TR TR TR TR i TR NI TSI
| H=5 | TGOS | Total |ength |
+ R e o T e R i i e S S S S e s ok S S S S
| Id | Fl ags| Fragnent O f set |
I S i o T s S S S e s s T
| TTL | Protocol | Header Checksum | |
B i T T T i S T T S h (i e S S o |
| src-ip : Hl_IPv4 |
B T S i T s i i e e SEI S
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+
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n
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+m+
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+
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+
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Figure 17. 1CVP PDU generated by Rl towards VtepA
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R1 sends an icnp error directed towards VtepA. The icnp PDU is shown
in figure 17. VtepA receives the packet with this icnmp PDU and
relays it to HL over ipv4 network. Figure 16, displays the packet
sent by VtepAto HlL. Al other references can be taken as it is from
Section 4.1.2.
123456701 701234567012345¢67
ity s S O T S S s s ol ST S S S S S

1
— +

S N S B e o e et S S S |

0

+

L.

| Src- Mac = |
oo e e e e e b e - e - e - e - - - - - - - -+ +-+-4+-+ et h
| Vt epA_MAC | header
SR TR R S S N S SR S S S S SR R S S R R

| I'nner Vian if present | Et ht ype = 0X0800 (I Pv4) | v

e S i I T T i s i e S S g i St SHI
| Ver=4|IHL=5 | TOS | Total length |~
Sl T S R ik o S SN S SR SR S SR S S S i el S S |

| Id | Fl ags| Fragnment O f set | ]

SR TR R S S N S SR S S S S SR R S S R R

| TTL | Protocol =1 | Header Checksum | 1 Pv4d
oo oo - - o - b o - - - o - - - - - - - - - - - - - +- +- +- +- +Header
| src-ip : VtepA IPv4 |
+-+-+- -+ -+ - - - - - - - - - - e e - - - - - - - - - - - |

| dest-ip : Hl_IPv4 |
+-+-+-+-+-+- - - -+ -+ - - - - - - - - - - - - - - - - -+ |

| Opti onal Header | v

e S i I T T i s i e S S g i St SHI
| Type=3 | Code=4 | Checksum |
+-+-+- -+ -+ - - - - - - - - - - e e - - - - - - - - - - - Ty
| unused | Lengt h | Next Hop Mu = R1_VtepB MU |
i I T s i o S i T sl A I S S S S S
| Ver=4|1HL=5 | TOS | Total |ength |
B T S i T s i i e e SEI S

| Id | Fl ags| Fragnent O f set |
R i T I e T S S e S TR S T e i I S e S e e e e o o

| TTL | Protocol | Header Checksum | Ori
B i T T S i I i T ik s (i (T S S S S |
| src-ip : HL_IPv4 |
B T S i T s i i e e SEI S
| dest-ip : H2 IPv4 |
+
\

- >

<——2
HhQ

B S i s i i i i T T T S S S S S SR S S i i T
~ Optional and Transport Header and Application Payl oad ~ | varies
+

B T S T T i e T I T S e T i S S S Sy

Figure 18. Conplete ICVWP error Packet sent to Hl by VtepA
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5. Inter-site MIU Propagati on

+- -+
| CE|
+- -+
I
+----+
+----| PE|----+
TS + | +--- -+ | +--------- +
e +---+ +---+ | +----+
| NVEL| -- | | | | -~ NVES|
+----+ |---Ul---|GM]|----- P------ | GMB| ---U2---| +----+
| +-- -+ +-- -+ |
| NVO 1 | WAN | NVO 2 |
| +-- -+ +-- -+ |
I (I | I
to---t | | G| | G| | Ao+
| NVE2| - - | +---+ +---+ | - -] NVE4|
s I SIS + | | +--------- +  H----+
o m e e oo - +

Figure 18. Datacenter/Site |Interconnect Between Renpote EVPN fabrics

This section specifically calls out the relay of icnp errors
generated by underlay in an intersite/interfabric connectivity across
EVPN-overl ays. The reference di agram shown above is picked up from

[ RFC9014] .

The topol ogy in the above di agram descri bes two di sparate NVO fabrics
connected across WAN, | everagi ng an EVPN provi sioned overlay. Lets
consi der the interconnect as EVPN Overlay over the WAN network
(between GM/2 and GAB/4). Thus there is a multi-hop overl ay
(tunnel) reachability between hosts in fabric(s) behind the edges
NVE1l/ 2 and NVE3/4. There is a EVPN-Overlay tunnel between NVEs and
their respective gateways, i.e., between NVE1l/2 and GA/2 and anot her
one between NVE3/4 and GM8/4. There is an intersite connect

| everagi ng EVPN-Overlay, thus ensuring end to end connectivity

bet ween NVEs across the WAN. The fabric in dataplane can be Vx| an,
MPLS, NVGRE, GENEVE, GUE, GPE etc

The packet traversing between networks behind NVEL to NVE3 shal
transit through three EVPN-Overlay tunnels. First one, between NVE1l
and GM; second one, between the WAN gateways GAM and GM8 and the
third one, between GAB and NVE3. There is an EVPN-Overl ay handoff at
all the EVPN-tunnel end-points in the packet path, GM and G
respectively.
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There is a possibility that the overlay encapsul ated packet hits the
MIU bl ockage at one of the underlay routers, lets say, P3 in this
case. P3 generates icnp error targetted towards GM as the tunne
end-point. GM should check the credentials of the original PDU
carried in the icnp error and performthe route | ookup. It’'s very
likely that the path to reach packet source (behind NVEl) is also via
the EVPN-Overlay tunnel fromGA to GM. The icnp error is relayed
back over the EVPN-Overlay construct towards GAB. In the same flow
GM shoul d peek into the original PDU credentials to get the
reachability to the inner packet source. As luck may have it, the
packet source is reachable over the EVPN-overlay tunnel fromGM to
NVEL. It should go through the sinilar decap/re-encap as nentioned
in earlier sections. The EVIs at each stitching point may be
different, although ensuring that routes are exported between the
VNI's. The first-hop vtep towards the source i.e. NVEL should perform
procedures nentioned in Section 4.1.2, to relay out the icnp packet
to the original source of the packet.

6. Sane subnet Consi derations

Thi s section proposes propagation of icnp or icnpv6 error (specific
to MIU) at source Vtep to inner packet source, which is generated by
an underl ay device for a case, when, inner packet source and
destination ipv4(or ipv6) addresses are in the same subnet.

The steps in section Section 4.1.2.3, elaborate on the check to be
performed, if the icnp error is carrying the original PDU

encapsul ated with an L2VNI or L3VNI. In case it is an L2VNI, then
the possibility of the inner packet traffic being a "sane subnet" one
is, very high. Hence Section 4.1.2.3, also tal ks about doing the

et hernet type check in the inner packet payload. |If and only if,
it’s ipvd or ipv6, relay the icnp error back to the inner packet
source ip (or ipv6) address. Else, don't process the relay nessage
further. As the inner packet is a non layer-3 PDU, it does not nmkes
sense to relay back the icnp error

7. Ecnp Considerations

Ecnp considerations are driven by the packet sent by the end host
application and the way it's | everaged.

To ensure "MIU propagation" via "icnmpv6 error”, is agnhostic to ecnp
paths in a Wxlan network, there are few nore consideration. In Vxlan
Gateway, the route |ook-up is done based on attributes carried in
packet generated by end point host. The packet generated can
potentially be froma tcp based end host application (although should
not be generalized).
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10.

11.

11.

11.

Where as, for an internmedi ate node, (lets say, Spine node in C os
topol ogy) in underlay network the | ook ups are based on Quter Encap
(Vtep ip addresses and and UDP Header).

The packet traversing fromsite behind NEL to NVE3 shall transit
through three EVPN-Overlay tunnels. First one, between NVE1 and GAL;
second one, between the WAN gat eways GM and GAB and the third one,
between GM and NVE3. There is an EVPN-Overlay handoff at all the
EVPN-tunnel end-points in the packet path, GM and GA2 respectively.
On another note, for an L2 gateway case, wherein Vxlan gateway (Vtep
Node) bridges (and not routes) host packets destined to same subnet
destination, MIU cal cul ati on SHOULD cone into play only in the Spine
devi ces.

As a potential solution,the MU val ues reci eved over ECVMP underl| ay
pat hs can be cached at the ingress Vteps. The Vtep MAY propagat e/
relay the lowest of the all MIUs received across ECVMP underl ay paths,
to the end-host.

Security Considerations

Thi s docunent inherits all the security considerations discussed in
[ RFC1981] and [ RFC1191].

I ANA Consi derations
TBD
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