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Abst r act

Thi s docunent defines standard workl oad profiles for benchmarking
Large Language Mddel (LLM inference serving systens. Each profile
represents one class of production workload. A profile is defined by
its input and output token distribution, output structure, |atency
sensitivity, concurrency pattern, and caching behavior. Profiles are
organi zed into six groups: Non-GCenerative, Mninmal Qutput,
Interactive Streamng, Prefill-Heavy Generative, Decode-Heavy
Generative, and Miulti-Step Chained. This docunent works with
"Benchmar ki ng Met hodol ogy for Large Language Mdel Serving"

[LLM METHOD]. It specifies the workloads that the methodol ogy’s
tests SHOULD be run agai nst.

Status of This Meno

This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng docunments as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunments valid for a maxi mum of six nonths
and nay be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."
This Internet-Draft will expire on 12 Cctober 2026.

Copyri ght Notice

Copyright (c) 2026 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.
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The conpani on docunent [LLM METHOD] defines test procedures,
measur enent specifications, and reporting formats for

syst ens.

vocabul ary.

LLM i nference

A second conpani on [LLM TERMS] defines the netrics

Toget her these two documents specify how to measure.
Thi s docunent specifies what to neasure agai nst.

Producti on LLM depl oynents serve many different task types. These
tasks differ

Sone wor kl oads have no decode phase at all.

one

Sone wor kl oads produce free-formtext.

exanpl e.

in fundanmental inference properties.

constrained to a schema or a | abel set.

Some users wait interactively for stream ng tokens.
results in batch.

Enmbeddi ng wor kl oads are

O hers produce out put

O hers consume

Sone requests share a large input prefix with other requests. Qhers
arrive independently.
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Sone workl oads are a single inference call. Qhers are a chain of
dependent calls.

These properties determ ne which netrics from|[LLM TERVS] are
meani ngful .  They deternine which tests from[LLM METHOD] apply.
They deterni ne what performance characteristics natter in production

Wthout standard profiles, benchmark results are hard to conpare. A
systemtuned for chat may perform poorly on summarization. A system
benchmarked only on synthetic uniformworkl oads may not match any
real production scenario. This docunent fixes that.

1.1. Relationship to Conpani on Docunents
This docunment is the third in a series.

[ LLM TERVS] defines the nmetrics vocabulary. Exanples are Tine to
Fi rst Token, Inter-Token Latency, and Qutput Token Throughput.

[ LLM METHOD] defines test procedures. Exanples are how to neasure
TTFT, how to set up | oad generators, and how to format reports.

Thi s docunent defines workload profiles. It specifies what
representative tasks to benchmark against. It maps each profile to
the applicable nmetrics and tests.

I mpl enenters SHOULD sel ect profiles that match their production
wor kl oad m x. They SHOULD apply the tests from|[LLM METHOD] to those
profiles. They SHOULD report results per profile.

1. 2. Docurment Structure

Section 3 defines the classification framework. It uses five

di mensi ons to describe each profile. Section 4 defines the comon
benchmark run parameters that MJST be reported for all profiles
(Section 4.1). Sections 4.2 through 4.7 define the profiles.
Section 5 maps profiles to applicable netrics. Section 6 covers

m xed-wor kl oad conposition. Section 7 covers dinensions that apply
to any profile. Section 9 covers |ANA consi derations.

1.3. Qut of Scope
The following topics are outside the scope of this document.

Model training is out of scope. This docunent covers inference
serving only.

Mondal & Gai kwad Expires 12 COctober 2026 [ Page 4]
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Model quality is out of scope. CQutput correctness and accuracy are
not performance nmetrics here. The one exception is output validity
rates for structured output profiles, which MAY be reported as a
secondary netric.

Network and client-side |atency are out of scope. The exception is
when the system under test (SUT) boundary is defined to include
network transport per [LLM METHOD] .

Mul ti nodal workl oads are out of scope. This docunent covers text-
only LLM serving. Miltinodal input and output such as inages, audio,
and video are left for future work.

2. Requirenents Language

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMVENDED', "NOT RECOMMVENDED', "MAY", and
"OPTIONAL" in this docunment are to be interpreted as described in BCP
14 [RFC2119] [RFCB174] when, and only when, they appear in al
capital s, as shown here

3. Profile Oassification Framework
Each profile is described along five dinensions. These di nensions
al |l ow systematic conpari son across profiles. They help inplenenters

understand the inference properties of each workl oad.

3.1. Input/Qutput Ratio C ass

This ratio is conputed as input tokens divided by output tokens. It
determ nes the bal ance between the prefill phase and the decode
phase. It is often the main factor in whether a workload is conpute-

bound or nenory-bandw dt h-bound. The exact boundary depends on node
architecture, batch size, quantization, and attention inplenmentation.

For profiles that produce hidden thinking tokens (see Section 4.6.2),
t hose tokens count as output tokens for the ratio. The exception is
when the serving systemhides thementirely fromthe caller. In that
case, the serving system MJUST docunent whet her max_out put _t okens
applies to visible tokens only, to total tokens, or to both.

Prefill-Only (PO: No token generation. The output is a vector, a
score, or a probability distribution. Exanples are enbedding,
cross-encoder reranking, and perplexity scoring.

Prefill-Domnant (PD): Input is nmuch larger than output. The ratio

is greater than 10:1. Exanples are summari zation, classification,
and extraction.
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3.

3.

2

3.

Bal anced (BA): Input and output are conparable in length. The ratio
is between 1:3 and 3:1. Exanples are translation, conversationa
chat, and rewiting.

Decode- Dominant (DD): Qutput is nuch larger than input. The ratio
is greater than 1:10. Exanples are content generation, creative
witing, and data generation

Qut put Constraint Leve

Thi s di mensi on descri bes how nuch the output fornmat is constrained.
It affects decode efficiency, guided generation overhead, and out put
val i dation requirenents

Non- Token (NT): The output is not a token sequence. Exanples are
vectors, floating-point scores, and probability distributions.

Mnimal (M): The output is a single token, a short label, or a
nuneric score. Exanples are classification and yes/no deci sions.

Structured (ST): The output MJST conformto a defined schema
Exanpl es are JSON objects, SQ queries, and function cal
arguments.

Senmi -Structured (SS): The output follows a general format but has
vari abl e content. Exanples are Markdown, nunbered lists, and
tabl es.

Free-Form (FF): There are no structural constraints. Exanples are
nat ural |anguage text, creative witing, and conversationa
responses.

Latency Sensitivity d ass

Thi s di mensi on descri bes how nmuch | atency the consunmer can tolerate.
It determ nes whether TTFT, ITL, or throughput is the primary
optinization target.

The latency targets listed below are informative. They reflect
targets comonly used in production. They are not nornative
benchmark pass/fail thresholds. Actual targets depend on nodel si ze,
har dwar e, network configuration, and operator SLGCs.

Interactive (IN: The user watches tokens arrive in real tine.
Interactive depl oynents often target sub-500ns TTFT as a user-
experience goal. |TL consistency is critical. Exanples are chat
and code conpl etion.
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Near-Real -Time (NR): The response is needed within seconds. It is
usual Iy not streaned token by token. Production depl oyments
commonly target total |atency below 5 seconds. Exanples are
search ranking, extraction, and function calling.

Thr oughput -Oriented (TO: Latency is secondary. The goal is to
maxi i ze aggregate throughput. Exanples are batch classification,
bul k sunmari zation, and data generation

3.4. Concurrency Pattern

Thi s di mensi on describes the typical request arrival and batching
pattern. 1t affects schedul er behavior and resource utilization

Single-Stream (Sl): Requests arrive individually. They follow a
Poi sson or similar arrival process. Exanples are general API
usage and chat.

Burst-Batch (BB): Groups of related requests arrive together
Exanpl es are ranking a set of candidates and classifying a
docunent batch.

Sustai ned-Hi gh (SH): A continuous high-volume stream of requests
arrives at a stable rate. Exanples are production pipelines and
dat a processing.

Chai ned- Sequential (CS): Each request depends on the output of the
previ ous request. Exanples are agentic workflows and pl anni ng
pi pel i nes.

3.5. Prefix Sharing Pattern

Thi s di mensi on descri bes how much requests share common i nput
prefixes. It affects KV cache utilization and nmenory efficiency.

In this docunent, prefix sharing nmeans cross-request shared prefil
reuse. A serving systemretains and reuses the conmputed key-val ue
(KV) state for a shared input prefix across nultiple distinct
requests. This is different fromtwo other things that are sonetines
cal l ed cachi ng.

The first is intra-request KV cache. This is the nornal decode-
phase cache retained within a single request. It is present in all
generative profiles. It is not what this dinmension nmeasures.

The second is external result caching. This is deduplication of

i dentical conplete requests at an APl gateway or proxy layer. This
is out of scope for this docunent.
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When a profile has a non-None prefix sharing val ue, benchmarks MJST
report prefix cache hit rates. A cache hit nmeans the serving system
determned that the | eading N tokens of an incom ng request match a
cached prefix exactly. This match is token-by- token or via an

equi val ent hash. The cached KV state is then reused without
reconputation. Serving systens MJST docunent the cache eviction
policy and the cache type as part of the run paraneters defined in
Section 4. 1.

None (N): Each request has a unique prefix. Exanple is independent
short queri es.

System Pronpt (S): A shared system pronpt appears across requests.
It is typically 100 to 2000 tokens. Most APl depl oynents foll ow
this pattern.

Docunent - Shared (D): Miltiple requests share a | arge docunent
context. It is typically thousands to tens of thousands of
tokens. Exanples are ranking candi dates agai nst a shared passage
and nul ti-question QA over a docunent.

Turn-Accunul ated (T): The prefix grows across conversation turns.
Exanpl es are nulti-turn chat and agentic tool | oops.

Schema- Shared (H): Requests share a tool or function schema as a
prefix. Exanples are function calling and SQL generation with a
shared dat abase schema

4. Profile Goups and Definitions

This section defines 25 workl oad profiles in six groups. Section 4.1

speci fi es common benchmark run paraneters that apply to all profiles.

Sections 4.2 through 4.7 define the profiles.

Each profile includes the follow ng.

Description: Wat the task is and why it is a distinct benchmarking
profile.

Classification Vector: The five-dinensional classification from
Section 3.

Typi cal Token Distribution: Representative input and output token
| engt h ranges.

Key Performance Indicators: The nost inportant netrics from
[LLM TERVS] for this profile.

Mondal & Gai kwad Expires 12 COctober 2026 [ Page 8]
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ati ons:

Profil e-specific setup

Commmon Benchmar k Run Par aneters

Apri

2026

measur enent, or

Benchmark results are only conparabl e when the configuration is fully

speci fi ed.
benchmar k run.
requirenments in Secti

[ gt o
| Parameter |
[ bl
| Mbdel identifier |
| and version |
o e e e e oo +
| Tokeni zer nane |
| and version |
TR +
| Decoding strategy |
| |
o e e e e oo +
| Tenperature |
I +
| top_p I
o e e e e oo oo +
| top_k |
o e e e e oo +

I IR +
| Stop sequences |
o e e e o +
| Stream ng enabl ed

S TRy +
| Server token |
| flush policy |
o e e e e oo oo +
| Gui ded decodi ng |
| enabl ed |
S TRy +
| CGuided decodi ng |
| nethod |
o e e e e oo oo +

| Gui ded decodi ng |
| schema size |

| Prefix cache |

Mondal & Gai kwad

The foll owi ng paranmeters MJST be reported for every
They apply in addition to any profile- specific

ons 4.2 through 4.7.

Requi r enent

MJUST report exact nodel nane and version
string

MUST report; tokenizer affects all token
count neasuremnents

MJUST report: greedy, sanpling, or beam
search

MUST report if sanpling; N A for greedy
MUST report if sanpling

MJST report if sanpling

MUST report; specify whether limt applies
to visible tokens, total tokens, or both
MUST report all stop conditions used
MUST report: enabl ed or disabled

MUST report if stream ng enabled (e.qg.,
per-token, batched-N, time-based)

MJST report: enabl ed or disabled

MUST report if enabled (e.g., grammar-

based, JSON schemm, |ogit nasking)

schemn token count

MJST report if enabl ed:
and nesting depth

MUST report: enabled or disabled

Expires 12 COctober 2026
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| enabl ed | |

| Prefix cache type | MJST report if enabled (e.g., block-Ievel
| | KV cache, full-prefix cache) |

o e e o s o m e e e e e e e e e e e e e e e eee e +
| Prefix cache | MUST report if enabled (e.g., LRU, TTL- |
| eviction policy | based, capacity limt) |
o e e e e m e i oo o mm e e e e e e e e e e e e e e e e e e e e e e e e mma—mao +
| Hardware | MUST report: accel erator type, count, and

| configuration | menory capacity |
o e e o s o m e e e e e e e e e e e e e e e eee e +

o e e e e m e i oo o mm e e e e e e e e e e e e e e e e e e e e e e e e mma—mao +

| Quantization | MUST report: precision (e.g., fpl6, int8,

| | int4) and nethod if applicable |

S IS +
Table 1

I mpl enenters SHOULD al so report the version of any |oad generation
tool used. They SHOULD report the network topol ogy between the | oad
generator and the SUT.

4.2. Goup A: Non-Generative Profiles
Non- generative profiles produce no output token sequence. The
i nference pipeline runs only the prefill pass. It returns a non-
token result. This result is a vector enbedding, a scalar score, or
a per-token probability distribution.

There is no decode phase. The following netrics from|[LLM TERVS] do
not apply to Goup A profiles

* Time to First Token (TTFT)

* |nter-Token Latency (ITL)

* Qutput Token Throughput

* Time Per Qutput Token (TPOT)

Goup A profiles MIST instead be neasured using the foll ow ng.

Request Latency: Total tine fromrequest subm ssion to result
receipt.

Sequences Per Second: Nunber of conplete inference requests

Mondal & Gai kwad Expires 12 COctober 2026 [ Page 10]
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processed per second under the specified concurrency. For Goup A
profil es, one sequence equals one request. Seq/s and Req/s are
the sane here. Wen a single APl call submts nmultiple sequences
in a batch, throughput MJST be reported as sequences per second,
not APl calls per second.

Prefill Throughput: |Input tokens processed per second.
4.2.1. EMBED: Enbeddi ng Generation

The nodel encodes input text into a fixed-size dense vector. This
vector is used for semantic search, retrieval, clustering, and
simlarity conmputation. This is one of the highest-volune LLM

i nference workl oads in production. Every RAG pi peline,

recomendat i on system and semantic search i ndex depends on enbeddi ng
gener ati on.

Cl assification Vector:

| Di mension | Val ue |
[ g —————————— Ll —p—p—_————————————
| 1/ORatio | Prefill-Only (PO |
- ™ +
| CQutput Constraint | Non-Token (NT) |
Tt o e e e e e e oo o +
| Latency Sensitivity | Near-Real-Tine (NR) to |
| Throughput-Oriented (TO |
e +
| Concurrency Pattern | Sustained-H gh (SH) |
T e T e +
| Prefix Sharing | None (N) |
o e e e e e oo - S +
Table 2

Typi cal Token Distribution:
[} g ———— e p—p—p—p—p—p—(—————(——————————(—(————————r
| Paraneter | Range |
B el sty o}
| I'nput Length | 16 to 8192 tokens |
. T +
| CQutput | Fixed-size vector (e.g., 768, |
| 1024, 1536, or 3072 di nensions) |
R oo m e e e e e e e e e e ao - +

Tabl e 3
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Key Performance |ndicators:

* Sequences per second at target batch size

* P50 and P99 request |atency under | oad

* Prefill throughput in input tokens per second
*  Throughput scaling with batch size

Enbeddi ng wor kl oads work well with |arge batches. Benchmarks SHOULD
measur e throughput across batch sizes of 1, 8, 32, 64, 128, and 256
Thi s shows batching efficiency. Input |ength SHOULD come from a
representative corpus. Real enbeddi ng workl oads have high | ength
vari ance because short queries and | ong passages are both comon.
Benchmar ks SHOULD report |atency and throughput separately for query-
I ength inputs (fewer than 64 tokens) and passage-length inputs (256
to 8192 tokens). These two cases often serve different stages of a
retrieval pipeline.

4.2.2. XRANK: Cross-Encoder Reranking

The nodel receives a query and a docunent. |t produces a rel evance
score without generating tokens. Cross- encoder reranking is used in
search pipelines to refine initial retrieval results. The nodel
processes the concatenated query and docunent pair. It outputs a
scal ar rel evance score.

Cl assification Vector:

| Di mension | Val ue |
[} e ——————————_ s —_—_————r
| 1/ORatio | Prefill-Only (PO |
+
| Qutput Constraint | Non-Token (NT) |
T T +
| Latency Sensitivity | Near-Real -Tine (NR) |
o e e e e e oo - o e e e e e oo - +
| Concurrency Pattern | Burst-Batch (BB) |
+
| Prefix Sharing | Document-Shared (D) |
I T +
Tabl e 4

Typi cal Token Distribution:
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| Parameter | Range |
[§ pleemesfommsbomsbemsos b esoe e esoe sy besosesossosos s ospsoses s os s ese s ese s ps s ps s e
| I'nput Length | 128 to 1024 tokens (query plus docunent)

oo s o m e e e e e e e e e e e e e e mee—ooon +
| Qutput | Single scalar score |
o e e o - o m m e e e e e e e e e e e e e eee— oo s +

Table 5
Key Performance |ndicators:
* Pairs scored per second at target batch size
* P50 and P99 request |atency per scoring batch
*  Throughput scaling as candi date set size grows

Cross-encoder reranking typically processes a batch of candi dates.
This is commonly 10 to 100 query-docunent pairs. The query is shared
across all pairs. Benchmarks SHOULD neasure performance with the
shared query prefix to capture KV cache benefits. Candi date set
sizes of 10, 25, 50, and 100 SHOULD be tested. Latency SHOULD be
reported for the full candidate set. This is the time to score all
candi dates, not just one pair. This matches real search pipeline
requirenents

4.2.3. LOGPR Logprob / Perplexity Scoring

The nodel processes input text. It returns per- token |og
probabilities or a sequence-level perplexity score. |t does not
generate new tokens. This is used for Al-generated content
detection, nodel evaluation, data quality filtering, watermark
detection, and calibration. The nodel runs a forward pass over the
input. It returns the probability distribution at each token

posi tion.

Cl assification Vector:

Mondal & Gai kwad Expires 12 COctober 2026 [ Page 13]
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| Di mension | Val ue |
E sy s sl
| 1/O Ratio | Prefill-Only (PO |
Fom e e e e e oo s o m e e e aa oo s +
| CQutput Constraint | Non-Token (NT) |
S o m e e e e e e e oo - +
| Latency Sensitivity | Throughput-Oriented (TO
o e e e e e oo - S +
| Concurrency Pattern | Sustained-H gh (SH) |
Fom e e e e e oo s o m e e e aa oo s +
| Prefix Sharing | None (N) |
S o m e e e e e e e oo - +

Table 6
Typi cal Token Distribution
| Parameter | Range |
[ oo b s s e s s oo oo e
| I'nput Length | 64 to 4096 tokens |
oo s o m m e e e e e e e e e e e e e e e e e e e e e eeee e +
| Qutput | Per-token | ogprobs or aggregate perplexity score
o e e o - o m m e e e e e e e e e e e e e e e e e e e e eeee oo +

Table 7

Key Performance |ndicators:
* Sequences scored per second
* Input tokens processed per second
* P50 and P99 request latency by input |ength bucket
Logprob scoring is conputationally the same as the prefill phase of
generative inference. The difference is that it returns probability
data instead of starting a decode phase. It differs from enbeddi ng

in one key way. The full vocabulary probability distribution may be
returned at each position. This creates |arge output data vol une
even though no tokens are generated. Benchmarks SHOULD specify

whet her full vocabulary | ogprobs or only top-k | ogprobs are returned.
This choice significantly affects data transfer overhead. |nput

| ength SHOULD span the full range to show prefill scaling.

Mondal & Gai kwad Expires 12 COctober 2026 [ Page 14]
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4.3. Goup B: Mnimal Qutput Profiles

M ni mal output profiles generate a small nunber of tokens. The
output is a label, a score, a short answer, or a small structured

obj ect. The decode phase is short relative to prefill. These

wor kl oads are typically prefill-dom nant and work well w th batching.

For Goup B profiles, the netric priorities differ from strean ng
wor k|l oads.

Total Request Latency is the primary latency netric. TTFT and ITL
are not primary here.

Request Throughput in requests per second is nore useful than out put
t oken t hroughput .

TTFT is still neasurable. It is approximately equal to total |atency
because the decode phase is very short.

4.3.1. CLAS: dassification and Labeling
The nodel reads input text. It produces a categorical |abel or set
of labels froma predefined taxonony. Exanples are sentinent
anal ysis, content noderation, topic categorization, intent detection,
and spamfiltering.

Cl assification Vector:

[§ e e e
| Di nension | Val ue |
| /O Ratio | Prefill-Dom nant (PD) |
o e e e e e oo - S +
| Qutput Constraint | Mnimal (M) |
Fom e e e e e oo s o m e e e aa oo s +
| Latency Sensitivity | Near-Real-Tine (NR) to |

| Throughput-GOriented (TO |
Tt o e e e e e e oo o +
| Concurrency Pattern | Sustained-H gh (SH) |
o e e e e m oo oo o e m e e e e e oo +
| Prefix Sharing | System Pronpt (S) |
o e e e e oo s o e e e e e e e e oo s +

Table 8

Typi cal Token Distribution:
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B oo s s )
| Parameter | Range |
[ il e s ey
| I'nput Length | 32 to 2048 tokens

I i I i I I R +
| Qutput Length | 1 to 10 tokens |
I I T I I I R +

Table 9
Key Performance |ndicators:
* Requests classified per second
* P50 and P99 total request |atency
*  Throughput scaling with batch size

Cl assification workl oads often use constrai ned decodi ng or gui ded
generation to restrict output to valid |labels. Benchmarks SHOULD
report whet her guided generation is enabled. They SHOULD report

whi ch nethod is used, such as granmmar-based or logit nasking. System
pronpts typically include the | abel taxonony. They SHOULD be
included in the benchmark setup. The |abel set size SHOULD be
specified. Binary, multi-class, and nulti-Ilabel variants have

di fferent guided generation overhead.

4.3.2. SFQA: Short-Form QA / Factoid

The nodel receives a short question. It may also receive brief
context. It produces a concise factual answer. Exanples are
customer support FAQ know edge base queries, and sinple information
retrieval. It differs fromlong-document QA (LDQA) in that the input

context is short.

Cl assification Vector:
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Tabl e 10

Typi cal Token Distribution

Table 11
Key Performance |ndicators:
* TTFT if streaned
* Total request |atency
* Requests per second under concurrency
This profile represents the sinple APl call pattern. It is the
baseline for many LLM applications. It SHOULD be used as a reference
wor kl oad to establish baseline system performance before testing nore
conplex profiles. Input Iength SHOULD i nclude very short queries

(fewer than 32 tokens) and context- augnmented queries (256 to 512
t okens).
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4.3.3. RANK: Cenerative Ranking / Scoring

The nodel eval uates one or nore candidates. It produces a rel evance
score, a preference ordering, or a conparative judgnent as generated
tokens. It differs fromcross- encoder reranking (XRANK) in that it

generates token output such as scores, explanations, or ordina
| abel s. XRANK produces a raw scalar fromthe nodel’'s hidden state.

Cl assification Vector:

[ sty e ey o
| Di mension | Val ue |
| /O Ratio | Prefill-Dom nant (PD) |
o e e e e e oo - o e e e e e e e e e e e e e e +
| Qutput Constraint | Structured (ST) to Mnimal (M) |
- +
| Latency Sensitivity | Near-Real-Tine (NR |
I T T +
| Concurrency Pattern | Burst-Batch (BB) |
o e e e e e oo - o e e e e e e e e e e e e e e +
| Prefix Sharing | Docunent - Shared (D)
. +

Tabl e 12
Typi cal Token Distribution
[ sty e et o}
| Parameter | Range |
| I'nput Length | 256 to 4096 tokens (pronpt plus candi dates) |
T oo e m e e e e e e e e e e e e e e e e e e e e e e e +
| Qutput Length | 5 to 50 tokens (scores or ranking) |
S I . +

Tabl e 13
Key Performance Indicators
* Time to score the full candidate set
* Requests per second

* Prefix cache hit rate across candi dates sharing context
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Ranki ng wor kl oads have strong prefix sharing. Wen ranking N

candi dat es agai nst a shared query or document, the shared prefix may
be 80 to 90 percent of total input tokens. Benchmarks MJST report
prefix cache hit rates. They SHOULD conpare performance with and

wi t hout prefix caching. Candidate set sizes of 5, 10, 20, and 50
SHOULD be tested.

4.3.4. NER Entity Resolution and Recognition
The nodel reads input text. It identifies naned entities and
produces a structured list of entity nmentions with their types and
positions. This is used for information extraction from docunents,
| og parsing, and data enrichnment pipelines.

Cl assification Vector:

[§ e e e
| Di nension | Val ue |
| /O Ratio | Prefill-Dom nant (PD) |
o e e e e e oo - S +
| Qutput Constraint | Structured (ST) |
e +
| Latency Sensitivity | Throughput-Oriented (TO
I e T T +
| Concurrency Pattern | Sustained-H gh (SH) |
o e e e e e oo - S +
| Prefix Sharing | System Pronpt (S) |
e +

Tabl e 14
Typi cal Token Distribution
[ e s oo e e s e s e e s s s s s e s e s e s s s s s s s s s e
| Parameter | Range |
| I'nput Length | 64 to 2048 tokens |
T o e e e e e e e e e e e e e e e e e e e e mmmmmaa o - +
| Qutput Length | 20 to 200 tokens (structured entity list)
S I . +

Tabl e 15
Key Performance Indicators

* Docunents processed per second
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* Total request |atency by input |ength
*  Throughput under batch processing

NER out put length varies with input content density. Benchmarks
SHOULD use representative documents with known entity density. This
ensures output length distributions are realistic. Quided generation
to a JSON schema is common. VWether it is enabled SHOULD be

report ed.

4.3.5. FUNC. Function Calling / Tool Selection
The nodel receives a user request and a set of tool or function
definitions. It selects the right function and produces well-formed
argunents. The tool schema definitions forma |arge and highly
cacheabl e prefi x.

Cl assification Vector:

| Di mension | Val ue |
[ sty e s
| /O Ratio | Prefill-Dom nant (PD) |
o e e e e oo s o +
| Qutput Constraint | Structured (ST) |
Tt Tt +
| Latency Sensitivity | Near-Real-Tine (NR |
o e e e e m oo oo o e e e e e e oo +
| Concurrency Pattern | Single-Stream (Sl) |
o e e e e oo s o +
| Prefix Sharing | Schema- Shared (H) |
Tt Tt +
Tabl e 16
Typi cal Token Distribution
| Parameter | Range |
[§ pleemsfemms e emseme e esee e fesepus ey esesespssespses e es s esee s ese s se s pe s es e ess e fs ey o}
| I'nput Length | 512 to 4096 tokens (schena plus user query) |
o o m m e e e e e e e e e e e e e e e e e em e eaao o +
| Qutput Length | 20 to 200 tokens (function nane plus JSON
| | arguments)
T oo e m e e e e e e e e e e e e e e e e e e e e e e e +

Tabl e 17
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Key Performance |ndicators:

* Total request |atency

* TTFT as an indicator of schema processing tine
* Prefix cache hit rate for shared tool schenmas

Tool schemas vary widely in size. A small schema with 5 tools may be
a few hundred tokens. A large schenma with 50 tools and conpl ex
paraneters may be several thousand tokens. Benchmarks SHOULD test
with schema sizes of approximtely 500, 2000, and 4000 tokens. Tool
schemas are highly shareable as prefixes. Prefix caching
effectiveness is a critical measurenent. Constrained decoding to
valid JSON is standard and SHOULD be enabl ed.

4.3.6. SQN SQ / Query Ceneration
The nodel receives a natural |anguage question and a database schena
definition. It produces a syntactically valid SQ. query. The schema

prefix is large and shared across queries agai nst the sane dat abase.

Cl assification Vector:

| Di mension | Val ue |
[& oo e s ooy e s oo oo e
| 1/O Ratio | Prefill-Dom nant (PD) |
oo o m o oo +
| Qutput Constraint | Structured (ST) |
Fom e Fomm e e oaaooo- +
| Latency Sensitivity | Near-Real-Tine (NR |
o e e e e e oo - oo e m e e e e e e e e e e e e e e e e e ma o - +
| Concurrency Pattern | Single-Stream (SI) to Burst-Batch (BB) |
oo o m oo oo +
| Prefix Sharing | Schema- Shared (H) |
Fom e Fomm e e e oo +
Tabl e 18

Typi cal Token Distribution:
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| Parameter | Range |
[§ eemesfomsbumesesoefesoe s esoe s es ey Sess e o ps e
| I'nput Length | 256 to 8192 tokens (schema plus question)

oo o m e e e e e e e e e e e e e e e e e eeee e +
| Qutput Length | 20 to 300 tokens (SQ. query) |
oo o m m e e e e e e e e e e e e e e eeee oo +

Table 19
Key Performance |ndicators:
* Total request |atency
* Prefix cache effectiveness for shared schema
* Requests per second under concurrent users on the sanme schema

Dat abase schenas range fromsinple to conplex. A sinple schema may
have 5 tabl es and around 500 tokens. A conplex schema may have 100
or nore tables and 8000 or nore tokens. Benchmarks SHOULD test with
at least two schema sizes. Miltiple queries against the same schema
are the domi nant production pattern. Prefix caching neasurenents are
critical for this profile.

4.4. Goup C Interactive Streamng Profiles

Interactive streamng profiles serve users who watch tokens arrive in
real tine. These profiles share four key properties.

TTFT is critical for perceived responsiveness. |TL consistency
determ nes perceived fluency. Milti-turn context accunulation is
common. Prefix caching across conversation turns adds val ue.

For Goup C profiles, all stream ng netrics from[LLM TERMS] apply.
These are TTFT, |TL, TPOT, and output token throughput. The

Thr oughput - Lat ency Tradeoff test from [LLM METHOD] is especially
important for this group.

4.4.1. CHAT: Conversational Chat
A user and the nobdel have a nmulti-turn conversation. Each turn adds
to the conversation history. This creates a grow ng input context.
This is the nost commpn interactive LLMworkload. 1|t is the default
profile for general - purpose chat applications.

Cl assification Vector:
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| Di mension | Val ue |
[ oo by s s pe e o}
| 1/O Ratio | Bal anced (BA) |
oo Fom oo +
| CQutput Constraint | Free-Form (FF) |
Fom e oo +
| Latency Sensitivity | Interactive (IN) |
o e e e e e oo - T +
| Concurrency Pattern | Single-Stream (Sl) |
oo Fom oo +
| Prefix Sharing | Turn-Accumnul ated (T)
Fom e oo +

Tabl e 20
Typi cal Token Distribution
| Parameter | Range |
[ oo b sy s oo oo o}
| I'nput Length | 64 to 16384 tokens (grows with turns)
oo ot o oo +
| Qutput Length | 50 to 1000 tokens |
Fom e o m o e e ieeiaaoo-- +
| Turns per conversation | 3 to 20 |
o e e e e e e e e oo o - o e m e e e e e e e e e e e e e e me e +

Tabl e 21
Key Performance |ndicators:
* TTFT at various context |engths
* P50 and P99 | TL
* TTFT degradati on as conversati on grows
* Prefix cache hit rate across turns
Chat benchmarks MJST test across nultiple conversation depths. This
shows how TTFT scal es as context grows. Tests at turns 1, 5, 10, and
20 SHOULD be included at m nimum | nput data SHOULD come fromrea
multi-turn conversation datasets such as ShareGPT [ SHAREGPT] or
LMSYS- Chat [LMSYS]. This captures realistic length distributions.
The tinme between turns, while the user reads and types, affects cache

eviction pressure. This tine SHOULD be set as a paraneter in the
benchnar k.
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4.4.2. COW: Code Conpletion / Autoconplete

The nodel receives a code context. This includes the file content,
cursor position, and surrounding code. It generates a short

completion. This profile has very tight |atency requirenents, very
short output, and high request frequency. Prefix sharing is strong
because the sanme file context appears in nany consecutive requests.

Cl assification Vector:

[ ety ey
| Di mension | Val ue |
| /O Ratio | Prefill-Domnant (PD) to Bal anced (BA) |
o e e e e e oo - oo e m e e e e e e e e e e e e e e e e e ma o - +
| Qutput Constraint | Sem -Structured (SS) |
. +
| Latency Sensitivity | Interactive (IN) |
I T Y +
| Concurrency Pattern | Single-Stream (Sl) |
o e e e e e oo - oo e m e e e e e e e e e e e e e e e e e ma o - +
| Prefix Sharing | Docunent - Shared (D)
. +
Tabl e 22

Typi cal Token Distribution
[ ety ety o}
| Parameter | Range |
| I'nput Length | 256 to 8192 tokens (file context) |
T o e e e e e e e e e e e e e o m o +
| Qutput Length | 5 to 200 tokens (conpletion)
S I e +

Tabl e 23
Key Performance Indicators
* TTFT (primary). Interactive deploynents often target sub-200ns

TTFT. Benchmarks SHOULD report TTFT at P50, P95, and P99
* Total conpletion |atency

* Prefix cache hit rate (consecutive edits share npbst context)
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Code conpl etion has the tightest TTFT requirenments of any profile.
Benchmarks SHOULD simul ate realistic editing patterns. 1In these
patterns, consecutive requests share 95 percent or nore of input
tokens with small nodifications. Fill-in-the-mddle (FIM variants
SHOULD be tested if the serving systemsupports it. In FIM the
nmodel generates tokens to fill a gap within existing code rather than
appending to the end. Both single-line and multi-line conpletions
SHOULD be neasur ed.

4.4.3. PERS: Dialogue / Roleplay / Persona

The nodel nmintains a persistent character or persona defined by a

| arge systemprompt. This differs fromgeneric chat. System pronpts
may be 2000 to 10000 tokens or nore. They include character
descriptions, world-building context, and behavioral guidelines.
System pronpt prefix caching is inportant when nmany users share the
same persona.

Cl assification Vector:

[} i —————————_—_ Ll p—p—r U
| Dinension | Val ue |
[ ety et o}
| /O Ratio | Bal anced (BA) |
e meeeeemeaaeeaeas T T T T +
| Qutput Constraint | Free-Form (FF) |
o e e e e e oo - oo e m e e e e e e e e e e e e e e e e e e e e e e e +
| Latency Sensitivity | Interactive (IN) |
e . +
| Concurrency Pattern | Single-Stream (Sl) |
T T e +
| Prefix Sharing | System Pronmpt (S) plus |
| | Turn-Accunul ated (T) |
o e e e e m oo oo oo e e e e e e e e e e e e e e e e e e e e oo +
Tabl e 24

Typi cal Token Distribution:
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| Parameter | Range |
[} et —————— Ll —_—(————————(——————
| System Pronpt | 2000 to 10000 tokens

R +
| User Turn Input | 16 to 256 tokens |
oo mmeeeeeeaaaas domemmemeeeemeaeeaaas +
| Qutput Length | 100 to 2000 tokens |
o e e e oo T +

Tabl e 25

Key Performance | ndicators:

* TTFT with | arge system pronpts

* System pronpt prefix cache hit rate across concurrent users
* | TL consistency during |long responses

The key benchmark for this profile is performance under |arge shared
system pronpts with many concurrent users. Wen 1000 users share the
sanme persona, the system pronpt KV cache shoul d be conputed once
Benchmar ks SHOULD neasure TTFT and throughput as a function of the
nunber of concurrent users sharing the sane systempronpt. Results
with and wi thout prefix caching SHOULD both be reported.

4.5. Goup D Prefill-Heavy Generative Profiles
Prefill-heavy profiles process |long input contexts. They generate
nmoderate-1ength output. The prefill phase domni nates compute and

menory requirements. These workl oads stress KV cache capacity, |ong-
context attention efficiency, and nmenory managenent.

The nost inportant netrics for Group D profiles are TTFT (heavily

i nfluenced by prefill duration), prefill throughput in input tokens
per second, nenory utilization at peak context |ength, and tota
request | atency.

4.5.1. SUMM Summarization
The nodel reads a docunent or set of passages. It produces a
condensed sunmmary. This is one of the npbst conmon production LLM
tasks. The input is often 10 to 100 times | onger than the output.
The prefill phase dom nates total |atency.

Cl assification Vector:
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| Di mension | Val ue |
[& oo e s ooy e s oo oo e
| 1/O Ratio | Prefill-Dom nant (PD) |
oo o m o oo +
| Qutput Constraint | Free-Form (FF) to Seni-Structured (SS)
Fom e Fomm e e e eeiaooo- +
| Latency Sensitivity | Near-Real-Tine (NR) to Throughput - |
| | Oriented (TO
o e e e e m oo oo oo mm e e e e e e e e e e e e e e m e e m i m— oo oo +
| Concurrency Pattern | Single-Stream (Sl) to Sustained-H gh |
I | (SH
oo Fom o e e eaaooo- +
| Prefix Sharing | None (N) |
o e e e e e oo - oo e m e e e e e e e e e e e e e e e e e ma o - +
Tabl e 26

Typi cal Token Distribution

[S oo by e s s s s o}

| Paraneter | Range |

e ettty ety o

| I'nput Length | 1024 to 32768 tokens

oo Fom e +

| Qutput Length | 64 to 1024 tokens |

T T +
Tabl e 27

Key Performance |ndicators:

* TTFT by input |ength bucket

* Total request |atency

* Prefill throughput in input tokens per second

* Documents summarized per second

Sunmari zati on perfornmance depends strongly on input |ength.
Benchmarks MJST report results in input | ength buckets. Exanple
buckets are 1K to 4K, 4K to 8K, 8K to 16K, and 16K to 32K tokens.

I nput data SHOULD cone from document corpora with realistic | ength
distributions rather than synthetic text. Both extractive

sunmari zati on (shorter output) and abstractive summarization (| onger
out put) SHOULD be tested.
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4.5.2. LDQA: Long Document Question Answering

The nodel receives a |long docunent and a question. It produces a

conci se answer fromthe docunent content. It differs from

sunmari zation in that the output is shorter and nore targeted. It
differs fromshort-form QA in that it has a |arge context docunent.

Cl assification Vector:

[§ s s sy e
| Di mension | Val ue |
| 1/O Ratio | Prefill-Dom nant (PD) |
Tt o e e e e e e e e e e e e e e e e e e e e e e o +
| Qutput Constraint | Free-Form (FF) |
o e e e e m oo oo oo mm e e e e e e e e e e e e e e m e e m i m— oo oo +
| Latency Sensitivity | Near-Real-Tine (NR) |
o e e e e oo s o m e e e e e e e e e e e e e e e e eeeo— o on +
| Concurrency Pattern | Single-Stream (SlI) to Burst-Batch (BB)

Tt o e e e e e e e e e e e e e e e e e e e e e e o +
| Prefix Sharing | Document - Shared (D) |
o e e e e m oo oo oo mm e e e e e e e e e e e e e e m e e m i m— oo oo +

Tabl e 28

Typi cal Token Distribution

[ gttt ————— L p—p—p—_—(——(———————————

| Parameter | Range |

| I'nput Length | 4096 to 131072 tokens

o m e e e oo - Tt +

| Qutput Length | 16 to 512 tokens |

S o e e e e e e oo +
Tabl e 29

Key Performance |Indicators

* TTFT at various context |engths

* TTFT scaling as context |ength doubl es
* Total request |atency

* Prefix cache effectiveness across nultiple questions
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Long document QA tests the interaction between context |ength and

| atency. Benchmarks SHOULD test with nultiple questions over the
same docunent. This nmeasures prefix caching effectiveness. Context

| engt hs SHOULD span at |east three orders of magnitude. Exanple

val ues are 4K, 16K, 64K, and 128K tokens. The position of the answer
within the docunent can affect perfornmance on sone systens. This MAY
be report ed.

4.5.3. NMDOC: Multi-Docurment Synthesis

The nodel receives multiple docunents. |t produces one output that
synt hesi zes information across all of them Exanples are literature
review, conpetitive analysis, and nulti-source report generation. It
differs from singl e-docunent summarization in that it requires
reasoni ng across documents. It differs fromRAGin that there is no
retrieval step. Al docunents are provided in full.

Cl assification Vector:

| Di mension | Val ue |

E s s sy s

| /O Ratio | Prefill-Dom nant (PD) |

o e e e e oo s o e e e e e e e e oo s +

| Qutput Constraint | Sem -Structured (SS) |
Tt o e e e e e e oo o +

| Latency Sensitivity | Throughput-Oriented (TO |

o e e e e m oo oo o e m e e e e e oo +

| Concurrency Pattern | Single-Stream (Sl) |

o e e e e oo s o e e e e e e e e oo s +

| Prefix Sharing | None (N) |
Tt o e e e e e e oo o +

Tabl e 30

Typi cal Token Distribution:

| Parameter | Range |
B sy e s e s
| I'nput Length | 8192 to 131072 tokens (rmultiple docunments) |
o o m e e e e e e e e e e e e e e e e e eemem e +
| Qutput Length | 256 to 4096 tokens |
o m e e e oo - o m e e e e e e e e e e e e e e e e e e e e e e e e e e e e +

Key Performance |ndicators:
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* TTFT at extreme context |engths

* Total request |atency

* Menory utilization at peak context

* Qutput throughput during the decode phase

Mul ti-docunent synthesis pushes context length to its maxi mum
Benchmar ks SHOULD report the nunber of docunents and the per-
docunent |ength separately. This shows whet her performance depends
on total token count alone or also on docunent structure. This
profile is a stress test for menory nanagenment and | ong- cont ext
attention inplenmentations.

4.5.4. EXTR Structured Extraction
The nodel reads an input docunent. |t extracts specific information
into a defined output schema. Exanples are invoice parsing, resume
extraction, form processing, and | og anal ysis. The output MJST
conformto a specified JSON schema, XM structure, or tabular format.

Cl assification Vector:

| Di mension | Val ue |
E sy s sl
| 1/O Ratio | Prefill-Dom nant (PD) |
oo oo +
| Qutput Constraint | Structured (ST) |
Fom e Fom e +
| Latency Sensitivity | Near-Real-Tine (NR) to

| | Throughput-Oriented (TO |
o e e e e m oo oo o e m e e e e e oo +
| Concurrency Pattern | Sustained-H gh (SH) |
oo Fom oo +
| Prefix Sharing | System Pronpt (S) |
Tt o e e e e e e oo o +

Tabl e 32

Typi cal Token Distribution
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| Parameter | Range |
[§ eemesfomsbumesesoefesoe s esoe s es ey Sess e o ps e
| I'nput Length | 256 to 16384 tokens |
oo o m e e e e e e e e e e e e e e e e e eeee e +
| Qutput Length | 50 to 500 tokens (structured JSON or XM) |
oo o m m e e e e e e e e e e e e e e eeee oo +

Tabl e 33
Key Performance |ndicators:
* Docunents processed per second
* Total request |atency
* Quided generation overhead vs. an unconstrai ned baseline

Extracti on workl oads typically use constrai ned or guided decoding to
ensure the output conforms to the schema. Benchmarks MJST report
whet her gui ded generation is enabled. They MJST report the schema
conpl exity including the nunber of fields and nesting depth.
Benchmar ks SHOULD conpare throughput with and without guided
generation. This shows the overhead. OQutput validation rates,
meani ng the percentage of outputs that conformto the schema, SHOULD
be reported al ongsi de perfornance metrics.

4.5.5. JUDG LLM as-Judge / Eval uation
The nodel eval uates another nodel’'s output against specified
criteria. It produces a score and optionally a justification. This
is used in production for quality assurance, A/ B testing, content
nmoder ation review, and RLHF reward nodeling. The input includes the
original pronpt, the response to evaluate, and the scoring criteria.

Cl assification Vector:
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| Di mension | Val ue |
[S eemesfoms b esoe s esoepsesos s ese s ese s es ey es s es s ess s os s ee s eses s ese s s s s s
| 1/O Ratio | Prefill-Dom nant (PD) |
oo oo oo +
| Qutput Constraint | Structured (ST) to Sem -Structured (SS)

Fom e o m o e e +
| Latency Sensitivity | Throughput-Oriented (TO |
o e e e e e oo - T +
| Concurrency Pattern | Sustained-H gh (SH) |
oo o m o oo +
| Prefix Sharing | System Pronpt (S) |
Fom e o m o e oo +

Tabl e 34

Typi cal Token Distribution

| Parameter | Range |
[S oo oo e s s e oo el
| I'nput Length | 512 to 8192 tokens (criteria

| plus pronpt plus response) |
oo o m oo +
| CQutput | 10 to 300 tokens (score plus
| Length | reasoning) |
o e e - o e e e e e e e e e o +

Tabl e 35

Key Performance |ndicators:

* Eval uations per second

* Total request |atency

*  Throughput under sustained batch | oad

LLM as-Judge is a hi gh-vol ume pipeline workload. Benchmarks SHOULD
simul ate eval uation of a corpus of responses. They SHOULD neasure
sust ai ned throughput over thousands of evaluations. The scoring
criteria forma cacheabl e system pronpt prefix. Both score-only node

(m nimal output) and score-with-reasoni ng node (longer output) SHOULD
be tested.
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4.5.6. RAGN: Retrieval - Augnent ed Generation

The nodel receives retrieved context passages and a user query. It
generates a grounded response. It differs fromother prefill-heavy
profiles in that the context is made of nmultiple retrieved chunks
assenbl ed together. It differs fromLDQA in that the input context
is shorter and is nmade of separately retrieved passages rather than a
singl e conti guous docunent.

Cl assification Vector:

| Di mension | Val ue |
| /O Ratio | Prefill-Domnant (PD) to Bal anced (BA)
o e e e m oo oo oo e e e e e e e e e e e oo oo +
| Qutput Constraint | Free-Form (FF) |
o e e e e oo s o m e e e e e e e e e e e e e e e e eeoe—o - +
| Latency Sensitivity | Interactive (IN) to Near-Real-Tine (NR)
o e e e e e a e oo o m m ot e e e e e e e e e e e e e e e e e e e e mmamomo +
| Concurrency Pattern | Single-Stream (Sl) |
o e e e m oo oo oo e e e e e e e e e e e oo oo +
| Prefix Sharing | System Pronpt (S) |
o e e e e oo s o m e e e e e e e e e e e e e e e e eeoe—o - +
Tabl e 36

Typi cal Token Distribution
| Parameter | Range |
| Retrieved Context | 512 to 8192 tokens (3 to 20 chunks)
o e e oo oo oo oo e e e e e e e e e e oo oo oo +
| User Query | 16 to 256 tokens |
o e e oo s o m e e e e e e e e e ee e +
| Total 1nput | 528 to 8448 tokens |
o e e e e m e i oo o mm e e e e e e e e e e e e e e e e me e mamo +
| Qutput Length | 64 to 1024 tokens |
o e e oo oo oo oo e e e e e e e e e e oo oo oo +

Tabl e 37

Key Performance |Indicators
* TTFT (the user is typically waiting interactively)

* Total request latency including time to first useful content
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* End-to-end latency including retrieval if neasured at the conpound
syst em boundary

RAG benchrmar ks SHOULD vary the nunber and size of retrieved chunks.
Thi s shows how performance scal es as context grows. Configurations
of 3, 5, 10, and 20 retrieved chunks SHOULD be tested. The SUT
boundary from [LLM METHOD] is especially inmportant for RAG
Measuring at the nodel engine boundary excludes retrieval |atency.
Measuring at the compound system boundary includes it. Both SHOULD
be reported when the retrieval systemis part of the SUT.

4.6. Goup E Decode-Heavy Generative Profiles

Decode- heavy profiles generate nuch nore output than input. The
decode phase dom nates total |atency and conpute. These workl oads
stress menory bandw dth, |ITL consistency, and sustai ned output token
t hr oughput .

For Group E profiles, output token throughput and ITL distribution
are the primary metrics. TTFT is less inportant relative to total
generation time.

4.6.1. CCEN:. Content Generation
The nodel receives a short pronpt or specification. It generates
Il ong-formcontent. Exanples are bl og posts, articles, marketing
copy, emmils, reports, and creative witing. OQutput is nuch |onger
than input and is free-form

Cl assification Vector:

| Di mension | Val ue |
[ sy oo U
| /O Ratio | Decode- Domi nant (DD) |
o e e e e oo s o m e e e e e e e e e e e e e e e e eeoe—o - +
| CQutput Constraint | Free-Form (FF) |
o e e e e e a e oo o m m ot e e e e e e e e e e e e e e e e e e e e mmamomo +
| Latency Sensitivity | Interactive (IN) to Near-Real-Tinme (NR) |
o e e e m oo oo oo e e e e e e e e e e e oo oo +
| Concurrency Pattern | Single-Stream (Sl) |
o e e e e oo s o m e e e e e e e e e e e e e e e e eeoe—o - +
| Prefix Sharing | System Pronpt (S) |
o e e e e e a e oo o m m ot e e e e e e e e e e e e e e e e e e e e mmamomo +

Typi cal Token Distribution:
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f oo e s e s
| Parameter | Range |
[ Sl s el
| I'nput Length | 32 to 1024 tokens |
I i T T R I +
| Qutput Length | 256 to 8192 tokens

I I T R I I R +

Tabl e 39
Key Performance |ndicators:
* Qutput token throughput in tokens per second
* P50 and P99 ITL
* | TL consistency over |long generation (stutter detection)
* Total generation tinme

Long-form generation is the main test of sustained decode
performance. Benchmarks SHOULD neasure | TL distribution across the
full generation. Measuring only the initial tokens is not
sufficient. Decode performance can degrade as the KV cache grows.
Plotting | TL agai nst output position is useful for detecting decode
sl omdown. CQutput |engths of 256, 1024, 2048, and 4096 or nore tokens
SHOULD be test ed.

4.6.2. REAS:. Reasoning / Chain-of-Thought

The nodel performs extended step-by-step reasoni ng before producing a
final answer. This profile has grown in inportance with reasoning-
optim zed nodel s that produce explicit or hidden thinking tokens.

The input is short. The output is very long, often 10 to 100 ti nes
the length of the final answer. Most of the output is internediate
reasoni ng steps.

Cl assification Vector:
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| Di mension | Val ue |
[& oo e s ooy e s oo oo e
| 1/O Ratio | Decode- Domi nant ( DD) |
oo ot o oo +
| Qutput Constraint | Free-Form (FF) to Seni-Structured (SS)

Fom e Fomm e e e eeiaooo- +
| Latency Sensitivity | Near-Real-Tine (NR |
o e e e e e oo - oo e m e e e e e e e e e e e e e e e e e ma o - +
| Concurrency Pattern | Single-Stream (Sl) |
oo ot o oo +
| Prefix Sharing | System Pronpt (S) |
Fom e Fom o e e e oiaooo- +

Tabl e 40

Typi cal Token Distribution

| Parameter | Range |
[} e ————— e —p—_—————————————————(—(——(——————r L
| I'nput Length | 64 to 2048 tokens |
O +
| Reasoning Qutput | 512 to 32768 tokens (thinking or CoT) |
IR T +
| Final Answer | 32 to 512 tokens |
o e e e e oo oo o e m e e e e e e e e e e e e e e me e +
| Total Qutput | 544 to 33280 tokens |
O +
Tabl e 41

Key Performance Indicators

* Total generation tine (may be 30 to 120 seconds or nore)

* Qutput token throughput sustained over |ong generation

* | TL consistency over extended decode

* Time to final answer if thinking tokens are hidden

Reasoni ng wor kl oads produce the | ongest output sequences of any
profile. This creates unique stress on KV cache managenent during
decode. Hidden thinking tokens are a serving-system specific
feature. Benchmarks MJST di stingui sh between visible tokens and

hi dden thinking tokens if the serving system supports this. Serving
systens that hide thinking tokens MJST docunent whet her
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max_out put _t okens applies to visible tokens only, to total tokens, or
to both. This MJST be reported in the run paraneters defined in
Section 4.1. Time to first visible token, which cones after
reasoni ng conpletes, is a neaningful netric. It differs from
standard TTFT and SHOULD be reported when thinking tokens are hidden
Benchmar ks SHOULD test with reasoni ng budgets of 1K, 4K, 16K, and 32K
tokens. Menory pressure during extended reasoning is a critica
measur enment .

4.6.3. DGEN:. Data Generation / Synthetic Data
The nodel receives a schema or specification. It generates multiple
structured records. This is used for test data generation, training
data augnentation, simulation, and content pipelines. The output is
repetitive, structured, and produced at high vol une.

Cl assification Vector:

| Di mension | Val ue |
E sy s sl
| 1/O Ratio | Decode- Domi nant ( DD) |
oo oo +
| Qutput Constraint | Structured (ST) |
Fom e Fom e +
| Latency Sensitivity | Throughput-Oriented (TO
o e e e e e oo - S +
| Concurrency Pattern | Sustained-H gh (SH) |
oo oo +
| Prefix Sharing | System Pronpt (S) |
Fom e Fom e +

Tabl e 42
Typi cal Token Distribution
| Parameter | Range |
[S peemesfoms b bemsoe s esoepssesos s es ey emsesoss s os s os s es s os s ee s es ee s e s e s s s e e
| I'nput Length | 128 to 2048 tokens (schema plus instructions)
Fom e e +
| Qutput Length | 512 to 16384 tokens (nultiple records) |
Fom e o m o e oo +

Tabl e 43

Key Performance |ndicators:
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* Qutput tokens per second (sustained)
* Records generated per second
*  Throughput under high concurrency

Data generation is a throughput-oriented profile. TTFT and ITL are
not primary netrics here. Benchmarks SHOULD neasure sustai ned out put
t hroughput over | arge generation batches of 10K or nore records.
Request latency is still measurable and MAY be reported as a
secondary netric. Quided generation to a JSON or CSV schema is
standard and SHOULD be enabl ed. Schema validation rate SHOULD be
report ed.

4.6.4. TRNS: Transl ation
The nodel translates text fromone natural |anguage to another. The
input-to-output ratio is approximately 1:1, varying by | anguage pair.
The full input content is consumed in producing the output.

Cl assification Vector:

B sty ety o}
| Di nension | Val ue |
| /O Ratio | Bal anced (BA) |
o e e e e e oo - S +
| Qutput Constraint | Free-Form (FF) |
e +

| Latency Sensitivity | Near-Real-Tine (NR) to |
| Throughput-GOriented (TO |

| Concurrency Pattern | Single-Stream (Sl) to |
| | Sustained-H gh (SH |

Fom e e e e e oo s o m e e e aa oo s +

| Prefix Sharing | System Pronpt (S) |

S o m e e e e e e e oo - +
Tabl e 44

Typi cal Token Distribution:
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| Parameter | Range |
[} g ———— e —p—_—(———————————————————————(—(——(——————
| I'nput Length | 32 to 8192 tokens |
S I . +
| Qutput Length | 32 to 10000 tokens |
IRy YT +
| /O Ratio | 0.5:1 to 2:1 depending on | anguage pair |
T T +
Tabl e 45

Key Performance | ndicators:

* Total request |atency by segnent |ength

*  Qutput tokens per second

*  Throughput in segnents transl ated per second

Token-to-token ratio varies by | anguage pair because tokenizer
coverage differs across | anguages. Benchmarks MJUST specify the

| anguage pair and tokenizer used. CJK | anguages typically produce
nmore tokens per semantic unit than European | anguages. Benchmarks
SHOULD test with at |east two | anguage pairs. This shows tokenizer
effects. Segnment |engths SHOULD span sentence- |level (32 to 64
tokens), paragraph-level (128 to 512 tokens), and document-|eve
(2000 or nore tokens).

4.6.5. EDIT: Rewiting / Editing

The nodel receives input text. It produces a transformed version of
the sane text. Exanples are granmmar correction, tone adjustnent,
style transfer, sinplification, and paraphrasing. It differs from
translation in that it works within the sane | anguage. It differs
fromsummarization in that the output length is sinilar to the input
| engt h.

Cl assification Vector:
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| Di mension | Val ue |
[} e ——————————_ s —_—_————r
| 1/O Ratio | Bal anced (BA) |
e +
| CQutput Constraint | Free-Form (FF) |
T T +
| Latency Sensitivity | Near-Real -Tine (NR) |
o e e e e e oo - o e e e e e oo - +
| Concurrency Pattern | Single-Stream (SI) |
+
| Prefix Sharing | System Pronpt (S) |
I T +
Tabl e 46

Typi cal Token Distribution

April 2026

| Parameter | Range |
[S eemesfomms sy e oo e e
| I'nput Length | 64 to 4096 tokens |
S I . +
| Qutput Length | 64 to 4096 tokens (simlar to input) |
IRy e +

Tabl e 47
Key Performance |ndicators:
* Total request |atency
* Qutput token throughput

* TTFT if streaned to the user for review

Rewriting produces output structurally simlar to input. Sone
serving systens may use this simlarity to enable specul ative
decodi ng or draft-based approaches. Benchmarks SHOULD report whet her

such optim zations are enabl ed.

i nference calls.

These wor k|l oads

4.7. Goup F: Milti-Step Chained Profiles
Multi-step profiles involve sequences of dependent
Each call depends on the output of the previous call. Total user-
perceived latency is the sumof all step | atencies.
test end-to-end pipeline performance rather than single-request
optim zation.
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For Goup F profiles, the primary netric is end-to-end pipeline
| atency. Individual step TTFT and total |atency contribute to this
but are not sufficient on their own.

4.7.1. AGNT: Agentic / Tool Use

The nodel operates in a loop. It receives an observation, decides on
an action, receives the tool result, and continues until the task is
complete. Each iteration is a separate inference call. The context

grows across iterations as prior observations and actions accunul at e.

Cl assification Vector:

| Di mension | Val ue |
[} gt —————————— e —p—_——————————
| /O Ratio | Bal anced (BA) per step |
o e e oo s o m e e e e e e e e e eee oo s +
| Qutput Constraint | Structured (ST) per tool call; |
| | Free-Form (FF) for final answer |
o e e e o o e e e e e e e e e e e e e e +
| Latency | Near-Real-Time (NR) to |
| Sensitivity | I'nteractive (IN) |
o e e oo s o m e e e e e e e e e eee oo s +
| Concurrency | Chai ned- Sequential (CS) |
| Pattern |

o e e e o o e e e e e e e e e e e e e e +
| Prefix Sharing | Turn-Accumul ated (T) |
o e e o s o mm e e e e e e eee oo s +

Tabl e 48

Typi cal Token Distribution (per step):

[ s s e e e e e s s s s s s e e s s e e e s s e e
| Parameter | Range |
| I'nput Length | 512 to 16384 tokens (grows with steps) |
o e oo e m e e e e e e e e e e e e e e e e e ma o - +
| Qutput Length | 20 to 500 tokens per step |
oo ot o oo +
| Steps per task | 3 to 20 |
e Fom o e e eaaooo- +

Tabl e 49

Key Performance |ndicators:
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* End-to-end task conpletion tine

* Per-step TTFT (conmpounds across steps)

* Per-step total |atency

* TTFT scaling as context accumul ates across steps
* Prefix cache hit rate across steps

Agentic workl oads are especially sensitive to per-step TTFT.

Lat enci es conmpound across steps. A 500ns TTFT per step over 10 steps
adds 5 seconds of TTFT alone to total task conpletion tine.
Benchmarks MJST sinulate realistic multi-step trajectories. They
MUST include tool call outputs injected between steps. Context grows
across steps, so prefix caching across turns is critical. Benchnarks
SHOULD test with task lengths of 3, 5, 10, and 20 steps. Both
successful paths and | ong paths SHOULD be tested.

4.7.2. PLAN. Planning / Task Deconposition

The nodel receives a high-level goal. It produces a structured plan
with ordered steps, dependencies, and resource requirenents. This is
often the first step of an agentic pipeline. It may involve
iterative refinement where the nodel reviews and revises its own

pl an.

Cl assification Vector:

| Di mension | Val ue |
| /O Ratio | Bal anced (BA) to Decode-Dom nant (DD) |
o e e e m oo oo o m e e e e e e e e e e e oo oo +
| Qutput Constraint | Sem -Structured (SS) |
o e e e e oo s o m e e e e e e e e e e e e aao o +
| Latency Sensitivity | Near-Real-Tine (NR |
o e e e e e a e oo e +
| Concurrency Pattern | Chai ned-Sequential (CS) |
o e e e m oo oo o m e e e e e e e e e e e oo oo +
| Prefix Sharing | Turn-Accumnul ated (T) |
o e e e e oo s o m e e e e e e e e e e e e aao o +
Tabl e 50

Typi cal Token Distribution

Mondal & Gai kwad Expires 12 COctober 2026 [ Page 42]



I nternet-Draft LLM Benchrar ki ng Profiles April 2026

| Parameter | Range |
B oo oo s s oo oo e
| I'nput Length | 128 to 4096 tokens (goal plus context)

oo o m o oo +
| Qutput Length | 256 to 2048 tokens (structured plan) |
Fom e Fomm e e eaaooo- +
| Refinenment Rounds | 1 to 3 |
o e e e o oo e m e e e e e e e e e e e e e e e e e ma o - +

Tabl e 51

Key Performance | ndicators:

* Total planning time including refinenment rounds
* Per-round | atency

* Qutput token throughput

Planning with iterative refinenment requires the nodel to eval uate and
nmodi fy its own prior output. Benchmarks SHOULD test both singl e-pass
pl anning and multi-round refinenment. Plan quality is outside the
scope of performance benchrmarking. The tinme to produce a plan of a
given length and structure is neasurable and SHOULD be reported.

5. Profile-to-Metric Applicability Mtrix

The matri x bel ow naps each profile to the applicable netrics from
[LLMTERMS]. "Primary" neans the nost inportant netric for that
profile. "Applicable" neans it is nmeaningful but secondary. "-"
means it does not apply.

TTFT and I TL are streanming-only netrics. They apply only when
streaming is enabled per Section 7.2. Wen stream ng is disabl ed,
only total request |atency is neasurable.

For Goup F profiles, "Request Latency" means end-to-end pipeline
| atency across all steps. "TTFT" means per-step TTFT, which
conpounds across the pipeline.

Request latency is still measurable in batch nmode but is secondary to
t hroughput netrics.

Sub-table 1 lists applicability for TTFT, |ITL, TPOI, and output token
t hr oughput .
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[ e ool oo el s e
| Profile | TTFT | I'TL | TPOT | Qutput Tok/s |
[ ety e ————————— L —————————— Ll ——————_ Ll —_—(—————(——r
| *Goup A: Non-Cenerative* |
S TRy S S S S +
| EMBED | - | - | - | - I
T S ISRy S ISRy S ISRy . +
| XRANK | - | - | - | - I
S R R R R o e e - +
| LOGPR | - | - | - | - I
S TRy S TR S TR S TR . +
| *Goup B: Mninmal CQutput* |
T S S ISR S . +
| CLAS | Applicable | - | - | - |
S R R R R o e e - +
| SFQA | Primary | Applicable | - | - |
S TRy S TR S TR S TR . +
| RANK | Applicable | - | - | - |
T ST S ISRy S ISRy . +
| NER | Applicable | - | Applicable | - |
S R R R R o e e - +
| FUNC | Primary | Applicable | - | - |
S TRy S TR S TR S TR . +
| SQLN | Applicable | - | - | - |
T ST S ISRy S ISRy . +
| *Goup C Interactive* |
S R R R R o e e - +
| CHAT | Primary | Primary | Applicable | Applicable |
S TRy S TR S TR S TR . +
| COWP | Primary | Applicable | - | - |
T S ISR ST S ISRy . +
| PERS | Primary | Primary | Applicable | Applicable |
S R R R R o e e - +
| *Goup D Prefill-Heavy* |
S TRy S S S S +
| Sumv | Primary | Applicable | Applicable | Applicable |
T S ISR ST ST . +
| LDQA | Primary | Applicable | - | - |
S R R R R o e e - +
| MDOC | Primary | Applicable | Applicable | Applicable |
S TRy S TR S TR S TR . +
| EXTR | Applicable | - | Applicable | Applicable |
T ST S ISRy ST . +
| JUDG | Applicable | - | Applicable | - |
S R R R R o e e - +
| RAGN | Primary | Primary | Applicable | Applicable |
S TRy S TR S TR S TR . +

| *Goup E: Decode-Heavy* |
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S S S S e +
| CGEN | Applicable | Primary | Primary | Primary |
S R R R R o e e - +
| REAS | Applicable | Primary | Primary | Primary |
O - S S oo +
| DGEN | - | - | Applicable | Primary |
S S S S oo +
| TRNS | Applicable | Applicable | Primary | Primary |
S R R R R o e e - +
| EDT | Applicable | Applicable | Primary | Applicable |
O - - S oo +
| *Goup F: Milti-Step* |
S S S S e +
| AGNT | Primary | Applicable | - | - |
S R R R R o e e - +
| PLAN | Applicable | Applicable | Applicable | Applicable |
O - - - oo +

Tabl e 52

Sub-table 2 lists applicability for request |atency, request

t hroughput, sequence throughput, and prefill throughput.

[ oo oo oo sy oo el e e e
| Profile | Req Latency | Req/s | Seq/s | Prefill Tok/s |
[ oo oo oo el e el el °)
| *Goup A: Non-Generative* |
R S R R S +
| EMBED | Primary | Primary | Primary | Applicable |
S S S N oo +
| XRANK | Primary | Primary | Primary | Applicable |
B o m e e e oo - Fomm e oo - B o m e e e oo - +
| LOGPR | Primary | Applicable | Primary | Primary |
R S R R S +
| *Goup B: Mninmal CQutput* |
S S S S Fom e +
| CLAS | Primary | Primary | - | Applicable |
B o m e e e oo - Fomm e oo - B o m e e e oo - +
| SFQA | Primary | Applicable | - | - |
R S R R S +
| RANK | Primary | Primary | - | Applicable |
S S S S oo +
| NER | Primary | Primary | - | Applicable |
B o m e e e oo - Fomm e oo - B o m e e e oo - +
| FUNC | Primary | Applicable | - | Applicable |
R S R R S +
| SQ-N | Primary | Applicable | - | Applicable |
N S - S oo +
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| *Goup C Interactive* |

B o m e e e oo - Fomm e oo - B o m e e e oo - +
| CHAT | Applicable | - | - | - |
R S R R S +
| Caowp | Primary | - | - | Applicable |
S S Fom e e o - S o +
| PERS | Applicable | - | - | Applicable |
B o m e e e oo - Fomm e oo - B o m e e e oo - +
| *Goup Di Prefill-Heavy* |
R S R R S +
| Sumv | Primary | Applicable | - | Primary |
S S Fom e e o - S o +
| LDQA | Primary | Applicable | - | Primary |
B o m e e e oo - Fomm e oo - B o m e e e oo - +
| MDOC | Primary | - | - | Primary |
R S R R S +
| EXTR | Primary | Primary | - | Primary |
S S Fom e e o - S o +
| JUDG | Primary | Primary | - | Applicable |
B o m e e e oo - Fomm e oo - B o m e e e oo - +
| RAGN | Primary | - | - | Applicable |
R S R R S +
| *Goup E: Decode-Heavy* |
S S Fom e e o - S o +
| CGEN | Applicable | - | - | - |
B o m e e e oo - Fomm e oo - B o m e e e oo - +
| REAS | Primary | - | - | - |
R S R R S +
| DGEN | Applicable | Primary | - | - |
S S Fom e e o - S o +
| TRNS | Primary | Applicable | - | - |
B o m e e e oo - Fomm e oo - B o m e e e oo - +
| EDT | Primary | - | - | - |
R S R R S +
| *Goup F: Milti-Step* |
S S Fom e e o - S o +
| AGNT | Primary | - | - | Applicable |
B o m e e e oo - Fomm e oo - B o m e e e oo - +
| PLAN | Primary | - | - | - |
R S R R S +
Tabl e 53
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6

6

6

Profil e Conposition for M xed Wrkl oads

Producti on LLM depl oynents rarely serve a single profile. A typica
depl oynent m ght serve 60 percent CHAT, 20 percent RAGN, 10 percent
SUW and 10 percent FUNC traffic at the same tinme. Benchmarking

with mxed profiles is needed to understand real - world performance.

1. Wighted Profil e Conbinations

A m xed workl oad specification MIST include the follow ng: the set of
profiles included; the traffic weight for each profile as a
percentage of total requests or total tokens; and whether weights are
in request count or token vol une.

Exampl e m xed wor kl oad specification:

[ ety ey el o
| Profile | Request Weight | Token Wi ght (approx.) |
F oo s s oo e
| CHAT | 60% | 45% |
F---- - - - i T B e I +
| RAGN | 20% | 30% |
L I I T L I I I I A +
| SUWM | 10% | 20% |
Fo-m e - - S I A ] B I I I A R +
| FUNC | 10% | 5% |
F---- - - - i T B e I +
Tabl e 54

Request wei ght and token wei ght differ because profiles have
di fferent average token counts per request. Both SHOULD be report ed.

2. Reporting Requirenents for M xed Workl oads
When benchmar ki ng mi xed wor kl oads, the followi ng apply.

Overal | aggregate netrics including total throughput and aggregate
| atency distribution MJST be reported.

Per-profile metrics MJST be reported separately. A m xed workl oad
benchmark that reports only aggregate netrics hides profile-specific
performance characteristics

The interaction between profiles MJST be described. For exanple,
| ong-runni ng REAS requests may increase queuing delay for |atency-
sensitive CHAT requests under continuous bat ching.
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Scheduling fairness netrics from[LLM METHOD] SHOULD be applied to
m xed workl oads. This shows whether any profile has worse | atency
t han expect ed.

The benchmark run paraneters from Section 4.1 MJST be reported for
the full m xed workload run. When paraneters differ across profiles
within the sane run, the per-profile overrides MJST be reported.

7. Cross-Cutting Dinensions

The foll owi ng dimensions apply to any profile in Section 4. They
descri be depl oynment or configuration choices. They are not task
characteristics.

7. 1. Batch vs. Online

Any profile can be run in batch node or online nbde. Batch node
processes a queue of requests with throughput as the priority.

Onl i ne node serves interactive requests with latency as the priority.
The profile definition gives the typical |atency sensitivity.

Depl oyers MAY run any profile in either node.

Benchmark reports MJST specify the depl oynent node.

Onl i ne npbde uses open-loop | oad generation with a specified arriva
rate. Latency netrics are prinmary.

Bat ch node uses cl osed-1oop operation with nmaxi mum concurrency.
Thr oughput netrics are prinary.

7.2. Stream ng vs. Non-Stream ng

Generative profiles in Goups B through F can be served with or
wi thout streaming. Stream ng delivers tokens as they are generated.
Non-streamnming returns the conplete response at once

Wth streaming, TTFT and | TL are neasurable and neani ngful. W thout
streamng, only total request |atency is neasurable.

The streami ng nbode MUST be reported. Profiles with Interactive

| atency sensitivity (Section 3.3) SHOULD be tested with streamn ng
enabl ed. Were the matrix in Section 5 marks TTFT or |ITL as Primary
or Applicable, those nmetrics apply only when streaming is enabl ed.
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7.3. Fill-in-the-Mddle

8.

8.

8.

8.

Fill-in-the-middle (FIM is a variant that applies primarily to the
COW profile. In FIM the nodel generates tokens to fill a gap
within existing text rather than appending to the end. FIM changes
the prefill pattern because the nodel receives both a prefix and a
suffix context. FIMis not a separate profile

When a profile is tested in FIMnode, this MJST be reported. FIM
capabl e serving systenms may show different prefill performance
because of the bidirectional context.

Security Considerations

1. Workload-Specific Attack Surfaces

Different profiles have different security inplications.

Decode- heavy profiles in Goup E can be used as resource exhaustion
vectors by requesting maxi mum out put | engths. Benchmark setups MJST
enforce output length limts consistent with the production
configuration.

Multi-step profiles in Goup F nmay accunul ate context across steps.
Benchmar k configurations MJST specify maxi num steps and total context
limts.

Structured output profiles may be vulnerable to schema injection
attacks. These cause excessive gui ded generation backtracki ng.
Benchmar ks SHOULD use representative schemas rather than
adversarially crafted ones.

2. Profile Gam ng

Systens nmay be tuned for specific profiles at the expense of others.
Singl e-profil e benchmarks can be misleading. Benchmark reports
SHOULD i nclude results across multiple profiles that represent the

i nt ended production workl oad m x.

3. Data Privacy in Reference Datasets

Ref erence datasets for benchmarki ng (Appendi x A) SHOULD NOT contain
personally identifiable information (PIl1). Wen using conversation
dat asets such as those for the CHAT profile, data MJUST be anonym zed
or synthetic.

Mondal & Gai kwad Expires 12 COctober 2026 [ Page 49]



I nternet-Draft LLM Benchrar ki ng Profiles April 2026

9. | ANA Consi derations

Thi s docunent has no | ANA acti ons.

10. References

10.1. Normmtive References

[ RFC2119]

[ RFC8174]

Bradner, S., "Key words for use in RFCs to Indicate
Requi renment Level s", BCP 14, RFC 2119, March 1997,
<https://www. rfc-editor.org/info/rfc2119>.

Lei ba, B., "Anbiguity of Uppercase vs Lowercase in RFC
2119 Key Words", BCP 14, RFC 8174, May 2017,
<https://www. rfc-editor.org/info/rfc8174>.

[ LLM TERMVE]

Gai kwad, M, "Benchmarking Term nol ogy for Large Language
Model Serving", Work in Progress, Internet-Draft, draft-
gai kwad- | | m benchmar ki ng-t er m nol ogy- 00, January 2026,
<https://datatracker.ietf.org/doc/htm/draft-gai kwad-11m
benchmar ki ng-t er m nol ogy- 00>.

[ LLM METHOD]

Gai kwad, M, "Benchmarki ng Met hodol ogy for Large Language
Model Serving", Work in Progress, Internet-Draft, draft-
gai kwad- | | m benchmar ki ng- net hodol ogy- 00, January 2026,
<https://datatracker.ietf.org/doc/htnm/draft-gai kwad-1|m
benchmar ki ng- met hodol ogy- 00>.

10.2. Infornmtive References

[ SHAREGPT]

[ LMSYS]

Appendi x A

" Shar eGPT52K", 2023,
<htt ps: // huggi ngf ace. co/ dat aset s/ RyokoAl / Shar eGPT52K>.

Zheng, L., Chiang, W, Sheng, Y., Li, T., and et al.,
"LMSYS- Chat - 1M A Large-Scal e Real -Wrld LLM Conversati on
Dat aset”, ar Xiv 2309. 11998, Septenber 2023,
<https://arxiv.org/abs/2309. 11998>.

Ref erence Dat asets for Each Profile

Thi s appendi x lists recommended datasets for building workloads for

each profi

le. Inplenmenters MAY use ot her datasets. They MJIST report

the dataset used and its token length statistics.
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license terns

before use. The datasets |listed here are referenced for their
No license terns are inplied or endorsed. The
Pl requirements in Section 8.3 apply regardl ess of which dataset is

t echni cal rel evance.
chosen.

For the PERS profile,

(mean, P50, P90, P99),

the recomrended source is synthetic persona
datasets. Inplementers MJST describe the synthetic dataset used. At
m ni num t hey MJST report the system pronpt token [ ength distribution
the vocabul ary and domai n coverage, and the
generation nethod or tool used.

| Profile | Recommended Dataset(s) | Notes |
[ gty e fp—p—p—p—p—(—(———————(—(——(—(———_ Ll —p—p—_—(—————r L
| EMBED | MIEB benchmar k | Query and passage |ength |
| | passages; M5 MARCO | variants |
I | passages I I
S o o m e e e e e e e oo - +
| XRANK | M5 MARCO query-passage | Candidate sets of 10 to |
| | pairs | 100 |
R o e e e e e e oo oo oo o e m e e e e e oo +
| LOGPR | OpenWebText; The Pile | Representative web text |
| | subsets | |
S o o m e e e e e e e oo - +
| CLAS | SST-2; AG News; | Binary, nmulti-class, |
| | GoEnotions | multi-Iabel variants |
R o e e e e e e oo oo oo o e m e e e e e oo +
| SFQA | Natural Questions; | Short-context factoid |
| | TriviaQA | questions |
S o o m e e e e e e e oo - +
| RANK | M5 MARCO TREC- DL | Rel evance judgnent tasks |
S R o e e e e e e e e oo o - S +
| NER | CoNLL-2003; OntoNotes | Standard NER benchmarks |
S Fom e e e e a e e oo o m e e e aa oo s +
| FUNC | Berkeley Function | Varied tool schem |
| | Calling Leaderboard | conplexity |
B o e e e e e a oo o e e e e e e oo o +
| SQ-N | Spider; WKkiSQL | Sinple and conpl ex |
| | | schema variants |
S Fom e e e e a e e oo o m e e e aa oo s +
| CHAT | ShareCGPT; LMSYS-Chat- | Real multi-turn |
| | 1M | conversations; MJST be |
| | | anonym zed |
S R o e e e e e e e e oo o - S +
| COWP | The Stack; HumanEval | Real code files with |
| | | cursor positions |
S e e e e e oo o e e e e e e e e oo s +
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| PERS | Synthetic persona |
| | datasets |
I I I
I I I
S e +
| Suw | CNN/ DailyMuil; arXiv; |
| | GovReport |
B Tt +
| LDQA | NarrativeQA, QUALITY; |
| | Scrolls |
S e +
| MDOC | Multi-XScience; |
| | WkiSum |
B Tt +
| EXTR | SQUAD extractive; |
| | CORD; SRO E |
S e +
| JUDG | Mr-Bench judgnents; |
| | Arena-Hard |
B Tt +
| RAGN | Natural Questions plus
| | retriever output |
S e +
| CGEN | WitingPronpts; Al paca
| | instructions |
B Tt +
| REAS | GSMBK; MATH, ARC- |
| | Chal |l enge |
S e +
| DGEN | Spider schema |
| | definitions; |
| | synthetically |
| | generated JSON schemas
R o e e e e e e oo +
| TRNS | WMI translation |
| | benchmarks |
S o +
| EDT | JFLEG IteraTeR |
I I I
R o e e e e e e oo +
| AGNT | SVE-bench; WebArena |
| | trajectories |
S o +
| PLAN | ALFWorl d; Hot pot QA |
| | decompositions |
R o e e e e e e oo +
Tabl e 55
Mondal & Gai kwad

LLM Benchrar ki ng Profiles

Large system pronpts (2K

to 10K tokens); see
characterization

requi renents above
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Short and | ong docunent |

vari ants

Long- document QA
benchmar ks

Schema- constr ai ned
extraction

Realistic retrieved
chunk assenbly

Creative and
instructiona

Probl ems requiring
ext ended reasoni ng

Schenma- di rect ed
gener ati on;
MJST docunent schema
gener ati on net hod

G anmar correction and

style transfer

Mul ti-step tool
traces

use

Pl anni ng and
deconposition tasks
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Profile Paranmeter Quick Reference Table

Appendi x B

and out put

I/Oratio,

group,

Sub-table 1 lists the profile identity,

constraint.

+================4=======4=======4===========4===================+
Profile

Qut put Constraint

I/O Ratio |

NT

PO

A

EVBED |

Enmbeddi ng
Cener ati on

o e e e e e

I
I
+

NT

PO

A

XRANK |

Cr oss- Encoder
Rer anki ng

g

NT

|
I
+

PO

A

LOGPR |
I

Logpr ob

Scoring
T T T

M

PD

B

CLAS

Classification |

e

I
+

FF

BA- PD

B

SFQA |

Short-Form QA
e e

PD

B

RANK

Cenerative
Ranki ng

o e e e e e oo

| PD
I

B

NER

Recogni ti on

Entity
T T,

PD

I
I
+

| B
I
+

FUNC

Cal l'ing

Functi on
e,

ST

PD |

B

SQLN

SQL Generation |

o g e &

BA

|
I
+

| C
I
+

| CHAT
I
+

Conversati ona
Chat
o e e e e e e e e e o - - -

I
I
+

SS

PD- BA |
I

C

cowpP

Code
Conpl eti on

g

|
I
+

|
I
+

BA

C

PERS |
I

Di al ogue

Per sona
e e

FF- SS

PD

D

SUW |

Summari zati on

e

PD

D

LDQA

Long Docunent

QA

L

I
+

B

SS

Mul ti - Doc

Synt hesi s
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g

PD

D

EXTR

Structured
Extracti on

ST-SS

PD |

D

LLM as- Judge | JUDG |

oo m e e oo e e e e e oo oo e oo oo

FF

PD- BA

D

RAGN |

RAG

o g e &

N

DD

I
I
Fomm e mme oo

| E
I
+

CCEN

I
I
+

Cont ent
Cener ati on

—_—t ——+
0o "
S 1 1
r o
N —
N —
w W

N —
% VZ

x . ﬁ

N —
~ 0 <.
(@] ] O
c ] —_—1
c . ®.
o ' — 1
(2] 1 © O
Sk 1 = C
£3 .88 .
N —

FF

BA

E

TRNS |

Transl ati on

e

BA

I
I
+

| E
I
+

EDIT

Rewiting /
Editing
o e e e e e e e e - - -

I
I
+
I
+

ST+FF
SS

BA/ st ep
BA- DD

F
F

AGNT

PLAN

Agentic / Too

Use

Pl anni ng
e e

oo m e e oo e e e m e e e e e e oo e e mee oo

Tabl e 56

Sub-table 2 repeats the profile key and lists | atency class,

prefix sharing, and token ranges.

concurrency,

Prefix

Concurrency |

Profile |

I
I
+

N A
(vector)

I
I
+

16- 8K
I
I

I
I
+

| N
I
+

| SH
|

+

I

I

NR- TO

EMBED

I
(score) |
+

N A

128- 1K

D

BB

NR

XRANK

i

| NA

| (probs)
+

I

64- 4K

I
I
+

| N
I
+

1-10

S 32-2K

SH

CLAS | NRTO |

S
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| 16-512 | 5-100 |

S

S

| INNR |

SFQA

e s e &

5-50

256- 4K

D

BB

NR

RANK

i

64-2K | 20-200 |

S

SH

TO

NER

o S

| 20-200 |

512- 4K

H

S

NR

FUNC

e s e &

| 20-300 |

256- 8K

H

Sl - BB

NR

SQLN

i

64- 16K | 50- 1K

T

S

I'N

CHAT

o S

| 5-200 |

256- 8K

D

| sl

I'N

COwP

I
e s e &

|
I
+

100- 2K

|
I
+

2K- 10K
sys

|
I
+

S+T
N

|
I
+

64- 1K

1K- 32K

| NRNTO | SI-SH

SUMWM

i

16-512

4K- 128K |

D

Sl - BB

NR

LDQA

e

| 8K-128K | 256-4K |

N

S

TO

VDOC

I
S S

50- 500

256- 16K |

S

SH

NR-TO |

EXTR

i

| 10-300 |

512- 8K

S

SH

TO

JUDG

e

64- 1K

528- 8K

S

S

INNR |

RAGN

I
S S

32-1K | 256-8K

S

S

INNR |

CGEN

i

64-2K | 544-33K |

S

S

NR

REAS

e

| 512-16K |

128- 2K

S

SH

TO

DGEN

S S

32-8K | 32-10K |

S

| NRRTO | SI-SH

TRNS

i

64-4K | 64-4K |

S

S

NR

EDIT

e

I
I
+

20- 500/
step

I
+

512- 16K |

I
I
+

T
T

I
I
+

CSs

I
I
+

NR-1 N

AGNT

oo e

256- 2K

128- 4K

Cs

NR

PLAN

e s e &

Tabl e 57
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