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Abstract

As operators migrate froman IPv4 core to an | Pv6 core for gl obal
table routing over the internet, the need arises to be able provide
routing connectivity for custoners |Pv4 only networks. This docunent
provi des a solution called 4Provi der Edge, "4PE' that connects |Pv4

i sl ands over an | Pv6-Only networKk.

Requi renent s Language

The key words "MJST", "MJST NOT", "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMVENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in RFC 2119 [ RFC2119].

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunments of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng docunents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunments valid for a maxi num of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."
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1. Introduction

The probl em being sol ved here for operators is how to connect |Pv4

I sl ands over and | Pv6 core w thout using traditional explicit conplex
tunnel i ng technol ogies or IPv6 transition technol ogy tunneling
mechani sns whi ch can be overly conplicated

"6PE" [ RFC4798] is the specification for connecting |IPv6 |slands over
| Pv4 MPLS Core using | Pv6 Provider Edge Routers (6PE). This docunent
expl ains the "4PE" design procedures and how to interconnect |Pv4

i sl ands over a I Pv6-Only network. The 4PE routers exchange the |Pv4
reachability information transparently over the core using the

Mul ti protocol Border Gateway Protocol (MP-BGP) over |Pv6. Each

i ngress and egress PE (4PE) router builds an | Pv6-signal ed path

wi thout any explicit tunnel configuration and no | Pv6 headers need to
be inserted in front of the |IPv4 packet over the PE-CE edge. The 4PE
design is an alternative to the use of standard overlay tunneling
technol ogi es such as GRE/I P or any ot her tunneling technol ogi es which
requries explicit tunneling where with 4PE the tunnels are
established dynamically. Providing the |Pv4 connectivity to
custonmers over an | Pv6 core network is a challenge and conplicated

wi t hout using MP-BGP as described in this docunent.

4PE desi gn specifies operations of the 4PE approach for

i nterconnection of |Pv4 islands over an | Pv6-Only network. The
approach requires that the PE-CE I Pv4 islands to be Dual Stack using
Mul tiprotocol BGP (MP-BGP) routers [RFC4760], while the core renains
an | Pv6- Only networKk.

In this docunment an 'IPv4 island’ is a network running native |Pv4 as
per [ RFC1812]. A typical exanple of an IPv4 island would be a
custonmer’s | Pv4 site connected via its | Pv4d Customer Edge (CE) router
to one (or nore) Dual Stack Provider Edge router(s) of a Service
Provider. The PE-CE interface between the edge router of the |Pv4

i sland Custoner Edge (CE) router and the 4PE router is a native |Pv4
interface which can be nultiple physical or |ogical
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The interconnection nmethod described in this docunent typically
applies to an operator that may already be offering | Pv4d or | Pv6 BGP/
MPLS VPN services for private MPLS, that wants to continue support

I Pv4 services to its internet custoners over the |Pv6 global routing
table. Configuration and operations of the 4PE overl ay approach has
simlarities to | Pv4 VPN overlay service [ RFC4364] or |Pv6 VPN
overlay service [RFC4659] to distribute | Pv4 Network Layer
Reachability Information (NLRI) for transport over an |Pv6-Only

net wor k.

2. Term nol ogy
Termi nol goy used in defining the 4PE specification
I Pv6-Only Network: MPLS, SR-MPLS SRv6
PE: Provi der Edge
CE: Custoner Edge
PE- CE: Provi der Edge - Custoner Edge

I ngress 4PE Router: Dual Stack Router (custoner side:lPv4-only,
net: | Pv6-only

Egress 4PE Router: Dual Stack Router (net:I1Pv6-only, |Pv4-only
custonmer side)

3. 4PE Design Protocol Overview

Each IPv4 site is connected to at | east one Provider Edge router
connected to the I1Pv6-Only network. The PE router providing | Pv4d
connectivity to the 1Pv4 Islands over an IPv6-Only network is called
a 4PE router. The 4PE router MJUST be I Pv4 and | Pv6 dual stack. The
4PE router MJUST be configured with at | east one | Pv6 address on the
I Pv6 Core side interface and at | east one | Pv4 address on the | Pv4
Customer side PE-CE interface. The 4PE | Pv6 address LoopbackO MJST
to be routable within the I Pv6 core.

The source side 4PE router receiving | Pv4 packets fromthe | oca
Attachnment Circuit (AC) PE-CE | Pv4-Only or |1 Pv4 and | Pv6 Dual Stacked
interface Source IPv4 Site is called the Ingress 4PE router relative
to these | Pv4 packets sent by the Source CE | Pv4 Island. The
destination side 4PE router forwarding | Pv4d packets to the loca
Attachment Circuit (AC) PE-CE I Pv4-Only or 1 Pv4 and | Pv6 Dual stacked
interface fromthe Source IPv4 Site sending location is called the
Egress 4PE router relative to these | Pv4 packets received by the CE

I Pv4 Island. Every ingress 4PE router can signal a path to send to
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any egress 4PE router without injecting any additional prefixes into
the 1Pv6 core other then the | Pv6 signal ed next hop LoopbackO used to
identify the Ingress and Egress 4PE router

I nterconnecting I Pv4 islands takes place through the foll ow ng steps:

1. Exchange |1Pv4 reachability information anong 4PE | ngress and
Egress PE routers using MP-BGP [ RFC2545]:

The 4PE routers exchange | Pv4 prefixes over MP-BGP sessions as per

[ RFC2545] running over |Pv6, MP-BGP Address Family ldentifier (AFI)
I Pv4=1. In doing so, the 4PE routers convey their |Pv6 address FEC
| abel binding as the BGP Next Hop for the advertised |Pv4 prefixes
[16 or 32 bytes].

2. Transport |Pv4 packets fromthe ingress 4PE router to the egress
4PE router:

The ingress 4PE router MAY forward the 1PV4 NLRI as | abel ed prefixes
usi ng BGP-LU [ RFC8277] over an |IPv6-signalled LSP towards the towards
the Egress 4PE router with |1 Pv6 next hop encodi ng per [RFC8950].

The 4PE design is fully applicable to both full nesh BGP peering

between all Ingress and Egress PE's as well as when Route Reflectors
i BGP peering is used where the PEs are all Route Reflector dients.

Dual Stacked / \ Dual Stacked
PE / CE / \ \ PE / CE
Fo-oo b oo+ / \ +o-o - - + +----- +
| | | | O======I1Pv4 prefixes =====0\ | | | |
| | | Label ed/ Unl abel ed \ | | | |
| CE|--|] PE|--\ | Pv6-Only Core |----1] PE |---] CE|
| | | | \ O=========Under | ay :::::::Ol | | | |
A SR \ | Pv6 Next hop Conveyed _ [/ R + +--- - +
| Pv4 1 Pv6 BCP peer \ IP/ MPLS/ SR domain / | Pv4 and | Pv6 BGP peer
\ /
\ [\ /

Figure 1: 4PE-Architecture
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4.

4PE Desi gn procedures

In this design, using | Pv6 Next hop encodi ng defined in [ RFC8950]
all ows a 4PE router that has to forward an | Pv4 packets to
automatically determ ne the | Pv6-signaled path to use for a
particular | Pv4 destination by using the MP-BGP | Pv4 NLRI.

When tunneling | Pv4 packets over the | Pv6 MPLS core, rather than
successi vely prepend an | Pv6 header and then perform | abel inposition
based on the I Pv6 header, the ingress 4PE Router has the option to
directly performlabel inposition of the | Pv4 header without
prependi ng any | Pv6 header. The (outer) |abel inposed MJST
correspond to the | Pv6- signaled LSP starting on the ingress 4PE
Rout er and endi ng on the egress 4PE Router.

Wil e this design concept can operate in some situations using a
singl e underlay topnost transport |abel, one optionis to use a a
second | evel of labels that are bound to the custonmer CE s | Pv4
prefixes via MP-BGP advertisenents in accordance with [ RFC8277].

The reason for |abeling the I1Pv4d prefixes is as follows: 1. Allows
for Penultinate Hop Popping (PHP) on the | Pv6 Label Sw tch Router
(LSR), upstreamof the egress 4PE router. 2. After the topnost

| abel has been popped, the Bototm of Stack (BOS) service |abel is now
still present. 3. PHP node still transnmits the |abel ed packets,
instead of having to transmt unlableled | Pv4 packets and now can
encapsul ate them appropriately so they are not dropped.

Anot her reason for second | evel bottom of stack |abel is for the
existing | Pv6-signaled LSP. This LSP is using "I Pv6 Explicit NULL

| abel " over the last hop. This is becauase the LSP is already being
used to transport IPv6 traffic with the Pipe Diff-Serv Tunneling
Model as defined in [RFC3270]). Thus the LSP could not be used to
carry IPv4 with a single |abel since the "I Pv6 Explicit NULL | abel"
cannot be used to carry native IPv4 traffic [RFC3032]. Wile it
could be used to carry Labeled IPv4 traffic [RFC4182]. [RFC3032]
section 2.2 states that the LSR that pops the | ast |abel off the

| abel stack nust be able to identify the packets network | ayer
protocol in this case IPv4. However, the |abel stack does not
contain any field that explicitly carries the network | ayer protocol
Thus the network | ayer protocol nust be inferrable fromthe val ue of
the | abel which is popped fromthe bottomof the I abel stack al ong
wi th subsequent headers. It is up to the network designer as to

| abeling the I Pv4 prefixes or not based on the use case and desired
and requirenents. There maybe cases where it is not desirable to

| abel the IPv4 prefixes and instead use a per CE | abel table LSP to
carry the per CE unlabled | Pv4d prefixes in a separate |IPv4 routing
cont ext .
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The | abel bound by MP-BGP to the I Pv4 prefix indicates to the egress
4PE Router that the packet is an |IPv4 packet. The |abel advertised
by the egress 4PE Router with MP-BGP MAY be an explicit Null |abe
Pi pe node Diff-Serv Tunneling Mdel use case as defined in [ RFC3270].
In this case the topnost |abel can be preserved Utinmate Hop POP
(UHP) to the egress PE. Wth the Default inplicit-null Penultinmate
Hop (PHP) node, the egress LSR P node woul d POP the topnost | abe
revealing the native | Pv4 packet which would be subsequently dropped
as the Core underlay is an I Pv6-Only core. There maybe cases where
implicit null value 3 is not signaled by the egress PE either by
default. |In such case the inplicit null is not signaled to the PHP
node and thus is disabled. 1In this particular case explicit nul

| abel and Pi pe node Diff-Serv Tunneling Mdel is not necessary as the
topnost | abel remains intact and preserved to the egress PE using any
"arbitrary | abel”

BGP/ MPLS VPN [ RFC4364] defines 3 |abel allocation nodes for Layer L2
and 3 VPN's as follows: 1. Per Prefix |label allocation nbde where
all prefixes are labeled. 2. Per-CE |abel allocation node where all

prefixes froma CE next hop are given the sanme |abel. 3. Per-VRF
| abel allocation node where all prefixes that belong to a VRF are
given the same | abel. These options are available for L3 VPN for

scalability and are also applicable to the 4PE. The two | evel |abe
stack using a per prefix label allcoation node is what is used in 6PE
[ RFC4798] with a requirenment to | abel all the I Pv6 prefixes using
BGP- LU [ RFC8277] . 4PE provi des the same operator flxeiblity as BGP/
MPLS VPN [ RFC4798], 2 level |abel stack option using Per-CE | abe

al l ocation mode simlar to MPLS VPN Per-VRF | abel allocation where
the Per CE next hop is labeled so all prefixes associated within the
CE get the same | abel

5. 4PE MIU caveats

Every link in the IPv4 Internet nmust have an MIU of 576 octets or

| arger per [RFC1122]. Therefore, on MPLS links that are used for
transport of |Pv4, as per the 4PE approach, and that do not support
i nk-specific fragnmentati on and reassenbly, the MIU nust be
configured to at |east 1280 octets plus the MPLS | abel stack
encapsul ati on over head bytes.

Sone | Pv4 hosts might be sending packets |arger than the MIu
available in the 1Pv6 MPLS core and rely on Path MIU di scovery to

| earn about those links. To sinplify MIU di scovery operations, one
option is for the network adm nistrator to engi neer the MU on the
core facing interfaces of the ingress 4PE consistent with the core
MIU. 1 CVWP ' Destination Unreachabl e’ nessages can then be sent back
by the ingress 4PE without the correspondi ng packets ever entering
the MPLS core. Qherwi se, routers in the IPv6 MPLS network have the
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option to generate an | CVMP "Destinati on Unreachabl e" Fragmentation
Requi red Type 3 Code 4 nessage using nechani sns as described in
Section 2.3.2, "Tunneling Private Addresses through a Public
Backbone" of [ RFC3032].

Note that in the above case, should a core router with an outgoing
link with an MU small er than 1280 recei ve an encapsul ated | Pv4
packet | arger than 576, then the nechani sns of [RFC3032] may result
in the "Unreachabl e" message never reaching the sender. This is
because, according to [ RFC4443], the underlay LSR (LSP or RSVP-TE
tunnel) will build an I QWP "Unreachable " nessage filled with the

i nvoki ng packet up to 1280 bytes. The LSR when forwardi ng downstream
towards the egress PE as per [RFC3032], the MIU of the outgoing |ink
wi || cause the packet to be dropped. This may cause significant
operational problens. The originator of the packets will notice that
his data is not getting through, w thout knowi ng why and where they
are discarded. This issue would only occur if the above
recomrendation to configure MU on MPLS |inks of at |east 1280 octets
pl us encapsul ati on overhead i s not used.

6. 4PE SR-MPLS Support

The 4PE design suports the Segnent Routing SR-MPLS architecture

[ RFC8660], as SR-MPLS reuses the MPLS data plane with a new
forwardi ng context using topological SIDs. The 4PE underl ay
signalling going fromMPLS to SR-MPLS renains the sane as the |1 Pv6
LSP is still signalled as before fromingress PE to egress PE. The
4PE BGP overlay the design for SR-MPLS is identical to MPLS where the
I ngress and Egress PE and the | Pv4 NLIR can be optionally | abel ed.

Al'l else remains the same as far as 4PE and Inter-AS options.
7. 4PE SRv6 Support

In the 4PE desi gn over an SRv6 network using SRv6 Netow k Progranmm ng
[ RFC8986] forwardi ng pl ane woul d use endpoi nt behavi or "Endpoint wth
decapsul ati on and | Pv4 cross-connect"” behavior ("End.DX4" for short)
is a variant of the End. X behavior for G obal Table |IPv4 Routing over
SRv6 Core.

The End.DX4 SID MJUST be the | ast segnent in an SR Policy, and it is

associated with one or nore L3 | Pv4 adjacenci es and and SRv6 BGP
Overlay Services [RFC9252] with the next hop encodi ng [ RFC8950] .
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8.

4PE Depl oynent Opti ons

In this section we display all the possible use cases and highlight
the flexiblity of 6PE capabilities and use of 3 different topnost

| abael s that can be signal ed

[ RFC3032] does not require Penultinmate Hop POP (PHP) to be enabled by
default. Wen PHP is not signaled by the egress PE to the PHP node
using inplicit null value 3, an arbitrary | abel can be utilized for
the topnost label. So in this case as PHP is not signaled by the
egress PE node, PHP is not activated and thus the topnost |abel is
presereved and not popped. Using an arbitarry |label elimnates the
need for explicit null value 1 for |IPv4 and value 2 for IPv6 to be

i nposed as the neans to preserve the topnost |abel for DiffServ PIPE
node.

In these use cases bel ow we dispaly how the | Pv4 prefixes tunnled
over the IPv6 LSP can be either |abed or not |abel ed dependi ng on the
custoners design requirenents

* Label ed | Pv4 prefixes

* Unl abel ed | Pv4 prefixes

In this section we will describe three depl oynment nodes bel ow

*  Deploynment Mode 1: Arbitrary | abe

*  Deploynent Mode 2: Explicit Null Label for Diffserv PIPE Mdde UHP
signaling

*  Deployment Mode 3: Inplicit Null |abel for PHP signaling

* Wthin each depl oynment node we have the followi ng three options:

* Option-1:Custoner Prefix is |abeled

* (Option-2: Topnost PE-PE LSP is only |abel ed

* (Option-2: Topnost with Per CE | abel table is only |abel ed

Al'l depl oynment node perrmutations are applicable to intra-as with Data

pl anes MPLS, SR-MPLS, SRv6. They are applicable equally because the
BGP overlay is data plane agnostic.
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Al'l depl oyment node pernmutations are applicable to inter-as options
A B, C, AB, with Data planes MPLS, SR-MPLS, SRv6. They are
appl i cabl e equal |y because the BGP overlay is data plane agnostic and
inter-as options agnostic.

8.1. Deploynent Mde-1 Arbitrary Labels

8.1.1. Mbode-1 Arbitrary topmpbst with all customer prefixes |abel ed
Arbitrary topnost |abel where LERs signal |Pv6 topnbst LSP with 2
| evel |abel stack BOS set [RFC8277] 1/4 service |abel |abeling all

| Pv4 custoner prefixes

In this scenario all the attached CE prefixes in the global table are
|l abled and this is simlar to I P-VPN per perfix |abel allocation

Due to the per prefix label allocation in this scenario it is not as
scal abl e and convergence maybe sl ower

8.1.2. Arbitrary topnost with PE to PE LSP
Arbitrary topnost |abel where LERs signal |Pv6 topnbst LSP with 2

| evel |abel stack, BOS set [RFC8277] 1/4 service |abel using ingress
to egress PE | oopback to | oopback LSP single BOS | abel with al

gl obal table custoner prefixes unlabeled. 1In this optinized scenario
a single ingress 4PE to 4PE LSP is created to carry all the CE
prefixes

This sceanario is nost optim zed froma |abel allocation perspective
fromall other scenarios in that only a single service |abel is

al |l ocated signal ed by the service LSP which nowis able to carry al

of the global table prefixes populated by the attached CE s as

unl abel ed 1 Pv4 custoner prefixes. This scenario is simlar to |P-VPN
Per - VRF Label allocation

This scenari o provides per VRF prefix independent BGP Pl C Edge |ike
convergence with Per VRF prefix independence as when the PE LSP is
wi thdrawn, all attached CE s and rel ated unl abl ed prefixes are as
wel |l withdrawn further optimzing the convergence and creating per
VRF i ndependence convergence

MPLS | abel allocation has a 20 bit |abel nanme space and thus all ows
for a mximumof 1 MIllon labels. This is an MPLS protocol limt
that is hardware and software i ndependent. This scenario provides
trenmendous scale to the global internet table carried in the default
VRF table now only allocating a single label for all 1 MIIlion
prefixes in the default VRF
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8.1.3. Arbitrary topnost with per CE | abel table

Arbitrary topnost |abel where LERs signal |Pv6 topnbst LSP with 2

| evel |abel stack BOS set [RFC8277] 1/4 service |abel using per CE

| abel table routing context LSP ingress to egress CE PE-CE interface
PE side interface LSP single BOS | abel with per CE | abel table
customer prefixes unl abel ed.

This scenario is further optim zed by creating a per CE next hop
| abel table context similar to I P-VPN Per-CE or Per-Next-Hop | abe
al | ocati on node where a single |label is allocated per CE

In this scenario a single service label is allocated signaled by the
CE interface I P between the ingress 4PE and egreess 4PE creating the
per CE | abel context service LSP which we are now able to provide per
CE next hop granularity |abel table context containing the per CE

unl abl ed custoner |Pv4 prefixes.

This scenario provides further granularity and per CE i ndependent BGP
Pl C Edge |i ke convergence with per CE prefix independence as when the
per CE LSP is withdrawn all the per CE related prefixes are as well

wi thdrawn further optimzing the convergence and creating per CE

i ndependence granularity with the convergence

8.2. Deploynent Mdde-2 Explicit Null Labe

8.2.1. Explicit Null topnobst with all customer prefixes |abel ed
Explicit Null topnost |abel where LERs signal |Pv6 topnost LSP with 2
| evel |abel stack BOS set [RFC8277] 1/4 service |label |abeling all

| Pv4 custoner prefixes

In this scenario all the attached CE prefixes in the global table are
| abled and this is simlar to I P-VPN per perfix |abel allocation

Due to the per prefix label allocation in this scenario it is not as
scal abl e and convergence maybe sl ower

8.2.2. Explicit Null topnbst with PE to PE LSP
Explicit Null topnost |abel where LERs signal |Pv6 topnost LSP with 2
| evel |abel stack, BOS set [RFC8277] 1/4 service |abel using ingress
to egress PE | oopback to | oopback LSP single BOS | abel with al
gl obal table customer prefixes unl abel ed.

In this optimzed scenario a single ingrees 4PE to 4PE LSP is created
to carry all the CE prefixes
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This sceanario is nost optim zed froma | abel allocation perspective
fromall other scenarios in that only a single service |abel is

al | ocated signal ed by the service LSP which nowis able to carry al

of the global table prefixes populated by the attached CE s as

unl abel ed |1 Pv4 custoner prefixes. This scenario is sinmlar to |P-VPN
Per - VRF Label allocation

This scenario provides per VRF prefix independent BGP Pl C Edge |ike
convergence with Per VRF prefix independence as when the PE LSP is
withdrawn, all attached CE's and rel ated unl abl ed prefixes are as
wel | withdrawn further optimzing the convergence and creating per
VRF i ndependence conver gence

MPLS | abel allocation has a 20 bit |abel name space and thus all ows
for a mximumof 1 MIllon labels. This is an MPLS protocol limt
that is hardware and software independent. This scenario provides
trenendous scale to the global internet table carried in the default
VRF table now only allocating a single |abel for all 1 MIlion
prefixes in the default VRF

8.2.3. Explicit Null topnost with per CE | abel table

Explicit Null topnost |abel where LERs signal |Pv6 topnost LSP with 2
| evel |abel stack BOS set [RFC8277] 1/4 service |abel using per CE

| abel table routing context LSP ingress to egress CE PE-CE interface
PE side interface LSP single BOS | abel with per CE | abel table

cust omer prefixes unl abel ed.

This scenario is further optim zed by creating a per CE next hop
| abel table context similar to | P-VPN Per-CE or Per-Next-Hop | abe
al |l ocati on node where a single label is allocated per CE

In this scenario a single service label is allocated signaled by the
CE interface I P between the ingress 4PE and egreess 4PE creating the
per CE | abel context service LSP which we are now able to provide per
CE next hop granularity |label table context containing the per CE

unl abl ed customer |Pv4 prefixes.

This scenario provides further granularity and per CE i ndependent BGP
Pl C Edge |i ke convergence with per CE prefix independence as when the
per CE LSP is withdrawn all the per CE related prefixes are as well

wi t hdrawn further optimzing the convergence and creating per CE

i ndependence granularity with the convergence

8.3. Deploynment Mdde-3 Inmplicit Null Labe
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8.3.1. Inplicit Null with all customer prefixes |abeled

Implicit Null topnost |abel where LERs signal |Pv6 topnobst LSP with 2
| evel |abel stack BOS set [RFC8277] 1/4 service |label |abeling all
| Pv4 custoner prefixes

In this scenario all the attached CE prefixes in the global table are
|l abled and this is simlar to | P-VPN per perfix |abel allocation

Due to the per prefix label allocation in this scenario it is not as
scal abl e and convergence maybe sl ower

8.3.2. Inplicit Null with PE to PE LSP

Implict Null topnost |abel where LERs signal 1Pv6 topnmobst LSP with 2
| evel |abel stack, BOS set [RFC8277] 1/4 service |abel using ingress
to egress PE | oopback to | oopback LSP single BOS | abel with al

gl obal table custoner prefixes unl abel ed.

In this optimzed scenario a single ingrees 4PE to 4PE LSP is created
to carry all the CE prefixes

This sceanario is nost optim zed froma |abel allocation perspective
fromall other scenarios in that only a single service |abel is

al l ocated signal ed by the service LSP which nowis able to carry al

of the global table prefixes popul ated by the attached CE s as

unl abel ed 1 Pv4 custoner prefixes. This scenario is simlar to |P-VPN
Per - VRF Label allocation

This scenari o provides per VRF prefix independent BGP Pl C Edge |ike
convergence with Per VRF prefix independence as when the PE LSP is
wi thdrawn, all attached CE s and rel ated unl abl ed prefixes are as
wel | withdrawn further optimzing the convergence and creating per
VRF i ndependence convergence

MPLS | abel allocation has a 20 bit |abel nanme space and thus all ows
for a mximumof 1 MIllon labels. This is an MPLS protocol limt
that is hardware and software independent. This scenario provides
trenmendous scale to the global internet table carried in the default
VRF table now only allocating a single label for all 1 MIIlion
prefixes in the default VRF

M shra, et al. Expires 23 April 2026 [ Page 13]



Internet-Draft Connecting |Pv4 Islands over I Pv6 Core ( Cct ober 2025

8.3.3. Inmplicit Null with per CE | abel table

Implicit Null topnost |abel where LERs signal |Pv6 topnobst LSP with 2
| evel |abel stack BOS set [RFC8277] 1/4 service |abel using per CE

| abel table routing context LSP ingress to egress CE PE-CE interface
PE side interface LSP single BOS | abel with per CE | abel table
customer prefixes unl abel ed.

This scenario is further optim zed by creating a per CE next hop
| abel table context similar to I P-VPN Per-CE or Per-Next-Hop | abe
al | ocati on node where a single |label is allocated per CE

In this scenario a single service label is allocated signaled by the
CE interface I P between the ingress 4PE and egreess 4PE creating the
per CE | abel context service LSP which we are now able to provide per
CE next hop granularity |abel table context containing the per CE

unl abl ed custoner |Pv4 prefixes.

This scenario provides further granularity and per CE i ndependent BGP
Pl C Edge |i ke convergence with per CE prefix independence as when the
per CE LSP is withdrawn all the per CE related prefixes are as well
wi thdrawn further optimzing the convergence and creating per CE
i ndependence granularity with the convergence

8.4. Arbitrary topnost with customer prefixes unl abel ed

Arbitrary topnost |IPv6 LSP BOS set single |evel |abel stack with al
gl obal table custoner prefixes 1/1 unl abel ed.

This scenario may require sonme deeper |ook into the packet Deep
Packet Inspection (DPl) to determ ne next header inspection for
protocol type so that the packets are not dropped.

8.5. Explicit Null topnpost with custoner prefixes unlabel ed

Explicit null value 2 topnost | Pv6 LSP BCS set single |evel |abel
stack with all global table customer prefixes 1/1 unl abel ed.

This scenario may require some deeper |ook into the packet Deep
Packet Inspection (DPl) to determ ne next header inspection for
protocol type so that the packets are not dropped.

9. Crossing Miultiple | Pv6 Autononpus Systens
I nter-AS 4PE Overvi ew

Thi s section describes the 4PE procedures for Inter-AS options
[ RFC4364] Section 10.
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Li ke in the case of multi-AS backbone operations for |IPv6 VPNs
described in Section 10 of [ RFC4364], there are three inter-as design
options and a fourth option defined in [I-D. mapat hak-interas-ab] that
are described bel ow.

* Inter-AS Option-A Back to Back VRF

* Inter-AS Option-B Segnented LSP

* Inter-AS Option-C End to End LSP with ASBR VRF of fl oad
* |Inter-AS Option-AB Conbination of Option-A and Option-B

The Inter-AS connectivity is established by connecting the PE from
one AS to the PE of another AS, whereby the PE providing global table
routing reachability between ASes, as a 4PE router, is acting as an
Aut ononpbus System Boundary Router (ASBR) to provide the Inter-AS ASBR
to ASBR, PE to PE connectivity between ASN's. |In the 4PE design the
Inter-AS |link extends the underlay transport LSP so it is now

ext ended between the ASes. Bottomof Stack S bit is set and using
BGP- LU | Pv4 BGP Label ed Unicast all the 1 Pv4 prefixes can now be
advertised between the ASes.

9.1. Advertisenent of |IPv4 prefixes Inter-AS Procedure A

This 4PE I nter-AS extension involves the adverti sement of |Pv4
prefixes (non-Labeled) using Inter-AS Style procedure (a).

This design is the equival ent for exchange of |Pv4 prefixes to Inter-
AS Style procedure (a) Back to Back CE (no-labeled) Inter-AS path
where each PE acts like a CE (No MPLS) as described in Section 10 of
[ RFC4364] for the exchange of VPN-1Pv4 prefixes. 1In the Inter-AS
Style Procedure (a) the Control plane carrying the (non-I|abel ed)
prefixes is together per VRF subinterfaces with the Data Pl ane
forwardi ng over the Inter-AS ASBR to ASBR |i nk.

In this scenario, the 4PE router uses iBGP to redistributes |abeled

I Pv4 prefixes to a Route Reflector or Autononous System Border Router
(ASBR) 4PE router to which an ASBR 4PE router it is a client. The
ASBR t hen uses eBGP to advertise the (non | abel ed) |IPv4 prefixes to
an ASBR in another AS, which then distributes the IPv4 prefixes to
4PE routers in that AS or further redistributes to subsequent ASBRs
and so on.
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There may be one, or multiple, ASBR interconnection(s) across any two
ASes. | Pv4 MIST to be activated on the Inter-AS ASBR to ASBR (hon-

| abel ed) |inks and each ASBR 4PE router MJST have at |east one |Pv4
address on the interface connected to the Inter-AS ASBR to ASBR, PE
to PE |ink.

No inter-AS LSPs are used are used in this Inter-AS Procedure (a) as
described in Section 10 of [ RFC4364]. There is effectively a
separate nesh of LSPs across the 4PE routers within each AS for which
the (non-labeled) IPv4d prefixes are advertised within the AS as BGP-
LU I Pv4 | abl ed prefixes carried in the I Pv6 signaled transport LSP
mesh.

In this design, the ASBR exchangi ng | Pv4 prefixes MJST peer over
I Pv4. The exchange of |Pv4 prefixes MJIST be carried out as per
[ RFC4760] .

9.2. Advertisenent of |abeled |IPv4 prefixes Inter-AS Procedure B/ C
9.2.1. Advertisenent of |abeled | Pv4d prefixes Inter-AS Procedure B

This scenario involves the eBGP redistribution of overlay |abel ed

| Pv4 prefixes between source and destination ASs, along w th underlay
eBGP redistribution of |abel ed unicast |Pv6 routes between source and
destination ASs.

This scenario is the equival ent for exchange of |IPv4 prefixes to
Inter-AS procedure (b) described in Section 10 of [RFC4364] for the
exchange of VPN-I|Pv4 prefixes.

In this scenario, the 4PE router uses iBGP to redistributes |abeled

I Pv4 prefixes to a Route Refl ector or Autononous System Border Router
(ASBR) 4PE router to which an ASBR 4PE router it is a client. The
ASBR t hen uses eBGP to advertise the |abeled I Pv4 prefixes to an ASBR
in another AS, which then distributes the | Pv4 prefixes to 4PE
routers in that AS or further redistributes to subsequent ASBRs and
S0 on.

There may be one, or multiple, ASBR interconnection(s) across any two
ASes. Thus IPv4 may or nmay not to be activated on the Inter-AS |ink

9.2.2. Advertisenent of |abeled | Pv4 prefixes Inter-AS Procedure C
Thi s scenario involves the eBGP nultihop redistribution of overlay
| abel ed 1 Pv4 prefixes between source and destination ASs, along with

underl ay eBGP redistribution of |abeled unicast |Pv6 routes between
source and destination ASs.
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10.

11.

This scenario is the equival ent for exchange of |Pv4 prefixes to
Inter-AS procedure (c) described in Section 10 of [RFC4364] for
exchange of VPN-IPv4 prefixes.

In this scenario the ASBRs need not be dual stacked as |Pv4 prefixes
redi stributed between ASNs are tunnel ed over | Pv6 and thus the | Pv4
routes are not nmintained or distributed on the 4PE ASBR routers.
The 4PE ASBR only needs to nmaintain /128 I Pv6 routes to all 4PE
routers in its AS so it can redistribute these underlay routes to
other ASs for inter-as reachability. The 4PE ASBRs and any transit
ASBRs will use eBGP to pass along the /128 I Pv6 routes to other ASs
in order to create an end to end I Pv6 LSP from source AS ingress PE
rouer to destination AS egress PE router. Once the end to end | Pv6
LSP is established, the 4PE routers in different ASs can now
establish their eBG multi hop peering over |Pv6 and now can exchange
their 1Pv4 | abel ed unicast routes over the connection

| Pv4 need not be activated on the Inter-AS ASBR to ASBR, PE to PE
i nks.

There may be one, or multiple, ASBR interconnection(s) across any two
ASes. | Pv4d may or nay not be activated on the Inter-AS |ink

Note that the 4PE Inter-AS extension for procedure (c) in Section 10
of [RFC4364] that the exchange of |Pv4 prefixes can only start after
BGP has established | Pv6 connectivity between the ASes.

I ANA Consi derations
There are not any | ANA consi derati ons.
Security Considerations

No new extensions are defined in this docunent. As such, no new
security issues are raised beyond those that already exist in BGP-4
and use of MP-BGP for |Pv6.

The security features of BGP and correspondi ng security policy
defined in the ISP domain are applicable. 1t is reconrended to
provi de use edge filtering and the domai n boundaries as appropriate
to secure the domain global table and linit access to neet the
desired custoner requirenmennts.

For the inter-AS distribution of |Pv6 prefixes according to case (a)
of Section 4 of this docunent, no new security issues are raised
beyond those that already exist in the use of eBGP for |Pv6

[ RFC2545] .
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