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Abst r act

As operators transition services to |Pv6-only, planned |Pv4 outages
hel p identify remaining dependenci es before pernanent decommi ssion
Such out ages must be measurabl e, reversible, and understandable to
end users. This docunent defines the 566 (|1 Pv4 Unavail able) HTTP
response status code and associ ated header fields that signal an
intentional, often tine-bounded |Pv4 outage, instruct aware clients
to retry over IPv6 after closing the | Pv4 connection, and all ow
clients to confirmsuccessful | Pv6 recovery via an optiona
correlation token so operators can distinguish soft failures from
hard failures in centralized | ogs. The mechani sm supports

coordi nated events (for exanple, 6/6 IPv6 Day drills), staged
enterprise rollouts, and permanent |Pv6-only mgration. Legacy
clients that do not inplenent this specification treat an
unrecogni zed 566 status code as an internal server error and MAY use
the response body for hunman-readabl e gui dance.

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunments of the Internet Engineering
Task Force (IETF). Note that other groups may also distribute
wor ki ng docunents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunments valid for a maxi num of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."
This Internet-Draft will expire on 8 Decenmber 2026

Copyright Notice

Copyright (c) 2026 | ETF Trust and the persons identified as the
docunment authors. All rights reserved.
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Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Lega
Provisions Relating to | ETF Documents (https://trustee.ietf.org/
license-info) in effect on the date of publication of this docunent.
Pl ease revi ew these docunents carefully, as they describe your rights
and restrictions with respect to this docunent. Code Conponents
extracted fromthis docunment nust include Revised BSD License text as
described in Section 4.e of the Trust Legal Provisions and are

provi ded without warranty as described in the Revised BSD License.
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| Pv6 depl oyment has been validated through coordi nated industry
events. On Wrld IPv6 Day (8 June 2011), mmjor content providers

enabl ed 1Pv6 for 24 hours to neasure brokenness in clients,

net wor ks,

and ni ddl eboxes [ WORLD-1PV6-DAY]. Wirld IPv6 Launch (6 June 2012)

moved many of those sites to permanently enabl ed | Pv6
[ WORLD- | PV6- LAUNCH]. Some participants retained | Pv6;

ot hers

reverted toward | Pv4-only operation until a later 6/6 commtnent.

These events tested enabling | Pv6; the inverse problem---

identifying what still breaks when IPv4 is intentionally unavail abl e

--- remains under-specified at the application |ayer.
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Operators have adopted tine-bounded *pl anned | Pv4 out ages* as a

compl enent: deliberately making | Pv4 service unavail abl e for m nutes,
hours, or days to expose software, protocol, and operational gaps
before irreversible deconm ssioning. The |ETF neeting network ran an
early exanple at | ETF 71 (Phil adel phia, March 2008): an | Pv6-only

wi rel ess network was avail abl e throughout the week, and |IPv4 on the
mai n nmeeting network was di sabled for roughly one hour during the
Wednesday pl enary on 12 March 2008 so attendees coul d use | Pv6-only
Internet access and surface client stacks, applications, and services
that still depended on |Pv4 [|IETF71-1 PV4- OQUTAGE] .

CGovernnents are al so publishing fixed | Pv4 end dates. For exanple,
the Czech Republic approved a plan for state adm nistration services
to stop providing IPv4 on *6 June 2032* (6/6/2032) [KONEC-IPV4-CZ].
Operators facing such deadlines need staged transition mechani sns ---
i ncluding tinme-bounded pl anned out ages, clear user nessaging, and
measur abl e HTTP-1ayer signals --- long before the final cutover date.

Net wor k-l ayer |1 Pv4 renoval is a poor fit for staged drills:

* Rollback is hard --- routing, ACL, and DNS changes propagate
slowy and are error-prone under pressure.

* End users lack context --- a silent timeout |ooks like a site
out age, not an | Pv4-path policy.

* Inpact is unmeasured --- without an HTTP-visible signal, operators

cannot count affected clients or quantify business |oss (even a
smal | percentage of requests can be material).

HTTP-| ayer | Pv4 outages address these gaps:

* *Easy rollback* --- disable the 566 policy at the | oad bal ancer or
origin without waiting for DNS TTL expiry.

* *Advance conmmuni cation* --- site banners, email, and status pages
can reference the same wi ndow as | Pv4-Unavail abl e-Unti |

* *Clear user nessaging* --- a response body explains that IPv4 is

intentionally unavail abl e, when service may resune, and that |Pv6
(or contacting an ISP or IT departnment) is the renedy.

* *(Qperator netrics* --- count 566 responses and join themwth
Retry-Over-1Pv6- Recovery (and optional tokens) in centralized |ogs
to estimate soft versus hard failure rates
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1.2. Scope

HTTP is not the only application protocol on the Internet. This
docunent addresses HITP first because it is w dely deployed, visible
to end users (for exanple in browsers), and pervasive in enterprise
envi ronnments for web applications, APIs, and mcroservices behind

| oad bal ancers. O her protocols m ght adopt anal ogous techni ques for
pl anned | Pv4 out ages; defining those signals is out of scope for this
docunent .

This specification is HITP-versi on-agnostic: the status code, header
fields, and client behavior apply equally to HTTP/ 1.1 [ RFC9112],
HTTP/ 2 [ RFC9113], and HTTP/3 [ RFC9114], as they are defined in terns
of HTTP semantics [RFC9110]. Wre-format exanples use HITP/ 1.1
message syntax for readability. |Inplenentations MIST determ ne

whet her a request was received over |Pv4 at the transport |ayer (TCP
for HITP/1.1 and HTTP/2, QU C for HTTP/3), not fromthe HITP version
al one.

1.3. Technical Mbdtivation

Many operators plan to renove or disable IPv4 while retaining | Pv6
service. During nmigration, maintenance, or deconmi ssioning, a client
that connects over |Pv4 nay observe connection failures or HTTP
errors even though the sane origin remains avail able over |Pv6.

I Pvd-only clients cannot switch address fanmilies; they need a clear,
| oggabl e expl anation that the service no | onger supports |Pv4
(optionally until a stated tine). Dual-stack clients on networks
wher e Happy Eyeballs [ RFC8305] selects IPv4d nay treat the failure as
a general outage unless the server explicitly signals that 1Pv4 is
intentionally unavail abl e and | Pv6 shoul d be used i nstead.

Application-to-application traffic carried over HITP (for exanple
REST-style APls, gRPC, G aphQ., or JSON-RPC) benefits froma nmachine-
readabl e signal distinct fromconnectivity failures on other
addresses. For exanple, a gRPC client that tries nultiple resolved
addresses may surface an error fromthe first failing attenpt,
maski ng the fact that the meani ngful signal was returned on an | Pv4
connecti on.

1.4. Requirenents Language

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in BCP
14 [ RFC2119] [ RFC8174] when, and only when, they appear in al
capitals, as shown here
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1.5. Termi nol ogy
Thi s docunent uses terns from|[RFC9110]. Additional terns:
*Aut hority*: The host and port derived fromthe target URI.
*Pl anned | Pv4 outage*: An operator-initiated period during which |Pv4
HTTP service for an authority is intentionally unavail able while | Pv6

service is expected to remain avail abl e.

*Aware client*: A client inplenentation that supports the nechanisns
defined in this docunent.

*Legacy client*: A client that does not inplenent this docunent.

*Soft failure*: A client receives 566 (or transitional 503 with
Retry-QOver-1Pv6) over |Pv4 and subsequently conpletes the sane
request successfully over |Pv6.

*Hard failure*: A client receives 566 over |Pv4 but cannot
successfully compl ete the request over |Pv6.

2. Overview

When | Pv4 service is intentionally unavailable for an authority, the
responding entity that receives a request over |Pv4 sends:

1. *566 (IPv4 Unavailable)*, or during transitional deployments *503
Servi ce Unavail able* with the same header fields --- the | Pv4
path is unavail able; the service is not a general outage if |Pv6
is expected to work.

2. *Retry-Over-1Pv6: ?1* --- the client should retry the same
request over |Pv6.

3. *IPvd-Unavail able-Until* (optional) --- when |IPv4 service may be
restored.

4. *Retry-Over-I|Pv6-Token* (optional, on the |IPv4-unavailability
response) and *Retry-Over-1Pv6- Recovery* (on a successful |Pv6
retry) --- optional telenmetry so operators can correlate soft
failures across | oad-bal anced backends.

I mpl enent ati ons that cannot enit 566 (for exanple, before the status
code is registered or supported by their HITP stack) MAY send *503
Servi ce Unavail abl e* instead, with *Retry-Over-1Pv6: ?1* and the

ot her response header fields defined in this document. Aware clients
treat 503 with Retry-Over-I1Pv6: ?1 the sanme as 566 when deciding to
retry over |Pv6 (see Section 4.1 and Section 7). Operators SHOULD
use 566 once their depl oynent supports it.
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The responding entity MJST send 566 (or 503 with Retry-Over-1Pv6: 2?1
during transitional deploynments) only when the request was received
over an |IPv4 transport connection on the client-facing path (see
Section 8).

Clients that do not inplenent this specification and receive an
unrecogni zed 566 status code MJST treat it as 500 Internal Server
Error, as required by Section 15 of [RFC9110]. Operators SHOULD

i nclude a response body explaining the I Pv4d outage for human readers
and for |ogging by generic HITP clients.

3. The 566 | Pv4 Unavail abl e Status Code

The 566 (1 Pv4 Unavail able) status code indicates that the respondi ng
entity is intentionally not offering the requested service over |Pv4
for this authority, while service over IPv6 is expected to be

avail able. The client SHOULD retry the sanme request to the sane
target URI using IPv6 if I Pv6 connectivity is avail able.

This status code applies when the responding entity received the

request over IPv4. It MJST NOT be used to indicate general server
overl oad or maintenance that affects all address famlies (503
Service Unavailable is appropriate for that case). It is generally

i nappropriate on the I Pv4 | oopback interface (see Section 8.1).

I nternediari es and caches MJUST NOT transform a 566 response into a
successful response. Caching of 566 is governed by normal HITP cache
rul es [RFC9111]; operators SHOULD send appropriate Cache-Control when
responses are generated dynanically based on the client-facing
address fam ly

A 566 response SHOULD include Retry-Over-1Pv6 as defined in
Section 4.1. It MAY include |IPv4-Unavail able-Until, a response body,
and Retry-Over-1Pv6- Token

3.1. Status Code Sel ection

Thi s docunent registers 566 (lIPv4 Unavailable) in the HITP status
code range 512-599, which is currently unassigned. The code nunber
is chosen to align with *6/6 (June 6)*, the date used for coordi nated
| Pv6 depl oynment events such as World I Pv6 Launch, and enbeds *66* as
a mmenonic for IPv6 within the 5xx server-error class. This menonic
is for human operability only; protocol behavior does not depend on
the nuneric val ue beyond its 5xx cl ass.

3.2. Exanple
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HTTP/ 1.1 566 | Pv4 Unavail abl e

Retry-Over-1Pv6: ?1

| Pv4- Unavail abl e-Until: Sun, 07 Jun 2026 00: 00: 00 GMI
Retry-Over-1Pv6- Token: "alb2c3d4e5f 6"

Cont ent - Type: application/probl em+j son
Content-Length: O

4. Response Header Fields
4.1. Retry-Over-I1Pvb

The Retry-Over-1Pv6 response header field indicates that the client
should retry the sane request over |Pv6.

4.1.1. Syntax
The field value is a Bool ean (see [ RFC9651]):

Retry-Over -1 Pv6
bool ean

"Retry-Over-1Pv6" OA5 ":" OWAS5 bool ean
20" [ "?1"

On 566 responses, the value MJUST be ?1
For transitional deploynents, 503 Service Unavail abl e responses NMAY
include Retry-Over-1Pv6: ?1; once 566 is wi dely supported, operators
SHOULD NOT rely on the 503 fall back

4.1.2. Senmantics
When a client receives Retry-Over-I1Pv6: ?1, it SHOULD retry the sane
request to the sane target URI using |IPv6 transport if |IPv6
connectivity is available, but only if the response was received on
an | Pv4 connection. |If the client already used |IPv6 for that
attenpt, it MJIST NOT retry solely because of this header field.

The header field conveys intent only. |t does not guarantee that a
retry over IPv6 will succeed.

This header field is a response header field as defined in
Section 6.3 of [RFC9110].

4.2. | Pv4-Unavail abl e- Unti

The 1 Pv4-Unavail abl e-Until response header field indicates the time
after which I Pv4 service for this authority nmay be restored.

4.2.1. Syntax
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| Pv4- Unavail abl e-Until = "IPv4-Unavail able-Until" OA5 ":"
OAS HTTP-dat e
HTTP-date is defined in Section 5.6.7 of [RFC9110].
4.2.2. Semantics

For a permanent |Pv6-only transition, this field MAY be omtted,;
per manence SHOULD be stated in the response body instead.

This field is informational for |ogging and client caching. It does
not mean the client should wait until that time before retrying over
IPv6 --- the IPv6 retry SHOULD happen pronptly (subject to the client

algorithmin Section 7).

| Pv4- Unavail abl e-Until differs fromRetry-After [RFC9110]: Retry-
After indicates how long to wait before a foll owup request in
overload or rate-limt scenarios, while |IPv4-Unavail able-Until marks
the end of a planned |IPv4 unavailability w ndow.

Qperators MAY al so send Retry-After for legacy clients that do not
understand 566 or | Pv4-Unavail abl e-Until.

4.3. Retry-Over-1Pv6-Token
The Retry-Over-1Pv6-Token response header field carries an opaque
token that a client MAY echo on a subsequent successful IPv6 retry so
operators can correlate a 566 response with a recovery in centralized
| ogs.

4.3.1. Syntax

Retry-Over-1Pv6-Token = "Retry-Over-| Pv6- Token" OA5 ":"
OAN5 quot ed-string

quoted-string is defined in Section 5.6.4 of [RFC9110].
4.3.2. Semantics

The token is opaque to the client. The client MJUST NOT interpret its
internal structure.

Tokens SHOULD be short-lived (on the order of mnutes, and not

ext endi ng beyond | Pv4-Unavail abl e-Until when that header is present).
Depl oyment s SHOULD use statel ess tokens verifiable or |oggable by any
node in a | oad-bal anced fleet without session affinity to a
particular origin server.
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Thi s header is RECOVWENDED on 566 responses when operators want
pai rwi se 566-to-recovery correl ati on across backends.

4.4. Legacy Cient Conpatibility

5

5.

5

5.

Legacy clients that do not inplenment this docunent might stil
benefit from

* Retry-After with seconds until the outage ends.
* Cache-Control: no-store on dynam cally generated outage responses.
* A response body with plain | anguage (see Section 6).

Aware clients MJIST prefer 566, Retry-Over-I|1Pv6, and |Pv4-Unavail abl e-
Until over inferring outage semantics fromthe body al one.

Request Header Fiel ds

1. Retry-Over-I|Pv6-Recovery

The Retry-Over-1Pv6- Recovery request header field allows an aware
client to confirmthat a successful request over IPv6 is the retry
following a 566 response (or transitional 503 with Retry-CQver-1|Pv6:
?1) received over |Pv4.

1.1. Syntax

Retry-Over-1| Pv6- Recovery = "Retry-Over-1| Pv6- Recovery" OA5 ":"
ONS "recovered"
*( ON8 ";" OWS recovery-param)

token "=" ( token / quoted-string )

recovery-param

The only recovery paraneter defined by this docunent is token, whose
val ue SHOULD be copied from Retry-COver-1Pv6-Token on the prior 566
response.

1.2. Semantics

The field val ue recovered neans: the responding entity previously
returned 566 (or 503 with Retry-COver-1Pv6: ?1) on an | Pv4 connection
for this logical request attenpt, and this request is the successfu
retry over |Pv6.

The client MJUST send this header on the first successful |Pv6 request
that follows such a response for the sane target URI. The client
MJUST NOT send it on every subsequent request to the authority.

The client MJUST NOT send this header to unrelated origins. The
header MJUST NOT contain personally identifiable information.
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There is no failure variant defined in this docunent. |If the |IPv6
connection attenmpt fails before any HTTP response is received, the
client cannot report that failure in-band to the origin during a ful
| Pv4 out age.

5.1.3. Connection Lifecycle

In typical inmplenentations, a client does not keep the |Pv4
connection open while also retrying the same request over |Pv6.

Mai nt ai ni ng both connections in parallel for one |ogical request

i ncreases operational conplexity (connection state, cancellation, and
handl i ng of duplicate or |ate responses) and is therefore uncomon.

For this reason, Retry-Over-I|Pv6-Recovery is carried on the *|Pv6*
retry request. Operators MJST NOT expect recovery signaling on the
I Pv4 connection that received 566 (or 503 with Retry-Over-1Pv6: ?1).

A typical sequence is:

Recei ve 566 (and optional Retry-Over-1Pv6-Token) on |Pv4.
Cl ose or abandon the | Pv4 connection

Qpen a new connection over IPv6 and retry the sane request.
On success, include Retry-Over-1Pv6-Recovery on that |Pv6
request .

bR

5.1.4. Cross-Backend Loggi ng

I n | oad- bal anced depl oynents, the 566 response and the recovery
request often reach different origin servers. Correlation is an
operator responsibility:

* Log 566 events with Retry-Over-I|Pv6-Token at the edge, |oad
bal ancer, or origin.

* Log Retry-OQOver-1|Pv6-Recovery (and echoed token) at the sane
aggregation tier when possible.

* Join events off-box by token across all backend | ogs.

Operators SHOULD NOT assune that the origin server that emtted 566
will receive the recovery report.

Wt hout tokens, operators MAY conpare aggregate 566 counts with

aggregate recovery counts over an outage wi ndow, this yields ratio
estimates only, not per-session pairing.
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5.1.5. Interaction with Happy Eyeballs

| mpl enent ati ons using the connection establishment algorithmin

[ RFC8305] MAY attenpt |IPv4 and | Pv6 connections in parallel, with
staggered starts. That specification assunmes a destination-address
preference that favors IPv6 (Section 2 of [RFC8305]): for exanple, a
*Resol uti on Del ay* before acting on an early A response so an AAAA
response can arrive, and interleaving of address famlies when

connection attenpts begin. |Inplementations MAY adapt those del ays
when | ocal policy differs, and Section 4 of [RFC38305] permits address
sorting that reflects neasured round-trip tinmes or prior use --- in

practice, sone stacks therefore make a *best effort to prefer |Pv6*,
whil e others under sone network conditions will *attenpt |Pv4 earlier
or nmore often* than a strict IPv6e-first policy would suggest.

Happy Eyebal | s defines *connection-establishnent* success, not
application-layer HTTP success. Section 5 of [RFC8305] treats a
connection attenpt as successful when the transport handshake

compl etes (generally TCP), then *SHOULD cancel * other in-flight
connection attenpts that have not yet succeeded. Section 9 of

[ RFC8305] states that Happy Eyeballs handles failures at the TCP/IP
| ayer only; Section 9.2 explicitly notes that the application (for
exanple, TLS or *HTTP*) may not be operational on every resol ved
address. *RFC 8305 does not specify that an HTTP 5xx response on one
connection counts as failure for all parallel connection attenpts.* A
566 (or 503 with Retry-Over-I1Pv6: ?1) is an HITP response on an

al ready- est abl i shed connection; handling it --- including whether to
retry over the other address famly --- is *outside* the Happy
Eyebal I s connection-race algorithmand is left to the HTTP client or
appl i cation.

Implications for this docunent:

* |f IPv6 conpletes the transport handshake and delivers a
successful HTTP response first, the client MAY cancel the |Pv4
attenpt before 566 is received. No Retry-Over-I|Pv6-Recovery is
sent. 566 counts nmay under-represent total exposure --- this is
often the desired outcome during an outage.

* The client MJST send Retry-Over-I|Pv6-Recovery only if it fully
received 566 (or 503 with Retry-Qver-1Pv6: ?1) on an |Pv4
connection for this |logical request attenpt.

* |f IPv6 already succeeded for this logical request attenpt at the
HTTP | ayer, the client MJUST NOT treat a |ate or abandoned | Pv4 566
as requiring another IPv6 retry or recovery signal --- regardl ess
of how Happy Eyeballs raced the underlying connecti ons.
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* An aware client that receives 566 only on |IPv4 and has not yet
succeeded over | Pv6 MJST apply the IPv6 retry requirenents in
Section 7.2; that behavior is an HITP-| ayer extension beyond
[ RFC8305] .

Qperators interpreting 566 and recovery netrics during planned

out ages SHOULD account for Happy Eyeballs transport racing and for
the fact that HITP status codes are not part of the RFC 8305 success
definition.

5.1.6. Exanple

GET /api/vl/resource HITP/ 1.1
Host: exanpl e. com
Retry-Over-1Pv6- Recovery: recovered; token="alb2c3d4e5f6"

6. Response Body

Responses with 566 SHOULD incl ude a body expl ai ning the planned |Pv4
outage for legacy clients and human readers.

Qperators SHOULD nake the body as clear as possible for non-technica
readers. The body SHOULD NOT assune that the reader understands

| Pv4, 1Pv6, or the difference between them The body SHOULD NOT
assunme that the reader can resolve the problemthensel ves (for
exanpl e, by changi ng browser or device settings). The body SHOULD
briefly explain, in plain | anguage, that the Internet is
transitioning to a newer protocol generation (IPv6) and that this
service may not be reachable over the ol der generation (IPv4) on the
reader’s network path. The body SHOULD give the reader concrete
informati on they can pass to their Internet service provider (ISP) or
organi zation |IT departnent --- for exanple, that the site may require
I Pv6 but their systemor network does not appear to support it ---
and SHOULD ask themto investigate why IPv6 is not working. Wen

| Pv4- Unavail abl e-Until is present, the body SHOULD state when service
over the ol der connection may resune in plain | anguage.

The followi ng plain-text exanmple is suitable for Content-Type: text/
plain or as the text content of an HTM. page as Content-Type: text/
htm :
This site is not available on your current Internet connection
The Internet is nmoving to a newer protocol generation called |IPv6.

I
|
| This service is not reachable over the ol der generation (I1Pv4) on
| your network. You probably cannot fix this yourself.

I
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7

7

7

| Contact your Internet provider or your organization's IT help desk
| and say: "I cannot reach this site --- it may require |Pv6, but ny
| system does not seemto work with IPv6." Ask themwhy IPv6 is not
| working for you and whether they can enable it.
I
I
I

If this is a planned outage, service over the ol der connection may
resune after 7 June 2026, 00: 00 UTC

For machi ne-readabl e errors, depl oynents MAY use Problem Detail s
[ RFC9457], for exanple:

{
"type": "about: bl ank",
"title": "IPv4 Unavail abl e",
"status": 566,
"detail": "IPv4 unavailable until 2026-06-07T00: 00: 00Z. ",
"retryOverl Pv6": true,
"i pv4Unavai |l abl eUntil": "2026-06-07T00: 00: 00Z"
}
The detail field in ProblemDetails is primarily for devel opers and
aware clients; deploynments SHOULD still provide a separate human-

oriented body (plain text or HTM.) with the gui dance above when the
response may be shown to end users.

Client Requirenments
1. Processing 566

When a client receives 566 (or 503 with Retry-Over-1Pv6: ?1):

1. If the client knows the response arrived on an | Pv4 connecti on,
it SHOULD proceed with an IPv6 retry as bel ow

2. If the address famly is unknown, it MAY retry over |Pv6 once

3. If a successful *HTTP* response for this |ogical request attenpt

was al ready delivered over |Pv6 (including when Happy Eyeballs
[ RFC8305] raced the underlying connections; see Section 5.1.5),
the client MJUST NOT perform another retry or send Retry-Over-

| Pv6- Recovery based on a |late | Pv4 response

2. |1Pv6 Retry

The client SHOULD cl ose or abandon the |Pv4 connection before
retrying over |Pv6, consistent with the lifecycle described in
Section 5.1. The retry MJST use the sanme method, target URI, and
authority. The client SHOULD force address-fanmily selection to | Pv6
for this retry. The client MJUST NOT change the host, schene, or port
sol el y because of 566 or Retry-Over-1|Pv6.
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7.3. ldenpotent Methods

Aware clients that receive 566 (or transitional 503 with Retry-COver-
| Pv6: ?1) SHOULD retry the sane nethod, target URI, and body over

| Pv6 (see Section 7.2). For safe nethods [ RFC9110], such a retry is
general ly acceptable. For non-idenpotent nethods such as POST, the
same retry can cause duplicate processing --- for exanple, a
duplicate paynment, order, or database insert. Responding entities
and operators SHOULD foll ow the guidance in Section 8.2 on when not
to send 566 for such requests.

7.4. Loop Prevention

The client MJUST NOT performmore than one |Pv4-to-1Pv6 retry per
| ogi cal request attenpt triggered by 566 or Retry-Over-1|Pv6.

After receiving 566, the client SHOULD prefer | Pv6 for subsequent
connections to the authority until |Pv4-Unavailable-Until (if
present) or for a default period (for exanple, 10 m nutes).

If the IPv6 retry fails with connectivity errors, the client SHOULD
appl y backoff before further attenpts and SHOULD NOT fall back to
| Pv4 while | Pv4-Unavailable-Until is in the future.

7.5. IPv4-Only dients

Clients without |1 Pv6 connectivity cannot retry over |Pv6. They
SHOULD surface | Pv4-Unavail able-Until (if present) and the response
body to the user or calling application for |ogging and support
tickets.

7.6. Recovery Signaling

On the first successful IPv6 request following a fully received 566
over |Pv4, the client SHOULD send Retry-Over-|Pv6-Recovery: recovered
and SHOULD echo Retry-Over-1Pv6-Token in the token parameter when a

t oken was provi ded.

7.7. NAT64 and Transl ation
Clients on translated | Pv4 paths (for exanpl e NAT64/464XLAT) m ght
not be able to initiate a native IPv6 retry even when dual -stack is
reported at the APl layer. |nplenentations SHOULD present the
response body expl anation to the user; operators SHOULD not assume
all "IPv4" clients can switch address famli es.

8. Server and Qperational Considerations

Martin Expi res 8 Decenber 2026 [ Page 15]



I nternet-Draft retry-over-ipv6 June 2026

8.1. \Wen to Send 566
The responding entity SHOULD send 566 when

* | Pv4 HTTP service for the authority is intentionally unavail abl e;

* | Pvb service for the requested resource is expected to be
avai |l abl e; and

* The request was received over IPv4 on the client-facing path; and

* For non-idenpotent nethods, duplicate processing of an I Pv6 retry
is acceptable or prevented (see Section 8.2).

The responding entity MAY onit 566 (and the transitional 503 with
Retry-Over-1Pv6) for requests received on the |Pv4 | oopback interface
--- for exanple, when the client-facing connection uses addresses in
127.0.0.0/8 such as 127.0.0.1. Routable IPv4 service may be di sabl ed
during a planned outage while | oopback renmmins avail able for |oca
heal th checks, nonitoring, and adm nistration; those clients do not
need a signal to retry over |Pv6.

Operators MAY run staged rollouts: short canary outages (for exanple,
one mnute), |longer windows (hours or a full day aligned with 6/6),
and eventual |y pernmanent |Pv6-only service.

8.2. Idenpotent Methods and Duplicate Processing

As described in Section 7.3, aware clients SHOULD retry after 566,

i ncluding for non-idenpotent methods --- which can cause duplicate
processing. Cients cannot generally determ ne whether a given
application or resource tolerates duplicate processing. Responding
entities MUST NOT assune that end-user clients will suppress |Pv6
retries for non-idenpotent methods.

A 566 response does *not* guarantee that the first request had no
effect. Duplicate risk arises when

* *566 is generated at an edge or | oad bal ancer* while an origin
server already started or conpl eted processing the request on the

| Pv4 pat h.

* *Policy races during rollout* --- IPv4-unavailability policy may
be enabl ed or disabled while requests are in flight.

* *Late | Pv4 responses versus an |Pv6 retry* --- when Happy Eyeballs

[ RFC8305] or a prior IPv6 attenpt is in play, a client may retry
or conplete work without deduplication at the application |ayer
(see Section 5.1.5).

Because of this uncertainty, the responding entity SHOULD NOT send

566 (or 503 with Retry-Over-1Pv6: ?1) for non-idenpotent nethods such
as POST when an |Pv6 retry of the same request woul d cause
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unaccept abl e duplicate side effects, unless the application provides
deduplication (for exanple, an idenpotency key), a request
identifier, or another nechanismthat makes the retry safe. Were
duplicate processing is unacceptable and no such mechani sm exi sts,
*omtting 566 MAY be preferable* to signaling a retry the client
cannot safely eval uate.

Operators SHOULD prefer applying 566 to idenpotent methods during
outage tests. APIs that nust remain avail abl e for non-idenpotent
met hods through a planned | Pv4 outage SHOULD docunent and i npl enent
application-level deduplication or other safe-retry semantics
explicitly.

8.3. Measuring CQutage |npact

Qperators SHOULD i nstrunent at the edge or |oad bal ancer, aggregating
al | backends:

| Metric | Source |
[ oo b oo oo oo s e e s s s s sy o}
| 566 count | 566 responses |ogged with optional token |
Fom e o m o oo +
| Recovery count | Requests carrying Retry-Over-|Pv6-Recovery |
Fom e o m o e e eeiaoo-- +
| Paired recoveries | Of-box join on matching token val ues |
o e e e o T +
| Unrecovered 566 | 566 count - paired recoveries (estimated |
| | hard fail and | egacy clients) |
Fom oo o m o e oo ieoiaoo--- +
Table 1

Hard-failure counts are estimates: clients with no | Pv6 path cannot
send recovery signal s in-band.

The responding entity SHOULD | og recovery headers but MJST NOT alter
the response based on t hem

8.4. CDN and Reverse Proxy Depl oynent
When an edge terminates client |Pv4d and connects to an origin over
| Pv6, the *edge* sends 566 to the client when IPv4 to the edge is

di sabled --- not necessarily the origin application. The entity that
generates 566 MJUST know the client-facing address famly.
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8.5. Token Generation
Token format and validation are depl oynment-specific. Tokens SHOULD
be unguessabl e, short-lived, and | oggable without affinity to the
i ssuing server.

8.6. Transitional Fallback
Depl oyments that cannot emt 566 MAY use 503 Service Unavailable with
Retry-Over-1Pv6: ?1 and | Pv4-Unavailable-Until until 566 support is
avai | abl e.

9. Application Protocol Considerations
This section is informative.

9.1. HTTP Versions
No change to the on-the-wire status code or header field definitions

is required across HITP versions. Deploynent considerations differ
inly in how connections are nanaged:

2

* *HTTP/1.1* --- A 566 response typically applies to one request on
a single TCP connection. The client closes that |IPv4 connection
before retrying over |1 Pv6, as described in Section 5.1.3.

* *HITP/2* --- 566 is a connection-level signal for that TCP
connection. A client SHOULD cl ose the I Pv4 HITP/ 2 connecti on
(affecting all streans on it) before opening an | Pv6 connection
for the retry. Servers SHOULD enit 566 on every | Pv4 HTTP/ 2
connection that receives a request during an outage, not only on
the first stream

* *HITP/3* --- The same semantics apply on a QU C connection to the
authority. HITP/3 is a separate transport fromHITTP/ 1.1 or HITP/ 2
over TCP; a client MAY hold concurrent connections of different
HTTP versions and address famlies. A 566 received on an | Pv4
QUI C connection does not automatically invalidate an existing | Pv6
HTTP/ 3 connection, but the client MJUST still apply Section 7.2
when the | ogical request attenpt that received 566 has not yet
succeeded over |Pv6.

Clients that discover HTTP/3 via Alt-Svc or similar mechani sms on an
| Pv4 connection still need to evaluate 566 and Retry-Over-1Pv6 before
treating the request as a general failure. Operators SHOULD
configure | oad bal ancers and origins to enmit the sane signaling on
all HTTP versions they expose.
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9.2. (gRPC and Qther HTTP APIs

gRPC maps HTTP 566 to UNAVAI LABLE, the same as 503. gRPC

i npl ement ati ons SHOULD i nspect Retry-Qver-1Pv6 on the HITP response
bef ore aggregating multi-address connection errors, so that an | Pv4d
policy signal is not confused with | Pv6 connectivity failure.

Suggested error text for logs: "IPv4 unavailable until <date>; retry
over |Pv6."

Retry policies SHOULD retry over |Pv6 when Retry-Over-IPv6: ?1 is
present, not blindly retry the sane address |ist.

10. Depl oynment Model s

Thi s section conpares HITP-layer signaling with other transition
t echni ques.

| Met hod | Limtation for staged outages |
[5 lemesfommsbomsemsoe s esosfsese s ese s ess s fes . bessos s o psosospssespseseepses essessfsessfsespssespesespeesfespeesfspe o}
| DNS-only (withdraw | Hard roll back; poor application |
| A records) | errors; difficult tinme-bounded wi ndows |
e ——— T +
| Network ACL or | Compl ex rollback; timeouts instead of |
| routing | policy signals; weak netrics |
o e e e oo e m e e e e e e e e e e e e e e e e e ma o - +
| Happy Eyeballs | Inmplicit; may msattribute | Pv4 policy |
| alone [ RFC8305] | as | Pv6 brokenness |
- T +
| Site banner only | Applications and APIs do not see |
| | banners; no automatic IPv6 retry |
o e e e oo e m e e e e e e e e e e e e e e e e e ma o - +
| HTTP 566 + headers | Reversible at LB; structured retry; |
| (this docunent) | neasurable soft/hard fail |
- T +
Table 2

HTTP-| ayer signaling conplenments DNS and network changes, especially
when A records remain or when the client already connected over | Pv4.
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11.

12.

12.

Security Considerations

An attacker who can inject or nmodify HITP responses could attenpt to
i nfluence client connection behavior by adding Retry-CQver-1Pv6 or

rel ated header fields. |nplenentations SHOULD only honor these
fields on authenticated transport connections to the intended

aut hority.

M suse coul d cause clients to prefer I Pv6 paths that are slower,
unavail abl e, or subject to different policy than the original |Pv4
path. Operators SHOULD nonitor |Pv6 reachability before signaling
clients to retry over |Pv6.

Recovery headers and tokens are operational telenmetry, not
aut hentication. Deployments SHOULD rate-linmt and treat forged
recovery signals as untrusted hints.

The token carries no neaning to the client. An operator MAY
nonet hel ess generate tokens that the operator can validate when
processing | ogs, so that random or forged recovery reports can be

di scarded. For exanple, a deploynent might conbine a site identifier
(such as the authority’s domain nanme) with a random nonce and protect
the value with a keyed authenticator (such as an HVAC) using a secret
shared across the | oad-bal anced fleet. Such validation is for
operational filtering only; clients MJST NOT interpret token
structure, and token validation does not authenticate the client or
the recovery signal

566 responses that depend on the client-facing address famly SHOULD
use Cache-Control: private, no-store when appropriate to avoid cache
poi soni ng.

Thi s mechani sm does not by itself provide confidentiality or
integrity for retried requests. Any security properties depend on
the underlying transport and application protocol in use.

I ANA Consi derations
I ANA is requested to nmake the follow ng registrations.
1. HITP Status Code
In the "Hypertext Transfer Protocol (HTTP) Status Code Registry"

(https://wwv i ana. or g/ assi gnnent s/ htt p- st at us- codes/
(https://wwv i ana. or g/ assi gnnent s/ htt p-status-codes/)):
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f ool ooy e
| Value | Description | Reference |
B el oo ety
| 566 | I'Pv4 Unavail able | This docunment |
+------- I T il I I I +

Tabl e 3
12.2. HTTP Field Nanes
In the "Hypertext Transfer Protocol (HTTP) Field Nanme Registry"

(https://ww. iana. org/assi gnnents/http-fields/
(https://ww. iana. org/assignnents/http-fields/)):

[S emesfoms b esos s esoe s esos s ese s ess s es sy ey ey e
| Field Nane | Status | Struct | Reference |
[ e ey ey Ll —_——— o p—j—p———(——————r———
| Retry-Over-I|Pv6 | permanent | - | This docunent |
T S T I p—— . +
| I Pv4-Unavail abl e-Unti | | permanent | - | This document |
S R Fomm oo T +
| Retry-Over-1Pv6-Token | permanent | - | This docunent |
e I S ey . +
| Retry-Over-1Pv6-Recovery | permanent | - | This docunent |
T S T I p—— . +
Table 4

13. Exanpl es
This section is informative.
13.1. Dual - Stack Browser
A browser receives:
HTTP/ 1.1 566 | Pv4 Unavail abl e
Retry-Over-1Pv6: ?1
| Pv4- Unavai l abl e-Until: Sun, 07 Jun 2026 00: 00: 00 GMI
Content-Length: O

It closes the | Pv4 connection, retries over |Pv6, and conpletes the
page | oad without displaying an error page.

13.2. Legacy Browser with HTM. Body
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13.

14.

HTTP/ 1.1 566 | Pv4 Unavail abl e
Retry-After: 86400
Content - Type: text/htm ; charset=utf-8

<ht ml ><body><p>This site is not avail able on your current

I nternet connection. </ p><p>The Internet is nmoving to a newer protoco
generation called I Pv6. This service is not reachabl e over the ol der
generation (1Pv4) on your network. You probably cannot fix this

your sel f. </ p><p>Cont act your Internet provider or your organization s
I T hel p desk and say:

&quot ;| cannot reach this site --- it may require |Pv6, but nmy system
does not seemto work with |IPv6. &uot; Ask them

why I Pv6 is not working for you and whether they can enable it.</p>
<p>If this is a planned outage, service over the ol der connection may
resume after 7 June 2026, 00:00 UTC. </ p></body></htm >

3. Cross-Backend Recovery
Backend A (1 Pv4 path) returns:

HTTP/ 1.1 566 | Pv4 Unavail abl e
Retry-COver-1Pv6: ?1
Retry-Over-1Pv6- Token: "abcl123"
Content-Length: O

The client retries over |Pv6; backend B receives:

GET /index. htm HITP/ 1.1
Host: exanpl e. com
Retry-Over-1Pv6- Recovery: recovered; token="abcl23"

An edge | og pipeline joins both events on token=abc123.
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