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Abst r act

Thi s document introduces the utilization of EVPN Miulti-Chassis Link
Aggregati on Goup (MC-LAG technology to enhance network availability
and | oad bal ancing for various L3 services in EVPN

Requi renent s Language
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"OPTIONAL" in this document are to be interpreted as described in
BCP 14 [ RFC2119] [RFCB8174] when, and only when, they appear in all
capitals, as shown here.

Status of This Meno

This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups nmay also distribute

wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft documents valid for a maxi mum of six nonths
and nay be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."

This Internet-Draft will expire on 10 Novenber 2025.
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1. Introduction

Resilient L3VPN service to a CE requires nmultiple service PES to run
a Miulti-Chassis Link Aggregati on Group mechani sm which previously
required a proprietary ICL control plane |ink between them

This extension to [RFC9135] and to [ RFC9136] brings EVPN based MC-LAG
all-active multi-hom ng | oad-bal ancing to various services (L2 and
L3) delivered by EVPN. Although this solution is also applicable to
sone L2 service use cases, (exanmple Centralized Gateway) this
docunent focuses on the L3VPN [ RFC4364] use case to provide exanpl es.

EVPN ESI-LAG is conpletely transparent to a CE device, and provides
Iink and node | evel redundancy with | oad-bal anci ng using the existing
BGP control plane required by the L3 services.

For exanple, the L3VPN service can be MPLS, VXLAN or SRv6 based, and
does not require EVPN signaling to renote nei ghbors. The EVPN
signaling is limted to the redundant service PEs sharing a Ethernet
Segnent ldentifier (ESI). This is used to synchronize ARP/ ND
mul ti cast Join/Leave, and | GP routes replacing need for ICL |Iink.

+-- -+
| CE1|
oo -+

Figure 1: EVPN MC- LAG Topol ogy
Figure 1 shows a MC-LAG mul ti-hom ng topol ogy where PE1 and PE2 are

part of the same redundancy group providing nulti-homng to CEL via
interfaces |11 and 12. PEl, PE2 and PE3 are attached to the sane
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L3VPN thru the core (running [ RFC4364] and/or [RFC9136] procedures).
Interfaces 11 and |12 are Bundl e-Ethernet interfaces running LACP
protocol. The CE device can be a layer-2 or |ayer-3 device
connecting to the redundant PEs over a single LACP LAG port. 1In the
case of a layer-3 CE device, this docunent | ooks to solve the case of
an | GP adj acency between PEs and CE. Further study is needed to
support BGP PE to CE protocols. The core, shown as |IP or MPLS

enabl ed, provides w de range of L3 services. MCLAG nulti-hom ng
functionality is decoupled fromthose services in the core and it
focuses on providing multi-homng to CE

To deliver resilient |layer-3 services and provide traffic | oad-

bal anci ng towards the access, the two service PEs advertise |layer-3
reach-ability towards the | ayer-3 core and both be eligible to
receive traffic and forward towards the Access.

1.1. Problenms with unicast |oad-balancing fromcore to CE

The layer-2 hashing perforned by CE over its LAG port neans that its
possi ble for only one service PE to populate its ARP/ND cache. Take
for exanple PEl and PE2 fromFigure 1. |If CELlL ARP/ND response
happens to al ways hash over |1 towards PE1l, then PE2 ARP/ND table
remains enpty. Since unicast traffic fromrenote PEs can be received
by either service PE, traffic that reaches the service PE2 does not
find an ARP entry matching the host IP address and traffic is dropped
until its ARP/ND table is updated.

If the CEs hash inplenentation al ways cal cul ates the ARP/ ND response
towards PEl, the resolution on PE2 never succeeds and traffic |oad
bal anced to PE2 is permanently dropped.

The route sync solution is described in Section 2.5
1.2. Problems with multicast fromcore to CE

Li ke the uni cast behavi or above, multicast | GW/ M.D joi n nessages
fromCE to LAG link may al ways hash to a single PE

VWhen PI M runs on both redundant | ayer-3 PEs, both serving nulticast
for the same access segnent, PIM hello nessages [ RFC7761] issued by
11 (Figure 1) are not received by 12, and, vice versa; PIMhello
messages issued by 12 are not received by 11. This is due to the CE
not being able to switch traffic between the two nmenbers of the sane
LAG. Both PEs therefore beconme PIM Designhated Router (DR). The PIM
DR is responsible for tracking |local multicast |isteners and
forwarding traffic to those listeners. The PIMDR is also
responsi bl e for sending | ocal Join/Prune nessages towards the RP or
source. However, due to the CE hashing, a particular 1GW join for a
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given nulticast group is received by only one of the PEs. Only that
PE prograns the multicast route for the group and issues a PIMjoin
nmessage

The nulticast route sync solution is described in Section 2.6
1.3. Problems with | GP adj acenci es over the LAG port

A layer-3 CE device/router that connects to the redundant PEs may
establish an | GP adj acency on the bundle port. In this case, the
adj acency is fornmed to one of the PEs and | GP custonmer route(s) is
only present on that PE

This prevents the | oad-bal ancing benefits of redundant PEs from
supporting this use case, as only one PE is aware and advertising the
custoner routes to the core.

Cemmmmeem- +
| 1GP Adj
B S, + |
| | 1.1.1.1/24 |
| PE1  +----------- + |
I I |
I I |+
- + |
I
+ | [ S, +
RTS | L | | CEL +------ >H1
Sync | A +->+ |
v G| | I
| | +o-m - - - >R1
B S, + | F-- - - - +
| | | 1.1.1.2/2
| PE2  +----------- +
| | 1.1.1.1/24
I I
Fommm - - +

Figure 2: | GP Adjacency over LAG Port

Figure 2 provides an exanple of this use case, where CELl forns an | GP
adj acency with PEL1L (exanple: ISIS or OSPF), and advertises its Hl and
Rl routes into the IP-VRF of PEl. PEl nay then redistribute this IGP
route into the core as an L3 service. Any renote PEs are only aware

of the service from PELl, and cannot | oad bal ance through PE2 as well.

Further study is required to support the case of BGP PE to CE
prot ocol s.
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A solution to this is described in Section 2.7

1.4. Problenms with supporting nultiple subnets on same ES in all active
node

In the case where the L3 service is L3VPN such as [ RFC4364], it is
likely the CE device could be a layer-2 switch supporting multiple
subnets through the use of VLANs. In addition, each VLAN may be
associated with a different customer VRF.

When ARP/ ND routes are synchroni zed between the PEs for ARP proxy
support using RT-2, a simlar problemis encountered as described by
Section 1.1 of [I-D.ietf-bess-evpn-ac-aware-bundling]. The PE
receiving RT-2 is unable to determ ne which sub-interface the ARP/ND
entry is associated w th.

When | GW/ MLD routes are synchroni zed between the PEs using RT-7 and
RT-8, a simlar problemis encountered as described by Section 1.2 of
[1-D.ietf-bess-evpn-ac-aware-bundling]. The PE receiving RT-7 and
RT-8 is unable to determ ne which sub-interface the IGW join is
associ ated with.

Thi s docunent proposes to use the solution defined by Section 4 of
[1-D.ietf-bess-evpn-ac-aware-bundling] to solve both these cases.
Al route sync nessages (RT-2, RT-5, RT-7, RT-8) carry an Attachnent
Circuit ldentifier Extended Community to signal which sub-interface
the routes were | earnt on.
Thi s docunent focuses on configuration nodels over access-facing
interfaces with L3 sub-interfaces. Mdels with both L2 and L3 sub
interfaces on a interface are left for future study.

1.5. Acronyns
BD: Broadcast Domain
BE: Bundl e Ethernet
DF:  Desi gnated Forwarder
DR Milticast Designated Router
EC. BGP Extended Comunity
ES: Ethernet Segnment. When a custoner site (device or network) is

connected to one or nbre PEs via a set of Ethernet |inks, then
that set of links is referred to as an ' Ethernet Segnent’.
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ESI: Ethernet Segnment Identifier. A unique non-zero identifier that
identifies an Ethernet Segment is called an ' Ethernet Segnent
Identifier’.

ESI-LAG This refers to multi-hom ng scenario where peering PEs,
connected to same CE, are two, three or nore.

ETAG Ethernet Tag. An Ethernet tag identifies a particular
broadcast domain, e.g., a VLAN. An EVPN instance consists of one
or nore broadcast donmains.

EVI: An EVPN i nstance spanning the Provi der Edge (PE) devices
participating in that EVPN. It is used to assist a L3 VRF for
route synchronizati on.

GRT: dobal Routing Table

ICL: Inter Chassis Link

| GW: Internet G oup Managenent Protocol

IGP: Interior Gateway Protocol

I P-VRF: A VPN Routing and Forwarding table for IP routes on an PE
The I P routes could be popul ated by EVPN and | P- VPN address
famlies. An IP-VRF is also an instantiation of a layer 3 VPN in
an PE.

L3AA Al l-Active Redundancy Mdde for Layer 3 services. Wen all PEs
attached to an Ethernet segnent are allowed to forward known
unicast traffic to/fromthat Ethernet segnment for a given VLAN,
then the Ethernet segnent is defined to be operating in Al-Active
redundancy node.

MAC-VRF: A Virtual Routing and Forwarding table for Media Access
Control (MAC) addresses on a PEE A MAC-VRF is al so an
instantiation of an EVI in a PE

MC-LAG Ml ti-Chassis Link Aggregation G oup (MCLAG.

MLD: Multicast Listener Discovery.

PE:  Provider Edge.

PIM Protocol Independent Milticast.

RD: Route Distinguisher used in BGP.

MacKenzie, et al. Expi res 10 Novenber 2025 [ Page 7]



Internet-Draft

RP:

RT:

RT-

RT-

RT-

RT-

1.6.

EVPN L3MVH May 2025

Mul ti cast Rendezvous Poi nt.

Rout e- Targets used in BGP

2: EVPNroute type 2, i.e., MAC/IP advertisenent route, as
defined in [ RFC7432].

50 EVPNroute type 5, i.e., IP Prefix route, as defined in
Section 3 of [RFC9136].

7: EVPNroute type 7, i.e., Milticast Join Synch Route, as
defined in Section 9.2 of [RFC9251].

8: EVPNroute type 8, i.e., Milticast Leave Synch Route, as
defined in Section 9.3 of [RFC9251].

Requi renent s

The nul ti-homi ng solution MUST support Layer-3 access interface

The nmul ti-hom ng sol uti on MUST support Layer-3 access sub-

interface
The sol ution
The sol ution

The sol ution
services

The sol ution
The sol ution

The sol ution

2. Solution

MacKenzi e, et al.

MUST support unicast and multicast VPN services
SHOULD support |1 GP synchroni zati on

SHOULD support unicast and multicast global routing

MUST support all-active | oad-bal anci ng node
MAY support single-active | oad-bal anci ng node

MUST support port-active | oad-bal anci ng node

Expi res 10 Novenber 2025 [ Page 8]



Internet-Draft

PE( 1, 2)

CUST1- VRF (I P- VRF1)
CUST2- VRF (| P- VRF2)

SWL:

EVPN L3MVH

. 0.1/ 24)

. 0.1/ 24)

CUST1- Subnet1: 1.0.0.2/24 (VLAN 1)
CUST2- Subnet 1: 1.0.0.2/24 (VLAN 2)

CE1:

CUST1- Subnet2 1.0.1.2/24

Consi der the Figure 3 topol ogy,
i nterfaces are support ed.

MacKenzi e,

May 2025
I
I
+ I
I I
I I
I I
I I
I I
I I
I I
I I
I I
I I
+V----- +-V----+
| SW +-->HL( . 2)
| CUST2 | CUSTL |
N\ S F-Ne oo+
I I
I I
I I
I I
I I
+ I
I
I

Figure 3: ARP/ ND synchronization over different VRF(S)

et al.

where two AC aware bundling service

On first bundling interface BEl, PEl and
PE2 share a LAGinterface with switch 1 (SW) and have two separate

Expi res 10 Novenber 2025
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(but overl appi ng) custoner 1 and custoner 2 subnets. CUST1 Subnet 1
is resolving over sub-interface VLAN 1 (.1), and CUST2 Subnet 1 is
resol ving over sub-interface VLAN 2 (.2).

On second bundling interface BE2, both PEs share a LAGinterface with
Cust onmer Edge device 1 (CEl) and only a single Custoner (CUST1)
subnet on native VLAN.

Main interface BE1l on PEl and PE2 is shared by custoner 1 and 2, and
represented by ESI-1.

Main interface BE2 on PEL and PE2 is only used by custonmer 1, and
represented by ESI-2.

If we focus on CUST1, there are 2 cases visible.

Case 1: For CE1, if its ARP requests hash towards PE2, then PEl is
unaware of its presence. For PE2 to synchronize this information to
PE1, in addition to CE1l IP address (1.0.1.2) and MAC address (nil),
two additional unique identifiers are needed:

1. IP-VRF. CUST 1 VRF is represented by associated L3 route targets
(1 P-VRF RT(s))

2. Interface. BE2 Interface is represented by ESI-2

Case 2: For Host 1 (H1), if its ARP request hash towards PE2, then
PE1 is unaware of its presence. For PE2 to synchronize this

information to PE1l, then in addition to HL I P address (1.0.0.2) and
MAC address (nR2), three additional unique identifiers are required.

1. IP-VRF. CUST 1 VRF is represented by corresponding L3 route
target (IP-VRF RT(S))

2. Miin Interface. BEl Interface is represented by ESI-1

3. Sub-Interface. Subnet/VLAN 1 is represented by Attachnent
Circuit 1D 1.

2.1. Usage of L3VRF route target

The synchroni zation of information between peering PEs is done via
various EVPN route types. For instance, adjacencies in ARP/ND tables
are synchroni zed by | everaging EVPN route type-2. Wen dealing with
Layer-3 interface, basic principles described in [ RFC9136] are

| everage. By default, any routes used for synchronization are
advertised with I P-VRF route targets.
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Al ternatively, EVPN routes may be advertised with ES-inport route
targets along with EVI-RT EC equal to associated |P-VRF route target.
This allows BGP to distribute the route(s) to only the PEs attached
to the associated ESI, and also allows routes to be applied to the
respective | P-VRF(s) at receiving end.

In the exanple Figure 3, route synchronization from CUST1 has | P-VRF1
RT(s) and CUST2 has IP-VRF2 RT(s). As an optimzation, route
synchroni zati on uses ES-inport RT(s). On top of that, CUST1 has EVI-
RT BGP Extended Conmunity (EC) with | P-VRF1 RT(s), and CUST2 EVI-RT
BGP Ext ended Community (EC) has | P-VRF2 RT(s).

2.2. Usage of EVPN instance

[ RFC7432] eases the auto-generation of BGP constructs such as route-
di stinguisher and route targets per MAC-VRF, based on a uni que val ue
for the Broadcast Dommin that, in this docunment, we referred to as
EVI. Sinmlarly as in [RFC9136], the usage of EVI is not required
when dealing with L3VPN nulti-hom ng scenarios. The RD may be auto-
generated locally with a unique Id and associ ated RT(s) may be taken
fromthe |1 P-VRF

The synchroni zation over GRT is different. |In that specific
situation, an EVPN i nstance may be assigned to support non-VPN

| ayer-3 services. The assignment is only serving the purpose of
providing route targets as requested by [RFC7432]; where RT(s) are
mandat ory per EVPN route.

EVPN enhances the nmulti-honming |ayer 3 service with the foll ow ng
synchroni zati on routes:

* ARP / ND
* |Gw / M.D
* |P (for custoner subnets | earned from | GP adjacency)

2.3. Mapping for L3 Interface to ESI
The ESI represents the L3 LAG interface between PE and CEs. This ESI
is signaled using RT-4 with the ES-Inport Route Target as descri bed
in Section 8.1.1 of [RFC7432] so that the service PE peers can

di scover each other’s comopn ES.

In the exanple Figure 3, route-syncs frominterface BE1L have | P-VRF
RT(s) or ES-Inport RT and EVI-RT EC with ESI 1 as an optim zation.
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2.4. Mapping for L3 Sub-Interface to Attachment Circuit ID

The Attachment Circuit 1D represents the sub-interface subnet on the
L3 LAG interface between PE and CEs. The AC-ID is signal ed using RT-
2, RT-5, RT-7 and RT-8 by attaching Attachnent Crcuit | D Extended
community as described in Section 6.1 of
[1-D.ietf-bess-evpn-ac-aware-bundling].

In the exanple Figure 3, route-syncs fromsub-interface BEL. 1 (VLAN1)
have Attachment-Circuit-ID ECwith ID 1

2.5. Route sync for ARP/ND

Thi s docunent proposes solving the issue described in Section 1.1
using RT-2 I P/MAC route sync as described in Section 10 of [RFC7432]
with a nodification described bel ow

2.5.1. Local adjacency (ARP/ND) | earning

In EVPN or/and EVPN-IRB ([ RFC7432] or/and [ RFC9135]) where nulti -
hom ng is enabl ed through L2 access interfaces, peering PEs |earn

| ocal adj acenci es upon receiving ARP and/ or ND nmessages. Using EVPN
route type-2 (MAC/ I P), adjacencies are synchroni zed between peering
PE sharing conmon Ethernet Segnents. This allows for proper |ayer-2
forwardi ng chain establishnent based on configured | oad-bal anci ng
mode. Locally | earned MAC may al so be synchroni zed for some Layer-2
servi ces.

Simlarly with L3 interfaces, local ARP/ND |l earning triggers an EVPN
route type-2 synchroni zation to any peer PE. However, there is no
need for |ocal MAC | earning or synchronization since there is no

| ayer-2 service being offer. The MAC-only RT-2 route is NOT
advertised to peer PE and L2 forwardi ng chains should not be

pr ogr anmed.

Section 9.1 of [RFC7432] describes different nmechanisns to | earn
adj acency routes locally.

ARP/ ND route synchronization (refer as ARP/ND sync route in this
docunent), uses EVPN non-zero ESI EVPN type-2 (MAC/IP) routes to
exchange between peering PE all locally | earned adjacencies. Few
nore add-ons are needed to all ow proper behavior:

* An ARP/ND Sync route SHOULD carry the | P-VRF Route Target of
associ ated VRF
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* (Optionally, an ARP/ND Sync route MAY carry exactly one ES-Inport
Rout e Target extended comrunity, the one that corresponds to the
ES on which the ARP or ND was received. This is in replacenent of
the I P-VRF RT(s) nentioned previously. Mreover, if an ES-Inport
Rout e Target extended community is used instead of the | P-VRF
Route target, the ARP/ND Sync route MJUST also carry exactly one
EVI - RT extended community corresponding to the associated | P-VRF
on which the ARP or ND was received. See Section 9.5 of [RFC9251]
for details on how to construct the EVI-RT extended comunity.

* |In the case where PE supports AC aware bundling, it MJST al so
carry one Attachnment Circuit |ID Extended Community. The circuit
I D maps the sub-interface (or subnet) where this route was
received. For details on how to encode and construct this
Ext ended Community, see section 6.1 of
[1-D.ietf-bess-evpn-ac-aware-bundling].

2.5.2. Renpte ARP/ND | earning

When consuming a renote EVPN route type-2 synchronization route:

* BGP only inports |ayer-3 sync route(s) based on |IP-VRF Route-
targets or optionally when both ES-Inport and EVI-RT extended
communities match those locally configured

* The main interface is derived fromthe ES

* The VLAN/ sub-interface is derived fromthe AC-ID provided in the
Attachnent-Circuit-1D extended community

2.6. Route sync for |1 GwW/ M.D

Thi s docunent proposes solving the issue described in Section 1.2
using RT-7 and RT-8 route sync as described by [ RFC9251].

Local 1GW/ M.D join and | eave triggers a RT-7/8 route sync to peer
PE.

2.6.1. Local 1Gw/ M.D Join/Leave | earning
An | GP Join or Leave triggers a RT-7/8 route sync to any peer PE

Section 9.1 of [RFC7432] describes different mechanisnms to | earn
adj acency routes locally.

* As per unicast, nulticast routes SHOULD carry associ ated | P-VRF
route targets.
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2.

2.

2.

* Optionally, an Multicast Join or Leave Sync route MAY carry
exactly one ES-l1nport Route Target extended community, the one
that corresponds to the ES on which the |1 GWwW/ M.D Join or Leave was
recei ved.

* |t MAY also carry exactly one EVI-RT EC, the one that corresponds
to the associated VRF on which the I1GW Join or Leave was
received. See Section 9.5 of [RFC9251] for details on howto
encode and construct the EVI-RT EC

* |n case where the PE supports nultiple sub-interfaces within the
same Ethernet Segnent, the Milticast Sync routes MJST al so carry
one Attachment Circuit |1 D extended community. The circuit |ID maps
the sub-interface (or subnet) this route was received. For
details on how to encode and construct this Extended Comunity,
see section 6.1 of [I-D.ietf-bess-evpn-ac-aware-bundling].

6.2. Remote | GW/ M.D Joi n/ Leave | earning
When consuming a renote nulticast RT-7 or RT-8 sync route:

* A PEonly inports Milticast Sync routes received with either a
Route Target or an EVI-RT that nmatches one of the | ocal |P-VRF(s)
(assum ng the ES-inport Route Target matches the Route Target of
one of the local Ethernet Segnents).

* The layer-3 VRF is derived fromthe matching EVI.
* The main interface is derived fromthe ESI.

* The VLAN / sub-interface is derived fromthe ACID provided in the
Attachment-Circuit-1D extended community.

6.3. Upstream PI M Joi n/ Prune

Wth the 1GW join/leave sync routes, both the PEs have the

menber ship request froma multi-homed receiver. Both the PEs are DR
and send a PIMjoin/prune nmessage to the RP. Both the PEs are added
as leaf nodes in the nmulticast distribution tree. Hence, both the
PEs get traffic. The PE that is the DF for the nulticast flow wll
send the traffic on the Ethernet Segnment to the receiver. The NDF PE
will drop the traffic.

7. Custoner Subnet Route sync using Route type-5
Section 3 of [RFC9136] provides a nmechanismto synchronize | ayer-3

custoner subnets between the PEs in order to solve problem described
in Section 1. 3.
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Using Figure 2 as exanple, if PEL forms the | GP adjacency with CE, it
is the only PE with know edge of the customer subnet Rl. BGP on PEl
advertises Rl to renote PEs using L3-VPN signaling, either based on

[ RFC4364] | P-VPN routes or [RFC9136] EVPN I P Prefix routes.

Al 't hough PE2 has the same ES connection to the CE, and coul d provide
| oad balancing to renpte PEs, since it has not formed an | GP
adj acency with CE, it is not aware of the customer subnet RIL.

This is solved by PE1l signaling Rl to PE2 using a RT-5

synchroni zation route. PE2 can then advertise this custoner subnet
Rl towards the core as if it was locally |learned through I GP, and
provi de | oad-bal ancing fromthe renote PEs. There are two possible
options to achi eve synchronizati on:

1. ESI based approach.
2. | P Gateway based approach.
2.7.1. ESI based approach

The procedures di ffer depending on whether the core is running
[ RFC4364] 1 P-VPN or the [ RFC9136] EVPN | P- VRF-t o- | P- VRF nodel :

* |f the core is running [ RFC4364] |P-VPN, the PE receiving the Rl
IGP route fromthe CE advertises RL in a RT-5 with the ESI of the
Et hernet Segnment, and also in an IP-VPN route. Both routes carry
the I P-VRF Route Target(s). The peer PE attached to the sane
Et hernet Segment (PE2 in Figure 2) inports both routes for Rl, but
treats the non-zero ESI RT-5 as if it was a |local route associated
to the local Ethernet Segment. Therefore the RT-5 route is
sel ected over the IP-VPN route for Rl, and PE2 advertises a new
IP-VPN route for Rl so that the renote PEs in the |IP-VPN network
can |l oad balance Rl traffic to both, PE1l and PE2.

* |If the core is running [ RFC9136] EVPN (I P-VRF-to-I|P-VRF nodel),
the PE with the | GP adjacency (PEl) advertises RL in a RT-5 with
the correspondi ng ESI as before, and PE2 synchroni zes the route as
per section 4.2 of [I-D.ietf-bess-evpn-ip-aliasing]. The
advertisenent of the IP A-Droutes (for the ESI) from PEL and PE2
guarantees that the renote EVPN PEs | oad bal ance the Rl traffic to
both PEs attached to the Ethernet Segment (section 4 of
[1-D.ietf-bess-evpn-ip-aliasing]).
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2. | P Gateway based approach

The procedures is very sinilar depending on whether the core is
runni ng [ RFC4364] | P-VPN or the [RFC9136] EVPN | P-VRF-to-1P-VRF
nodel :

* |f the core is running [ RFC4364] |P-VPN, the PE receiving the Rl
IGP route fromthe CE advertises Rl in a RT-5 with the | P gateway
field equal to the Rl nexthop, and al so a correspondi ng | P-VPN
route. Both routes carry the |P-VRF Route Target(s). The peer PE
inmports both routes for RL where the RT-5 route is sel ected over
the IP-VPN route for RL. Due to the adjacency synchronization
done via EVPN RT-2, peer PE resolves Rl over the |IP gateway
pointing to the local interface. Peering PE advertises a new | P-
VPN route for RL so that the renmbte PEs in the I P-VPN network can
| oad balance Rl traffic to both, PEl and PE2.

* |If the core is running [ RFC9136] EVPN (I P-VRF-to-I|P-VRF nodel),
the mechani sm works exactly like before without the need to sel ect
EVPN RT-5 over IP-VPN route. Furthernore, there is no need to
generate | P-VPN route but only EVPN-RT5 for Rl so that the renote
PEs can | oad balance Rl traffic to both, PElL and PE2.

Mappi ng for VLAN to ETAG

[1-D.ietf-bess-evpn-ac-aware-bundling] proposes the use of an
Attachment Circuit | D Extended Community to carry specific VLAN
identification. To avoid the usage of EC, the Ethernet-tag field may
be used to signal VLAN sub-interface identification between service
PE peers in RT-2, RT-5, RT-7 and RT-8 as opposed to the Attachnent
Circuit Extended Conmunity.

Extensions to RT-2, RT-5, RT-7 and RT-8

Thi s docunent proposes extending the use case of Extended comunities
already defined in other drafts for the route types RT-2, RT-5, RT-7
and RT- 8.

* EVI-RT Extended Comunity as defined in Section 9.5 of [RFC9251].

* Attachnent Circuit | D Extended Community as defined in Section 6.1
of [I-D.ietf-bess-evpn-ac-aware-bundling].

Conver gence Consi derations

Left for future study.
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5.

8.

Overal | Advant ages

The use of EVPN ESI-LAG all active nulti-honmng brings the foll ow ng
benefits to L3 BGP services:

*

Open standards based per interface all-active redundancy mechani sm
that elimnates the need to run | CCP and LDP.

Agnostic of underlay technol ogy (MPLS, VXLAN, SRv6) and associ ated
services (L3, L3-VPN).

Repl aces | egacy MC-LAG | CCP- based sol ution, and offers foll ow ng
addi tional benefits:

- Fast convergence with mass-withdraw i s possible w th EVPN

- Avoid the need of a dedicated | CCP channel between peering PEs.
Requires signaling already defined in existing EVPN RFCs

[ RFC7432], [RFC9136], [RFC9251] and draft

[1-D.ietf-bess-evpn-ac-aware-bundling].

Renoves t he burden of having the need for ICL |ink and any
proprietary protocols.

Security Considerations

The sane Security Considerations described in [ RFC7432] are valid for
thi s docunent.

| ANA Consi der ati ons

There are no | ANA consi der ati ons.
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