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Abst ract

Bi di rectional Forwardi ng Detection (BFD) nechani sns can be used for
fast detection of failures in the forwarding path of SR Policy. This
docunent describes the encapsul ati on of BFD for SRv6 Policy. The BFD
packets may be encapsulated in Insert-node or Encaps-node.

Status of this Meno

This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft documents valid for a nmaxi num of six

mont hs and nmay be updated, replaced, or obsol eted by other docunents
at any tine. It is inappropriate to use Internet-Drafts as
reference material or to cite themother than as "work in progress."

This Internet-Draft will expire on Decenber 09, 2025.
Copyri ght Notice

Copyright (c) 2025 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Legal
Provisions Relating to | ETF Docunents
(https://trustee.ietf.org/license-info) in effect on the date of
publication of this docunment. Please review these docunents
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carefully, as they describe your rights and restrictions with
respect to this docunent. Code Components extracted fromthis
docunent nust include Revised BSD License text as described in
Section 4.e of the Trust Legal Provisions and are provided wi thout
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1. Introduction

Segnent Routing (SR) [ RFC8402] allows a headend node to steer a
packet flow al ong any path. Per-path states of |nternmedi ate nodes
are elimnated thanks to source routing. A Segnent Routing Policy
(SR Policy) [RFC9256] is an ordered list of segnments (i.e.,
instructions) that represent a source-routed policy. The packets
steered into an SR Policy carry an ordered |ist of segnents
associated with that SR Policy. The SRv6 Policy is the instantiation
of SR Policy for SR over IPv6 (SRv6) data pl ane.

In order to provide end-to-end protection, the headend node need to
rapidly detect any failures in the forwarding path of SR Policy, so
that it could switch fromthe active candidate path to another
backup candi date path within the same SR Policy or switch fromthe
active SR Policy to another backup SR Policy. Bidirectional

Forwar di ng Detection (BFD) mechani sms [ RFC5880] [ RFC7880] can be
used for fast failure detection of P2P SR Poli cy.

[ RFC8562] defines a nmethod of using BFD to nonitor and detect
uni cast failures between a sender and nultipoint receivers, which
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can be used for fast failure detection of P2MP SRv6 Policy [I-
D.ietf-pimsr-p2nmp-policy].

As specified in [I-D.draft-ietf-spring-bfd], the basic el enent
monitored by the BFD is a segnent list that is a constituent of the
candi date path of the particular SR Policy.

An SR Policy may consist of multiple candi date paths, and each
candi date path may consist of nultiple segnent lists. Wen the
associ ated BFD session is failed, a segnent list becones invalid. If

sonme of the segnment lists fail, the forwarding will be wei ghted
| oad- bal anci ng anong the other segment lists. If all of the segnent
lists fail, the candidate path becones invalid. If the active

candi date path fails, the swi tchover to another backup candi date
path will be triggered. If all the candidate paths fail, the SR
Pol i cy becomes invalid.

Thi s docunent describes the encapsul ati on of BFD [ RFC5880] [ RFC7880]
for P2P SRv6 Policy. BFD Denmand Mode, BFD Echo Function, and P2MP
SRv6 Policy [ RFC8562] are outside the scope of this docunent.

1.1. Requirenents Language

The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMMVENDED', "MAY", and
"OPTIONAL" in this document are to be interpreted as described in
BCP 14 [ RFC2119] [RFCB8174] when, and only when, they appear in all
capitals, as shown here

2. Encapsul ation of BFD Packet for SRv6 Policy

On SRv6 data pl ane, a BFD packet for a segnment list of an SRv6
Policy carries a Segment Routing Header (SRH) [RFC8754] containing a
list of SRv6 SIDs associated with that segnent |ist.

BFD packets may be encapsulated in Insert-node or Encaps-node. In
Insert-nmode, an SRH is inserted after the | Pv6 header of the BFD
packet. I n Encaps-node, the BFD packet is encapsulated in an outer
| Pv6 header with an SRH

The nam ng of these two npdes cones from SRv6 Policy headend
behaviors, H lnsert [I-D.filsfils-spring-srv6-net-pgminsertion] and
H. Encaps [ RFC8986]. The encapsul ati on of BFD packets for an SRv6
Policy can be viewed as if the headend steers it into the SRv6
Pol i cy.
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| nsert - Mode:

Figure 1: Encapsul ation of BFD Packet for SRv6 Policy

As illustrated in the figure, the encapsul ation of BFD packets for
SRv6 Policy can be achieved t hrough two nodes:

0 Insert-node: This node ninimzes BFD encapsul ati on over head by

inserting an SRH into the existing |Pv6 header to encapsul ate the
forwarding path information of the segnent list in the SRv6
Pol i cy. The checksum nust be conputed and filled using the fina
destination address, and the SRH nust remain until the packet
reaches the tail node of the SRv6 Policy. This requires the tail-
end node to efficiently identify the BFD packet once the SRH
header is renoved

0 Encaps-node: In this node, a conplete BFD packet with its own IP

header is first encapsul ated, and then an outer SRH and | Pv6
header are added. This preserves the integrity of the origina
BFD packet. The processing of the outer |IPv6 header and extension
headers does not affect the inner BFD packet. For |Pv6 BFD
encapsul ated in Encaps-node, there are no special requirenents
for the tail-end node, making it suitable for comron application
scenari os such as BFD detection for VPN traffic and applicable in
Bi nding SI D scenarios. For |Pv4 BFD encapsul ated i n Encaps- node,
it is suitable for scenarios where the SRv6 Policys endpoint is
an | Pv4 address.

How to setup sessions for the segnent lists associated with an SRv6
Policy is out of the scope of this docunent.
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2.1. Insert-NMde

In Insert-node, the encapsul ation format of BFD control packet is as
fol | ows:

| I Pv6 Header
Source | P Address = Headend | Pv6 Address
Destination | P Address = Segnent List[SL]
Next - Header = SRH

| SRH |
. Segment List[0] = Tail-end | Pv6 Address, or .
Last Segnent of SRv6 Policy Segnent List
Segnent List[1]
Segnent List[ 2]

.N.e;<t-Header = UDP

| BFD Control Packet |

Figure 2: Fornmat of Control Packet in Insert-NMde

In the SRH, the first element of the segment |ist (Segnment List[O0])
contains the SRv6 SID or | Pv6 address of the tail-end node.

If the last segnent of the SRv6 Policy segnent |ist does not bel ong
to the tail-end node, an | Pv6 address of tail-end should be added as
Segnment List[0], while Segnment List[1l] contains the | ast segnment of
the SRv6 Policy segnent |ist. The typical scenarios are as follows:

o The | ast segnent of the SRv6 Policy segment |ist may be an End. X

SID of the penultimate hop. If it is used as Segment List[0], the
final destination for the BFD packet is m ssing.
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0 The | ast segnent of the SRv6 Policy segnment |ist may be a Binding
SID, for exanple, the application of SRv6 Policy for L3VPN
service across multiple domains. If it is used as segnent
list[0], according to [ RFC8986], the node which instantiates the
BSID will not performthe encapsul ati on behavi or of the
associ ated SRv6 Policy, but stop processing the SRH and proceed
to process the next header in the packet.

El se, the additional tail-end | Pv6 address is not necessary, and it
can be onmitted in order to reduce the SRH si ze.

2. 2. Encaps- Mobde

I n Encaps-node, the encapsul ation format of BFD control packet is as
fol | ows:
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| I'Pv6 Header
Source | P Address = Headend | Pv6 Address
Destination | P Address = Segnent List[SL]
Next - Header = SRH

| SRH I
. Segment List[O0] = Tail-end | Pv6 Address, or .
Last Segnent of SRv6 Policy Segnent List
Segnent List[1]
Segnent List[ 2]

Next - Header = | Pv6

| | Pv6 Header
Source | P Address = Headend | Pv6 Address
Destination |IP Address = Tail-end | Pv6 Address
Next - Header = UDP

| BFD Control Packet |

Figure 3. Format of Control Packet in Encaps-Mde(lPv6 BFD
Encapsul ated in Inner)

In the SRH, the first elenment of the segment |ist (Segment List[O0])
contains the SRv6 SID or | Pv6 address of the tail-end node.

If the last segnent of the SRv6 Policy segnent |ist does not bel ong
to the tail-end node and its function does not include decapsul ation
of the outer |IPv6 header, an |Pv6 address of tail-end should be
added as Segnent List[O0], while Segnent List[1] contains the |ast
segnent of the SRv6 Policy segnent |ist. The typical scenarios are
as foll ows:
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o0 The | ast segnent of the SRv6 Policy may be an End. X SID of the

penultimate hop. If it is used as Segment List[0], the
penultimate hop needs to renove the outer |1 Pv6 header with al
SRH, and forwards the inner |1Pv6 packet to reflector. If the |ast
segnent is with Utimte Segnment Decapsul ation (USD) flavor, the
penul ti mate SR endpoi nt node w ||l perform such decapsul ati on as
defined in [ RFC8986]. Otherwi se, how to process the packet when
the upper-layer header type is IPv6, is not clearly defined in

[ RFC8986]. It depends on inplenentation, and may not work well
for BFD.

o0 The | ast segnent of the SRv6 Policy may be a Binding SID, which

is the same with the Binding SID case in section 2.1

El se, the additional tail-end | Pv6 address is not necessary, and it
can be onitted in order to reduce the SRH size
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| I'Pv6 Header
Source | P Address = Headend | Pv6 Address
Destination | P Address = Segnent List[SL]
Next - Header = SRH

| SRH I
. Segment List[O0] = Tail-end | Pv6 Address, or .
Last Segnent of SRv6 Policy Segnent List
Segnent List[1]
Segnent List[ 2]

ﬁbkt-kbader = | pv4
| I'pv4d Header
Source | P Address = Headend | pv4 Address

Destination | P Address = Tail-end | pv4 Address
Next - Header = UDP

| BFD Control Packet |

Figure 4: Format of Control Packet in Encaps-Mde(lPv4 BFD
Encapsul ated in | nner)

In the inner header, the destination address should be filled based
on the follow ng scenari os:

o For I Pv6 BFD encapsul ated in Encaps-node, the | Pv6 Destination IP

Address of the inner header nust be an | Pv6 address of tail-end
node.

o0 For | Pv4 BFD encapsul ated in Encaps-node, the | Pv4 Destination IP
Address of the inner header nmust be an | Pv4 address of tail-end
node.

3. Choice of Headend and Tail -end | Pv6 Addresses

When traffics are steered into an SRv6 Policy, the headend
encapsul ates the received packets in an outer |Pv6 header along with
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an SRH. The Source Address of the outer |Pv6 header is an | Pv6
Address of the headend itself which can be routed. It may be a loca
interface address of the headend used for all SRv6 Policies. O,
different source addresses may be all ocated per SRv6 Policy by |oca
configuration.

For the BFD control packet, it is RECOWENDED to use the headend
| Pv6 address associated with the SRv6 Policy as the Source Address
of (outer) IPv6 header

An SRv6 Policy is identified through the tuple <headend, col or,
endpoi nt >. The endpoi nt indicates the destination of the policy, and
is usually specified as an | Pv6 address of the tail-end node.

For the BFD control packet, the headend is RECOVWENDED to choose the
endpoint of the SRv6 Policy to be the tail-end | Pv6 address which
appears in Segnent List[0] of SRH or DA of inner |Pv6 header,

wi t hout additional know edge of the tail-end. In the cases where the
endpoi nt of SRv6 Policy is the unspecified address (:: for |1Pv6),
the tail-end | Pv6 Address SHOULD be specified by |ocal configuration
or network controller

4. Checksumin UDP Header

The conput ation of Checksumin UDP header includes the Destination
Address of |Pv6 header.

In the encapsul ation of Insert-nbpde, the | Pv6 DA may change al ong
the SRv6 forwardi ng path. When conputing the UDP Checksum the
headend shoul d use Segnent List[0] in the SRH as the IPv6 DA It is
consistent with the packet received by the final destination, the
tail-end node. So, when the final destination processes the UDP
header, the verification of Checksumw || be passed.

In the encapsul ati on of Encaps-nobde, the conputation of UDP Checksum
only involves the inner |Pv6 header, which does not change en route.
No additional action needs to be taken

5. Control of Adding Tail-end | Pv6 Address in SRH

In order to make sure the BFD control packet reaches the tail-end,
an inplenmentation MIUST add a tail-end | Pv6 address as Segnent
List[O] in the SRH when it is necessary. Oherw se, it MAY be
omtted to reduce the SRH size

Si nce the headend may not be able to nmake such a judgnent, it is
RECOMVENDED t hat an i npl ementation al ways adds a tail-end | Pv6
address as Segnent List[0O] in the SRH of the BFD control packet.
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6. Exanpl e
In the foll owi ng network, the headend A installs an SRv6 Policy to
tail-end Dwith one segnent list <SID-Al, SID-Bl1, SID Cl> SID Al,

SID-B1, and SID-Cl1 are all SRv6 End. X SIDs. Assune that A uses S-BFD
to nonitor that SRv6 Policy.

Figure 5: exanpl e network

The S-BFD control packet in Insert-nmode is shown in Figure 5.

B el 1} B el 1}
| I'Pv6 Header | | I'Pv6 Header |
I i T + I i T +
| SA=A's Addr | | SA=A's Addr |
| DA=SI DBl | | DA=D's Addr |
[ oo e [ oo e
| SRH | | SRH |
I e I T + I e I T +

SL=2 SL=0

Seg[ 0] =D s Addr Seg[ 0] =D s Addr

Seg[ 2] =S|I D- B1 Seg[ 2] =SI D- B1

| | | |
| Seg[1]=SID-CL | | Seg[1]=SID-CL |
I I I I
| Seg[3]=SID-AL | | Seg[3]=SID-AL |

+o————————————————+4 +o————————————————+4
| UDP Header | | UDP Header |
R ety o R ety o
| BFD Control Pkt | | BFD Control Pkt |
[ oo e [ oo e
Amemmmeaaaa o - S >C-mmmmmm - >D

n I nsert-Mde

Figure 6: Exanple of S-BFD Control Packet

The S-BFD control packet in Encaps-node is shown in Figure 6.
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[ oo e [ oo e
| I'Pv6 Header | | I'Pv6 Header |
I e I T + I e I T +
| SA=A"s Addr | | SA=A"s Addr |
| DA=SI DBl | | DA=D's Addr |
[ oo oo e [ oo oo e
| SRH | | SRH |
I I I + I I I +

SL=2 SL=0

Seg[ 0] =D' s Addr Seg[ 0] =D' s Addr

Seg[ 2] =SI D- B1 Seg[ 2] =SI D- B1

| | | |
| Seg[1]=SID-Cl | | Seg[1]=SID-Cl |
I I I I
| Seg[3]=SID-Al | | Seg[3]=SID-Al |

B el 1} B el 1}
| I'Pv6 Header | | I'Pv6 Header |
I i T + I i T +
| SA=A's Addr | | SA=A's Addr |
| DA=D s Addr | | DA=D s Addr |
[ oo e [ oo e
| UDP Header | | UDP Header |
+o————————————————+4 +o————————————————+4
| BFD Control Pkt | | BFD Control Pkt |
R ety o R ety o
Acmmmemeaao s SB-c--cmomae- >Ccm-mmm-- >D

Figure 7: Exanple of S-BFD Control Packet in Encaps-Mde

7. Security Considerations
There are no additional security risks. Security considerations
di scussed in [ RFC5880], [RFC5884], [RFC8562],[RFC8563], [RFC7726],
[ RFC8029], and [ RFC9256] apply to this docunent.

8. | ANA Consi derations
Thi s docunent has no | ANA acti ons.
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