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Abst ract

Large Language Mddel s (LLMs) depl oynents are becom ng increasingly
wi despread, with inference services being the nost conmon
application. This draft will discuss nulticast use cases for

i nference cloud services.
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1. Introduction

Wth the rapid devel opnment of Al and the w despread application of

| arge | anguage nodels (LLMs), inference services are the nost
frequently used services. Different users may use different LLMs,
and the sanme user may use nultiple LLMs simultaneously for inference
to obtain the optimal solution. Al inference cloud providers can
provide | arge-scale real-tinme inference, fine-tuning, and nodel
optinization services on GPU cloud platforms. However, the GPU
infrastructure of Al inference cloud providers may cover nultiple
cloud platfornms and regions, facing significant challenges in

depl oynent and application, including highly concurrent nodel | oading
and severe cold start | atency.

This draft will discuss nmulticast use cases for inference cloud
servi ces.

1.1. Requirenents Language
The key words "MJST", "MJST NOT", "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "MAY", and "OPTIONAL" in this

docunent are to be interpreted as described in [ RFC2119].

2. LLM Synchroni zati on
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Hi ghly concurrent nodel |oading refers to the peak | oad and
concurrency chal l enge of simnultaneously downl oading the sane popul ar

| arge nodel across dozens of GPU cloud platforns. A single

depl oynent of a nodel may involve 10 to 100+ copies, each requiring a
compl ete copy of the nodel file. Hundreds of GPU servers

si mul t aneously downl oadi ng the sanme nodel (each ranging from70GB to
1TB in size) within a single cluster generates enornous bandw dth
demands and creates |/O bottl enecks.

Severe cold start latency refers to the high delay in initial node
depl oynent caused by sl ow downl oad speeds. Replica startup time is
limted by inbound network bandw dth, which varies significantly
bet ween di fferent cloud providers and is typically nmuch | ower than
the cluster’s internal bandwidth. This significantly inpacts the
downl oad efficiency of large nodels in practical applications.

Hi ghly concurrent nodel downl oading are typical multicast
applications. Such multicast applications have the foll ow ng
characteristics:

* Large data volume: Due to the large size of the nodels, typically

a single nodel can reach 70GB to 1TB, placing extrenely high
demands on network bandw dt h.
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* Transm ssion time: Due to cold start latency requirenents, data
transm ssi on needs to be conpleted as quickly as possi bl e.
Transm ssion times exceeding tens of mnutes will significantly
i mpact user experience; therefore, the shorter the tine, the
better.

Theref ore, when applying nulticast technology to this scenario, it is
necessary to consider ensuring high bandwi dth and | ow | at ency.

3. Milticast technol ogi es applying

Consi dering the need to conserve network bandw dth, ingress interface
replication technology is not suitable for this scenario. PIMSM SR
P2MP or BI ER technol ogi es shoul d be consi dered instead.

Prot ocol | ndependent Miulticast - Sparse Mdde (PIMSM [RFC7761] is a
traditional nulticast technology. It is widely used in scenarios
where the receivers are relatively fixed, such as | PTV systens. Wen
the network topology of the multicast tree changes, a new nulticast
tree needs to be established for each multicast streamvia Pl M SM
signaling after the BGP/I GP protocol converges. The convergence tinme
of the multicast tree is nmuch longer than that of the | GP protocol

SR- P2MP (Segnment Routing Replication for Miltipoint Service Delivery)
[1-D.ietf-pimsr-p2nmp-policy] is a relatively new tunneling
technol ogy that uses SR MPLS/ SRv6 (Segment Routing over |Pv6)
tunneling technology for multicast traffic transmssion. It requires
the routing nodule of the controller or ingress node to cal cul ate and
determine the path of the nmulticast traffic. Then, the controller or
i ngress node issues a SID (Segnent Identifier) for nulticast
operations to the replication point (i.e., the rmulticast replication
point) in the network. Wen multicast traffic enters the tunnel, it
is replicated and forwarded at the replication point according to the
mul ticast operation SID. Wen the network topol ogy changes, the
controller or ingress node needs to recal cul ate and deternine the
replication point and issue the nmulticast operation SID to the
changed replication point, so that subsequent nulticast traffic wll
be forwarded through the new path.

BIER (Bit-Indexed Explicit Replication) [RFC8279] is an architecture
that provides optimal multicast forwarding through a "multicast

domai n", without requiring internediate routers to maintain any per-
flow state or to engage in an explicit tree-building protocol. BIER
is nore flexible than PIM SM and SR P2MP. When link failures or

ot her issues occur on the multicast forwarding path, BIER can
converge along with I GP convergence, a speed far exceeding that of

PI M SM and SR P2MP.
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6.

6.

When consi dering applying multicast technol ogy to | arge nodel
synchroni zati on scenarios, if the nodel is synchronized to the same
destination GPU clouds each tine, a nmulticast tree can be pre-
established, or the SR replication path can be cal cul ated using the
controller, and PIMSMor SR P2MP technol ogi es can be used for nodel

copyi ng.

If the destination GPU cl ouds for each nodel synchronization is
different, pre-establishing a nulticast tree or nulticast path each
time using PI MSM SR P2MWP technol ogi es may be inefficient because
mul ticast tree establishnent takes tinme. |In this case, using BlIER
technology is a better choice.

| ANA Consi derations
There are no | ANA consideration introduced by this draft.
Security Considerations
There are no security issues introduced by this draft.
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