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Abstract

Thi s docunent specifies SRv6 (Segnment Routing over |Pv6) extensions
for multicast delivery of RDVA (Renpte Direct Menory Access) Reliable
Connection (RC) traffic. It defines a new SRv6 endpoi nt behavi or,
End. M, that performs per-receiver RDMA Base Transport Header (BTH)
modi fi cati ons at edge nodes of the multicast tree. 1t also specifies
procedures for hop-by-hop aggregati on of RDVA ACK, NACK, and CNP
response nessages along the reverse path. Together, these extensions
al | ow RDVA RC endpoints to comuni cate using standard point-to-point
Queue Pair (QP) semantics while the network distributes data packets
over an IP nulticast tree. Target deploynment scenarios include
multi-replica distributed storage wites, HPC collective

communi cations, Al training paraneter distribution, and | arge-scale

i nference KV cache distribution.

Status of This Meno

Li,

This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups nmay also distribute

wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft documents valid for a maxi mum of six nonths
and nay be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."

This Internet-Draft will expire on 1 Septenber 2026.
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I nt roducti on

Large-scal e distributed conputing depl oyments, including data center
i nterconnection, distributed Al training and inference, and national -
scal e computing networks, rely on high-throughput data transport.
RDVA (Renote Direct Menory Access) provides kernel -bypass data
transfer with | ow CPU overhead on both sending and receiving hosts.
RDVA one-si ded operations, where receive buffers are pre-registered
at the receiver’s Network Interface Card (NIC), further reduce CPU

i nvol venent at the receiving end.

Many distributed applications exhibit one-to-many traffic patterns,
including multi-replica storage wites, HPC collective comunications
(broadcast, scatter), Al training paraneter distribution, and KV
cache distribution in inference pipelines. |P nmulticast delivery of
such traffic can reduce total network bandw dth consunption conpared
to per-receiver unicast replication at the source.

The RDMA Rel i abl e Connection (RC) transport node is the nbst widely
adopt ed RDMA node because it supports the conplete set of RDVA
operations: Read, Wite, and Atom c. However, each RC Queue Pair
(QP) is a point-to-point association between exactly one sending QP
and one receiving QP. RC packets carry per-connection identifiers in
the Base Transport Header (BTH), specifically the Destination Queue
Pair Number (QPN) and Packet Sequence Number (PSN). These per-
connection fields prevent direct application of IP multicast
replication to RC traffic because each receiver requires its own QPN
and i ndependently tracks PSN st ate.

Exi sting application-layer approaches in distributed frameworks (M
NCCL, Spark) address this limtation in tw ways: by opening separate
RC QP connections to each receiver, which results in source bandw dth
consunption proportional to the nunber of receivers, or by
constructing application-layer relay trees (tree or ring topol ogies),
whi ch introduce per-hop host-stack traversal |atency and additiona
menory copy overhead at relay nodes.

Thi s docunent specifies SRv6 extensions that bridge the gap between
RDVA RC point-to-point semantics and I P nmulticast one-to-nmany
delivery. Edge nodes of the nulticast tree execute a new SRv6
endpoi nt behavior (End.MI) that rewites per-receiver RDVA BTH fi el ds
in replicated packet copies. Internediate and edge nodes aggregate
reverse-path RDMA response nmessages (ACK, NACK, CNP) before they
reach the source. RDMA RC endpoints are not required to inplenent
any nul ticast-specific extensions.
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1.1

1.2
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Rel ati onship to G her Wrk

The Segment Routing Replication segnent defined in [ RFC9524] provides
a general - purpose SRv6 packet replication behavior (End.Replicate).
The End. Ml behavi or specified in this docunent is conplenentary: it
performs RDMVA-specific BTH header nodifications in addition to packet
replication at edge nodes. Transit nodes in the nulticast tree MAY
use End. Replicate or any other IP multicast forwarding mechani smfor
tree-interior replication.

Fast Congestion Notification Packet (Fast CNP) nechani sns for RoCEv2
net wor ks, such as those described in

[1-D. xiao-rtgwg-rocev2-fast-cnp], define switch-originated CNPs sent
directly to the sender on a point-to-point basis. The reverse-path
CNP aggregation specified in this docunent operates on the nulticast
tree topol ogy and is independent of, and conpatible with, Fast CNP on
i ndi vi dual [inks.

RoCEv2- based col | ective conmuni cati on of fl oadi ng, as described in
[1-D. liu-nfsv4-rocev2], inplenents in-network aggregation functions
for collective operations. This docunent differs in scope: it
addresses one-to-nmany data distribution (nmulticast) rather than many-
to-one aggregation (reduce), and it does not require RDVA connections
bet ween hosts and switches.

Requi renment s Language

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMVENDED', "NOT RECOMMVENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in BCP
14 [RFC2119] [RFCB174] when, and only when, they appear in all
capitals, as shown here.

Ter mi nol ogy

Thi s docunent uses the following terns. Fanmiliarity with SRv6
term nol ogy from [ RFC8402], [RFC8754], and [RFC8986] is assuned.

RDMA:  Renote Direct Menory Access, as specified in the InfiniBand
Architecture [ ROCEV2].

RoCEv2: RDMA over Converged Ethernet version 2, an RDVA transport
encapsul ated in UDP/ I Pv6 (or UDP/I Pv4).

RC. Reliabl e Connection, an RDVA transport node providing
connection-oriented reliable delivery.

Q. Queue Pair, the RDVA conmuni cation endpoint consisting of a Send
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Queue (SQ and a Receive Queue (RQ.
@QPN.  Queue Pair Number, a 24-bit identifier for a QP.

BTH. Base Transport Header, the RDVA transport header containing the
opcode, Destination QPN, PSN, and other fields.

AETH: ACK Extended Transport Header, an RDMA header carrying
acknow edgment i nformation.

PSN. Packet Sequence Nunmber, a 24-bit sequence nunber used for
ordering and acknow edgnent in RDVA reliable transport.

ACK:  Acknow edgnent, an RDMA response confirm ng successful
reception.

NACK: Negative Acknow edgnent, an RDMA response requesting
retransm ssion.

CNP: Congestion Notification Packet, used in the RoCEv2 ECN based
congestion control nechani sm

SRv6: Segnent Routing over |Pv6 [ RFC8402].
SRH: Segnment Routing Header [RFC8754].
SID:  Segnent ldentifier, a 128-bit | Pv6 address in SRv6.

End. MT: A new SRv6 endpoi nt behavior defined in this docunent for
RDVA nul ticast header transformation at edge nodes.

Desi gnated QPN: A QPN val ue agreed upon by all rmulticast group
participants during group setup, used as the Destination QPN in
data packets traversing the nmulticast tree.

Proxy Address: An |IPv6 address used as the comon destination by the

source and all receivers to represent the nulticast group at the
RDVA | ayer .

Applicability

The extensions specified in this docunent apply to networks that neet
all of the follow ng conditions:

1. RDMA transport uses RoCEv2 in Reliable Connection (RC) node over
| Pv6.

et al. Expires 1 Septenber 2026 [ Page 5]
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2. The network underlay supports SRv6 as defined in [ RFC8754] and
[ RFC8986] .

3. IP multicast forwarding is available in the underlay between the
source and the edge nodes, using any conbination of PIM static
mul ti cast routing, or SRv6 Replication segnents [ RFC9524].

4. Edge nodes are capabl e of maintaining per-receiver RDVA
connection state and perform ng BTH field nodification at |ine
rate.

These extensions do not nodi fy RDVA endpoi nt behavior. Hosts run
unnodi fi ed RoOCEv2 protocol stacks and establish standard RC QP
connections. Al multicast-rel ated packet transformati ons occur
wi thin the network.

4. Architecture
4.1. Network Roles
Thi s specification defines the follow ng network rol es:

Mul ticast Source (S): The RDMA sending host. S establishes a
standard RDVA RC QP to the Proxy Address using the Designated QPN
S obtains the unicast | Pv6 addresses and QPNs of all receivers via
a control plane (the control plane protocol is out of scope).

Mul ticast Receivers (Rl..Rn): RDMVA receiving hosts. Each Ri
establishes a standard RDVMA RC QP to the Proxy Address using its
own | ocally assigned QPN

Edge Nodes: SRv6-capabl e network nodes adjacent to receivers (e.g.,
N1-N3 in Figure 1). Edge nodes instantiate the End. M SID and
perform (a) RDVA BTH Destination QPN replacenent, (b) |IPv6
Destination Address replacenent, (c) |CRC reconputation, and (d)
reverse-path ACK/ NACK/ CNP aggr egati on

Transit Nodes: Intermnediate forwarding nodes in the nulticast tree
(e.g., NMA-N6 in Figure 1). Transit nodes replicate and forward
packets using IP nulticast procedures and participate in reverse-
pat h response aggregation

4.2. Reference Topol ogy

Li, et al. Expires 1 Septenber 2026 [ Page 6]
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5.

5.

5.

S1
I
N6 (transit)
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[\ | [\

R1 R RBR4 R5
Figure 1: Reference Network Topol ogy

In Figure 1, S1 is the multicast source. Rl through R5 are nulticast
receivers. Nl1, N2, and N3 are edge nodes executing the End. Ml
behavior. N4, N5, and N6 are transit nodes performng |IP multicast
replication.

Dat a Pl ane Specification
1. Milticast Goup Setup

Prior to data transm ssion, a nulticast group MJST be established as
fol |l ows:

1. Al participants (source S1 and receivers Rl..Rn) MJST each
create an RDMA RC QP directed at the Proxy Address. Al QPs MJST
use the Designated QPN as the renote (destination) QPN

2. The source S1 MJST obtain the unicast |Pv6 address and the actual
| ocal QPN of each receiver Ri via the control plane. The control
pl ane protocol and its signaling procedures are outside the scope
of this docunent.

3. Each edge node MUST be configured to receive IP nulticast traffic
addressed to the Proxy Address.

4. S1 MJST encode each edge node’s associ ated receiver information
(uni cast | Pv6 addresses and QPNs) into End. MI TLVsS within the SRH
of data packets, as specified in Section 7.2.

2. Downstream Data Forwardi ng

The source-to-receiver data path operates as foll ows:

Li, et al. Expires 1 Septenber 2026 [ Page 7]
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1. S1 constructs RDMA RC data packets with the | Pv6 Destination
Address set to the Proxy Address and the BTH Destinati on QPN set
to the Designated QPN. Sl encapsul ates the packets in an outer
| Pv6 header with an SRH containing the End. Ml SID(s) and
associ ated TLVs.

2. Transit nodes forward the traffic according to their IP multicast
forwarding tables, performng tree replication as needed.

3. Wen a packet arrives at an edge node whose | ocal End. MI SID
mat ches the | Pv6 Destination Address, the edge node MJST execute
the End. M behavi or (Section 6):

a. Parse the End. Ml TLV fromthe SRH to obtain the list of
downstream recei vers (unicast addresses and QPNs)

b. Create one copy of the inner packet for each downstream
receiver.

c. In each copy, replace the I Pv6 Destination Address with the
receiver’s uni cast address.

d. In each copy, replace the BTH Destination QPN with the
receiver’'s actual QPN

e. Recompute the Invariant CRC (1 CRC) and any ot her affected
checksuns.

f. Forward each nodified copy toward its destination

4. Each receiver R receives a standard RDMA RC uni cast packet
addressed to its own | Pv6 address and QPN. No mnulticast-specific
behavior is required at R .

Rever se- Path Response Processi ng

Recei vers generate three types of response nessages toward the
source: ACK (acknow edgment of successful reception), NACK (request
for retransm ssion), and CNP (congestion notification). These
responses MJST be aggregated hop-by-hop at internedi ate nodes before
reachi ng the source, so that the source’s retransnission and rate
control logic operates correctly without nmulticast-specific

nmodi fi cati ons.

et al. Expires 1 Septenber 2026 [ Page 8]
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5. 3.

5. 3.

1. ACK Aggregation

The source MIST receive an AckPSN val ue satisfying the foll ow ng
invariant: for every receiver R and every packet with PSN | ess than
or equal to AckPSN, Ri has confirmed successful reception

Each internedi ate node (edge or transit) MJST maintain a record of
the nmost recent AckPSN reported by each downstream branch. When an
ACK is received froma downstream branch, the node MJST update the
stored AckPSN for that branch. The node MJUST forward an ACK upstream
carrying an AckPSN equal to the m ni mum of all downstream branches
stored AckPSN values. The node adjacent to the source (N6 in

Figure 1) MJUST wite this mininmmvalue into the AETH AckPSN field of
the ACK forwarded to the source.

2. NACK Aggregation

When a receiver detects m ssing packets, it sends a NACK contai ni ng
an expected PSN (ePSN) indicating the start of the retransm ssion
range. The source MJST receive an ePSN satisfying the follow ng
invariant: for every receiver R, all packets with PSN | ess than ePSN
have been successfully received by R .

Each internedi ate node MJUST nmaintain a per-branch record of ePSN
val ues. For branches that have sent only ACKs (no NACK), the

ef fecti ve ePSN SHOULD be treated as AckPSN + 1. The NACK forwarded
upstream MJST carry the mni num ePSN across all downstream branches

5.3.3. CNP Aggregation

6

Li,

Each internedi ate node MUST nmai ntain a per-branch counter (CCount)
that records the nunber of CNP nmessages received from each downstream
branch within a configurable tinme window T

At the expiration of each tinme window T, the node MJUST sel ect the
branch with the highest CCount value and forward a single CNP
upstream representing the nost congested downstream path. Al CCount
val ues MUST be reset to zero at the start of each new tine w ndow.

The tinme wi ndow T MAY be adjusted dynami cally based on observed
network conditions. The node adjacent to the source MJST rewite CNP
packet headers so that the source processes the CNP as a standard
RoCEv2 congestion notification

SRv6 End. MI' Behavi or

et al. Expires 1 Septenber 2026 [ Page 9]
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End. MI' i s an SRv6 endpoi nt behavior instantiated at edge nodes of the
RDVA nulticast tree. Wen a node N receives a packet whose | Pv6

Destination Address matches a locally instantiated End.
performs the processing described in Section 6. 2.

MI SID, N

End. MI' conbi nes the foll ow ng operations: SRH segment processing,
End. Ml TLV parsi ng, per-receiver packet replication, BTH Destination

QPN repl acenent, |Pv6 Destination Address repl acenent,
reconput ati on.

Pseudocode

and | CRC

The foll owi ng pseudocode foll ows the conventions of [RFC8986]

Section 4.

When N receives a packet destined to S, where Sis a |ocal

End. M SI D, N does:

S01. If NH=SRH and SL > 0 {

S02. Decrenent SL

S03. Update the I Pv6 DA with SRH SL] ;7 Ref
S04. Parse the End. Ml TLV associated with S

1

S05. Let RecvList = list of (IPv6_Addr, QPN) from TLV
S06. For each entry (Addr_i, QPN_.i) in RecvList {
S07. Copy t he packet 7 Ref2
S08. In the copy, set IPv6 DA = Addr _i

S09. In the copy, set BTH Dest QPN = QPN i

S10. Reconpute | CRC over the nodified headers

S11. Forward t he copy based on Addr _i i, Ref3
S12. }

S13. } Else {

S14. Drop the packet ;7 Ref4d
S15. '}

Ref 1: Standard SRH processing per RFC 8754 Section 4. 3.

1.1

Ref 2: The copy includes all payl oad beyond the outer |Pv6
and SRH headers that are relevant to the i nner RDVA

frane.

Ref 3: FIB | ookup on Addr_i deternines the outgoing
i nterface.

Ref 4: A packet arriving with SL=0 or wi thout SRH is not
valid for End. MI' processing.

et al. Expires 1 Septenber 2026
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7. Packet Formats

7.1. SRH Usage
Thi s specification uses the standard | Pv6 Segnent Routing Header
(SRH) as defined in [RFC8754]. The SRH carries the End. MI SID in its
Segnent List and the End. Ml TLV in its Optional TLV field.

7.2. End.MI TLV For mat

The End. Ml TLV is carried in the Optional TLV field of the SRH and

conveys per-edge-node receiver information. |Its format is as
fol |l ows:
0 1 2 3

01234567890123456789012345678901
i i i T i I S i e s o o i i
Type | Length | Reserved |

R s i e R i e oI S e S e S R i Tk T S S R S R i S

Edge Node Address (128 bits |Pv6)

T T o T e i ol s S SR S S S e e s it eI SR R T S R S
Num Recei vers | Reserved
i s i T e i S S I T sl ATt S S

Receiver 1 Address (128 bits |Pv6)

-+
e -+
Receiver 1 QPN (24 bits) | Reserved
i T o T i e S S S i S e S
i i T S i T e i S
+

Recei ver N Address (128 bits |1Pv6)
B e T T i S T i St S R S S S

- 4-
Receiver N QN (24 bhits) | Reserved
R s i o e i ol S e S e T ik ik T S e T S T S

I
|
I
I
+
I
|
I
|
I
I
I
|
I

I
+-
I

I

I

I
+-
I
+-
I

I

I

I
R A s s
I
+-
+-
I

I

I

I
+-
I
+-

Figure 2: End. MI' TLV For mat
The fields are defined as foll ows:

Type (8 bits): SRH TLV type code, to be assigned by | ANA (see

Li, et al. Expires 1 Septenber 2026 [ Page 11]
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Section 10).

Length (8 bits): Length of the Value field in octets, not including
the Type and Length fields.

Edge Node Address (128 bits): The |IPv6 unicast address of the edge
node associated with this TLV entry.

Num Receivers (8 bits): The nunber of receiver entries foll ow ng
this field.

Receiver i Address (128 bits): The IPv6 unicast address of the i-th
receiver.

Receiver i QPN (24 bits): The RDVA Queue Pair Nunber of the i-th
receiver.

Reserved: MJST be set to zero on transm ssion and MJST be ignored on
reception.

Multiple End. M TLVS MAY be present in a single SRH one per edge
node in the multicast tree. Each End. MI TLV is associated with the
End. MT SID of the correspondi ng edge node.

I nternedi ate Node State Requirenents

Each internedi ate node (both edge and transit) participating in
reverse-path response aggregation MJST maintain the foll owi ng per-
mul ti cast-group state:

Per - branch AckPSN: The nost recent AckPSN val ue recei ved from each
downst r eam br anch. Initial value: O.

Per-branch ePSN. The nost recent expected PSN from any NACK received
from each downstream branch. For branches that have not sent a
NACK, this value SHOULD be set to AckPSN + 1.

Per-branch CCount: A counter of CNP messages received from each
downstream branch within the current time window T. Reset to zero
at the start of each new tinme w ndow.

The anount of state is proportional to the nunber of downstream
branches at each node, not to the total nunmber of receivers in the
mul ticast group. Edge nodes additionally maintain the receiver

i nformati on (addresses and QPNs) | earned fromthe End. M TLV or from
control -pl ane provisioning.

et al. Expires 1 Septenber 2026 [ Page 12]
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Security Considerations

The security considerations of [RFC8754] and [ RFC8986] apply to al
SRv6 aspects of this specification. The follow ng additiona
considerations are specific to RDMA nulticast delivery.

The End. MI' TLV carries receiver |Pv6 addresses and QPNs in the SRH
An on-path attacker able to read SRH contents can obtain receiver
topol ogy and RDVA connection identifiers. |nplenentations operating
outside a single adm nistrative trust donmain SHOULD protect SRH
integrity and confidentiality using the HVAC TLV defined in Section 7
of [RFC8754] or |Psec Encapsul ating Security Payl oad (ESP)
encapsul ati on.

I nt ernedi at e nodes mai ntai n per-branch ACK/ NACK/ CNP aggr egati on
state. An attacker injecting forged response nessages could corrupt
this state, causing the source to prenaturely consider data as

acknow edged (via inflated AckPSN) or to trigger unnecessary

retransm ssions (via forged NACKs). Nodes SHOULD validate that
reverse-path response nmessages originate from addresses within the
expect ed downstreamrecei ver set. BCP 38 [RFC2827] ingress filtering
SHOULD be applied at network boundari es.

An attacker injecting a high volune of forged CNP nessages coul d
force the source into continuous rate reduction, creating a denial -
of -service condition. |Intermedi ate nodes SHOULD i npl ement per-branch
CNP rate limting. The configurable time window T for CNP
aggregation provides an inherent danpening effect.

If End. MI TLV contents are nodified in transit, packets could be
delivered to incorrect RDVA QPs, resulting in data corruption or

i nformati on di scl osure at unintended receivers. The SRH HVAC TLV

[ RFC8754] provides integrity protection for this purpose. Edge nodes
SHOULD verify HWVAC before processing End. M TLVs when operati ng
across trust domain boundari es.

I ANA Consi derations
1. SRv6 Endpoi nt Behavi or
Thi s docunent requests IANA to allocate a new codepoint in the "SRv6

Endpoi nt Behavi ors" sub-regi stry under the "Segnent Routing" registry
group [ RFC8986]:
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[ ool s ool oo oo, e oo
| Value | Hex | Endpoint Behavior | Reference | Change Controller |
[ Sl e e e e
| TBDL | TBDL | End. MT | [This | 1 ETF |
| | | | docunent] | |
+------- +------ I I IR R I I I IR R +

Table 1: SRv6 Endpoi nt Behavi or Regi stration

2. SRH TLV Type

Thi s docunent requests IANA to all ocate a new Type value in the
"Segnent Routing Header TLVs" registry [RFC8754]:

B ool ooty et
| Value | Description | Reference |
=4 -4 —————————————————+
| TBD2 | End.MI TLV | [This docunent] |
+----- - I i I i IR +

Table 2: SRH TLV Type Regi stration
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