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Abstract

Thi s docunent specifies a reference architecture for privacy-
preserving federated learning in nulti-tenant Al agent depl oynents.
It addresses the challenge of enabling collaborative nodel training
across organi zational boundaries while maintaining formal privacy
guarantees and tenant data isolation. The architecture conbines
federated averaging, differential privacy nechani sns, and secure
aggregation to enabl e cross-tenant know edge transfer w thout
exposi ng sensitive behavioral data.
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1. Introduction

Al agent systens increasingly operate in nmulti-tenant enterprise
envi ronments where behavioral data fromuser interactions could

i mprove system performance through machi ne | earning. However,
centralizing such data across organi zati onal boundaries conflicts
with privacy regulations (GDPR, H PAA, CCPA), contractual data

i solation requirenents, and enterprise security policies.

Thi s docunent specifies a federated | earning architecture that
enabl es col | aborative nbdel training while ensuring:

o Tenant data isolation: Raw behavi oral data never |eaves tenant
boundari es

o Formal privacy guarantees: Differential privacy bounds
i nformati on | eakage
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0 Regul atory conpliance: Architecture supports GDPR, H PAA and
CCPA requirenents

o Scal abl e depl oynent: Protocol supports |arge nunbers of tenants
wi t h heterogeneous data distributions

The architecture applies broadly to any nulti-tenant nachine

| earni ng depl oynent requiring privacy preservation, with particul ar
rel evance to Al agent systems operating across organi zati ona
boundaries. This work builds on foundational research in federated
| earni ng [ McMahanl7] and differential privacy [Dworkl14] [ Abadi 16],
as well as recent advances addressing open problens in the field

[ Kai rouz21] [Wang23].

1.1. Relationship to Al Agent Protocol Work

Thi s docunent conpl ements ongoing work on Al agent protocols at the
| ETF, including frameworks for agent comruni cation [ Rosenberg25]
and secure nessaging for agentic Al [SLIM25]. The privacy-
preserving aggregati on nechani sns specified here address federated
| earning requirements that arise when Al agents operate across



organi zati onal boundaries and nust |earn fromdistributed behaviora
data without centralizing sensitive information.

2. Term nol ogy
The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in
BCP 14 [ RFC2119] [RFCB174] when, and only when, they appear in all
capitals, as shown here

Aggregation Server: A central coordinator that receives node
updates fromtenants and conputes aggregated nodel s.

Differential Privacy (DP): A mathenmatical framework providing
formal bounds on information | eakage from statistical queries.

Federated Learning (FL): A machi ne | earni ng approach where node
training occurs on decentralized data without centralizing the
data itself.

Local Model: A nodel trained on a single tenant’s data.

G obal Mbdel: An aggregated nmodel conmputed fromnultiple |Ioca
nmodel updat es.

Privacy Budget: Paraneters (epsilon, delta) that quantify the
privacy guarantee provided by differential privacy nechani sns.
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Tenant: An organizational entity with isolated data and conputi ng

resources within a multi-tenant depl oynent.
3. Probl em Statenent
Consi der an Al agent system depl oyed across N organi zati ona
tenants. Each tenant generates behavioral data from user
interactions with the agent. The system operator w shes to:
1. Train personalization nodels that adapt to user behavior
2. Leverage patterns across tenants to inprove nodel quality
3. Mintain strict tenant data isolation
4. Conply with privacy regul ations
Traditional centralized machine | earning requires aggregating data
fromall tenants, violating requirements 3 and 4. Purely loca
training (each tenant trains independently) satisfies isolation but

sacrifices the benefits of cross-tenant |earning (requirement 2).

Thi s docunent specifies an architecture that satisfies all four
requi renents through federated learning with differential privacy.

4, Architecture Overview
4.1. System Conponents

The architecture conprises the follow ng conponents, illustrated in
Fi gure 1:



0 Local Data stores residing within each tenant boundary
0 Local Mdel training infrastructure at each tenant
o Differential Privacy (DP) noise injection nodul es

o0 A central Aggregation Server for conputing gl obal nodel updates
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Figure 1. Federated Architecture
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4.2. Data Fl ow

1. Each tenant trains a local nodel on tenant-specific data

2. Mddel updates (not raw data) are conputed

3. Differential privacy noise is added to updates

4. Noisy updates are transmtted to aggregati on server

5. Server computes wei ghted average of updates

6. dobal nodel is distributed back to tenants

7. Process repeats for specified nunber of rounds
4.3. Trust Model

The architecture assunes:

(]

Aggregation server is honest-but-curious: It follows the
protocol correctly but may attenpt to infer information from
recei ved updat es

Tenants are honest: They train nodels correctly and do not
attenpt to poison the gl obal node

Conmuni cati on channel s are secure: TLS protects updates in
transit

Section 7 discusses extensions for stronger threat nodels.

Feder at ed Learni ng Protocol

This section specifies the federated | earning protocol in detail
The protocol follows the FedAvg al gorithmstructure with
nmodi fi cations for differential privacy.
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5.1. Initialization
The aggregation server MJST:
1. Cenerate initial global nodel paraneters theta O
2. Distribute theta 0 to all participating tenants
3. Specify privacy budget (epsilon, delta) for the training session
4. Specify nunber of training rounds T
5.2. Local Training Phase
For each round t, each tenant i MJST:
1. Receive current global nodel theta t from aggregation server

2. Train local nodel on tenant data for E | ocal epochs:
theta i = Local Train(theta_t, D.i, E)

3. Conpute nodel update: delta i = theta i - theta_t

4. Cdip update to bound sensitivity:
delta_i _clipped = dip(delta_i, C where Cis the clipping bound

5. Add Gaussian noise for differential privacy:
delta i _dp = delta_ i _clipped + N(O, sigma™2 * 1)

6. Transmit delta_i_dp to aggregation server
5.3. Aggregation Phase
The aggregation server MJST
1. Receive noisy updates {delta_1 dp, ..., delta n_dp} fromtenants

2. Compute wei ghted average:
delta_global = sum{(w.i * delta_i_dp) where sum(wi) =1

3. Update global nodel: theta {t+1} = theta t + delta_globa

4. Distribute theta {t+1} to all tenants
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5.4. Weighting Strategies
Tenant weights w.i MAY be conmputed based on

o Popul ation size: Larger tenants contribute proportionally nore



o Data quality: Tenants with | ower-variance updates receive higher
wei ght

o Equal weighting: wi = 1/n for all tenants

The specific weighting strategy SHOULD be docunented in the
depl oynent confi guration.

6. Privacy Mechani sns
6.1. Differential Privacy Definition
A mechani sm M satisfies (epsilon, delta)-differential privacy if
for all datasets Dand D differing in one record, and all output
sets S
PriMD) in S] <= e”epsilon * Pr[MD ) in S + delta
6.2. CGaussian Mechani sm
The Gaussi an mechani sm achi eves (epsilon, delta)-DP by addi ng noi se:
sigma >= C * sqrt(2 * In(l.25/delta)) / epsilon

where Cis the L2 sensitivity bound (clipping threshold).
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6.3. Privacy Budget Allocation

For T training rounds with subsanpling rate q, the total privacy
budget foll ows conposition theorens. |Inplenentations SHOULD use
advanced conposition or Renyi differential privacy accounting for
ti ghter bounds.

Recommended privacy parameters for enterprise depl oynents:
epsilon: 1.0 to 10.0 (depending on data sensitivity)
delta: 1/n where n is the mninmumtenant popul ation size
C (clipping bound): Determ ned enpirically based on gradient
nor ns
6.4. Gadient dipping

Bef ore noi se addition, nodel updates MJST be cli pped:



delta_clipped = delta * min(1l, C/ ||deltal]|_2)

Thi s bounds the sensitivity of individual data points, enabling
preci se privacy accounti ng.

7. Security Considerations
7.1. Threat Model
This architecture protects against:

0 Honest-but-curious aggregation server attenpting to infer tenant
data from nodel updates

o0 External attackers observing aggregated nodels

o Menbership inference attacks against the gl obal node
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7.2. Attacks Not Addressed
The basic architecture does NOT protect against:
o Mlicious tenants submitting poi soned updates
o0 Collusion between aggregation server and tenants
0 Mbddel inversion attacks against the final trained nodel
7.3. Extensions for Stronger Security
7.3.1. Secure Aggregation
To protect against curious aggregation servers, inplenentations MAY
use secure aggregation protocols where the server learns only the
sum of updates, not individual tenant contributions. See
[ Bonawi t z17] for protocol details.
7.3.2. Byzantine Fault Tol erance
To protect against malicious tenants, inplenentations MAY use
Byzantine-resilient aggregation nmethods such as coordi nate-w se

medi an or trinmed nean.

7.4. Conpliance Considerations



I mpl enent ati ons targeting GOPR conpl i ance SHOULD:
o0 Document privacy budget selection rationale
o Mintain audit |ogs of aggregation operations

o |Inplenment data subject access request procedures

0 Specify data retention policies for nodel checkpoints
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8. | ANA Consi der ations
Thi s docunent has no | ANA acti ons.
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Appendi x A.  Exanpl e Configuration

Exanpl e depl oynment configuration for enterprise Al agent system

"federated | earning": {
"rounds": 100,
"l ocal _epochs": 5,
"l earning_rate": 0.01
"privacy": {
"epsilon": 3.0,
"delta": 1le-6,
"cli ppi ng_bound": 1.0,
"noise_multiplier": 1.1
},
"aggregation": {
"met hod": "fedavg",
"wei ghting": "popul ation_proportional",
"mn_tenants_per_round": 10
}
}
}
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