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Abst ract

For the IPv6 transition, IPv6-only is considered as the final stage,
where only I Pv6 protocol is used for transport while maintaining

gl obal reachability for both IPv6 and | Pv4 services. This docunent
illustrates a framework of nulti-domain | Pv6-only underlay network
froman operator’s perspective. |n particular, it proposes stateless
address mappi ng as the base for enabling I Pv4 service data

transm ssion in an nulti-domain |Pv6-only environnent(i.e.,|Pv4-as-
a-Service). It describes the nethodol ogy of statel ess |Pv4/lPv6
mappi ng, illustrates the behaviors of network devices, analyzes the
options of IPv6é mapping prefix allocation, exam nes the utilization
of SRv6, and di scusses the security considerations.

Status of This Meno

This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute
wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunments valid for a maxi num of six nonths
and nmay be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."

This Internet-Draft will expire on 12 April 2026
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1. Introduction

| Pv6 capabilities have been wi dely depl oyed over the past decade,
with IPv6 traffic growing at a faster rate than IPv4. As of 2022,
nmost |1 Pv6 depl oynents rely on dual -stack [ RFC4213]. However, dual -
stack has | ong-term drawbacks, including duplicated network resources
and states, as well as increased operational conplexity from

mai nt ai ni ng both protocol stacks. For instance, when broadband users
experience access service failure, operators nust determ ne whether
the failure stenms fromIPv4 or IPv6, effectively doubling

troubl eshooting efforts. Once |Pv6 adopti on becones dom nant,
transitioning to I Pv6-only coul d reduce resource overhead and
simplify operations.

In 2016, the I AB stated that it “expects the IETF to no | onger
mandate | Pv4 conpatibility in new or updated protocols, with future
| ETF work focusing on | Pv6 optimization” [IAB-statenent]. To ensure
service continuity after |1Pv4 address exhaustion, operators nust
depl oy 1 Pv6 whil e maintaining access to the global |1Pv4 Internet-
commonly referred to as | Pv4-as-a-Service (1Pv4aaS)-a | ogica
approach for |Pv6-only networks.

The network infrastructure of large operators typically consists of
at | east an access section and a backbone section. The access
section serves custonmer by delivering access |inks, assigning
addresses, and enabling two-way data transm ssion. The backbone
section, also known as the backbone network, is usually a nmulti-
domai n network conprising interconnected autononous systens (i.e.,
ASes), each with a full-nesh or partial-nesh topology. The backbone
network is sonetinmes referred to as the underlay network.
Accordingly, IPv6-only depl oynent involves two key sections:

I Pv6-only in the access section and | Pv6-only in the backbone

secti on.

For the I Pv6-only deploynment in the access section, to date various
transition technol ogies |ike 464XLAT [ RFC6877], MAP-T [ RFC7599],
MAP- E [ RFC6333] and DS-Lite [ RFC6333] have been devel oped and

depl oyed[ RFC9313] . These solutions allocate only | Pv6 addresses to
customer termnals or networks, addressing |Pv4 address exhaustion on
the user side while enabling access to both IPv4 and | Pv6 Internet
services. [I-D.ietf-v6ops-6nops] illustrates a depl oynent scenario
called "an | Pv6-Mstly network", when |Pv6-only and | Pv4-enabl ed
endpoi nts coexi st on the sane network (network segment, VLAN, SSID
etc). It allows |IPv6-capable devices to remain | Pv6-only while the
network is seam essly supplying | Pv4 access to those that require it.
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However, the current |IPv6-only ecosystemrenai ns inconplete,
particularly in backbone networks. For |arge-scal e network
operators, a conprehensive nulti-domain | Pv6-only franmework is needed
to integrate nultiple related technol ogies to ensure seanl ess | Pv4
and | Pv6 data transm ssion. A key objective is enabling efficient
cross-domai n | Pv4 service delivery across | Pv6-only network,
utilizing tunneling or translation to forward data between edge
devices. Wth such a framework, |Pv4-1Pv6 packet conversion relies
on statel ess address mappi ng at the edges, neaning no user-specific
state or translation tables are required for packet processing. In
addition, for any IPv4 traffic flow traversing a nulti-donain

| Pv6-only network, there should be no | Pv4-to-1Pv6 conversion point
al ong the data path.

Thi s docunent presents a framework for building a | arge-scale

| Pv6-only network fromnetwork operators’ perspective. As it is
described at a high level, this franework is not neant to repl ace
exi sting | Pv6-only technol ogies but rather to | everage and renain
conpatible with them Wen transnmitting | Pv4 service data, this
framewor k enabl es end-to-end tunneling across multiple network
providers, and therefore is different fromexisting SRv6/ MPLS VPN
solutions which are for a single NP. 1In addition, networks

i mpl emented under this framework can integrate with other |Pv6-only
access mnet hods.

Unl ess otherwi se stated, the term “IPv6-only network” in this
docunent refers specifically to “lIPv6-only underlay network” . This
docunent does not propose new | Pv6 transition mechani sns or | Pv4aaS
sol uti ons.

1.1. Requirenents Language
The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMMENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in BCP
14[ RFC2119] [ RFCB8174] when, and only when, they appear in al
capital s, as shown here
2. Term nol ogy
The following terns are used in this docunent:
* Milti-domain | Pv6-only underlay network: |Pv6-only underlay
net wor k whi ch consists of nmultiple ASes operated by single or
mul ti pl e operators.

* AS. Aut ononmpus System
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Xi e,

UE: User Equipnent, e.g., nobile phone.

CLAT: Custoner-side translator (Section 1 of [RFC6877]).

CE: Custoner Equi pnent.

DC. Data Center.

| XP: Internet Exchange Point.

MD:  Mappi ng rul e Dat abase.

NP: Network Provider.

NSP: Net wor k- Specific Prefix.

P: Provi der Router.

PE: Provider Edge (Section 5.2 of [RFC4026]).

| Pv4- enbedded | Pv6 address: |Pv6 address used to represent |Pv4
nodes in an | Pv6 network. This address includes a 32-bit enbedded
| Pv4 address and are also referred to as | Pv6-mapped addresses
([ RFC6052]) .

| Pv4- embedded | Pv6 packet: An | Pv6 packet created through
encapsul ati on or translation of an |IPv4 packet, where the source
and destination |Pv4 addresses are statel essly mapped to
correspondi ng | Pv6 addresses.

PLAT: Provider-side translator (Section 1 of [RFC6877]).

ADPT: Adapter in PE, a function entity that inplenments the two-way
I Pv4 and | Pv6 packet conversion for | Pv4 service delivery over

| Pv6-only network.

Conversion point: A function that converts between |IPv4 and | Pv6
real ns, such as the translation (XLAT) function defined in

[ RFC6144]

RAN: Radi o Access NetworKk.

VWKP: Wl | - Known Prefi x.
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3.

Xi e,

Scenari os

For the purpose of the framework described in this docunent, an

I Pv6-only network is defined as a cluster of inter-connected ASes
where the underlay network is IPv6, with no | Pv4 present. An

| Pv6-only network may interconnect with external networks, including
| Pv4-only networks.

As a general network infrastructure, an |IPv6-only network shoul d
support the foll owi ng scenari os,

Scenario 1. | Pv6 user accessing an |Pv4 server, i.e., an
I Pv6-only user accesses to an | Pv4-based service hosted in a data
center or other places.

Scenario 2: |Pv4 user accessing an |Pv4 server, i.e., an
I Pv4-only user accesses to an | Pv4d-based service hosted in a data
center or other places.

Scenario 3: | Pv6 user accessing an |Pv6 server, i.e., an
I Pv6-only user accesses to an | Pv6-based service hosted in a data
center or other places.

Scenario 4: |Pv4 user accessing an | Pv6 server, i.e., an
I Pv4-only user accesses to an | Pv6-based service hosted in a data
center or other places.

Scenario 5: DC-to-DC, i.e., an IPv6-only network provides
conmuni cati ons between servers hosted in different data centers,
regardl ess of whether they are IPv4, |Pv6 or |Pv4/lPv6 dual -

st ack.

Scenario 6: Transit for neighbor networks, i.e., an IPv6-only
network interconnects nmultiple isolated | Pv4-only networKks,
enabl ing | Pv4 packet transm ssion over the IPv6 infrastructure.

Scenario 7: Mobile transport network, nobile operators can
utilize IPv6-only to connect the RAN and 5G core network,
delivering the specific connectivity services required for 5G
appl i cation operations.

It should be noted the scenarios |isted above represent only a subset
of those supported by | Pv6-only networks, which are at |east as
capabl e as current dual -stack networks.
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4. |1 Pv6-only Deploynment in Milti-domain Network

This framework i s designed to assist |arge operators in deploying
IPv6-only in a nulti-domain network. Large-scale operators typically
manage network infrastructure conposed of multiple interconnected

aut ononous systenms (ASes), that's why it is called "Milti-domain
Underl ay Network" in this docunment. These ASes often support
different functions, such as nmetro area networks (MANs), backbone

net wor ks, 4G 5G nobil e core networks, DCs, and may be admi ni stered by
separate departnments or operators with different routing and security
policies. In a multi-donmain network, edge nodes are commonly
referred to as Provider Edge (PE) routers. The ingress PEis the
router where a packet enters the network, while the egress PE is the
router where it exits. Internal nodes are typically called Provider
(P) routers

To facilitate the illustrating the framework fromthe perspective of
operators, Figure 1 shows a multi-domain network, namely N1, which
consists of three interconnected ASes, i.e., ASl, AS2, and AS3.
Among them AS1 and AS2 are operated by operator NP-1, AS3 is
operated by operator NP-2. Routers |ocated outside the backbone but
directly connected to it are referred to as Custoner Edge (CE)
routers. ASl1l of NP-1 provides connectivity services to nobile, hone
broadband, and enterprise custoners, represented by CEl, CE2, and
CE3, respectively. [RFC8585] defines IPv4 service continuity
requirenents for IPv6 CE routers, extending the basic | Pv6 CE
specifications to support IPv4 delivery in |IPv6-only access networKks.
Additionally, service instances in DCs nmust support cross-site
conmuni cati on, whether on-premises or in external data centers. A
mul ti-domain network nust facilitate these data center connecti ons.
Net work N1 shoul d support at |east two connectivity nodes for data
centers: the first is the node between data center and i ndividua
users, for instance, the user of CEl accesses the service hosted in
DCl1, the second is the node between data centers, for instance,
communi cati ons between service instances hosted in DCl and DC2
respectively.

Regardi ng external interconnection, NP-3 is a neighboring operator of

NP-2. AS4 of NP-3 is an |IPv4-only network and does not support |Pv6.
AS4 and AS3 are interconnected via BGP
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Figure 1. An Exanmple of Milti-domain Underlay Network

For network N1, transitioning fromdual -stack to | Pv6-only invol ves
gradual |y di sabling sone or all |Pv4 protocol instances, making | Pv6
the primary network-1layer protocol. Specifically, core P routers,
such as P1, P2, P3 and P4, run only IPv6, while PE routers, such as
PE1, PE2, PE3 and PE4, support IPv4 on interfaces facing I Pv4 client
networks and I Pv6 on interfaces facing the core, requiring themto
handl e both address famlies. Network N1 transports packets that
originate and term nate outside the network. These packets enter the
I Pv6 network at a PE router, traverse the network, and exit through
anot her PE router to continue their path.

In addition, the IPv6-only deploynent in network Nl nust ensure the
continued operation of renmaining |IPv4d services w thout degradi ng user
experience. As sone Internet services may renmain | Pv4-based even in
an | Pv6-dom nated environnment. Therefore, an |IPv6-only network
shoul d support access to IPv4-only services, as well as native |Pv6
services. [RFC6992] describes a routing scenario where |Pv4 packets
are transported over an |Pv6 network, based on [RFC7915] and

[ RFC6052], along with a separate OSPFv3 routing table for

| Pv4-enbedded | Pv6 routes in the IPv6 network. Since it is based on
the OSPF protocol, it supports |IPv4aaS within a single AS.

For a multi-domai n network operator, deploying |IPv6-only wthout a
unified framework may | ead to i ndependent adoption of IPv6 transition
approaches across different ASes. This can result in nultiple

| Pv6-only islands interconnected by | Pv4 |inks between domains. Wth
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5.

5

i ndependent depl oynment in different donmains, the network may contain
multiple | Pvd-1Pv6 packet conversion points with varying
functionalities. In such cases, |Pv6 packets converted fromlPv4
packets may need to revert to IPv4 at the egress of one AS, then back
to IPv6 in the next domain. The nunber of conversion gateways

i ncreases with the nunber of ASes. Excessive |Pv4-1Pv6 conversion
gat eways introduce network conplexity and higher capital expenditures
(CAPEX). Thus, a unified framework is required to define network
edge behavior for |1 Pv4 service delivery and elim nate unnecessary

| Pv4/1 Pv6 conversion gateways within the nmulti-domain network

| Pv4/ 1 Pv6 Address Mapping for | Pv4aaS
1. 1 Pv4/1Pv6e Address Mapping
To support IPv4aaS in a nulti-domain | Pv6-only network, the franmework
proposes each PE device to be allocated and identified by at |east

one | Pv6 nmapping prefix, denoted by Pref6(PE). Each device will also
have one or npbre associ ated | Pv4 address bl ocks which are extracted

fromlocal I1Pv4 routing table or address pool. The mapping
rel ati onship between an | Pv4 address block and its correspondi ng | Pv6
prefix is referred to as a mapping rule, which will have at |east the

foll owi ng data structure.
| Pv4 address bl ock: Pref6(PE)

It should be noted that the mapping rule contains not only the data
structure above, but also other necessary information to support |Pv4
service delivery over |Pv6-only network, the detailed structure
definition of the mapping rule is out of the scope of this document.

The mapping rul e of destination address will determ ne the direction
of IPv4 service data transmssion in a multi-domain | Pv6-only
network. When the mapping rule corresponding to the destination
address of a given | Pv4 packet is available, the ingress PE can
generate correspondi ng | Pv6 source and destination addresses fromits
| Pv4 source and destination address as bel ow,

* The |1 Pv6 source address is derived by appending the | Pv4 source
address to its local |Pv6 mapping prefix, i.e., Pref6(ingress PE)

* The I Pv6 destination address is derived by appending the |Pv4
destination address to the Pref6(egress PE) in the mapping rule.

Si nce mapping rul e adopts prefix-level mapping, there is no need to
mai ntain user-related status or translation tables for packet
transformati on at the PE devi ces.
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[ RFC6052] illustrates the algorithmic translation of an | Pv4 address
to a corresponding | Pv6 address, and vice versa, using only
statically configured information. Wth this approach, |Pv4-enbedded
| Pv6 addresses are conposed by concatenating the prefix, the 32 hits
of the I Pv4 address, and the suffix (if needed) to obtain a 128-bit
address. The prefixes can only have one of the follow ng | engths:

32, 40, 48,56, 64, or 96

For 1Pv4 service delivery across a multi-domain | Pv6-only network, it
is proposed that IPv4 address is located at the last 32 bits of the

| Pv6 address, nost significant bits first. The bits between |Pv6
mappi ng prefix and | Pv4 address can be set to zero and are reserved
for future extensions. Exanples of such representations are
presented in Table 1.

| 2001: db8: :/ 32 | 192.0.2.33 |2001:db8::192.0.2.33 |
| 2001: db8: 100: : /40 | 192.0.2.33 |2001:db8:100::192.0.2.33 |
| 2001: db8: 122::/48 | 192.0.2.33 |2001:db8:122::192.0.2.33 |
o e oo oo - o e e eeeaaaon +

Table 1. Text Representation of |Pv4-Enbedded | Pv6 Address

Prior to | Pvd4/1 Pv6 packets conversion, the mapping rule for the
destination address needs to be obtained renptely in advance. To
meet this requirenent, specific mechani smof mapping rul e exchange
needs to be designed, the exchange can be within or across donmains.
Usi ng the mappi ng rul e exchange nechani sm an egress PE can inform
other PEs that an | Pv4 packet with a destination address within the
| Pv4 address bl ock of a mapping rule should be forwarded to the
egress PE identified by the corresponding | Pv6 mappi ng prefi x.

5.2. End-to-End IPv4 Service Delivery

To enabl e | Pv4 service data forwarding in a nulti-domain |Pv6-only
networ k, |Pv4 packets nust be converted to | Pv6 packets-either at the
UE/ CE or at the edge PE of the network. Consider the network case of
section 4, when one ingress PE, e.g., PEl, receives an | Pv4d packet
(destined for a renote I Pv4 network) froma client-facing interface,
it queries its napping rule database(i.e., MD) in PEl to find the
rul e that best natches the packet’'s destination |Pv4 address. The

| Pv6 mapping prefix in the rule identifies the correspondi ng egress
PE. In this case, the ingress and egress PEs belong to different

aut ononous systens (ASes), the ingress PEl resides in NP-1, while the
egress PE3 is in NP-2. The ingress PE converts the | Pv4 destination
address into an | Pv6 address using PE3's | Pv6 mappi ng prefix and
forwards the | Pv6 packet to PE3. Upon receiving the | Pv6 packet, PE3
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6

extracts the original | Pv4 source and destination addresses fromthe
| Pv4- enbedded | Pv6 addresses and reconstructs the | Pv4 packet. The
packet is then forwarded based on the I Pv4 routing table maintained
at the egress PE. In this case, there are only two | Pv4-1Pv6
conversi on actions, which occur in PEl and PE3 respectively, the |Pv6
data path for this process is between PElL and PE3, as shown in

Fi gure 2.

| Pv6 Data Path

I >|

I I

| +--+ +--+ +--+ |

|/ \ / \ / \ +o-+
+----+ | | AS1 | | AS2 | | AS3 | | / \
| UE/ | ----- PE1 P1---P2 P3---P4 PE3---| 1Pv4
| CE | | 1PV6 | | 1PV6 | | 1Pv6 | \' NwW/
+----+ \ / \ / \ / +--+

+--+ +--+ +--+

Figure 2. End-to-end I Pv4 Service Delivery fromlngress to Egress

It should be noted that P3 and P4 are Ps fromthe perspective of the
framewor k defined by this docunment, but they are PEs fromthe NPs’
perspective for they are at the edge of the NPs' networks.

It can be seen that such a multi-NP tunneling requires only two-end
NPs to support this solution for it to work, it has no specific
requirenents for NPs in the niddle of the path, as long as it
supports | Pv6.

Framewor k | ntroducti on
1. Overview

This section describes the franework of nulti-donmain | Pv6-only
underl ay network from NP perspective. As shown in Figure 3, the
whol e framework conprises PE devices at the edge, core P devices and
custonmer-side IPv4 routers. In this framework, the PE devices are
responsible for inplementing statel ess | Pv4/1Pv6 packet conversion,
and they are required to support the follow ng functions,

1. RP(Rul e Processing):

* Manage the mappi ng rel ationshi ps between | Pv4 address bl ocks and
their corresponding | Pv6 prefixes.

* Exchange of mapping rules and associated routing information
between PEs at the routing |ayer
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2. PT(Packet Transformation):

* Cenerate | Pv4d-enbedded | Pv6 packets using either translation or
encapsul ati on for |1 Pv4 data delivery.

The conbination of the two functions above forns an adaptati on (ADPT)
within PE for transnmitting | Pv4 service data in | Pv6-only network.

There is no specific requirements to the P devi ces.

o e e e e e e e mee—ea—aa- +

| PE1 [----mam-- \ | S +
e + |  ADPT | I | PE2 |
| e SR SRR |1 ]
| +---+-+| Pv4 | | S R |----+-+ RP| |
| | | |routing+----- oo+ | | | 4---+
I I | |engine | || || I to- oo -t
| | ] e N oo +o |
I I I I || [ | 1Pv6 | I to-- oot
| RLO| | | +o oo 4T OULT NG - 4o - |
| (1 Pv4 | I I [ (. | engine | I I I
| Router)| | | I B S I <
I I I I I I I I | (1 Pv6) |
| I R REEEEE B ek | e oo |
I I | |1Pv4 [ [ | 1 Pv6 [ | I I
| +- - - +- +packet +--+--+ PT +--+---+packet tH----+ |
| | | |forwarding] | | | | f orwar di ng| | Fomemm - +
AR, + I R + +----- + TS +

I \__ / I

o e e e e e e e e e memeemeaoao- +

RP: Rul e Processing
PT: Packet Transformation

Figure 3. Milti-domain | Pv6-only Underlay Network Framework
6.2. Mapping Rule Processing at the Control Layer

In this framework, 1Pv4/1Pv6 address mapping rules are processed at
the control layer, which includes two processes,

1. Mapping Rule Generation

In Figure 3, I1Pv4 routing engine of PEl1l receives an | Pv4d BGP
route adverti senent sent by IPv4 router RL and generates an | Pv4
route entry. The RP function of PEl extracts |Pv4 address bl ocks
fromits I Pv4 BGP routing instance and generates device-specific
mappi ng rules by conbining themwith its | Pv6 nmapping prefix.
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Each PE stores all mapping rule entries in its |ocal M database,
whet her locally generated or received fromother PEs. The RP
function al so supports managenent operations such as insertion,
nodi fi cation, and del etion of mapping rul es.

If certain | Pv4 address bl ocks are not explicitly announced by
any egress PEs to the ingress PE, the ingress PE will [|ack
correspondi ng mapping rules. To address this, the franmework
introduces a default egress PE, which advertises a default |Pv6
mappi ng rule containing a default mapping prefix to all other
PEs. The fornmat of the default |Pv4 address mapping rule is as
fol |l ows:

0.0.0.0/0: Pref6(PE)
2. Mapping Rul e Transport

For | Pv4 service delivery, |Pv4/1Pv6 address mappi ng rul es need
to be exchanged between PEs at the routing |ayer. This process
must occur before |IPv4 data transm ssion begins, otherw se, |Pv4
traffic packets will be dropped due to the lack of a
correspondi ng | Pv6 mapping prefix for the | Pv4d destination

addr ess.

When a mapping rule is generated locally, PEl converts it into a
data structure conpatible with the I Pv6 routing system and
forwards it to the IPv6 routing engine. |In the opposite
direction, when PE1l receives a routing update fromthe | Pv6
routing engine, it extracts the enbedded napping rule and store
it locally for further processing. It can seen that, based on
the address mapping rul e received, the PE who has sent the
mapping rule (i.e., Egress PE) is visible to the ingress PE. To
enabl e mapping rule transmi ssion at the routing | ayer, extensions
to MP-BGP or other control protocols would be required, a typica
approach is [I-D.ietf-idr-npbgp-extension-4nap6b].

6.3. Packet Processing at the Forwardi ng Layer
In this framework, Forwarding Layer provides data forwarding
capability to I Pv6 packets, including native |IPv6 packets and
| Pv4- enbedded | Pv6 packets. |Pv4-enbedded | Pv6 packets can be
generated using either translation or encapsulation for |Pv4 data
delivery.

1. Translation
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Transl ation refers to the packet conversion from one protoco
format to the other. Wen the PT function receives an | Pv4
packet fromthe |IPv4 packet forwarding nmodule, it queries the

| ocal MD dat abase which store all the address napping rule, if a
mapping rule exists for the I Pv4 destination address, it wll
generate corresponding | Pv6 source and destination addresses from
the 1 Pv4 addresses, follow ng the procedure described in

Section 5.1. This process should conply with [ RFC7915].

Upon receiving the I Pv6 packet, the egress PE firstly checks
whet her its destination IPv6 prefix matches its own | Pv6 mappi ng
prefix. If not, it discards or forwards it as a regular |Pv6
packet. Oherwise, it the egress PE extracts the original |Pv4
source and destination addresses fromthe |Pv4-enbedded | Pv6
addresses and reconstructs the | Pv4 packet, this process should
conmply with [RFC7915]. The |Pv4 packet is then forwarded based
on the IPv4 routing table nmaintained at the egress PE.

2. Encapsul ation

The address mappi ng process for encapsul ation follows the sane
procedure as translation: Wen the PT function receive an | Pv4
packet fromthe I Pv4d forwarding nodule, it queries the | ocal M
dat abase which store all the address mapping rule, if a mapping
rule exists for the I Pv4 destination address, it will generate
correspondi ng | Pv6 source and destination addresses fromthe |Pv4
addresses, follow ng the procedure described in Section 5.1

This process should conply with [ RFC7915].

Upon receiving the | Pv6 packet, the egress PE firstly checks
whether its destination |Pv6 prefix matches its own | Pv6 nmapping
prefix. If not, it discards or forwards it as a regular |Pv6
packet. O herw se, the egress PE decapsulation it by renoving
outer | Pv6 header and restores the | Pv4 packet. The |Pv4 packet
is then forwarded based on the IPv4 routing table naintained at
the egress PE.

For | Pv4-enbedded | Pv6 packets, the Pref6 portion of the destination
address identifies the network egress, regardl ess of whether

transl ation or encapsul ati on was used. Therefore, packet forwarding
can be perfornmed by P devices based solely on the Pref6 part of the
destination address.

Al t hough this docunment illustrates the framework of nulti-domain

I Pv6-only network operated by a single operator, this nmulti-domain
nodel can naturally be extended to IPv6-only network which is
operated by nultiple operators.
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7

| Pv6 Mapping Prefix Allocation

Wth this framework, a specific |IPv6 address range, i.e., |Pv6
mappi ng prefix, is used to represent an | Pv4 address bl ock by
statel ess mapping as illustrated in section 5.1, there are two

options to allocate | Pv6 mappi ng prefixes:
1) Vel l-Known Prefix (VWKP)

A specific WKP can be allocated fromthe global |IPv6 address prefix,
e.g., 64:ff9b::/96, or an | Pv6 address prefix specifically assigned
for this purpose.

Pr os:

This can offer two key advantages for |Pv6 napping prefix

all ocation. First, operators are not required to dedicate |Pv6
address prefixes fromtheir own resources for nmapping |Pv4
addresses. Second, they can easily control the range of |Pv6
mappi ng routes, such as applying routing restrictions at network
boundaries to prevent | eakage into external networks.

Cons:

When the PE device converts an | Pv4 address to an | Pv6 address
using a Well-Known Prefix, the IPv4 portion of the |IPv4-enbedded
| Pv6 address is used for routing the packet. Consequently,
multiple specific routes with prefix |lengths greater than 96 may
be inserted into the FIB of P routers in an |IPv6-only network.
However, nost networks do not support such fine-grained routes
with prefix | engths exceedi ng 96.

2) Network Specific Prefix (NSP)

NSP refers to a dedicated I Pv6 prefix (or prefixes) assigned from
operator’s avail able | Pv6 address pool to each PE for |Pv4 addresses
mappi ng. The assigned | Pv6 nmapping prefix differs per PE.

Pr os:

In a nulti-donmain network, the | ength of the I Pv6 mapping prefix
can be adjusted to neet IPv6 routing requirenments. The |Pv6
mappi ng prefix is part of a larger and routable | Pv6 address

bl ock assigned to the PE, so this approach is unlikely introduce
new routing entries or inpact the global 1Pv6 routing system

For | Pv4-enbedded | Pv6 packet, the P devices can forward them as
regul ar 1 Pv6 packets without requiring a specific FIB entry for
t he mappi ng prefix.
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Cons:

If the operator has not inplenmented specific address prefix

pl anni ng and policy configuration, interworking between operators
may result in the sane | Pv4 address bl ock receiving nmultiple NSP
prefixes fromdifferent operators. This can generate multiple

| Pv6 mappi ng routes, potentially increasing the size of |Pv6
routing tables (including FIB and RI B).

As specified in Section 5.1, each PE nust be assigned at |east one

I Pv6 mapping prefix. This prefix serves as the fundanental
informati on for forwarding | Pv4-enbedded | Pv6 packets to the correct
egress PE. Operators should carefully determnmi ne the | Pv6 nmapping
prefix length during inplementation. The length of all the IPv6
mappi ng prefixes is recommended to be the same, to avoid unnecessary
processing cost and conplexity induced by the prefix length
diversity.

8. Applicability of SRv6 for Milti-domain | Pv6-only Network

SRv6 [ RFC8986] enabl es network operators to specify a packet
processi ng program by encodi ng a sequence of Segnent IDs (SIDs) in
the 1 Pv6 packet header. It can also use specific SIDs (e.g., DT4 or
DX4) to transport |Pv4 packets across an | Pv6-only network from one
PE device to another. However, SRv6 is a generally single-NP
solution and not suitable for a multi-NP scenario, for the current
specification assunes SRv6 deployment within a trusted domain, this
may limt the joint deploynment of IPv6-only by nultiple operators.
In addition, if Traffic Engineering (TE) is needed in the case of

Si ngl e- NP depl oynment, SRv6 can be used. Wth SRv6, |Pv6-only network
can optim ze network performance by controlling traffic paths to
avoi d congestion and bal ance | oad.

9. Security Considerations

Besi des regul ar security checks on configured mapping rules, the
followi ng two aspects need to be considered as well.

9.1. Authenticity and Integrity of Packets

In this framework, for each egress PE, they assune that all ingress
PEs are legal and authorized to convert the received | Pv4d packets
into | Pv6 packets and send theminto | Pv6-only network. [If |Pv6
packets cannot guarantee its authenticity or integrity, then there
may be a spoofing attack. Some faked ingress PEs can send | Pv6 data
converted fromIPv4 to attack the egress PE. After the egress PE
recovers the received | Pv6 packets into | Pv4 packets, they are routed
based on the destination |Pv4d address and enter the Internet. Since
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the PEin this framework is stateless, the effect of the attack is
limted.

9.2. BGP-4 and Multiprotocol Extensions for BGP-4

The framework allows BGP to propagate nmapping rule infornmation over
an | Pv6-only underlay network, BGP is vulnerable to traffic diversion
attacks. The ability to advertise a mapping rule adds a new neans by
whi ch an attacker could cause traffic to be diverted fromits norma
path. Such an attack differs frompre-existing vulnerabilities in
that traffic could be forwarded to a distant target across an

i ntervening network infrastructure (e.g., an | Pv6 core), allow ng an
attack to potentially succeed nore easily since less infrastructure
woul d have to be subverted. The security issues already exist in
BGP-4 and MP-BGP for |1Pv6, the sane security mechani sns are
appl i cabl e.

10. | ANA Consi derations
There are no other special | ANA considerations.
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