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Abst ract

Thi s docunent di scusses a depl oynent scenario called "an | Pv6-nostly
net wor k", when | Pv6-only and | Pv4-enabl ed endpoi nts coexi st on the
same network (network segment, VLAN, SSID etc). The proposed
approach enabl es snooth and increnmental transition fromdual -stack to
| Pv6-only network by allow ng | Pv6-capabl e devices to remain

I Pv6-only while the network is seam essly supplying I Pv4 to those
that require it.

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute
wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunents valid for a maxi mum of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."

This Internet-Draft will expire on 3 Septenber 2026
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1.

Aut hors’ Addresses . . . . . . . . . . . . . . . . . . .. . .. 28
I nt roduction

Most network operators initially deploy |IPv6 al ongside their existing
I Pv4 infrastructure, as the dual -stack approach is seen as a
necessary transition phase, allow ng operators to gain experience
with Pv6 while mnimzing disruption. Pure |IPv6-only networks,
where endpoints are not assigned | Pv4 addresses and access to | Pv4
destination is provided via sone formof address fam |y translation
(such as NAT64 [ RFC6146]) renmain uncomon outside of the nobile
carrier space

However, dual -stack networks do not address the core problemdriving
| Pv6 adoption: |Pv4 address exhaustion. They still require the same
anmount of |Pv4 resources as | Pv4-only networks. Even worse, this
dual - st ack approach has been denonstrated to be a long-termcrutch,
frequently maski ng probl ens that woul d ot herwi se be exposed and
renedi ed as nornal operational workfl ows.

The solution is to stop assigning | Pv4 addresses to endpoints, or, in
other words, to start deploying | Pv6-only networks. To ensure that

| Pv6-only endpoints can conmunicate with | Pv4-only ones, |Pv6-only
net wor ks provi des translation services, such as NAT64 [ RFC6146] and
SIIT [RFC7755]. However, even with those translation nechanisns in
pl ace, many systens and applications retain deep |Pv4d dependencies,
requiring both I Pv4 address assignment to the host and the network to
provide I Pv4 routing functionality.

The I ess control a network operator has over devices and
applications, the nore difficult it is to elimnate | Pv4d dependencies
and nove to IPv6-only. This is particularly challenging in
enterprise networks with | egacy |Pv4-dependent applications and
public W-Fi networks where operators cannot guarantee device
conpatibility. As a result, a chicken-and-egg problem ari ses:

| Pv6-only networks seeminpractical with so many inconpatible
applications, yet applications continue to rely on |Pv4 because

| Pv6-only networks are rare.

To enable a gradual transition fromdual -stack to | Pv6-only,
operators need to identify which devices can function in |IPv6-only
nmode and which cannot. This still |eaves the challenge of howto
provi de | Pv4 addresses only to devices which can not operate without
them Creating separate network segnments for each type of devices

i ntroduces complexity and scalability issues - a major hurdle to

| Pv6-only adopti on.
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A nore desirabl e approach is to deploy an "I Pv6-nostly" network that
provi des | Pv4 on demand only to devices which require I Pv4 to operate
correctly. This allows |Pv6-capable devices to remain |Pv6-only
while the network is seam essly supplying IPv4 to those that require
it. An IPv6e-npstly network allows endpoints to operate at the

hi ghest | evel of their network stack evolution, on demand, while
still allowi ng for |egacy conpatibility.

Thi s docunent explores the requirenents, reconmendations, and
chal | enges associated with deploying | Pv6-nostly networks in
enterprise and public W-Fi environnents. Wile the principles

di scussed may be applicable to other network types, this docunent’s
focus remai ns on these specific use cases.

2. Requirenents Language

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMVENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunment are to be interpreted as described in BCP
14 [ RFC2119] [ RFC8174] when, and only when, they appear in al
capital s, as shown here

3. Term nol ogy
Thi s docunent reuses nost of Term nol ogy Section from [ RFC8925]

CLAT: a customer-side translator (CLAT) as specified in [ RFC6877] and
[I-D.ietf-v6ops-claton].

Endpoi nt: A device connected to a network and consi dered a host from
the operator’s perspective. However, sone endpoint can al so extend
the network to other physical or |ogical systems, thereby assum ng
routing functions. Exanples include:

* Personal conputers: Wile primarily a host, such devices mght run
virtual systens/containers, and route traffic to them extending
the network and acting as routers.

* Mbbile phone with tethering enabled: Acts as a host on the W-Fi
network, but also as a router for tethered devices, potentially
wi t hout the operator’s know edge or consent.

NAT44: Network Address Translation froml|lPv4d to | Pv4.

Native | Pv4 connectivity: |IPv4 connectivity or default gateway

provi ded by the network w thout using any formof translation
mechani sns (such as 464XLAT, [RFC6877]).
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Net work segment: a link (VLAN, a broadcast dommin etc) where hosts
share the sane | P subnet.

PREF64: (or NAT64 prefix): An IPv6 prefix used for |Pv6 address
synthesis and for network addresses and protocols translation from
IPv6 clients to I Pv4 destinations, [RFC6146].

4. Solution Overview

In a nutshell, an IPv6-nostly network is very simlar to a dual -stack
one with two additional key el enents:

*  The network provides NAT64 ([RFC6146]) functionality, enabling
I Pv6-only clients to communicate with | Pv4-only destinations.

- The network al so provides the information about the NAT64
prefix (PREF64), for exanple via RAs ([ RFC8781]), via DNS64
([ RFC6147], [RFC7050]), or both. This is to ensure that
clients and the network’s NAT64 use the same PREF64 to
transl ate between | Pv6 and | Pv4. Section 4.3.3 and
Section 4.3.4 discuss those nechanisns in nore detail

* The DHCPv4 server infrastructure offers IPv6-Only Preferred Option
(Option 108) as per [RFC8925]. This is to ensure that |Pv6-only
capabl e devices are not consum ng | Pv4 addresses. Section 4.2
di scusses ot her approaches to provide |Pv4 addresses on demand.

Upon connecting to an | Pv6-npbstly network segnment, an endpoi nt
configures its I P stack based on its capabilities:

* | Pv4-only Endpoint: Acquires an |Pv4 address through DHCPv4.

* Dual - Stack Endpoint (Not |Pv6-only capable): Configures |IPv6
addresses using any supported protocol. Additionally, it obtains
an | Pv4 address via DHCPv4.

* | Pv6-only capabl e endpoint configures its | Pv6 addresses and,
whi | e perform ng DHCPv4, includes Option 108 ([RFC8925] ) into the
Par amet er Request List. The DHCPv4 server returns the option and,
as per [RFC8925] , the endpoint forgoes requesting an |Pv4d
address, remaining in | Pv6-only node.

An | Pv6-nostly network segnment can support a mx of |Pv4-only, dual -
stack, and IPv6-only devices. |Pv6-only endpoints utilize the
net wor k- provi ded NAT64 to reach |Pv4-only destinations.

The foll owi ng sections discussed those solution elenents in nore
details.
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4.

4.

1. [|Pv6-only capabl e Endpoints

The term "1 Pv6-only capabl e endpoint” lacks a strict technica
definition. It broadly describes a device that can function w thout
native | Pv4 connectivity/lPv4 addresses, providing the sanme user
experience as if native |Pv4 connectivity were present. Exanples
include but are not limted to:

* An endpoint capable of comunicating only with a limted set of
endpoints, all of which are avail abl e over |Pv6.

* An endpoi nt capable of utilizing only IPv6 sockets, enploying
NAT64 for accessing | Pv4d resources.

* An endpoint inplenmenting CLAT to provide |IPv4 connectivity for the
| egacy applications.

2. I Pv6-only and | Pv4-enabl ed Endpoi nts Coexi st ence

One effective way to restrict |Pv4 addresses solely to devices that
require themis to enable support for the IPv6-only Preferred Option
for DHCPv4 (Option 108, [ RFC8925]) on the network’s DHCP
infrastructure. As npbst |Pv6-only capabl e devices supports Option
108 in their DHCPv4 clients, enabling Option 108 on the server side
woul d al |l ow those devices to cease requesting |Pv4 addresses.

Certain devices, such as resource-constrained enbedded systenms, nay
operate in | Pv6-only node without specific adjustnents if their
communi cation is limted to | Pv6-enabl ed destinations. Since these
systens often |ack Option 108 support, administrators may need
alternative nmethods to prevent |Pv4 address assignnent. One approach
is to block IPv4 traffic at the network attachnent |evel (such as a
swi tchport or wireless access point). This could involve nethods
l'ike:

* Static ACL: Applying a static filter with a "deny ip any any"
rule.

* Dynamic ACL via RADIUS: If 802.1x authentication is in use, RAD US
can provide an ACL blocking all IPv4 traffic.

* Filtering the 1 Pv4 ethertype (0x0800): Sone hardware platfornms nmay
allow for low level filtering of ethertype 0x0800 preventing |Pv4
frompassing into or out of a given swtchport.

The ACL-based approach presents significant scalability and
operational conplexity challenges, particularly in environnents wth
hi ghly nmobil e endpoints. These challenges arise fromthe requirenent
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that operators define and maintain the specific intent regarding
whi ch devi ces should have I Pv4 traffic bl ocked. Consequently, this
approach is recomended only as an interimor stopgap solution

4.3. Access to |Pv4-only Destinations

4.3.1. NAT64

| Pv6-only endpoints require NAT64 to access | Pv4-only destinations.
NAT64 functionality can be depl oyed on dedicated devices or by
enabling it on devices already perform ng NAT44. Consolidating NAT44
and NAT64 functionality on the sane set of devices offers significant
reductions in the cost and conplexity of an |IPv6-npstly depl oynent.

I f NAT44 equi pnent supports NAT64 fuction, the depl oynent of
dedi cat ed NAT64 devi ces warrants careful consideration of various
factors, including, but not limted to:

* Depl oyment costs: Purchasing and installing additional devices,
including the resulting increased requirenents for rack space and
power .

* Network architecture inpact: Network design and topol ogy changes
necessary to accommpdat e new devi ces.

* Management Integration: Integration of NAT64 device support within
net wor kK managenent systens and rel ated automation pl atforns.

* Capacity planning conplexity: Wen depl oyi ng separate devices for
NAT64, the operator needs to forecast how nany sessions will nove
from NAT44 to NAT64 during the I Pv6e-nostly migration. The
operator needs al so predict how many sessions each type of NAT
will handle in the near future. |If the NAT64 and NAT44 devices
are conbi ned, the NAT devices only need to be scaled to the tota
nunber of sessions going to | Pv4-only destinations.

* (Qperational costs: Ongoing operational costs associated with the
new devi ces

Net work architecture also influences the decision to depl oy dedicated
devi ces. NAT44, for instance, is typically inplenented at the
network perimeter (Internet edge). However, if internal services are
not fully IPv6-enabled, NAT64 is required for IPv6-only clients to
access both internal and external |Pv4 destinations. 1In that case it
m ght be beneficial to depl oy NAT64 closer to the users, instead of
the network Internet edge, in order to sinplify routing/firewall

rul es and reduce | atency.

Buraglio, et al. Expi res 3 Septenber 2026 [ Page 7]



I nternet-Draft 6nmops March 2026

4.3.1.1. NAT64 | Pv4 Pool s Consi derations

I f NAT64 and NAT44 are perfornmed by the sane devices, an operator
must choose between allocating a dedicated | Pv4 pool for NAT64 or
usi ng the existing NAT44 pool for both. 1n general, using the sane
pool for both translation types has a nunber of advantages:

* Sinplified deploynment: no need to provision new pools.
* No additional public |IPv4 space required

* Sinplified capacity planning. The size of |Pv4 NAT pool is scaled
to the total nunber of expected sessions, neaning the operator
does not need to forecast (or know the current ratio of) how nmany
sessions will use NAT44 and how many will use NAT64, nor predict
future changes in those nunbers

* Mnimsed user inmpact: it is not uncommon for client |P addresses
to be used as a part of an authentication and access control lists
(ACLs) on the server side. |If the NAT44 pool is already all owed
by an ACL on a renote | Pv4-only destination, then using a
dedi cat ed NAT64 pool would change the client’s public |Pv4 address
(the one the destination sees) when the client becones |Pv6-only
and starts using NAT64. This change might inpact the client’s
connectivity to that destination until the ACLs on the renote side
are updat ed.

Additionally, webservers are known to use client |P addresses for
various forns of authentication and session tracking. Therefore the
NAT64 SHOULD be configured so, whenever possible, the same NAT64 poo
address is assigned to all concurrent sessions originating fromthe
same | Pv6 address of an internal host (a configuration often referred
to as 'sticky’ NAT). REQ 2 of [RFC4787] and [ RFC6888] discusses this
behavi our in nore details.

4.3.1.2. NAT64 Prefix Considerations

Operators can use either the Well-Known NAT64 Prefix (64:ff9b::/96,
VWKP), or they can choose a Network-Specific Prefix (NSP), either from
their own address space or fromthe Local -Use | Pv4/1Pv6 Transl ation
Prefix (64:ff9b:1::/48, LUP, [RFC8215]). Using the WKP or LUP can
make it sinpler to set up packet filtering rules and troubl eshoot the
network, since traffic between |Pv6-only hosts and | Pv4-only
destinations is easy to spot and tell apart fromregular |1Pv6
traffic. Another benefit of the WKP or LUP is that if the client
recei ved both non-synthesized (native) and synthesi zed AAAA responses
fromDNS, the Rule 9 of the destination address selection al gorithm
(section 6 of [RFC6724]) woul d prefer the native | Pv6 destination
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address over a synthesized one. Additionally, using WKP lets the
operator use public DNS64 services, which rely on the WKP for address
transl ati on.

Currently Section 3.1 of [ RFC6052] forbids IPv4/IPv6 translators from
usi ng the WKP for non-global |Pv4 addresses (like [RFC1918]
addresses). [I-D.ietf-v6ops-nat64-wkp-1918] di scusses the NAT64
prefix sel ection considerations and proposes updates to Section 3.1
of [RFC6052], so translators are allowed to use the WKP for non-

gl obal 1 Pv4 addresses.

If internal |Pv4-only destinations use non-global addresses and

| Pv6-only devices need to reach them the operator should ensure that
their NAT64 devices are conpliant with the changes proposed in
[1-D.ietf-v6ops-nat64-wkp-1918]. Alternatively, the operator m ght
utilize a network-specific NAT64 prefix.

4.3.2. 464XLAT

Unl ess the usage of |Pv4-only network sockets is prohibited or
mtigated (e.g., by inmplenenting translation mechani sns such as BIH
[ RFC6535]) in the operating system enabling CLAT (Custoner-side
Translator) on endpoints is essential for seanl ess operation of

| Pv4-only applications in | Pv6-only environments. CLAT provides an
| Pv4 address and | Pv4 default route, ensuring functionality even

wi thout a native |IPv4 address fromthe network. Wthout CLAT or
simlar compatibility |ayer inside the operating system |Pv4-only
applications would fail, negatively inpacting user experience and

i ncreasi ng support over head.

Reconmmendati ons for Network Administrators controlling the endpoints:

* CLAT + DHCPv4 Option 108: If the network administrator can contro
endpoi nt configuration, CLAT SHOULD be enabl ed on endpoints
sendi ng DHCPv4 Option 108. This streanlines the transition

* (Option 108 without CLAT MAY be enabled if the administrator ains

to identify IPvd-only systens/applications, or if all applications
are confirmed to work in IPv6-only node
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4.3.3. Signalling NAT64 Prefix to Hosts

Hosts runni ng 464XLAT, translating IPv4d literal to an IPv6 literals
(Section 7.1 of [RFC8305]) or perform ng |ocal DNS64 functions need
to di scover the NAT64 prefix. The network adninistrator SHOULD
configure the first-hop routers to include PREF64 information in
Rout er Advertisenments as per ([RFC8781]) even if the network provides
DNS64 (so hosts can use DNS64-based prefix discovery, [RFC7050]).

[ RFC9872] discusses this recommendation in nore details.

4.3.4. Signalling DNS and DNS64 to Hosts

To provide | Pv6-only endpoints with DNS recursive server addresses,
the adnini strator MJST configure the network to include the DNS
servers | Pv6 addresses into RA option, as per [RFC8106].

Traditionally, DNS64 (with NAT64) is used to enable |Pv6-only
endpoints to access | Pv4-only destinations. However, using DNS64 has
a nunber of drawbacks, such as:

* DNSSEC | nconpatibility: DNS64 can interfere with DNSSEC
val i dati on.

* Custom Resol vers: Endpoints or applications configured with custom
resolvers or running recursive resolvers locally can not benefit
fromthe DNS64 provided by the network. Such systems woul d need
to rely on CLAT or local synthesis instead (Section 7.4.9
di scusses this scenario in nore details).

* Additional requirenents for application: to benefit from DNS64,
applications need to be | Pv6-enabl ed, use DNS (do not use |Pv4
literals). Many applications do not satisfy those requirements
and therefore fail if the endpoint does not have an | Pv4 address/
native | Pv4 connectivity. Existence of such applications is the
mai n reason why transition to | Pv6-only nust be increnental (via
| Pv6-nostly phase) and requires the vast majority of endpoints to
support CLAT.

Those concerns make DNS64 a suboptinmal and undesirable solution |ong-
term To elimnate the needs for DNS64, the network shall signa
PREF64 to endpoints (see Section 4.3.3), and the endpoints need to
use the obtained PREF64 for perform ng | ocal synthesis and for CLAT.
It should be noted that not every application can benefit fromloca
synthesis performed by the operating system as it would require the
application to use DNS (not IP literals). Therefore DNS64 is only
required to support the foll ow ng cases:
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5

5

* Systens and applications which performlocal synthesis but do not
support [RFC8781] for prefix discovery, and can only discover the
NAT64 prefix using via DNS64 [ RFC7050].

* | Pv6-only devices wi thout CLAT (unless those endpoints are
guar ant eed never to need | Pv4-only destinations, e.g., in case of
a specialized network segnment conmunicating solely with
| Pv6- capabl e destinations).

On the other hand, using DNS64 bypasses CLAT for |Pv6-capable
applications communicating with I Pv4-only destinations, naking the
communi cation slightly nore efficient. Additionally, it encourages
dual -stack endpoints to utilize the | Pv6 and NAT64 path to reach

| Pv4d-only destinations. This operational pattern is useful for
identifying I Pv6-rel ated i ssues and | Pv4 dependencies at an earlier
stage of the IPv6-nostly migration. For that reason adm nistrators
mght find it beneficial to run DNS64 even if it is not strictly
necessary, provided the the above nentioned drawbacks are adressed.

Sol uti on Anal ysis
| Pv6-only Conpared to Dual - Stack

I Pv6-nostly networks offer significant advantages over traditiona
dual - stack nodel s where endpoi nts have both | Pv4 and | Pv6 addresses:

* The depl oynent of dual -stack networks does not fundanentally
resolve the core issue of |Pv4 address exhaustion. The

| Pv6-nost |y approach, however, offers a nmechanismto significantly

reduce the | Pv4 address space allocated to endpoints and reclaim
existing | Pv4 space. Section 5.1.1 discusses this aspect in nore
detail s.

* Controlled and increnental phase-out of 1Pv4: |Pv6e-npstly allows
for the controlled phase out | Pv4 from many endpoints,
streamnl i ning operations and inproving overall network reliability
at a nmeasured and operator-controlled pace. Wile |IPv6-nostly
depl oynents do not inherently resolve the | Pv4 address exhaustion
i ssue (as previously noted), the approach effectively paves the
road toward | Pv6-only networKks.

* Reduced Dependency on DHCPv4: As nore devices operate seam essly
in |Pv6-only node, the criticality of DHCPv4 service dim nishes
significantly. This allows operators to scale down DHCPv4
infrastructure or, in some cases, even operate it with |ess
stringent service |level objectives (SLGCs), optimzing costs and
resource allocation.
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* Sinplified troubl eshooting due to reduced inpact of Happy Eyeballs
[ RFC8305]: when both the client and the server are dual -stack,
communi cati on can happen either over IPv6 or over IPv4 and the
protocol choice can change over time. This may obscure network
i ssues or nmake themintermttent, conplicating the
troubl eshooting. In IPv6-nostly network | Pv6-only hosts are mnuch
| ess affected by such an issue. Al though nodern versions of Happy
Eyebal I s al gorithm support falling back to | Pv4 even in case of
| Pv6-only network, the delay before switching to IPv4 is so |ong
that the fallback does not happen during regular operations. It
shoul d be noted, however, that when an | Pv6-only client
communi cates with an | Pv4-only destination, the traffic may
traverse CLAT or be sent as |Pv6 towards the NAT64, depending on
how the specific application is witten.

The introduction of NAT64 within the | Pv6-nostly nodel may appear as
a drawback, as it inherits many of the limtations associated with
NAT44, such as translating flows fromdifferent hosts to the sane
public | Pv4 address, or scalability challenges caused by statefu
operation. However, it’'s inportant to recognize that nmpost |Pv4-only
or dual -stack networks already rely on NAT44 due to | Pv4 address
scarcity. For these networks, transitioning to an |IPv6-nostly
architecture would sinply require enabling NAT64 functionality on
exi sting NAT44 devi ces.

In a dual -stack network, flows originating froml|Pv6-only capabl e
endpoints to | Pv4-only destinations are, in nost cases, translated by
NAT44. Wthin an | Pv6-nostly environment, this role is fulfilled by
NAT64. Consequently, the overall |oad on the NAT infrastructure
remai ns effectively unchanged, with NAT64 essentially replaci ng NAT44
for a subset of traffic flows.

It is also worth enphasi zing that NAT64 is enpl oyed solely for
facilitating access to | Pv4d resources. As the availability of

| Pv6-enabl ed resources continues to increase, the volume of traffic
traversing NAT64 is expected to dimnish proportionally.

As di scussed in Section 7.3 coexistence of |IPv6-only and | Pv4-only
hosts on the sane |ink m ght present challenges for on-link service
di scovery and on-link peer2peer comunications. It mght be consider
a di sadvantge of |1Pv6-nostly nodel for networks where on-1link

communi cati on between | Pv4-only and | Pv6-only devices is desirable.
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5.

1.

2

1. Reducing |IPv4 Consunption and Mtigating | Pv4d Exhaustion

In I Pv6-nostly networks, |Pv4 addresses are assigned exclusively to
endpoints that require themfor operation. This approach reduces

| Pv4 address utilization within network segnments conpared to
traditional dual -stack depl oynents. The proportion of devices
operating in | Pv6-only node — and the resulting decrease in |Pv4
consunption — is dependent on the specific endpoint footprint and may
vary across different network environnents. Furthernore, the numnber
of devices requiring IPv4 is expected to decrease over tinme as nore
operating systens inplenent support for CLAT, PREF64, and DHCPv4
option 108.

In I Pv6-nostly depl oynents, the reduction in public |IPv4d consunption
is only realized if the network assigns public |IPv4 addresses
directly to endpoints. For networks utilizing [RFCL918] addressing,
the I Pv6-nostly approach facilitates the conservation of private
address space. Wiile this benefit may be negligible for smaller
networks, it is significant for |large-scale enterprises and

dat acenters that face private address exhaustion and seek to avoid
the conplexity of deploying multiple |ayers of NAT

Additionally, while migrating fromdual -stack to | Pv6-nostly reduces
| Pv4 consunption, existing networks require renunbering to downsize
the 1 Pv4 netbl ocks assigned to those segnents. For new depl oynents,
however, admi nistrators can | everage the benefits of |Pv6-nostly

wi t hout renunbering by provisioning smaller netblocks fromthe

out set .

| Pv6-nostly Conpared to a Dedicated | Pv6-only Network

Traditional |1Pv6-only adoption involves separate networks al ongside
dual -stack ones. |Pv6-npstly approach offers significant
i mprovenents, such as:

* Enhanced Scal ability: Separate |Pv6-only networks double the
number of SSIDs in wireless environnents, causing channe
congestion and degradi ng performance. |Pv6-npostly doesn’t require
additional SSIDs. Simlarly, it allows |IPv4 and | Pv6-only devices
to coexist on the sane wired VLANs, elimnating the need of
addi tional Layer 2 segnents, VLAN IDs, and their respective Layer
3 configurations.
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* (Qperational Sinplicity: Managi ng one network segment for al
clients (regardl ess of |1 Pv4 needs) sinplifies operations, inproves
user experience (no nore confusing SSID choi ces), and reduces
support tickets related to m smatched connections. For wred
connecti ons dynam ¢ VLAN assi gnnment becones easier w thout device-
specific I Pv6 capability tracking.

* Optimzed | Pv4 Consunption: User-sel ected dual -stack networks
often | ead to unnecessary | Pv4 use, as users often connect
| Pv6-only capabl e devices to a dual -stack network. |Pv6-nostly
network allocates |IPv4 addresses only when devices don’t advertise
| Pv6-only capability (DHCPv4 Option 108).

* Improved Problem Visibility: User-selected fallback to dual -stack
net wor ks can mask issues with I Pv6-only operation, hindering
problemreporting and resolution. |Pv6-nostly forces users to
wor k through any issues, inproving identification and enabling
fixes for snoother long-termtransition.

* Flexible, Incremental Transition: |IPv6-nostly allows for gradua
m gration on a per-segnent or even on per-device basis. Devices
becone | Pv6-only only when deened fully conpatible with that node

6. Increnental Roll out Considerations

M grating endpoints to | Pv6-only fundanmentally changes network
dynanmi cs by renoving the 1 Pv4 safety net. This includes the nmasking
effect of traditional Happy Eyeballs al gorithm][RFC6555]. |Pv6
connectivity issues becone far nore prom nent, including those
previously hidden within dual -stack environnents. Operators should
be prepared to di scover and troubl eshoot issues in both endpoints and
network infrastructure, even if the dual -stack network appeared

probl emfree

Sone roll out considerations are discussed in the foll ow ng sections.
6.1. Opt-In and Opt-CQut Mbddes

Bef ore user-facing depl oynent, the adm nistrator SHOULD consi der a
dedi cated | Pv6-nostly proof-of-concept network for early adopters.
Wiile this tenporarily sacrifices sonme | Pv6-nostly benefits

(Section 5.2 ), it provides val uabl e operati onal experience and early
i ssue detection. In a nutshell, the recommended approach contains
two phases:
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* (Opt-ln Phase: Invite tech-savvy early adopters to join an
| Pv6-nostly network and report issues. Wile response rates may
be | ow, dedicated participants provide val uabl e troubl eshooting
dat a.

*  Opt-Qut Phase: Increnmentally enable PREF64 signalling as well as
Option 108. Allow selective disabling for problenmatic endpoints,
in extreme case even by providing a separate network or rolling
back I Pv6-nostly in that particular subnet. Requiring users to
file a problemreport to opt-out provides a nmechanismfor gaining
visibility into user experience on |IPv6-nostly network. This
process facilitates the identification of related issues and
expedites issue resolution

In sone scenarios (see Section 7.4.1) the adm nistrator MAY keep a
dual -stack network as a last resort fallback mechani sm but SHOULD
prevent users fromconnecting to it accidentially (e.g., it should be
a hidden SSID with authentication enabled). For recurring tenporary
networ ks, for instance depl oyed on regul ar events such as a
conference, operators may consider changing the | ast resort fallback
networ k SSI D between each event to help prevent inadvertent or |ong-
termuse of |egacy resources, preventing devices which have the

fall back SSID saved in their configuration fromreconnecting
automatically during the next event.

6. 2. Per - Devi ce and Per-Subnet |ncrenental Roll out

Limted control over endpoint configuration necessitates a per-subnet
rollout, increnmentally enabling first PREF64 signalling and then
Option 108 processing in DHCPv4.

In most networks all hosts on a given subnet receive the same RAs
(unl ess mechani snms |ike per-client RA [RFC8273] are depl oyed), so
signalling PREF64 via an RA option doesn’t allow any per-endpoi nt opt
out nechani sm

Sone operating systens provide a nechanismto enable option 108
processing. |In these cases, if the endpoints are managed, per-device
roll out may be possible. Note that sone CSes enable Option 108
support by default wi thout providing configuration knobs to turn it
off. Such systens becone | Pv6-only the nonent Option 108 is
activated on the DHCPv4 server side

The foll owi ng approach i s RECOVMENDED:
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* PREF64 signalling: Enabl e PREF64 option for the router
adverti senent and/or DNS64 (see above). Especially if DNS64 is
used, this mght affect behaviour of some devices as the path via
NAT64 woul d get generally preferred over native | Pv4 path.
Rol | back at this stage affects the entire subnet.

*  DHCPv4 Server-Side Activation: Enable Option 108 processing. Sone
OCSes automatically switch to I Pv6-only. Rollback at this stage
affects the entire subnet.

* Controlled Endpoint Activation: Enable Option 108 on nanaged
endpoints with per-device roll back possible.

3. Roll back Approach

For quick rollback, the adm nistrator SHOULD start with a m ni nal
Option 108 val ue (300 seconds, Section 3.4 of [RFC8925]) and possibly
increase this value as the | Pv6-nostly network proves reliable,
reduci ng the likelihood of full-scale rollback. 1n nost depl oynents,
the | oad of DHCPv4 infrastructure caused by each endpoint restarting
the DHCP handshake every 300 seconds woul d be negligible. However
for large networks containing a high nunber of IPv6-only capable
clients, the default value of 300 seconds nmay be too low. Even if
each | Pv6-only capable client sends only one DHCPDI SCOVER every 300
seconds, the collective traffic can still create a substantial |oad
on the DHCPv4 infrastructure. Adnministrators are advised to nonitor
this |l oad and adjust the Option 108 val ue as necessary.

Qper ational Considerations
1. Address Assignnent Policy

As outlined in Section 6.3 of [RFC6877], CLAT requires either a

dedi cated I Pv6 prefix or, if unavailable, a dedicated |IPv6 address.
Currently (2025), all inplenentations use SLAAC for CLAT address
acquisition. Therefore, to enable CLAT functionality wthin

| Pv6-nostly network segnents, first-hop routers MJST be configured to
advertise a Prefix Information Option (PIO [RFC4861]) containing a
gl obally routabl e SLAAC-suitable prefix with the ' Autononobus Address-
Configuration’ (A) flag set to one.

2. Extension Headers

Bei ng an | Pv6-specific concept, |Pv6 extension headers are often
negl ected or even explictly prohibited by security policies in dual-
stack networks. The issues caused by bl ocki ng extension headers

m ght be masked by the presense of Happy Eyeballs but becone highly
visible when there is no IPv4 to fallback to.
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The network SHOULD permit at |east the foll owi ng extension headers:

* Fragment Header (Section 4.5 of [RFC8200]). Section 7.4.5
di scusses the fragnentation in nore details.

* ESP Header, which is used for |PSec traffic, such as VPN and W -Fi
Cal l'i ng.

3. On-link Conmmunication and Service Discovery

Shared link is often used for automatic discovery of neighboring
devices and their services by neans of different protocols |ike

Mul ticast DNS [ RFC6762]. Many devices and/or services are built on
an assunption that devices on the same |link al so share the sane set
of address famlies or at |east they have one conmon address famly
shared between all of them

In I Pv6-nostly, this assunption is not valid as there m ght be both
| Pv4-only and | Pv6-only devices on the same link. As per Section 20
of [RFC6762], this neans that the link has two unrelated ".local."
zones, one for each address fam ly. Discovery of devices across
different address famlies is inpossible, unless sonme sort of relay
i s deployed on the link

This problem however, is linited to networks where client-to-client
on-link communications are desired and permitted by security
policies. For networks where client isolation is enabled (it’s often
a case for enterprise networks and public WFi), this issue is not a
concern. |f on-link peer2peer conmunication is required, the
operator needs to ensure all participating devices are either dual -
stack or | Pv6-nostly.

4. Typical |ssues

| Pv6-nostly networks expose hidden i ssues by renoving the I Pv4 safety
net. Wiile inplenentation bugs vary greatly and are beyond the scope
of this docunent, this section focus on comon probl ens caused by
configuration, topology, or design choices. It is inportant to
enphasi ze that these issues frequently pre-exist in dual-stack

envi ronments but remain undetected due to | Pv4 fallback nmechani sns.
The probl ens described herein nay not be applicable to every

| Pv6-nostly depl oynent. However, operators are advised to verify
that these issues are not present within their infrastructure prior
toinitiating an I Pv6-nostly mgration or depl oynent.
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4.1. Hosts with D sabled or Di sfunctional |Pv6

Hi storically, tech support often advised disabling IPv6 as a quick
wor karound, leading to devices with disabled IPv6. Sinmlarly,
corporate I T may have disabled or filtered I Pv6 under the assunption
that it’s not widely used. Such endpoints requesting Option 108 will
fail to connect in an |IPv6-nostly network, as they won't receive |Pv4
addresses and | Pv6 is disabled.

Adm ni strators controlling endpoints SHOULD ensure those endpoints
have | Pv6 enabl ed and operational before transitioning the network to
| Pv6-nostly nmode. This includes verifying protocol enablenment as
wel |l as validation of any central or discreetly nmanaged host based
firewalls that could potentially interfere with proper IPv6 function
that may be masked by the presence of |Pv4, and therefore exposed
with its renoval.

4.2. Network Extension

I Pv4’ s NAT44 all ows endpoints to extend connectivity to downstream
systens wi thout upstream network awareness or perm ssion. This
creates challenges in | Pv6-nostly depl oynents where endpoints | ack
| Pv4 addresses:

Sol utions and trade-offs:

* Using DHCPv6-PD to all ocate prefixes to endpoints ([ RFC9663]).
Provi des downstream systens with | Pv6 addresses and native
connectivity.

* Enabling the CLAT function on the endpoint. This scenario is
simlar to the Wreline Network Architecture described in
Section 4.1 of [RFC6877]. The downstream systens woul d receive
| Pv4 addresses and their IPv4 traffic would be translated to | Pv6
by the endpoint. However this approach |eads to the downstream
systens using | Pv4 only and not benefiting fromend-to-end | Pv6
connectivity. To enable IPv6 benefits, conbine this with I Pv6
Prefix Del egati on as di scussed above.

* Bridging and ND Proxy: The endpoint bridges IPv6 traffic and nasks
downstream devi ces behind its MAC address. This can lead to
scalability issues (Section 7.4.3) due to the single MAC being
mapped to many | Pv6 addresses.

4.3. Miltiple Addresses per Device

Unli ke | Pv4, where endpoints typically have a single | Pv4d address per
interface, | Pv6 endpoints inherently use nultiple addresses:
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* Link-1ocal address

* Tenporary address (default on endpoints for privacy)
* Stable address (for long-termidentification)

* CLAT address (in | Pve-nostly/lPv6-only networks)

Endpoi nts wi th contai ners, nanmespaces, or ND proxy functions may have
even nore addresses. This poses challenges for network
infrastructure devices (SAVI switches, wireless access points, etc.)
that map MAC addresses to | Pv6 addresses, often with limts to
prevent resource exhaustion or DoS attacks. Wen the nunber of I|Ps
per MAC limt is exceeded, infastructure devices behavior varies
across inplenentations, |eading to inconsistent connectivity |oss and
ot her unexpected behavior: while sone systens drop new addresses,
others delete ol der entries, causing previously functional addresses

to lose connectivity. |In all those cases endpoints and applications
don’t receive explicit signalling about the address becom ng
unusabl e.

This problem while inmpacting dual -stack endpoints as well, is nuch

| ess visible for dual -stack devi ces:

* On a dual -stack endpoi nt Happy Eyeballs might obscure the issue by
falling back to | Pv4.

* Using dedicated | Pv6 addresses for CLAT instances increases the
nunber of | Pv6 addresses required on | Pv6-only nodes conpared to
dual - st ack ones.

* Some traffic flows (e.g., belonging to I Pv4d-only applications)
woul d be using I Pv4 on a dual -stack endpoi nt but go through CLAT
on an I Pv6-only one. Such flows would be unaffected on a dual -
stack network but experience an outage if the CLAT address is
bl ocked by the network.
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Al'l ocating prefixes to endpoints via DHCPv6-PD ([ RFC9663]) allows to
elimnate the issue and to address the corresponding scalability
concerns. (Operators of |arge-scale |IPv6-nmostly networks m ght

benefit from using DHCPv6 prefix delegation for IPv6-only and

| Pv6- enabl ed endpoints. |In that case the adm nistrator also need to
ensure that the first-hop routers set the P-flag [ RFC9762] in RAs.
However, the depl oyment nodel described in [RFCO663] mi ght not yet be
supported by all endpoints and network infrastrcuture devices. The
net wor k admi ni strator SHOULD ensure that the depl oyed network

i nfastructure devices allow sufficient nunber of |Pv6 addresses to be
mapped to a client’s MAC and SHOULD nonitor for events, indicating
that the linmt has been reached (such as syslog nessages, etc.).

7.4.4. Host Mbility and Renunbering

Net wor ks enpl oyi ng dynam ¢ VLAN assignment (e.g., based on 802.1x or
MAC- based aut hentication) can cause endpoints to nove between VLANs
and | Pv6 subnets. As client operating systens do not always handl e
changes in link-layer state (e.g., VLAN changes) correctly, this
mobility often I eads to inconsistent |P stack behavior on operating
systens, resulting in the persistence of old subnet addresses and
potential connectivity issues due to incorrect source address

sel ection. In such networks, the adm nistrator SHOULD configure the
link-1ocal addresses of the first-hop routers (such as link-1oca
addresses assigned to router interfaces or the correspondi ng VRRPv3
(Virtual Router Redundancy Protocol, [RFC9568]) virtual link-local IP
address) to be unique within the mobility domain (the set of I|inks
the host can nove between). For exanple, if there are two VLANs
usi ng subnets 2001:db8: 1:a::/64 and 2001: db8:1:b::/64, the

adm nistrator m ght configure the virtual router |ink-Iocal addresses
as 'fe80::2001:dh8:1:a and ’'fe80::2001:db8:1: b, respectively.
[1-D.link-6man-gul | a] provides further analysis and di scusses this
approach in nore detail.

7.4.5. Fragnentation

As the basic | Pv6 header is 20 bytes |onger than the |Pv4 header,
translating fromlIPv4 to | Pv6 can result in packets exceeding the
path MIU on the I Pv6 side. In that case NAT64 creates |Pv6 packets
with the Fragnent Header (see Section 4 of [RFC7915] for nore
details). As per [RFC7915] , by default the translator fragnents

| Pv4 packets so that they fit in 1280-byte | Pv6 packets. |t neans
that all 1Pv4 packets larger than 1260 bytes are fragnented (or
dropped if the DF bit is set).
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Admi ni strators SHOULD maxi m ze the path MIU on the I Pv6 side (from
the translator to I Pv6-only hosts) to minimze fragmentation. NAT64
devi ces SHOULD be configured to use the actual path MIU on the |Pv6
side when fragnenting | Pv4 packets.

Anot her comon case of |Pv6 fragnentation is the use of protocols

I'i ke DNS and RADI US, where the server response needs to be sent as a
singl e UDP datagram Network security policies MIST allow | Pv6
fragments for permtted UDP traffic (e.g., DNS, RADI US) where single-
dat agram responses are required. Allowing IPv6 fragnents for
permtted TCP traffic is RECOMVENDED unl ess the network
infrastructure reliably perfornms TCP MSS cl anpi ng.

To ensure reliable Path MIU Di scovery (PMIUD, [RFC8201]), network
security policies SHOULD permt the passage of |CMPv6 Type 2 (Packet
Too Big, [RFC4443]) messages to and fromall |Pv6-enabl ed devices.
This reconmmendation is fundanmentally no different fromthe
established practice in | Pv4 networks, where | CVP Type 3 Code 4
(Fragnment ati on Needed and DF set) nessages are essential for PMIUD.

7.4.5.1. Atomc Fragnents

Section 4 of [RFC6145] specified that an | Pv4 packet without the
Don’t Fragnment (DF) bit set, when translated to | Pv6, should include
an | Pv6 Fragnent Header. Such packets are known as atom c fragnments.
However, [RFC7915] obsol eted [ RFC6145] and deprecated the al gorithm
that generates these IPv6 atom c fragnents. It has been observed
that certain [ RFC7915] non-conpliant PLAT inplenentations continue to
generate I Pv6 atomic fragnents. This behavi or causes unintended
connectivity issues, particularly on endpoints where firewalls are
enabled. Administrators should verify that the PLAT devices do not
generate atom c fragments by default. |If atomc fragnents are
generated, the administrator should configure the PLAT devices to

di sabl e atom ¢ fragnents generation, provided a configuration

mechani smis avail abl e.

7.4.6. | Pv4 UDP Packets with Zero Checksum

Translating | Pv4 UDP packet with zero checksumto |Pv6 requires the
translator to cal culate the checksum and therefore has perfornmance
inplication. As per Secton 4.5 of [RFC7915], translators are all owed
to drop | Pv4 UDP packet with zero checksum Additionally,

Section 1.2 of [RFC7915] says: "Fragnented | Pv4 UDP packets that do
not contain a UDP checksum (i.e., the UDP checksumfield is zero) are
not of significant use on the Internet, and in general will not be
translated by the IP/ICW translator ... However, when the transl ator
is configured to forward the packet w thout a UDP checksum the
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fragmented | Pv4 UDP packets will be translated.”

It has been observed that sone systens (such as 3GPP ePDG Evol ved
Packet Data Gateway) nmight generate | Pv4 UDP packets with zero
checksum Those packets coul d be dropped by the PLAT devices,

i npacting WFi calling on | Pv6-only endpoints connecting to those
ePDGs. As Secton 4.5 of [RFC7915] recommends that the translators
have a configuration knob to calculate an I Pv6 checksum and forward
the packet instead of dropping it, the adm nistrator should consider
enabling that option if such an issue is encountered.

7.4.7. Representing |Pv6 Addresses by CLAT

Certai n CLAT inplenmentations face chall enges when translating
incom ng | Pv6 packets with native (non-synthesized) source addresses
(e.g., ICWPv6 packets sent by internediate hops on the path). This
| ack of standardi zed transl ati on mechani sns can | ead to:

* Inconplete Traceroute: Onri ssion of |Pv6e-only hops between the
endpoi nt and NAT64 transl ator, hindering troubl eshooting.

* Path MIU Discovery |Issues: Potential disruptions in the PMIU
di scovery process.

[1-D.ietf-v6ops-icnpext-xlat-v6only-source] proposes a solution for
signalling the actual non-synthesized |IPv6 source address while
translating | CVMPv6 error messages.

7.4.8. | Pv4-Dependencies in Network Adnission Contro

Certain layer 2 network devices (e.g., wireless access points,
controllers) may enforce a policy where a host’s network access is
conti ngent upon successful DHCP | Pv4 address assignnent or tied to
results of DHCP snooping. Consequently, hosts supporting Option 108
may experience network access denial or disconnection, as they are
not assigned | Pv4 addresses. To facilitate a snooth migration to

| Pv6-nostly, operators are advised to update their network access
policies to elinmnate any hard dependenci es on the assignment of |Pv4
addresses to hosts.

7.4.9. Custom DNS Configuration on Endpoints

In I Pv6-nostly networks without PREF64 in RAs, hosts rely on DNS64

([ RFC7050] to discover the NAT64 prefix for CLAT operation.

[ RFC8880] requires that queries for AAAA resource records of
"ipvdonly.arpa.” MJST be sent to the recursive resolvers provided by
the network, not to the resolvers configured nmanually, |oca

recursive resolvers etc. However some inplementations do not comply
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wi th [ RFC8880] and, when configured with custom DNS resolvers (e.g.,
public or corporate DNS) may bypass the network-provi ded DNS64,
preventing NAT64 prefix discovery and hindering CLAT functionality.

VWhere feasible, administrators SHOULD i nclude PREF64 in RAs within
| Pv6-nmostly networks to minimze reliance on DNS64. Administrators
need to be aware of the potential for CLAT failures when endpoints
use customresolvers in environments | acki ng PREF64.

Simlarly, some VPN clients are known to overrride the DNS
configuration on the endpoints, preventing those devices from

di scovering the NAT64 prefix via [ RFC7050] nechanism |f the network
doesn’t provide the NAT64 prefix in RAs or the endpoint doesn’t
support [RFC8781], the endpoint m ght not be able to discover the
NAT64 prefix and therefore would fail to enabl e CLAT.

8. Security Considerations

The proposed depl oyment scenario inherits security considerations of
| Pv6 (see [ RFC9099]). As IPv6-only device can not fall back to |Pv4
if 1Pv6 connectivity is not available or inpacted by a malicious
actor, any attack affecting I Pv6 connectivity woul d have nuch nore
drastic outcone, conparing to dual -stack networks

By signalling a rogue NAT64 prefix to a host, a malicious actor can:

* cause a DoS attack, if the network does not provide NAT64
functions (for that prefix or at all);

* inplement MtMattack by intercepting traffic to the rogue prefix.

To countermeasure this attack vector, the network admi nistrators
SHOULD configure the first-hop routers to include PREF64 information
in Router Advertisenents as per [RFC8781] and ensure that |ayer 2
security neasures such as RA-Quard ([RFC6105]) are in place.

Section 7 of [RFC8781] discusses this topic in nore details.
Additionally, [I-D.ietf-v6ops-claton] discusses security inplications
of enabling CLAT if native |IPv4 connectivity is avail able and
recomends di sabling CLAT in that case

Security considerations of using DHCPv4 Option 108 are docunented in
Section 6 of [RFC8925].
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9. Privacy Considerations

Thi s docunent does not introduce any new privacy considerations.
| Pv6-nostly networks have the same privacy considerations as ot her
Dual - stacked or |Pv6-only networks.

10. | ANA Consi der ati ons

This meno does not introduce any requests to | ANA
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