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Abstract

Time-Variant Routing (TVR) refers to calculating a path or subpath
through a network where the tinme of nmessage transm ssion (or receipt)
is part of the overall route conputation. This nmeans that, all

thi ngs being equal, a TVR conputation m ght produce different results
depending on the tine that the conputation is performed w thout other
det ect abl e changes to the network topol ogy or other cost functions
associated with the route.

Thi s docunent introduces requirenents for the design and
i mpl ement ati on of systens which perform TVR conputations. It also
expl ains different aspects of a TVR system which need to be
considered during its design.

About Thi s Docunent

This note is to be renoved before publishing as an RFC

Status information for this docurment may be found at
https://datatracker.ietf.org/doc/draft-ietf-tvr-requirenents/.

Di scussion of this document takes place on the Tinme Variant Routing
Wirking Goup mailing list (rmailto:tvr@etf.org), which is archived
at https://milarchive.ietf.org/arch/browse/tvr/. Subscribe at
https://ww.ietf.org/mailman/listinfo/tvr/.

Source for this draft and an issue tracker can be found at
https://github. com dani el ki nguk/tvr-requiremnments.

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.
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1.

1.

I nt roducti on

Thi s docunent is an informational specification neant to informthe
design and i npl enmentation of systens that manage tinme-variant routing
(TVR) information, and to characterize those systens using design
aspects understandabl e to network operators. The terns discussed in
this docunment are intentionally general and are intended to be
tailored for specifics of those individual TVR systens.

The notivation for this work is explained in the TVR Use Cases
docunent [ RFC9657], which justifies why there is value in having sone
formof time-variance in a system This docunent discusses technica
detail of aspects that designers and operators could adopt and

consi derations for when (or when not) to need to incorporate each of
these aspects in a system design

Thi s docunent starts with an overview of TVR networks and aspects of
their time variance in Section 2 and el aborates on TVR use cases in
Section 3. Requirenments on the design of TVR systens are then
categori zed and summari zed in Section 4 with operationa

consi derations for those systens in Section 5, and security

consi derations in Section 6

1. Conventions and Definitions
Specific terns used within this docunent are as foll ows:

Model :  The universe being nodel ed, which defines a paraneter state
space.

Entity: A single separable itemwithin the nodel. Each entity has a
stable identity which is tine-invariant.

Property: A single attribute of an entity which is used to
paraneterize that entity. The notion of a property is not tinme-
variant, the property always exists within an entity but its value
may be tine-variant.

Property Value: The specific value of a property, both as a pl anned
state within the schedule tineline and as a realized state in
wal | -cl ock tine.

Schedul e:  The nethod of paraneterizing time-variance intrinsic to a
time-variant nodel. The paraneters of a schedule are within the
state space of the nodel

Schedule Tinme: An idealized tineline within a tine-variant node
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over which entities and property values nmay change wi thout a
difference of state in the nodel itself. The notion of schedul e
time is intrinsic to the nodel

Wal |l -Clock Tine: The true tineline, neasured in sonme tinme scale by
sonme local ticker. The notion of wall-clock tinme is extrinsic to
the nodel ; even non-tinme-variant nodels allow for changes over
wal | -clock tine, just as different nodel states rather than a
change wthin_ the nodel itself.

Time Instant: A single instant of tine, consistent with the concepts
of date-tine in [ RFC3339].

Timeline: A discrete or continuous sequence of tinme defined over a
specific time datum

Time Horizon: A bounded interval of time used to limt the
applicability of a schedule or tineline, consistent with the
concepts of period in [ RFC3339].

Subsequent: A tine instant which is later in a timeline than sone
reference time instant.

Snapshot: A way to transforma nodel with schedul ed time-variance
into one that is time-invariant and applies only to a single tinme
instant. That instant need not be the current wall-clock tine.
The term snapshot can be used as a verb, to mean the
transformation itself, or as a noun, to nean the output of the
transformation.

Schedul e Dormai n: A set of time-variant entities that are expected to
be configured and operated jointly on the sane tineline with a
bounded synchroni zati on of execution in wall-clock tine.

Orchestrator: The subsystem of a managi ng device which centralizes
control of a network and applies policy to nanage a network. A
Pat h Conputation El ement (PCE) [ RFC4655] is an exanple of an
Orchestrator.

Manager: The subsystemin a nanagi ng devi ce which operates a
managenment protocol to control an Agent.

Agent: The subsystemin a nmanaged devi ce whi ch operates a managenent
protocol to be controlled by a Manager.

Managenent Protocol: The nechani smused to exchange data between

Managi ng and Managed devi ces, goverened by a data nodel shared by
the two devi ces.
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(Routing) Application: The subsystem of a managed devi ce whi ch
performs the functions of a routing protocol and/or algorithm

I I I I
I I I I
| e + | - +
| | Orchestrator | | | | Application | |
| e e e e e o + | | o e e a oo - + |
| | | Management | | |
[ e + Protocol | +------------- +
| Manager | |------ Ho----- | Agent (.
[ R + : I R +
Fom e e e e oo o + : o e e e e oo oo +

S +

| Data Mdel

oo +

Figure 1: Management Entities

As a concrete exanple for the use of Figure 1 when applied to

exi sting | ETF standards, the managenent protocol could be NETCONF

[ RFC6241] which would be governed by a set of YANG data nodel s

[ RFC7950] known to the Manager and its Orchestrator and inpl enented
on the Agent and its Application. In this exanple, if the system

uses all _extrinsic schedules_the data nodel does not need to be
time-variant and all schedul e execution would occur within the
Orchestrator. |If the systemuses any _intrinsic schedules_then

those need to be present within the data nodel, which would be
conmuni cated to and executed within the Application

2. Overview of Tinme-Variant Networks

Exi sting Internet routing techniques maintain end-to-end connected
pat hs across a network. Routing nechanisns exist to recover
connectivity and resurme nornmal traffic forwarding as the topol ogy
changes. Cccasionally, optimzation of routes may al so be requested,
especi al |y post-topol ogy changes due to disruptive events. However,
there are a growi ng nunber of use cases where changes to the routing
topol ogy are an expected part of network operations. |n these
scenarios, the pre-planned | oss and restorati on of an adjacency, or
formati on of an alternate adjacency, should be seen as a non-

di sruptive event.

TVR refers to calculating a path or subpath through a network where

the tinme of nessage transmission (or receipt) is part of the overal
route conputation. Therefore, a TVR conputation night produce
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different results depending on the time a calculation is perforned
wi t hout ot her detectabl e changes to the network topol ogy or other
cost functions associated with the route.

This section is organized into the followi ng: Section 2.1 includes
sonme basic definitions for when and how schedul es would relate to a
general data nodel, Section 2.2 discusses the tenporal aspects within
a schedule itself, Section 2.3 explains the entities of an |IETF

net wor k nmodel expected to benefit froma schedule, Section 2.4

di scusses conpl ex routing behaviors enabled by a network nodel with
intrinsic schedul es, and Section 2.5 discusses considerations needed
when schedul es are present in a data nodel

2.1. Resource Scheduling

Pl anned resource scheduling is essential for various scenarios,
i ncluding networks with nobile entities such as unmanned aeri a

vehicles and orbiting satellite constellations [ RFC9657]. |In these
scenarios, links are lost and re-established as a function of the
mobility of the platforns. Furthernore, link activity mght be

restricted to certain times of the day in networks wi thout reliable
access to power, such as networks harvesting energy fromtidal, wnd,
and solar resources. Simlarly, network traffic m ght be planned
around energy costs or expected user data volunmes in networks
prioritising green conputing and energy efficiency over data rate.

2.1.1. Schedul e Domai ns

The concept of a schedule domain is to allow partitioning the

uni verse of nmanaged entities into separate sets of entities, each
wi th i ndependent tinelines having i ndependent schedul e execution
(Section 2.1.4) and likely independent schedul e generation

(Section 2.1.3). Wthin each domain, all schedul es need to use the
sanme tineline, need synchroni zed execution, and joint schedule
gener ati on.

Two extrenes of how a system can organi ze schedul e donai ns are:

Uni versal Dormain: This extrene is to combine all schedul ed state
together into a single donmain and single tineline. For cases
where all nodes in a network have tinme-varying properties that
af fect their topol ogi cal neighbors, all of the nodes need to be
schedul ed in the same domain to avoid m saligned configuration
bet ween devices. The orchestration and managenent burden in this
case is the need to consider all schedules jointly and the
operational burden is the need for synchronization of schedule
execution across nanaged devi ces.
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Per-Devi ce Donains: This extrene is to consider each managed device
as a separate schedul ed dormai n, where property changes between
devi ces need not be synchronized. This sinplifies aspects of
schedul e execution but would likely rely on control plane
communi cati on between devices to avoid m smatch between the actua
configuration of any node and how it is assunmed to be configured
by other nodes. The orchestration of schedules within a device in
this case would |likely be based on device-local needs such as for
power contr ol

In cases where there does not need to be tight synchronization

bet ween sone schedul es, they can be nanaged in separate domai ns and
effectively formseparate tinelines where the schedule tine in one
domain has little to no relation with any other domain.

A system desi gn can choose to nmake sone "edge" nodes or sone
properties of edge nodes intentionally tine-invariant in order to
forma | ogical boundary around schedul e domai ns or possibly aligning
schedul e domains with routing domains so that schedul e edge nodes
correspond with routing edge nodes. This would allow routing contro
protocols to be used for online negotiation at donmai n boundari es.

2.1.2. Schedule Visibility

Because schedul ed tine-variance is not a part of existing routing

al gorithms and managed data nodels, not all routing applications wll
be made to handl e schedul es as part of the routing parameters
intrinsically.

Two extremes of schedul es being associated with routing data are:

Intrinsic Schedule: 1In this situation, the schedule is an intrinsic
part of the nmanaged data nodel which is visible to the routing
application and used as part of the routing algorithns. Wen the
schedule is intrinsic, there is not necessarily the notion of a
schedul e being "executed" as a single activity in wall-clock tine
because the time-varying paraneters are ingested as part of the
routing al gorithm functioning (see Section 2.4) when routing is
needed.

Extrinsic Schedule: 1In this situation, the schedule is not part of
t he managed data nodel for the Managed Devi ce but naintained
within the Orchestrator; the routing application only sees the
effects of changes in routing paranmeters as the schedule is
executed (in wall-clock time) by the Orchestrator
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There is also the possibility of an internedi ate situati on where the
schedule is still part of the nmanaged data nodel but is visible only
to, and executed in wall-clock time by, the managenent Agent. This
all ows a nore distributed use of schedul ed data than centralizing its
processing in an Orchestrator

2.1.3. GCeneration Locality

2

1.

The generation of a schedul ed data nodel depends on coll ecting source
data (which likely has sone tenporal information in it to begin
with), choosing a tinme horizon to schedule within, and then
processing the source data into an overall schedul e.

Two extrenes for locality of schedul e generation are:

Centralized Generation: In this situation, all schedul e generation
is centralized within a network Orchestrator and changes are sent
to routing applications in wall-clock tine via a nmanagenent
interface. Even though the generation of the schedule is
centralized, both the schedule visibility (within the data nodel)
and the locality of how the schedule is executed are
unconstrai ned.

For exanple, a schedule could be generated in a centra
orchestrator synchronized to all managed devi ces which then
execute the schedule in a distributed nanner.

Distributed Generation: This situation corresponds with the
intrinsic or intermedi ate schedule visibility. Were a schedule
(with a potentially limted time horizon fromwhat is known at the
orchestrator) is part of the managed data which is distributed to
managed devices to be handled either by the Agent or by the
routing Application itself.

4. Execution Locality

Depending on the visibility of schedules within a data nodel (see
Section 2.1.2) there are different options for where the schedul e may
be executed, and ultimately influence a time-varying configuration on
a managed devi ce.

Two extrenes for locality of schedul e execution are:

Centralized Executi on: In this situation, all schedul e execution is
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centralized within a network Orchestrator and changes are sent to
routing applications in wall-clock time via a nanagenent
interface. This situation can apply to any type of schedul e
visibility, but only to centralized generati on because the ful
schedul ed data nodel needs to be available to the entity
perform ng the execution.

Distributed Execution: 1In this situation, schedul es are executed on
each managed devi ce i ndependently but based on synchronized
clocks. This situation corresponds with the Intrinsic or
i ntermedi ate schedule visibility, where a schedule (with a
potentially limted tinme horizon fromwhat is known at the
Orchestrator) is part of the managed data which is distributed to
managed devices to be handled either by the Agent or by the
routing Application itself.

When schedul es are distributed to the nmanaged devices, it
necessarily increases the amount of data that the managi ng device
needs to synchroni ze across the network. The ratio of increased
size can be nmitigated by only distributing a limted time horizon
to each device within a sliding window that noves forward in non-
real -tine.

When schedul es are both generated and executed centrally, there is a
consi stency risk between different nanaged devi ces because if one
device fails to be reconfigured in wall-clock tine its configuration
will no longer align with the other devices which are supposed to all
operate on the sane schedule. To recover fromthis kind of

situation, either reattenpt to configure the m saligned device may be
made to bring it back into alignment with the other devices or the

ot her devices’ configurations nust be rolled-back into consistency
which will then cause all the devices to be off-schedul e.

When schedul es are executed on each device, there is a risk that
clocks on different devices becone de-synchroni zed beyond the tine
precision required of the schedule. Because real-tine clocks are
necessary for nore than just schedul e execution, and because accurate
and precise tine sources exist outside of network time (_e.g._, GPS
time) this risk can be made to have a | ow probability.
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Wth distributed execution there is also a risk that a Manager | oses
connectivity with the nanaged device and the device eventually runs
out of tine horizon in the schedule which is known to it. This risk
can be mtigated by trading between the size and the horizon end-tine
of schedul es distributed to managed devices. This trade can be
different for different devices, where some well-connected devices
operate closer to just-in-time with short horizons while other

devi ces can be given a longer horizon to allow it to execute in the
absence of near-continuous Manager connectivity.

One possi bl e conbination of these options is depicted in Figure 2,
where inputs are collected in a centralized schedul e generator, the
schedul e is executed on that centralized entity by taking a snapshot
(periodically or as-needed when nodel state changes over schedul e
time) and distributing the tine-invariant snapshot configuration

Schedul e Schedul e Config
Generation Execution Di stribution
I I I

--inputs-->| | | --config-->
--inputs-->|---schedul e--->|---snapshot--->|--config-->
--inputs-->| | | --config-->
o oo o oo >
I nformati on Configuration
Sour ces Consuners

Figure 2: Centralized Generation with Centralized Execution

An alternative conmbination is depicted in Figure 3, where inputs are
al so collected in and a schedul e generated by a centralized entity,
but in this alternative the schedul ed data nodel (or sone filtered
time horizon of it) is distributed to the managed devices to be
execut ed i ndependently on each devi ce.

Schedul e Schedul e Schedul e
Cener ati on Di stribution Executi on
I I I

--inputs-->| | ---schedul e--->|--config-->
--inputs-->|---schedul e--->|---schedul e--->|--config-->
--inputs-->| | ---schedul e--->|--config-->
Qo m m e e e e e e e e e e e e e e e e e e e e e eea oo >
I nf ormati on Confi guration
Sour ces Consumers

Figure 3: Centralized Generation with Distributed Execution

King, et al. Expi res 3 Septenber 2026 [ Page 11]



I nternet-Draft TVR Requi renents March 2026

2.1.5. Configuration and Operational State

Most of the discussion in this document treats scheduling as the
means for influencing when configuration on sone nanaged device is

pl anned to be updated. But as explained in [ X 731] devices are
expected to have an operational state al ongsi de nany administrative
states being configured. For exanple, a known del ay between enabling
the modem supporting a termnation point or link and the nodem
actual ly being usable for sending traffic.

Strategies for nodeling time margins around changes of configuration
are discussed in Section 2.2.4. Even when time margins are taken
into account, the schedules are still being applied to cascadi ng
subsequent changes of administrative state within configurations.
Those changes can notivate subsequent changes in operational states.
Wil e the adm nistrative changes follow the schedule tines, the
operational states could be effective at different tines across
devices (_e.g. , because of different inplenentations or other

devi ce-specific reasons).

2.2. Ceneral Temporality

This section covers different aspects of how tenporality applies to
any potential TVR data nodel or TVR augnentation of a tine-invarient
data nodel. Each aspect is roughly independent and informs how a

model can choose to include tenporality in its paraneter state space

Each of these aspects can be different across different schedul e
domai ns (Section 2.1.1), but are expected to be consistent within a
singl e schedul e domain. Also, just because an entire nodel or donain
allows high granularity (Section 2.2.1) or high precision

(Section 2.2.3) does not nean that every single entity needs to nake
use of those aspects (or even that every entity needs to have tine-
variance at all). 1t is perfectly valid for sone entities to have
time-variance and others to have none.

2.2.1. Scope of Tine-Variability

One aspect of any tine-variant data nodel is the scope of what may be
time-variable. Two extremes of this aspect are:

* A nodel that is entirely tine-invariant, where time exists
conceptual ly but has no inpact on any of the nodel’s entities.

* A nmodel in which every entity has sonme kind of schedul e appli ed.
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It is expected that an application of time-variability to real world
data nodels will keep sone entities within the nodel tinme-invariant
and al |l ow scheduling of other, specific entities.

Anot her aspect of any tine-variant data nodel is the granularity of
state to which a schedul e can be applied. Two extrenes of this
aspect are:

* A nodel where one single schedule applies to the entire universe
(_i.e._indicating when the tine-variant entities are valid or
invalid).

* A nodel where every property of every entity can be schedul ed
i ndependently. This is the tenporality nodel of [Al XM.

It is expected that the use of tinme-variability in data nodels wll
fit wwthin these extremes. One possibility is to apply a schedule to
each entity indicating when that entire entity is valid or invalid.
Anot her possibility is to apply a schedule to groups of properties
within an entity (while | eaving other properties time-invariant).

2.2.2. Tinme Horizon

In an idealized nodel the schedules will apply indefinitely far in
the past and the future, but in a realizable data nodel with both
processing and storage limtations there will need to be a tine

hori zon within which the nodel applies and outside of which the node
has no neaning. |n sone cases this horizon will be intrinsic to the
data nodel itself, with an explicit nodel paraneter indicating the
hori zon. In other cases the data nodel may allow indefinitely-Iarge
schedul es but the processing of the schedule tineline is bounded to
limt resource needs.

One possible rationale for separating schedul e donai ns
(Section 2.1.1) is the duration of the tine horizon needed for
entities in each domain.

2.2.3. Time Precision and Accuracy

Different time-variant nodels will require different granularities of
pl anning tinme, either because of limtations or assunptions about
wal | -clock tine or because of requirenents within the nodel ed donai n.
It is up to specific nmodels to define the precision of time val ues
and the required accuracy and precision of wall-clocks which execute
t he schedul es.
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One possible rationale for separating schedul e donmai ns
(Section 2.1.1) is the level of time precision or accuracy of
execution tinme able to be upheld across entities in each domain.

2.2.4. Time Synchronization and Margin

Any schedul e execution and device configuration (see locality options
in Section 2.1.4) will necessarily have some msalignment in the
synchroni zation of time across all devices operating in the same
timeline. This msalignnent is hopefully bounded by design and abl e
to be characterized statistically.

It is inportant for the activity of schedul e generation (see
Section 2.1.3) to take the misalignment into account as some form of
margi n around the instants of schedul ed change. The exact formthat
this margin woul d take depends on the specific tinme-varying
properties.

Anot her source of time margin in a tine-varying system can be due to
a desire to nodel the time delay between changing the adm nistrative
state of sone subsystem and a subsequent change to its operationa
state as a consequence.

Regardl ess of the reason for a schedul e margin being accounted for,
it is critical that the margin is not double-counted by different
activities in the schedul e processing chain.

2.2.5. Validity in a Schedul e

Wthin a single schedule over its tineline there will likely be a
need to have nultiple discrete intervals of validity over absolute
schedule tinme. The tine instants at which a schedule is invalid

i ndi cate an undefined property value, so it is inportant for a node
to be able to accomopdate nultiple schedul es as necessary to ensure
that sone properties can have values at all tines.

A nodel which restricts itself to a single interval of validity could
run into difficulties over a |ong enough tine horizon and woul d need
to resort to having multiple nodel entities represent the sane
nodel ed "thing" which can | ead to confusion and inefficiency.
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2.6. Periodicity in a Schedul e

Separate fromthe concept of intervals of validity in absolute
schedul e tine, there can be a need to nodel repetitive states in a
concise way. One way to nodel a periodic change of state is to
conbine a set of absolute tinme intervals with a periodic
paraneterization (duration valid and duration invalid); this is the
model of [AlI XM .

A nodel which does not include the notion of periodicity within a
schedul e coul d be used in situations where discrete intervals of
validity are needed to handl e periodic state changes which is neither
storage nor processing efficient. Periodicity can also be seen as
unnecessary when the tinme horizon will always be small enough
compared to any schedule tine period that only one repetition is ever
seen within the horizon in one state.

2.7. Continuity in a Schedul e

A schedul e which includes a sequence of tine intervals needs to
ensure that the interpretation of those intervals in the schedul e
tinmeline does not |eave any "gaps" at the interval boundaries. For
that reason, it is inportant that the nodel uses half-open intervals
of time so that tine-adjacent intervals |eave no gap. |In keeping
with the termi nol ogy of [RFC3339], intervals are bounded by their
"start" and "end" instants. It is suggested that any tine-varying
nmodel use schedules with intervals closed on their start tinme and
open on their end time. This behavior lends to the interpretation,
in the schedule tineline, that the schedul ed state takes effect at an
interval’'s start and continues until the subsequent state.

2.8. Time-Overlap and Priority

In an ideal situation a nodel would be guaranteed by design to
contain only contiguous and non-overl appi ng schedul es for each tine-
variant scope. In a realized nmodel this kind of invariant mght not
be enforceable or mght lead to overly conpl ex schedul e structures.
One way a nodel can handle this is to establish a concept of schedul e
priority, where sonme intervals of the schedule tineline contain
overl appi ng schedul es for the sane properties and only the highest-
priority schedule applies. Wen priorities are allowed by a nodel,
it enables the concept of an "overlay" where a |long-duration state
can be tenporarily (in schedule tinme) superseded by a short-duration
st at e.
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2.2.9. Property Value Interpolation

When a schedule is applied to an entity in a way which is nore
granular (Section 2.2.1) than just indicating when that whole entity
is valid or invalid, the nodel needs to consider how individua
properties are to be treated between schedul ed instants. Some of the
possi bl e behavi ors are:

Zero-order hold: Fromthe instant a schedul ed value applies to a
property until the subsequent-in-schedul e-tine val ue supersedes
it. This is sinple froma |ogical standpoint, but discontinuities
in the value over schedule tinme could cause issues with the nodel
itself. For sone nodels, though, the constant val ues between
change instants are actually beneficial by allowing the entire
timeline to be conmpressed into a sequence of discrete state-change
instants. This is the behavior inplied in nodels such as [Al XM.

Li near interpolation: At the instants of tine defined in the
schedul e the property takes the exact val ues, but between those
instants the property is interpolated linearly over tine. This
results in a state that is continuous over time, which is
beneficial for sonme kinds of nodel but also means that there is no
sinpl e discrete sequence of states.

Hi gher-order or spline interpolation: Hi gher order interpolations
can result in properties that vary over schedule tine in ways that
are nore or |less beneficial to different types of nodels.

Regardl ess of the types of interpolation used, a nodel can choose to
apply interpolation globally or per-property. Since different
properties represent different physical or logical nmetrics of a
network it is expected that different types of interpolation will be
needed for different represented quantities.

2.2.10. Changes to Mdel State

Separate fromhow a tine-variant nodel can contain a schedul e
timeline within the nodel state, a nodel design will need to consider
how changes to the nodel state itself (over wall-clock tine) are
handl ed. This aspect is actually not specific to a tine-variant
nmodel but is inmportant to consider in this context.

Two extrenes of this aspect are:
* A nodel which can only be changed whol esal e, superseded by an
entire new nodel state. This is easy to keep consistent but has

i nefficiencies of storage and transport if the nodel state is to
be shared or exchanged between real entities.
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* A nodel which has an intrinsic notion of fine-grained superseding
changes, possibly scoped to individual entities, individua
schedul es, or nore conpl ex groupings.

Topol ogi es

The primary entities of a topological network nmodel, as realized in
the | ETF [ RFC8345] and simlar predecessors, are _nodes_ and
unidirectional _links_, with a secondary entity representing the
_termination point_ for each side of a link at a node. Follow ng the
concepts described in Section 2.1 these are the entities to which an
intrinsic schedule can be applied. Since TVR is focused on the
routing aspect of schedul ed systens, relating schedules to entities
in an network nmodel used for routing is meant to give concrete

gui dance about where there is value to put a schedule in a TVR
system

.1. Nodes

When a schedule is applied to a node the granularity could at |east
be at the individual node. 1n cases where the properties of a node
have tinme-variabl e val ues the nodel may define an interpol ation

nmet hod, either globally or per-property.

A node is just a naned entity in Layer 3 [RFC8346] and Layer 2

[ RFC8944] topol ogies. Schedules on a node could be used to indicate
the validity of the entire node or changing properties of that

entity. Wen a schedule indicates that a node is not valid for a
schedule tine instant, that validity could apply to all of its

termi nation points and links as well. This logic allows a schedul e
to represent, for exanple, the expected power-on state of a node at a
specific | ayer.

2.3.2. Termnation Points

When a schedule is applied to a term nation point the granularity
shoul d at |east be at the individual entity. |In cases where the
properties of a termnation point have tine-variable val ues the nodel
may define an interpolation nethod, either globally or per-property.
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A termnation point is associated with an | P address in Layer 3

[ RFC8346] and a MAC address in Layer 2 [ RFC8944] topol ogi es.
Schedul es on a term nation point could be used to indicate the
validity of the layer-2/3 interface represented by the entity or
changi ng properties of that entity. Wen a schedule indicates that a
term nation point is not valid for a schedule time instant, that
validity may apply to all of its links as well. This logic allows a
schedul e to represent, for exanple, the expected power-on or

adm ni strative-enabl ed state of an attached network interface card
(NIC) or virtual private network (VPN) endpoint.

2.3.3. Li nks

When a schedule is applied to a link the granularity should at | east
be at the individual link. 1In cases where the properties of a link
have tinme-variabl e val ues the nodel should define an interpolation
met hod, either globally or per-property.

Alink is associated with link metric properties in Layer 3 [ RFC8346]
and Layer 2 [RFC8944] topol ogies. Schedules on a link should be used
to indicate the validity of the entire link or changing properties of
that entity. Wen a schedule indicates that a link is not valid for
a schedule tinme instant, that validity should not apply to its

term nation points and nodes. This logic allows a schedule to
represent, for exanple, the expected connectivity state, data
throughput/rate, and | atency/delay of a link

2.3.4. Network Layering

When a schedul e indicates that an entity is not valid for a schedul e
time instant, that validity should not apply to any of its associated
overlay or underlay network entities. The effects of schedul ed

adm ni strative disabling or enabling of an entity at one |layer do not
inmply a change in adm nistrative enabled state at any other |ayer.

Li kewi se, the assigning of an address property at one |ayer does not
inmply the presence or absence of an address assignment at that sanme
time instant for any other |ayer.

2.4. Routing Strategies

Traditional network routing techniques typically use |ink bandw dth
and delay for path cal culation, and do not consider tine-based
factors. TVR should be capabl e of inproving network performance and
reliability in environments where entities liveness and |ink
availability is a time-based consideration, with various factors,

i ncluding power availability, interface line of sight or expected
demand.
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However, even if some adjacency failures are predictable, others are
not, including link failures and entity outages. Therefore, any new
techni que or routing protocol extension for TVR environnents nust be
capabl e of handling planned and unexpected resource | osses or other
changes.

TVR i ntroduces a scenario of calculating a path, or sub-path within a
networ k, taking into account the timng of message transm ssion or
receipt as an integral part of the overall route conputation

Furt hernore, synchronization of network tine across TVR-capabl e
entities is critical

Three scenarios are currently consi dered when conputing TVR-enabl ed
pat hs and described in the foll ow ng subsecti ons.

2.4.1. Centralized

The network entities will receive the tine variable information and
traffic forwarding rules directly froma logically centralized
source, an Orchestrator or network controller. The time-variable
data may then be processed locally by the entity entered into the
schedul ed routing table and specific forwardi ng rul es appli ed.

Furthernmore, a centralized approach could al so be used to extend

exi sting tunnel and path delivery mechani sms and protocols to
distribute traffic forwarding rules along with time-variable
informati on. However, in certain environnents, a logically
centralized source may | ose connectivity with network entities (as
described in Section 2.1.4), preventing tinely delivery of traffic
forwarding rules. To mitigate this risk, the time horizon for tine-
vari abl e i nformati on shoul d be extended accordingly.

2.4.2. Distributed

Network entities may participate in a routing schenme where tine
variable information is propagated through the network via capability
and variability advertisenments. This could be achi eved using
extensions to existing routing schenes and techni ques so that I|ink,
adj acency, cost, and schedul e nay be consi dered when naki ng
forwardi ng deci sions for per-hop packets or calculating traffic

engi neered end-to-end paths. It should be noted that schedul e
distribution and entity conputation | atency may exi st in sonme network
envi ronment s.

In sone environnents, scheduling information may distributed through

a managenent pl ane nechani sm such as NETCONF [ RFC6241] or gNM (gRPC
Net wor k Managenent Interface) [gNM], instead of the routing schene.
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2.4.3. Hybrid

In this scenario, mxed-entity TVR capability exists. Sone entities
will require a schedule provided by a centralized source, and others
wi || be capabl e of advertising and | earning scheduled information via
a distributed nechani sm

This scenario presents tine and schedul e synchroni zati on and source
verification challenges and will require further study, but are out
of scope for this docunent.

2.4.4. Constraints

Ti me-variant network constraints may be based on dynam c factors that
wi Il influence how the network i s nmanaged and how network resources
are schedul ed. These constraints are influenced by real-tinme data
and can vary significantly depending on nultiple factors. By
considering tine-variant constraints, network operators can enhance
the efficiency, reliability, and performance of tel ecom networks.

The main factors influencing these constraints include:

1. Predicted Traffic Demand: Network usage patterns fluctuate
t hroughout the day, with peak times typically occurring during
busi ness hours and in the evening. Predicting these patterns
accurately allows for proactive resource allocation, ensuring
that sufficient bandwi dth is avail able during hi gh-denmand peri ods
wi t hout over-provisioning during | owdemand ti nes.

2. Energy Efficiency: The energy consunption of network equi pnent
can be optimn zed based on the current |oad. By scheduling
resources and adjusting power |evels or shutting down
underutilized equi pment, tel ecomnetworks can significantly
reduce energy costs and carbon footprints, contributing to
sustainability goals.

3. Weather Conditions: Wather can inpact network perfornmance,
especially for wireless and satellite conmunications. Adverse
weat her conditions such as heavy rain, snow, or extrene
tenperatures can degrade signal quality. Incorporating predicted
and real -ti ne weat her data into network nmanagenent strategi es can
hel p in adjusting transm ssion power, rerouting traffic, or
preenptively switching to nore resilient pathways

4. Network Mintenance and Upgrades: Schedul ed mai nt enance or
unexpected faults can introduce tenporary constraints. By
pl anni ng mai nt enance activities during off-peak hours and having
real -tine nonitoring systens to quickly detect and address
faults, network downtime can be minimzed
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2.5. Integrity Considerations

Ti me-variant network relies on accurate and timely di sseni nation of
time-variant routing and forwarding informati on. However, the
presence of malicious or unintended divergent informtion introduces
risks that can inpact network stability and operational correctness.
An adversary coul d mani pul ate schedul ed routing updates to introduce
bl ack hol es, persistent |oops, or denial-of-service conditions by
injecting false tinme-sensitive state changes. Even in non-nalicious
scenarios, incorrect or msaligned scheduling or m sconfiguration, or
time de-synchronization, may | ead to uni ntended forwardi ng behavi or,
potentially degradi ng perfornmance or causing service disruptions.

To mitigate these risks, TVR solution nechani sns shoul d i ncorporate
integrity validation and trust enforcenent to ensure the correctness
and authenticity of tine-sensitive routing updates. This may include
crypt ographic techniques to verify the source and integrity of
schedul e updates, consistency checks agai nst expected network state,
and nmechani snms to detect and reject anomal ous schedul i ng dat a.
Additionally, fallback strategies should be considered to all ow
continued operation in cases where unexpected or inconsistent
information is detected.

Specific security considerations are discussed in the Section 6.
later in this docunent.

3. Tine-Variant Use Case Requirenents

Several TVR use cases have been identified and di scussed in
[ RFCO9657]. This section provides further detail on specific
requirenents to nmeet use case needs

3. 1. Resource Preservati on Use Case

This use case is about nmanaged devices being reactive to sensed
conditions, but also providing feedback to an Orchestrator to allow
coarse schedul es of expected resource availability. |Its requirenents
i ncl ude:

Tenporality tailored to systemdynanics: Because nanaged devices are
either powered-off or severely degraded in performance when
preserving resources, the schedul es governi ng expected topol ogy
must be of sufficient precision and synchronization to capture the
dynani cs of the managed devi ces.

Paraneteri zation of periodicity: Resource availability based on
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diurnal activity on Earth fits well into a periodicity based
strictly on tine-of-day. But when resources are avail abl e based
on ot her natural phenomina (_e.g._, orbital periods) the schedul es
must have a periodicity which is paraneterized in such a way that
all ows mat ching the resource dynamcs (_e.g. , repeating
subsequent intervals of durations of seconds avail able and seconds
unavai l abl e).

Time horizon tailored to uncertainty: Even when periodicity is well
under st ood, characterized, and paraneterized in a data nodel
there nust be all owance for uncertainty of expected resource
availability. This operates both in the sense of having a | arge
enough tine horizon to enable a device to "ride out" tinmes of |ow
resources w thout needi ng schedul e updates, as well as the horizon
being limted to avoid | arge schedul es which far exceed the point
where actual systemstate will diverge fromthe nodel state.

Qperating Efficiency Use Case

This use case is about scheduling resources proactively to inprove
efficiencies. Its requirenents include:

Distribution of Predicted Topol ogy-change: The predicted topol ogy-
change information may include the valid tine, invalid time, link
costs at different times, and change peri ods.

Topol ogy Changes: The predicted topol ogy-change informati on may
change due to forecasted or unforecasted changes. The managi ng
entity should be capable of providing a partial or full topology
update as often as needed.

M ni mum Rout e Recal cul ati on Interval and Threshold: Although sone
cases may assune that the cost persists for a sufficient anmount of
time, considering that each route contains nmultiple links, the
change frequency of the path may be much higher than the cost. |In
this case, the nmininmumrecal cul ation interval or cost change
threshold is needed to determine when a route recalculation is
required. O course, schedul ed topol ogy connection changes nust
be consi dered when path cal culation is required.

Dynam ¢ Reachability Use Case
This use case is about geonetric and kinematic constraints of nobile
devices influencing their ability to establish or maintain links to

nei ghbors. Its requirenents include:

Pai rwi se consi deration of synchronization and margins: Wen
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scheduling links, the execution clock synchronization of its two
endpoints as well as any margi n needed on each of those endpoints
must be consi dered when generating schedul es for those |inks.
Additionally, schedules on long-distance (_i.e._, interplanetary
scal e) links nmust consider the effects of |ight-speed delays for
di stribution and execution.

Schedul e i ndependence from external conditions: An inportant concept
of distributed schedule execution in TVR is that a consistent
shared tineline and a wall-clock ticker across nmanaged devices is
the unified nmechanismto synchroni ze state across devi ces.
Schedul e entries should not depend on externally sensed conditions
such as location, orientation, or other geonetric or Kkinematic
properties. Changes arising fromsuch external conditions that
are not captured in the schedul es are outside the scope of TVR and
are handl ed reactively by the network. Schedul e-based TVR and
condi tion-based reactive nechani sns can coexi st within the sane
network and within its devices.

4. Requirenents Summary

4.1. Support the ldentification and Advertisenment of Entity Property
Changes

In Tinme-Variant Routing, scheduling of available entity resources is
expected. |In practical situations, however, the properties of
entities can be converted back and forth between Ti ne-Variant and
Non- Ti me- Vari ant nodes.

An entity rmust support the identification and adverti senent of non-
schedul ed property changes.

Besides, if there are abnormal changes in the system it is necessary
to advertise themthrough the existing routing protocols intine to
achieve the stability of Tine-Variant Routing and avoi d redundant
advertisements. For exanple, an entity in the systemis suddenly
damaged due to external factors. Changes in entity state outside of
a schedul e are conmunicated to other entities in a network through
exi sting routing protocol mechanism where they exist.

A Manager shoul d provide an adverti senent nethodol ogy for respondi ng
to abnormal changes in the system
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4.2. Support Proxy Advertisenent
Proxies can help to inprove the efficiency of the network. There are
sone entities in the network that do not have routing functions.
When their properties change, they are unable to notify other
entities in the network. Proxy nodes can hel p nodes without routing
functions to advertise information, thus inmproving the efficiency of
the network. Therefore,

Systens nust support proxy entities to help non-routing nodes
i mpl ement i nfornation advertisenent.

4.3. Support ldentification and C assification of Node Properties
The entity properties of the network may change as described in 3.1
If the systemcannot tinely identify and classify in a processing
manner after the entity properties change, it will lead to subopti nal
routing decisions. Therefore,

Systens must provide a discovery and resol ving net hodol ogy for the
identification and classification of entity schedul e changes.

4.4. Support System Schedul e and Tine |Interval Changes
The systenis schedul e nay change, requiring entity configuration
updates rat her than being fixed and unnodifiable. Additionally,
time-variant intervals in the systemnmay al so vary. Therefore,
Systens nust support system schedul e changes.
Systens must support tine interval changes.

4.5. Support Appropriate Time Accuracy

The accuracy of the tine cannot be too large or too snall; otherw se,
convergence nmay not be possible. Therefore,

Systens must support appropriate time tol erance.

4.6. Support Robust Security
I mpl ement ati ons nust address security risks associated with time-
variant information to ensure the reliability and integrity of
schedul ed network operations. The follow ng security-rel ated

requi renents shoul d be consi dered,

Integrity Protection: Mechanisns nust be in place to ensure that
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time-sensitive routing updates are protected from unauthorized
nmodi fi cati on.

Aut hentication and Authorization: Entities generating or nodifying
TVR schedul es nust be authenticated, and only authorized entities
shoul d be pernmitted to inject, update, or override schedul ed
routing information.

Resi | i ence Agai nst Malicious or Erroneous Inputs: A TVR network nust
be resilient against the injection of incorrect or maliciously
crafted scheduling information.

Ti me Synchroni zati on Robustness: Since TVR relies on tinme-sensitive
operations, it must ensure the trustworthiness of external tine
sources. Protection against time-based attacks, such as replay
attacks or clock nanipul ation, should al so be consi dered.

Rol | back and Recovery: 1In the event of conflicting, mssing, or
conmprom sed tine-variant routing data, TVR inplenentations should
i nclude fallback nmechanisns to maintain network stability.

By integrating these security requirenments into TVR i npl enentati ons,
networks can mitigate risks associated with malicious actors,

m sconfigurations, or unintended disruptions, ensuring the robustness
of time-sensitive routing decisions. Specific security scenarios and
negation and mtigation methods are discussed in Section 6.

5. Operational Considerations

Introducing tinme-variance to network operations and nanagenent in any
capacity adds conplexity to those areas of system design and

i mpl ementations. This section discusses considerations for those
areas in the spirit of [RFC5706] but wi thout concrete details of a
specific TVR system desi gn.

5.1. Schedul e Donai n Consi st ency

As explained in Section 2.1.1, the purpose of a schedule domain is to
organi ze managed devi ces based on their tinme-variant needs and
capabilities. The choice of which devices to include in a domainis
subj ective, but should take into consideration the schedul e-awareness
capabilities of the devices and tenporal sensitivities of their
configurations.

For exanple, including in a single domain devices which can handl e
data nodels with intrinsic schedul es and devi ces which cannot wil |
i ncrease the burden on the network orchestrator to validate the joint
configurations of those devices. Segnmenting into different schedul e
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domai ns would allow for a nore sinple validation of the time-
i nvari ant device configurations and a nore narrow but conpl ex
validation of the time-variant device configurations.

Anot her inportant consideration for schedule domains is the required
wal | -cl ock tine precision and accuracy of devices in each domain, as
expl ained in Section 2.2.3. A single domain which includes devices
needi ng only coarse tine precision as well as those needing tight
preci sion can add unnecessary burden to planning and validation of
schedul es for the coarse-precision devices.

Simlarly, the required time synchronization for devices in each
domai n, as explained in Section 2.2.4, affects the anmount of and
types of analysis that a network orchestrator needs to validate
configurations of those devices. A single domain which includes some
devi ces needing only | oose synchronization and sone with very tight
requi renents adds burden to planning and validation of schedul es.

5.2. Increnental Depl oynent

There is an expectation that the intentionally sinplified view of
Figure 1 would actually contain a | arge nunber of separate but
possibly inter-related data nodel s being nanaged for even a nodestly
conpl ex managed device. And that figure shows only a single nanaged
device while a real network is expected to contain a | arge nunber of
managed devices, possibly with a diverse set of managenent protocols
serving different sets of devices, but under the control of a centra
orchestrator. Because of these expectations, the introduction of TVR
into an existing nmanagenent ecosystemis neant to be able to be

depl oyed increnentally, possibly along different aspects in different
i ncrements.

Wthin the aspect of schedule domains (Section 2.1.1) it is possible
to start with a single conpletely tinme-invariant donmain, add TVR as a
single tine-variant donain covering a portion of devices nost in need
of schedul ed behavior. Fromthere the operator can either grow that
time-variant domain to cover nore devices or add other tine-variant
domains to suit the operator’s needs over depl oynent increnents.

Wthin the aspect of schedule visibility (Section 2.1.2) it is
possible to deploy TVR first as extrinsic schedul es known only to the
networ k orchestrator and executed centrally there. Fromthere the
operator can transition a portion of those extrinsic schedules to
intrinsic schedul es, which requires support for (sone form of)
schedul e execution on the managed devi ces. As needs change or device
support is updated, the scope of intrinsic schedul es can be grown or
adjusted to suit over deploynment increnents.

King, et al. Expi res 3 Septenber 2026 [ Page 26]



I nternet-Draft TVR Requi renents March 2026

Wthin the aspect of generation locality (Section 2.1.3) a tinme-
variant domain can start out as a fully externally-controlled device
and possibly expand to all ow managed devi ces thensel ves to propose
schedul es based on | ocal |l y-sensed conditions such as traffic
periodicity or resource (_e.g._, power) availability. Managed

devi ces night propose schedul es which can then be sinulated and
verified by an orchestrator and augnented as intrinsic schedul es back
to those devices.

The conplexity and scope of supported schedul es can al so be adjusted
incrementally, starting with a tine-variant donain that operates on
very sinple schedul es with coarse-grained scope and short tine

hori zons. Fromthere, an operator can increnentally increase
schedul e conpl exity, make schedul e scope nmore fine grained, or expand
time horizons as device support is updated. These changes can all be
medi at ed t hrough schedul e donmai ns focused based on that device
support.

6. Security Considerations

Using tinme-variant mechani sms introduces uni que security

vul nerabilities that nust be carefully considered to ensure the
integrity, availability, and confidentiality of the network.

Net works relying on tinme-sensitive data for forwardi ng deci sions are
particularly susceptible to attacks that exploit tenporal aspects and
ti m ng dependenci es.

The foll owi ng potential security considerations warrant detail ed
i nvestigation as solutions are devel oped and depl oyed.

6.1. Denial-of-Service (DoS) Attack

Precisely coordinating time information across devices and routers is
critical to maintaining network stability. Malicious actors could
exploit this dependency by disrupting or mani pulating the tine
synchroni zati on process. For exanple, an attacker could
intentionally delay or corrupt tine signals exchanged within the
network, leading to routing errors and w despread deni al - of -service
(DoS) attacks. In this scenario, routers and nmanaged devi ces nmay
fail to correctly determine the optinmal paths, resulting in dropped
packets, increased |atency, or even conpl ete service outages.
Additionally, these attacks could be scaled to affect multiple

devi ces sinultaneously, further anplifying their inpact. Gven the
critical nature of time in such networks, securing tinme
synchroni zati on mechani sms, such as Network Time Protocol (NTP) or
Precision Time Protocol (PTP), is essential to nmitigate these risks.
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6.2. Traffic Analysis and Path Prediction

Time variant networks may involve frequent updates and adjustnents to
routing tables based on current and forecasted network conditions.

If tinme information is not adequately protected, attackers could
conduct traffic analysis to infer routing decisions, network |oad, or
usage patterns. The schedule ability could enable attackers to

I aunch highly targeted attacks, such as selectively overl oadi ng
certain links or intercepting sensitive comunications. Moreover,

|l ong-term anal ysis of tinme-variant network data coul d provide
attackers with insights into the underlying structure of the network,
enabling themto plan nore sophisticated attacks. To counter these
threats, it is vital to encrypt tine-sensitive data and linit the
exposure of tine-related netadata to unauthorized entities.

6.3. Activity ldentification and Privacy

In certain scenarios, precise tine informati on exchanged within the
network could be correlated with specific user or device behavior,
i nadvertently revealing private information. For instance, tine
schedul i ng deci sions coul d be anal yzed to determ ne when and where
certain devices are active, allowing an attacker to infer user
habits, locations, or preferences. This could pose significant
privacy concerns, particularly in environments where sensitive
personal or organizational data is transmtted. Furthernore,
attackers could use this information to create detailed profiles of
networ k users, which could be exploited for social engineering
attacks, surveillance, or other malicious activities.

6.4. Spoofing and Manipul ati on of Tinme Information

The accuracy and integrity of tinme information are crucial for making
correct routing decisions. |If an attacker were to inject false or
mani pul ated tinme data into the network, it could cause routers and
devices to nmake incorrect decisions, potentially leading to traffic
m srouting, network partitions, or inefficient use of resources.
Such spoofing attacks could divert traffic through nalicious nodes,
enabling man-in-the-mddl e attacks, data interception, or

unaut hori zed access to network resources. Furthernore, time
mani pul ation coul d create persistent disruptions by continuously
altering the perceived tine, thereby forcing the network into a
constant state of flux and instability. Robust authentication
mechani sms for tine sources and integrity checks on tine-rel ated
messages are essential to defend against these types of attacks.

Mor eover, inplenenting redundancy in tine synchronization (e.g.,
multiple tinme sources) can provide resilience against single points
of failure.
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6.5. Replay Attacks on Time-Sensitive Data

Repl ay Attacks on Tinme-Sensitive Data: Tinme variant network data and
schedul e updates nay be susceptible to replay attacks, where a
mal i ci ous actor intercepts and retransnmits valid tine-based data at a
later time. This could cause network devices to act on outdated
information, |eading to inconsistent routing decisions, msaligned
schedul es, or security gaps. In particular, attackers could exploit
replay attacks to force devices into outdated configurations or
interfere with the synchronizati on of schedul es across the network.
To prevent this type of attack, it is inportant to use a nmessagi ng
protocol for tine-variant schedules that nitigates such attacks while
ensuring the validity and tinmeliness of received information.

6.6. Conmprom sed Tine Sources

Conprom sed Tinme Sources: The reliance on external tinme sources for
synchroni zati on purposes presents a potential attack surface for
time-variant networks. If a trusted tinme source, such as a GPS
signal or an NTP server, is conprom sed, the attacker could feed
erroneous time information to the entire network, disrupting its
operation. Such an attack could | ead to cascading failures as
devices attenpt to synchronize with the conproni sed source,
ultimately resulting in incorrect routing decisions or even the
col |l apse of the network. To address this, network operators shoul d
i mpl ement nultiple, redundant time sources and regularly verify the
integrity of these sources. 1In addition, alerting nechanisns should
be in place to detect significant deviations in tine data that could
i ndi cate an attack.
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