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Abst r act

Explicit Congestion Notification (ECN) applies to all transport
protocols in principle. However, it had Iimted depl oynent for UDP
until QUI C becane wi dely adopted. As a result, documentation of UDP
socket APlIs for ECN on various platforns is sparse. This docunent
records the results of experinenting with these APIs in order to get
ECN wor ki ng on UDP for Chromi umon Apple, Linux, and W ndows

pl at f or ns.

Thi s docunent provides a snapshot of ECN state of affairs as
supported by these platforns at the time of witing. Readers should
refer to the docunentations of the various platforns for an up-to-
date information on the matter.

About Thi s Docunent
This note is to be renoved before publishing as an RFC
The latest revision of this draft can be found at
https://tsvwg. github.io/udp-ecn/draft-ietf-tsvwg-udp-ecn.htm.
Status information for this document may be found at
https://datatracker.ietf.org/doc/draft-ietf-tsvwy-udp-ecn/.
Di scussion of this docunent takes place on the Transport and Services
Worki ng Group Working Group nmailing list (mailto:tsvwg@etf.org),
which is archived at https://nmailarchive.ietf.org/arch/browse/tsvwgy/.
Subscribe at https://ww ietf.org/mailmn/listinfo/tsvwy/.

Source for this draft and an issue tracker can be found at
https://github. com tsvwg/ udp-ecn

Status of This Meno

This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79
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Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunments valid for a maxi num of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress.”

This Internet-Draft will expire on 2 Novenber 2026.
Copyri ght Notice

Copyright (c) 2026 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Lega
Provisions Relating to | ETF Docunments (https://trustee.ietf.org/
license-info) in effect on the date of publication of this docunent.
Pl ease revi ew these documents carefully, as they describe your rights
and restrictions with respect to this docunent. Code Conponents
extracted fromthis docunment nust include Revised BSD Li cense text as
described in Section 4.e of the Trust Legal Provisions and are

provi ded without warranty as described in the Revised BSD License.
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1. Introduction

[ RFC3168] defines a two-bit field in the I P header for Explicit
Congestion Notification (ECN), which provides network feedback to
endpoi nt congestion controllers. This has historically nostly been
rel evant to TCP ([ RFC9293]), where any incom ng ECN codepoints are
internally consunmed by the kernel, and therefore inply no application
interface except enabling and disabling the capability.

The Stream Control Transport Protocol (SCTP) ([RFC9260]) has | ong
supported ECN in its design. SCTP is sonetines carried over DILS and
UDP ([ RFC8261]). In principle, user-space inplenenters m ght have

| everaged UDP ECN APIs to deliver ECN codepoints between SCTP and the
UDP socket. At the tinme of publication, the IETF is not aware of any
such efforts.

[ RFC6679] defines ECN over RTP over UDP. The IETF is aware of a
research i npl enentation, but cannot confirm any comerci al
depl oynent s.

QUI C [ RFC9000] runs over UDP and has seen w der depl oynent than SCTP.
The Low Latency, Low Loss, Scal abl e Throughput (L4S) architecture

([ RFC9330]) and QUI C have conbined to increase interest in ECN over
UDP.

The Chromium Projects ([CHROM UM ) provi de a wi del y-depl oyed protoco
library that includes QUC  An effort to provide ECN support for
QUIC on the many platfornms on which Chromumis depl oyed reveal ed
that many ECN-rel ated UDP socket interfaces are poorly docunented

This informational document provides a record of that experience, to
encourage further support for ECN in other QU C inplenentations, and
i ndeed any consumer of ECN codepoints that operates over UDP. It is
not a standards-track document and does not bind platfornms to any
APl , or suggest any such API.

Many socket APlIs continue to reference the "ToS (Type of Service)
byte", including the IP_TCS | abel, even though [RFC2474] obsol eted
that in 1998. That 8-bit field now contains a 6-bit Differentiated
Servi ces Code Point (DSCP) and the 2-bit ECN field.

Thi s docunent focuses on the APIs for the C and C++ | anguages. C her
| anguages are likely to have different syntax and capabilities.
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The "ecn-exanpl es" code repository ([ EXAMPLES]) is extrenely conpact
code that can verify the information in this docunent.

Thi s docunent addresses access to the ECN field in the | P header via
socket APlIs. It does not address UDP transport-|ayer options

[ RFC9868], which are a separate extension nechani smoperating at a
different |ayer.

2. Conventions and Definitions

Thi s docunent is not a general tutorial on UDP socket progranmm ng,
and assunes fam liarity with basic socket concepts |ike binding,
socket options, and common system error codes.

Thr oughout this document, "Apple" refers to both macOS and i CS.
"Li nux" gui dance al so applies to Android.

3. Receiving ECN codepoints

Net wor k devi ces can change the ECN codepoint in the | P header. Since
this feedback is required at the packet sender, the packet receiver
needs to extract this codepoint fromthe UDP socket in order to
report to the sender

There are two conponents to this: setting the socket to report
incom ng ECN marks, and retrieving the ECN codepoi nt for each
i ncom ng packet .

Note that Apple platforns additionally provide a franework for
net work connections that allows receiving ECN fl ags when using UDP
wi t hout traditional socket option semantics. Wen sending or
recei ving UDP datagrams, |P protocol netadata carries ECN i nformation
in both directions. See [APPLE- NETWORK- FRAVEWORK] .
3.1. Setting the socket to report inconm ng ECN codepoints
3.1.1. Linux, Apple, and FreeBSD

To recei ve ECN codepoints, applications set a socket option to true
usi ng a setsockopt() call.

On all platforms, |Pv4 sockets require the | PPROTO | P-|evel socket
option with nane | P_RECVTICS to be set.

On all platforms, |1Pv6 sockets require the | PPROTO I PV6-1 evel socket
option with nane | PV6_RECVTCLASS to be set.
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If the I Pv6 socket is not IPv6 only, on Linux hosts it is required to
al so set the | PPROTO | P-1evel socket option | P_RECVTCS to receive ECN
codepoi nts for UDP/IPv4 packets. This step is not necessary for

Appl e and FreeBSD.

At the tine of witing, an exanple inplenmentation can be found at
[ CHROM UM POCSI X] .

3.1.2. Wndows

W ndows docunentati on recomends using the functi on W5ASet Recvl PEcn()
to enabl e ECN codepoint reporting regardless of the IP version. This
function dates to Wndows 10 Build 20348, according to [ WNDOA5- DOC] .

However, this can al so be acconplished by calling setsockopt() and
usi ng options of level IPPROTO IP and nane | P_RECVECN for |Pv4, and

| PPROTO | PV6 and | PV6_RECVECN for | Pv6. These options are docunented
at [ W NDOW5- SOCKOPT] .

For 1 Pv6 sockets that are not |Pv6 only, WS5ASet Recvl PEcn() will not
enable ECN reporting for I1Pv4. This requires a separate setsockopt ()
call using the I P_RECVECN opti on.

If a socket is bound to a | Pv4-nmapped | Pv6 address (i.e. it is of the
format ::ffff:<lPv4 address>, see [ RFC4291], Section 2.5.5.2) calls
to WBASet Recvl pEcn() return error EINVAL. These sockets shoul d
instead use an explicit setsockopt() call to set |P_RECVECN.

At the time of witing, an exanple inplenentation can be found at
[ CHROM UM W NDOWB] .

3.2. Retrieving ECN codepoints on incom ng packets

Al'l platforns described in this docunent require the use of a
recvinsg() call to read data fromthe socket to retrieve the ECN
codepoi nt, because that information is provided as ancillary data.
Those platfornms all return zero or nore "cnsg"s that contain
requested informati on about the arriving packet.

Exanpl es of the techni que described bel ow can be found at
[ CHROM UM PCsI X] and [ CHROM UM W NDOWS] .

3.2. 1. Li nux

If a UDP/IPv4 nmessage is received, Linux will include a cnsg of |evel
I PPROTO I P and type IP_TOS. The cnsg data contai ns an unsigned char.
This applies to | Pv4 sockets and | Pv6 socket, which are not |Pv6
only.
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If a UDP/1Pv6 nessage is received, Linux will include a cnsg of |eve
| PPROTO | PV6 and type | PV6_TCLASS. The cnsg data contains an int.
This applies to | Pv6 sockets.

The cnsg data contains the entire | P header byte, which includes the
DSCP and the ECN codepoint. The ECN codepoint constitutes the two
| east-significant bits of this byte.

The sane applies to the Linux-specific recvnmsg() call
3.2.2. Apple and FreeBSD

If a UDP/1Pv4 nessage is received on an | Pv4 socket, the ancillary
data will contain a cnmsg of |evel |PPROTO |IP and type | P_RECVTCS.
The cnsg data contains an unsigned char

If a UDP/I Pv6 or UDP/IPv4 nessage is received on an | Pv6 socket, the
ancillary data will contain a cnsg of |evel |IPPROTO | PV6 and type
| PV6_TCLASS. The cnsg data contains an int.

The cnsg data contains the entire | P header byte, which includes the
DSCP and the ECN codepoint. The ECN codepoint constitutes the two
| east-significant bits of this byte.

3.2.3. Wndows

If the incom ng packet is UDP/IPv4, the socket will include a cnsg of
| evel IPPROTO I P and type IP_ECN. The cnsg data contains an int.

If the incomng packet is UDP/IPv6, the socket will include a cnmsg of
| evel I PPROTO | PV6 and type | PV6_ECN. The cnsg data contains an int.

The cnsg data solely consists of the ECN codepoint, and requires no
further bitw se operations.

4. Sending ECN codepoints

Exi sting ECN specifications ([ RFC3168], [RFC9330]) envision a
particul ar connection consistently sending the same ECN codepoi nt.
It mght transition that marking after successfully conpleting a
handshake, recognizing the path or the peer do not support ECN, or
transitioning to a new path. Therefore, using a socket option to
configure a consistent marking is generally nore resource-efficient.

However, some server designs receive all incom ng packets on a single
socket. As the many connections that constitute this packet stream
may have different support for ECN, it is suitable to provide the ECN
codepoi nt on a per-packet basis.
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Note that Apple platforns additionally provide a franmework for

net wor k connections that allows sending ECN flags when using UDP

wi t hout traditional socket option semantics. Wen sending or

recei ving UDP datagrans, |P protocol netadata carries ECN infornmation
in both directions. See [APPLE-NETWORK- FRAVEWORK] .

.1. On a per-socket basis
.1.1. Apple, FreeBSD, and Linux

For sending UDP/ I Pv4 packets on an | Pv4 socket, Apple, FreeBSD, and
Li nux platforns all ow the outgoing ECN codepoint to be configured by
using the I PPROTO | P-1evel socket option with name I P_TCS. The val ue
has the type int.

For sending UDP/IPv6 packets on an | Pv6 socket, Apple, FreeBSD, and
Li nux platforns all ow the outgoing ECN codepoint to be configured by
usi ng the I PPROTO | PV6-1 evel socket option with nanme | PV6_TCLASS
The val ue has the type int.

For sending UDP/ 1 Pv4 packets on an | Pv6 socket, Linux platforns allow
t he out goi ng ECN codepoint to be configured by using the | PPROTO | P-
| evel socket option with nanme | P_TGCS.

For sending UDP/IPv4 packets on an | Pv6 socket, Apple and FreeBSD
pl atforns all ow the outgoing ECN codepoint to be configured by using
the 1 PPROTO | PV6-1evel socket option with nane | PV6_TCLASS

Except for Apple platfornms, this setsockopt() call also sets the
Differentiated Services Code Point (DSCP) that nake up the rest of
the header byte. Applications making this call ought to preserve any
exi sting DSCP setting, which mght require an additional getsockopt()
call, to avoid overriding commands set by other code in the stack

If there are nultiple threads nmaki ng changes to this byte, further
safeguards will be necessary.

An exampl e of the techni que described above can be found at
[ CHROM UM PCSI X]

.1.2. W ndows

At the time of this witing, Wndows does not provide a way to
configure marking on a per-socket basis.

.2. On a per-packet basis

Packets can be individually marked with ECN codepoi nts using the
ancillary data that acconpani es a sendnsg() call
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4.

4.

7.

7.

2.1. Apple, FreeBSD, and Linux

For sending UDP/IPv4 packets on an | Pv4 socket, Apple, FreeBSD, and
Li nux use a cnsg with level IPPROTOIP and type IP_TCS. On Apple and
Li nux the type of data is int and for FreeBSD it is unsigned char.
For sending UDP/ 1 Pv6 packets on an | Pv6 socket, Apple, FreeBSD, and
Li nux use a cnsg with level IPPROTO IPV6 and type | PV6_TCLASS. The
type of the data is int.

For sending UDP/ I Pv4 packets on an | Pv6 socket, Linux requires a cnsg
with level IPPROTO IP and type |IP_TOS. Apple and FreeBSD accept a
cmsg with level | PPROTO | PV6 and type | PV6_TCLASS.

The sane applies to the Linux-specific sendnmmsg() call.

2.2. Wndows

W ndows uses a cnsg with level IPPROTOIP and type | P_ECN for |Pv4
packets.

W ndows uses a cnsg with |level |IPPROTO | PV6 and type | PV6_ECN for
| Pv6 packets.

An exampl e of the techni que described above can be found at
[ CHROM UM W NDOWS] .

Security Considerations
The security inplications of ECN are docunented in [RFC3168] and
[ RFC9330]. This docunent is a guide to enabling these capabilities,
whi ch incurs no additional security considerations.
Note that inplenenting ECN capabilities on some platforns, but not
others, can help peers identify the operating systemin use by a
host, which can have privacy inplications. This docunent ains to
mtigate that possibility.

I ANA Consi derati ons
Thi s document has no | ANA acti ons.

Ref er ences

1. Nor mat i ve Ref erences

Duke Expi res 2 Novenber 2026 [ Page 8]



I nternet-Draft udp- ecn May 2026

[ RFC3168] Ranmkrishnan, K, Floyd, S., and D. Black, "The Addition
of Explicit Congestion Notification (ECN) to IP",
RFC 3168, DO 10.17487/ RFC3168, Septenber 2001,
<https://ww.rfc-editor.org/info/rfc3168>.

7.2. Informative References

[ APPLE- NETWORK- FRAVEWORK]
"NWpr ot ocol | P. Met adat a", n.d.,
<https://devel oper. appl e. com docunent at i on/ net wor k/
nwpr ot ocol i p/ met adat a>.

[ CHROM UM "The Chromi um Projects", n.d.,
<https://wwv. chrom um or g/ chrom um proj ect s/ >.

[ CHROM UM PGCsI X]
"udp_socket posi x.cc", n.d.,
<https://source. chrom um org/ chrom uni chromni um
src/ +/ mai n: net/ socket/ udp_socket _posi x. cc>.

[ CHROM UM W NDOWS]
"udp_socket _w n.cc", n.d.,
<https://source. chrom um org/ chrom uni chromi um
src/ +/ mai n: net/ socket/ udp_socket _w n. cc>.

[ EXAMPLES] "ecn-exanples”, n.d.,
<https://github. conf npl ab/ ecn- exanpl es>.

[ W NDOWS- DOC]
"WS5ASet Recvl PEcn function (ws2tcpip.h)", n.d.,
<https://learn.m crosoft. com en-
us/ wi ndows/ wi n32/ api / ws2t cpi p/ nf - ws2t cpi p-
wsaset recvi pecn>.

[ W NDOWS- SOCKOPT]
"MSDN - | PPROTO | P socket options", n.d.,
<https://learn.m crosoft.com en-us/w ndows/w n32/w nsock/
i ppr ot o-i p-socket -options>.

[ RFC9293] Eddy, W, Ed., "Transm ssion Control Protocol (TCP)",
STD 7, RFC 9293, DO 10. 17487/ RFC9293, August 2022,
<https://www. rfc-editor.org/info/rfc9293>.

[ RFC9260] Stewart, R, Tiixen, M, and K N elsen, "Stream Control

Transm ssion Protocol”, RFC 9260, DA 10.17487/ RFC9260,
June 2022, <https://www. rfc-editor.org/info/rfc9260>.

Duke Expi res 2 Novenber 2026 [ Page 9]



I nternet-Draft udp- ecn May 2026

[ RFC8261] Tuexen, M, Stewart, R, Jesup, R, and S. Loreto,
"Dat agram Transport Layer Security (DTLS) Encapsul ati on of
SCTP Packets", RFC 8261, DO 10.17487/ RFC8261, Novenber
2017, <https://ww.rfc-editor.org/info/rfc8261>.

[ RFC6679] Westerlund, M, Johansson, |., Perkins, C., O Hanlon, P.,
and K. Carlberg, "Explicit Congestion Notification (ECN)
for RTP over UDP", RFC 6679, DO 10.17487/RFC6679, August
2012, <https://ww.rfc-editor.org/info/rfc6679>.

[ RFC9000] lyengar, J., Ed. and M Thonson, Ed., "QU C. A UDP-Based
Mul ti pl exed and Secure Transport", RFC 9000,
DO 10. 17487/ RFC9000, May 2021,
<https://ww.rfc-editor.org/info/rfc9000>.

[ RFC9330] Briscoe, B., Ed., De Schepper, K , Bagnulo, M, and G
Wiite, "Low Latency, Low Loss, and Scal abl e Thr oughput
(L4S) Internet Service: Architecture", RFC 9330,
DA 10.17487/ RFC9330, January 2023,
<https://ww.rfc-editor.org/info/rfc9330>.

[ RFC2474] N chols, K, Blake, S., Baker, F., and D. Bl ack,
"Definition of the Differentiated Services Field (DS
Field) in the IPv4 and | Pv6 Headers", RFC 2474,
DO 10.17487/ RFC2474, Decenber 1998,
<https://ww.rfc-editor.org/infol/rfc2474>.

[ RFC9868] Touch, J. and C. Heard, Ed., "Transport Options for UDP",
RFC 9868, DO 10.17487/ RFC9868, Cctober 2025,
<https://www. rfc-editor.org/info/rfc9868>.

[ RFC4291] Hinden, R and S. Deering, "IP Version 6 Addressing
Architecture", RFC 4291, DO 10.17487/ RFC4291, February
2006, <https://ww.rfc-editor.org/info/rfc4291>.

Acknowl edgnent s

The author would like to thank Ryan Hami|lton, who provi ded constant
advice through this effort. Randall Meyer from Apple and Nick Gifka
fromMcrosoft provided useful hints about the behavior of their
respective operating systens. However, the author takes full
responsibility for any errors above.

M chael Tuexen wote the "ecn-exanpl es" code that was very hel pful in

verifying the conclusions in this document. He also made nultiple
editorial contributions.

Duke Expi res 2 Novenber 2026 [ Page 10]



I nternet-Draft udp- ecn May 2026

Neal Cardwell, Corry Fairhurst, Max Franke, Rodney Gines, WII
Hawki ns, Quillaume Hilitier, Mux Inden, Jonathan Lennox, Colin Perkins,
Marten Seemann, and Greg White nade i nprovements to this draft.

Aut hor’ s Addr ess
Martin Duke

CGoogl e
Emai | : martin. h. duke@nmail . com

Duke Expi res 2 Novenber 2026 [ Page 11]



