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Abst ract

The Internet Key Exchange protocol version 2 (IKEv2) can operate
either over unreliable (UDP) transport or over reliable (TCP)
transport. If TCP is used, then |IPsec tunnels created by | KEv2 al so
use TCP. This docurent specifies how to decouple | KEv2 and | Psec
transports so that | KEv2 can operate over TCP, while | Psec tunnels
use unreliable transport. This feature allows |IKEv2 to effectively
exchange | arge bl obs of data (e.g., when post-quantum algorithns are
enpl oyed) whil e avoi ding performance probl ens that arise when | Psec
uses TCP

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute
wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunents valid for a maxi mum of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."
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and restrictions with respect to this docunent. Code Conponents
extracted fromthis docunent nust include Revised BSD License text as
described in Section 4.e of the Trust Legal Provisions and are

provi ded wi thout warranty as described in the Revised BSD License.
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1. Introduction

The I nternet Key Exchange protocol version 2 (IKEv2) [RFC7296]
originally used unreliable transport (UDP) for its nessages. Later
it was extended to use TCP [ RFC9329] where UDP is bl ocked. UDP
remains the preferred transport for IKEv2, and TCP is only used if
UDP dat agrans cannot get through.

Oiginally | KEv2 peers exchanged only a small anount of data, so that
sinmple retransm ssi on nechanismon top of UDP with no congestion
control sufficed. The situation has changed when post-quantum
cryptographic (PQC) algorithms began to be incorporated into | KEv2
using multiple key exchanges [ RFC9370]. Mbst of post-quantum
algorithms require | KE peers to exchange nuch nore data, than
classical algorithnms, up to tens (or even hundreds) Kbytes. A few
proposal s exist that allow to overcone the 64 Kbytes linmitation on
the size of an I KE payl oad ([I-D.nir-ipsecne-big-payl oad],

[1-D. smysl ov-i psecne-i kev2-ext ended- pl d],
[1-D.tjhai-ikev2-beyond-64k-limt]).
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When | KE nessages grow to tens or even hundreds of kil obytes, using
UDP as a transport becones chall enging. The use of |IKE fragnentation
[ RFC7383] helps mitigate IP fragmentation i ssues and ensures that
each | KE nessage fragnment fits into a UDP datagram even if the
ori gi nal nessage does not. However, all IKE fragnments are al ways
sent (and retransnitted) sinultaneously, neaning that as the nunber
of fragments increases and congestion control remains absent, the
simpl e retransm ssi on nechani smof | KEv2 will perform poorly
potentially causing even nore problens for the network.

In sone cases, a pure PQC Key Exchange nmay be required for specific
depl oynents, particularly those governed by regulatory or conpliance
mandat es that necessitate exclusive use of post-quantum cryptography.
Exanpl es i nclude high-security environments or sectors governed by
stringent cryptographic standards. 1In this case |arger amount of
data need to be sent in the IKE_ SA INT exchange, that nakes using
UDP problematic. For PQ KEM algorithns, if TCP is used for | KEv2 and
peers do not require traditional algorithns, then PQ KEM can be used
directly within the |KE_SA INT nessage when TCP transport is enabl ed
for 1KEv2. This approach allows |KEv2 to avoid UDP fragmentation
concerns while enabling a purely post-quantum key exchange for

depl oynents requiring exclusive PQC use.

Using reliable transport (e.g., TCP) for I KEv2 could be a solution to
the problem However, the current use of TCP for | KE and ESP

[ RFC9329] implies that ESP SAs are al so encapsulated in TCP, which
has negative inmpact on | Psec performance (see Section 9 of TCP
encapsul ati on of | KE and ESP packets [ RFC9329]).

This specification allows to decouple IKE and | Psec transports,
making it possible to use a reliable transport for | KEv2 while
continuing to use an unreliable transport for |Psec.

The proposed nmechani sm woul d enabl e the use of all paraneter sets of
a post-quantum key exchange algorithmin IKE SAINT as a quantum
resistant-only key exchange. This allows deployments requiring a
pure post-quantum key exchange to establish keys during the

I KE_SA INIT exchange wi t hout concerns about exceeding typical network
MTUs.

The idea to decouple IKE and | Psec transports was originally
presented in [I-D. tjhai-ikev2-beyond-64k-limt].
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2.

3.

3.

Term nol ogy and Notation

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in BCP
14 [RFC2119] [RFCB174] when, and only when, they appear in all
capitals, as shown here.

Protocol Details
1. Discovery of TCP Transport Support for |KEv2

If the initiator supports this extension, is configured to use it,
and does not know whet her the responder supports |KEv2 over TCP, the
initiator starts the KE_SA INT exchange over UDP to responder’s
port 4500, as per IKEv2 [RFC7296]. 1In this case, the initiator

i ncl udes the SEPARATE TRANSPORTS notification (<TBA by | ANA>) in the
IKE_SA INIT request. This allows the initiator to discover whether
the responder supports the use of separate transports for |KE (over
TCP) and ESP (over UDP). Using UDP port 4500 ensures that |Psec
traffic can traverse NATs and intermedi ate devices that all ow UDP
encapsul ation. |If the responder has this extension enabled and
recei ves the SEPARATE TRANSPORTS notification in the IKE SAINT
request, it MJST respond with the sane notification in the

I KE_SA INIT response. Upon receiving the SEPARATE TRANSPORTS
notification in the response, the initiator MJUST switch to TCP port
4500 for subsequent exchanges (1 KE_I NTERVEDI ATE or | KE_AUTH). The
responder MJST be prepared to receive these exchanges over TCP.

Initiator (UDP) Responder ( UDP: 4500)
IKE_SA INIT request:
HDR , SAil1, KE 1, N,
[ N( NAT_DETECTI ON_SOQURCE_| P) ,
N( NAT_DETECTI ON_DESTI NATI ON_I P) , ]
N( SEPARATE_TRANSPORTS) --->
IKE_SA INIT response:
HDR, SArl1, KEr1, Nr,
[ N( NAT_DETECTI ON_SQURCE_1 P),
N( NAT_DETECTI ON_DESTI NATI ON_I P) , ]
<---  N( SEPARATE_TRANSPORTS)

=> Initiator switches to TCP: 4500 for |KE_|I NTERVEDI ATE /
| KE_AUTH / subsequent | KEv2 exchanges
=> ESP over UDP or |P depending on the presence of NATs
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3.2. Using TCP Transport for |IKEv2 fromthe Start

Alternatively, the initiator MAY start KE_SA INT over TCP port 4500
directly, as specified in TCP encapsul ation of | KE and ESP packets

[ RFC9329], for exanple, when |arge key exchange payl oads (with | arge
public keys) are used in IKESAINT. 1In this case, the initiator

i ncl udes the SEPARATE_TRANSPORTS notification in the IKEESAINT
request to indicate its preference to use separate transports; |KEv2
over TCP and ESP over UDP, provided that UDP is not blocked in the
net wor k pat h.

If the responder supports this extension, it includes the
SEPARATE_TRANSPORTS notification in the IKE_LSA INIT response. In
this case, Child SAs are created as specified in | KEv2 [ RFC7296],
with ESP sent over UDP (or directly over IP) if possible. [If both
UDP and | P are bl ocked, ESP is sent over TCP as described in TCP
encapsul ati on of | KE and ESP packets [ RFC9329].

If the responder does not return the SEPARATE_TRANSPORTS notification
inthe IKESAINT response, the initiator MIST treat this as an

i ndi cation that the responder does not support separate transports.
In this case, both | KEv2 and ESP MJUST use TCP transport for all
subsequent exchanges, as per TCP encapsul ation of | KE and ESP packets
[ RFC9329] .

Initiator (TCP) Responder (TCP: 4500)
IKE_SA INIT request:
HDR , SAil, KEi 1, N,
[ N( NAT_DETECTI ON_SCQURCE_| P) ,
N( NAT_DETECTI ON_DESTI NATI ON_I P) , ]
N( SEPARATE_TRANSPCRTS) --->
IKE_SA INI'T response:
HDR, SArl1, KEr1, Nr,
[ N( NAT_DETECTI ON_SCQURCE_| P) ,
N( NAT_DETECTI ON_DESTI NATI ON_I P) , ]
<--- N( SEPARATE_TRANSPORTS)

=> Al subsequent |KEv2 nessages continue over TCP
=> ESP over UDP or IP if possible, else over TCP
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3.3. Subsequent |KEv2 Exchanges

In both scenarios described above (Section 3.1 and Section 3.2), once
the KEv2 SA switches to TCP transport, either after IKESAINT or
if TCP was used fromthe beginning, all subsequent | KEv2 exchanges
MUST continue to use TCP. The interaction with MOBIKE is described
in Section 4.1

3. 4. Notification Format

The SEPARATE_TRANSPORTS notification has Protocol ID set to 0 and SP
Size set to 0. This specification does not define any notification
data, the notification is sent with no data. Future specifications
may define data for this notification. Peers conformng to this
specification MIST ignore any data if present.

3.5. ESP Behavi or

Child SAs are created as specified in | KEv2 [ RFC7296]. ESP packets
either use direct transport over |IP or are UDP encapsulated if NAT is

detected. |If UDP transport for ESP becones unavail able (e.qg.
bl ocked by a firewall), peers MAY switch ESP to use TCP transport as
specified in [RFC9329]. If ESP is transported over a different

protocol than IKE, intermediate devices might apply different
filtering rules. To detect possible connectivity issues with ESP
traffic, the encrypted ESP ping nechani smdefined in
[1-D.ietf-ipsecne-encrypted-esp-ping] MAY be used.

3.6. NAT Considerations

When separate transports are used for | KEv2 and ESP, NAT traversa
for each transport nust be handl ed i ndependently, as internediate
devi ces mai ntain NAT state per transport.

NAT detection foll ows the standard nechani smdefined in Section 2.23
of [RFC7296]. The initiator SHOULD incl ude NAT_DETECTI ON_SOURCE | P
and NAT_DETECTI ON_DESTI NATION_I P notifications in IKE_SA INT,
regardl ess of whether IKE_ SAINT is sent over UDP or TCP. NAT
detection MAY be omtted only if it is known by other neans that no
NAT is present on the path between the peers. |If a NAT is detected,
ESP MUST use UDP encapsul ati on on port 4500 [ RFC3948]. Peers MJST
mai ntai n NAT mappi ngs for the ESP path by sendi ng NAT keepalive
packets as specified in Section 2.23 of [RFC7296], and MJST NOT
assune that the TCP connection used for | KEv2 provides any keepalive
benefit for the ESP UDP pat h.
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3.7. UDP Reachability Verification

VWhen | KEv2 starts over UDP (Section 3.1), the successful exchange of
IKE_ SAINIT nmessages inplicitly denonstrates that UDP is reachable
and NAT detection results can be used to determ ne whether ESP should
be sent directly over IP or UDP encapsul ated. No additiona
verification is needed.

VWhen | KEv2 starts over TCP (Section 3.2), there is no inplicit
evidence that ESP traffic is reachable. After the Child SAis
established, the initiator SHOULD verify ESP reachability by sending
an ESP Echo Request [I-D.ietf-ipsecne-encrypted-esp-ping], unless the
initiator has other neans to ensure ESP reachability (for exanple,
the presence of incoming ESP traffic). The nunber of retries and

I ength of tineouts for ESP Echo Requests are not covered in this
specification because they do not affect interoperability. |If no ESP
Echo Reply is received after exhausting the retransm ssions descri bed
bel ow, the peers MJST switch ESP to TCP as specified in [ RFC9329].

If the initiator uses an ESP Echo Request to verify ESP reachability,
the ESP transport to probe is determ ned by the NAT detection results
as foll ows:

* |f a NAT was detected, the initiator MUST send the ESP Echo
Request using UDP encapsul ation on port 4500 [ RFC3948]. |

* |f no NAT was detected, the initiator MJST send an ESP Echo
Request with ESP sent directly over IP. [If no ESP Echo Reply is
received after a short delay, the initiator MJUST al so send an ESP
Echo Request using UDP encapsul ation on port 4500 [ RFC3948], since
sone mi ddl eboxes do not allow IP traffic wi thout UDP or TCP
transport. The initiator MJST use the transport for which an ESP
Echo Reply is received first. This approach is anal ogous to the
Happy Eyeballs al gorithm [ RFC3305], giving preference to ESP sent
directly over I P while avoiding excessive delay if it is not
reachabl e.

4. Interaction with | KEv2 Extensions
4.1. Interaction with MBI KE

MBI KE [ RFC4555] allows an IKE SA, along with its Child SAs, to
mgrate fromone |P address to another. Section 7.1 of TCP
encapsul ati on of | KE and ESP packets [ RFC9329] specifies that when
using TCP as the I KE transport, a peer should attenpt to switch back
to UDP in the event of an I P address change. This specification
updat es that requirenent: when separate transports are used for |KE
and ESP, peers MJST NOT attenpt to switch the | KE SA transport from
TCP to UDP. However, an ESP SA MAY switch fromUDP to TCP if UDP is
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4.

7.

bl ocked at the new | P address.

Simlarly, when ESP is running over TCP and the initiator detects an
| P address change, the initiator MJST perform UDP reachability
verification as described in Section 3.7 on the new path. |f ESP
reachability is confirnmed, the ESP SA switches from TCP to the
verified path.

2. Interaction with I KE Sessi on Resunption

| KE session resunption [ RFC5723] allows peers to quicly re-establish
| KE SA after the connection is broken. Since network condition may
change while the client is inactive, the use of separate transports
MJUST NOT be stored in the resunption ticket and MJST be re-negoti ated
during session resunption. Since no |arge public keys are
transferred in the | KE SESSI ON RESUVE exchange, then, unless
configured to use TCP only, the initiator, when resum ng, MJST start
using UDP with destination port 4500, as discussed in Section 3.1.

Thi s enabl es NAT detection for UDP and UDP reachability testing
before switching to TCP.

Security Considerations

Section 10 of TCP encapsul ati on of | KE and ESP packets [ RFC9329]
di scusses security inplications of using TCP as | KE transport.

| ANA Consi der ations

Thi s docunent defines a new Notify Message Type in the "I KEv2 Notify
Message Status Types" registry:

<TBA> SEPARATE_TRANSPORTS
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