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1. Introduction

The BGP Maxi mum Prefix feature [RFC4486] is often used at the network
boundary to control the number of prefixes injected into the network.
However, in scenarios where VPN routes fromnultiple VRFs are
advertised over a shared BGP session, there is a | ack of appropriate
met hods to control route flooding within one VRF. This flooding can
overwhel mthe processing of VPN routes in other VRFs, consequently
degrading their perfornmance (e.g., causing route drops, processing
del ays, and abnormal customer services). Therefore, it is desirable
to control excessive VPN route advertisenents individually for each
VRF within such a shared BGP session

Several solutions can be used to alleviate this probl em
* Route Target Constraint (RTC) as defined in [ RFC4684]
* Address Prefix ORF as defined in [ RFC5292]

* Covering Prefixes Qutbound Route Filter (CP-ORF) nechani sm as
defined in [ RFC7543]

* Provider Edge (PE) - Custoner Edge (CE) edge peer Maximum Prefix
as nentioned in Section 7.6.3.2 in [ RFC9182]

* Configuring the Maximum Prefix for each VRF on edge nodes

However, each existing solution has its own limtation as described
in Section 3.

Thi s docunent defines an experinental specification for a new type of
Qut bound Route Filter (ORF), called the VPN Prefix ORF; refer to
Appendi x A for nore details on the experinmental aspects. Wen the
nunber of VPN routes in a VRF exceeds the prefix limt, the router
identifies the VPN prefix (Route Distinguisher (RD), Route Target
(RT), source PE, etc.) of the overload VPN routes (VPN routes that
exceed the maxi mum nunber of storable VPN routes of the corresponding
VRF on the receiver and thus cannot be inported.) and sends a VPN
Prefix ORF message to the BGP peer that announced these overload VPN
routes. Upon receiving a VPN Prefix ORF entry, the BGP speaker
filters and withdraws any overl oad VPN routes that were previously
announced to its peer.
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The purpose of this nmechanismis to control the overload VPN routes,
avoid route churn effects and resource exhausti on when a VRF
overloads. The VPN Prefix ORF mechanismis applicable when VPN
routes fromdifferent VRFs are exchanged via a shared BGP sessi on.
1.1. Requirenents Language
The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMMENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in BCP
14 [ RFC2119] [RFC8174] when, and only when, they appear in all
capitals, as shown here.
2. Term nol ogy
The following terns are used in This docunent:
* AFl: Address Fanmily ldentifier, defined in [ RFC4760]
* ASBR Aut ononmous System Border Router
* BGP: Border Gateway Protocol, defined in [ RFC4271]
* EVPN. BGP/ MPLS Ethernet VPN, defined in [ RFC7432]
* MPLS: Multi-Protocol Label Switching
* ORF: Qutbound Route Filter, defined in [ RFC5291]

* Quota: Athreshold to limt the nunber of VPN routes under
specific granularities (such as <PE>)

* RD: Route Distinguisher, defined in [ RFC4364]

* RIB: Routing Information Base

* RR Route Reflector, provides a sinple solution to the probl em of
Internal Border Gateway Protocol (iBGP) full mesh connection in
| arge-scal e i BGP i npl enent ati on [ RFC4456]

* RT: Route Target, defined in [ RFC4364]

*  SAFl: Subsequent Address Family ldentifier, defined in [ RFC4760]

* VPN Virtual Private Network, defined in [ RFC4364]

* VRF: VPN Routing and Forwardi ng, defined in [ RFC4364]
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3. Existing Solutions
3.1. Route Target Constraint (RTC)

RTC [ RFC4684] can only filter the VPN routes from any uninterested
VRFs, if the route overload cones froman interested VRF, the RTC
mechanismcan’'t filter them

3.2. Address Prefix ORF

Usi ng Address Prefix ORF [RFC5292] to filter VPN routes requires a
pre-configuration, but it is inpossible to know in advance which
prefix may exceed the predefined threshold.

3.3. CP-ORF Mechani sm

[ RFC7543] defines the Covering Prefixes ORF (CP-ORF). A BGP speaker
sends a CP-ORF to a peer in order to pull routes that cover a

speci fied host address. A prefix covers a host address if it can be
used to forward traffic towards that host address.

CP-ORF is applicable in Virtual Hub-and-Spoke [ RFC7024] VPN and al so
BGP/ MPLS Et hernet VPN (EVPN) [ RFC7432] networks, but its primary
function is to retrieve interested VPN prefixes and it cannot be used
to filter overload of VPN prefixes dynanically.

3.4. PE-CE edge peer Maximum Prefix
The BGP Maxi mum Prefix feature controls the nunber of prefixes

received froma neighbor. Configuring it on every PE-CE link can
prevent VPN route overload. However, relying solely on sender-side

protection is insufficient. |f the sender has not configured Maxi mum
Prefix, the VPN Prefix ORF mechanismcan still prevent VPN route
over | oad.

3.5. Configuring the Maxi mum Prefix for each VRF on edge nodes

When a VRF overl oads, sone inplenentations may stop inporting routes.
Any additional VPN routes are held in the Routing Information Base
(RIB). However, PEs still need to parse the incom ng BGP nessages,
whi ch consunes CPU cycles and further burdens the overl oaded PE.

The VPN Prefix ORF mechanismintends to inprove upon this by enabling
the overl oaded PE to signal the VPN routes matching the overl oad
criteria back to the sender. The sender can then suppress these
routes at the source, reduci ng wasted processing and preserving
resources for non-overl oaded VRFs.
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If the sender does not support or does not honor the VPN Prefix ORF
signal, the overloaded PE still needs to parse the incom ng BGP
messages, and the behavior falls back to existing |local protection
mechani sns, such as local VRF prefix-limt handling. This limtation
is part of the experinmental assessnment described in Section 7.5.

4. VPN Prefix ORF Encodi ng

This section describes the encoding of VPN Prefix ORF entries. The
VPN Prefix ORF entries are carried in the BG ROUTE- REFRESH nessage
as defined in [ RFC5291]. A BGP ROUTE- REFRESH nessage can carry one
or more ORF entries. VPN Prefix ORF entries consist exclusively of
Match fields with the value DENY. VPN Prefix ORF entries are

eval uated in sequential order based on the Sequence field, defined
bel ow. Wen no VPN Prefix ORF entries in a non-enpty VPN Prefix ORF
match the route that is passed through the ORF, the Match criterion
for the route is considered PERMT. The format of a ROUTE- REFRESH
message carrying VPN Prefix ORF entries is as follow

* AFl (2 octets). The AFl MJST be set to | Pv4, |IPv6, or Layer 2 VPN
(L2VPN) .

* SAFl (1 octet). |If the AFl is set to |IPvd or | Pv6, the SAFlI can
be set to MCAST-VPN, or MPLS-Labeled VPN. If the AFl is set to
L2VPN, the SAFlI can be set to BGP EVPN, VPLS, or MCAST-VPLS. The
combi nation rel ati onshi ps between SAFl and AFl are presented in

Tabl e 1:
Table 1 Al owed SAFI and AFl conbi nations
Fom e oo o m e e e e i oo o e e e e e i eee oo n +
| AFI | SAFI | Docunent |
N St o e e e e e e e +
| 1 Pv4(1)/ | MCAST- VPN( 5) | [ RFC6514] |
| 1 Pv6(2) R R R R e P +
| | MPLS-| abel ed VPN address | [ RFC4364] [ RFC8277] [ RFC9252] |
I | (128) I I
R o e e e e a e oo oo o m e e e e e e oo +
| L2ZVPN(25) | BGP EVPNs( 70) | [RFC7432] |
| o e e e e e e e oo oo - o e e e e e e oo oo - +
| | VPLS( 65) | [RFCA761] [ RFC6074] |
| e . +
| | MCAST- VPLS( 8) | [RFC7117] |
R o e e e e a e oo oo o m e e e e e e oo +

* \Wen-to-refresh (1 octet): the value MJIST be | MVEDI ATE or DEFER

* ORF Type (1 octet): The type of VPN Prefix ORF is 66.
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*

Length of ORF entries (2 octets)

A VPN Prefix ORF entry contains a comon part and type-specific part.
The encoding of the common part is shown in Figure 1.

Wang,

| |
| Overl oad VPN routes process |
| met hod (1 bit) I
I I

Figure 1: VPN Prefix ORF type-comon part encodi ng

Action (2 bits): the value is ADD, REMOVE or REMOVE-ALL as
described in [RFC5291]. If the received ORF entry contains an
unrecogni zed val ue(0x11), such an ORF entry MJST be renoved.

Match (1 bit): the value is PERM T(0) or DENY(1) as described in

[ RFC5291]. For the purpose of this document, only the DENY val ue
is permtted. This bit MJST be set to DENY(1). |If Match =0, the
entry MUST be discarded and a warni ng MUST be sent to the
operator.

Overload VPN routes process nethod (1 bit): if the value is set to
0, it neans the receiver of such nessage MJST wi t hdraw al
previously advertised overload VPN routes that match the ORF s
type-specific part. |If the value is set to 1, it neans the sender
of the VPN Prefix ORF nessage will refuse to accept VPN routes

mat ching the overload criteria and that the receiver of the VPN
Prefix ORF message MJUST NOT announce VPN routes nmatching the
overload criteria. The default value is 0. Note well, this bit
is specific to the ORF Type introduced by this docunent.

Reserved (4 bits): These bits are set to zero and ignhored by the
receiver.
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VPN Prefix ORF al so contains a type-specific part. The encoding of
the type-specific part is shown in Figure 2

Wang,

| Optional TLVs (vari abl e) |

Figure 2: VPN Prefix ORF type-specific encoding

Sequence: ldentifies the order in which the VPN Prefix ORF is
generated and evaluated. It uniquely identifies a VPN Prefix ORF
entry, along with the AFlI/SAFI, ORF-Type, and Route D stinguisher.
The Sequence SHOULD be non-contiguous to facilitate the insertion
of newrules at a later stage, which neans the receiver should not
assune the sequence nunbers are contiguous; a gap in sequence
nunbers (e.g., receiving sequence N then N+k, k>1) is valid.

Length: Specifies the length of this VPN Prefix ORF entry.

Rout e Distinguisher: Distinguishes different user routes. The VPN
Prefix ORF filters the VPN routes it intends to send based on
Route Distinguisher. |If the RDis set to 0, it indicates all VPN
prefixes.

Optional Type-Length-Values (TLVs): Carries potential additiona
information to provide extensibility for the VPN Prefix ORF
mechanism Its format is shown in Figure 3. |If one or nore
TLV(s) are unrecogni zed, the entire VPN Prefix ORF entry MJST be
di scarded
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0 1 2 3
01234567890123456789012345678901
B i s T T i i o S o T Ji I
| Type | Length | val ue (vari abl e) :
i i i T i I S i e s o o i i

Figure 3 The format of optional TLV(S)

Note that if the Action conponent of an ORF entry specifies REMOVE-
ALL, the ORF entry does not include the type-specific part.

When t he BGP ROUTE- REFRESH nessage carries VPN Prefix ORF entries, it
MUST be set as foll ows:

* The ORF-Type MJIST be set to 66 (VPN Prefix ORF).

* The purpose of VPN Prefix ORF is to block unwanted VPN prefixes;
therefore, the "Action" of a valid entry MJIST be set to "DENY".
VPN routes that do not match any correspondi ng VPN Prefix ORF
entries MJST be inported into the correspondi ng VRF

According to [RFC5291], if any field in a VPN Prefix ORF entry in the
message contains an unrecogni zed value, the entire specified ORF
previously received is renoved.

A BGP speaker that is willing to receive ORF entries fromits peer
or a BGP speaker that would like to send ORF entries to its peer,
advertises this capability by using the Qutbound Route Filtering
Capability defined in [ RFC5291].

4.1. Source PE TLV (including 3 types)

The Source PE TLV is defined to identify the originator of the VPN
routes. The sender of the VPN Prefix ORF MJUST check for the

exi stence of the Source PE Extended Conmunity (SPE EC, see section 6)
on the VPN route being matched. |If the SPE EC exists, the sender
MUST include its value in the Source PE TLV. Oherwi se, the val ue of
Source PE TLV MJUST be set to the Next Hop address.

The Source PE TLV MJST appear at nobst once within an individual ORF
entry. |If an ORF entry contains nultiple Source PE TLVs, the entire
ORF entry MJST be ignored.

The source PE TLV supports the follow ng types:

* | Pv4 Source PE TLV: Type = 1, Length = 4 octets, value = Next Hop
address in I Pv4 format.
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4.

4.

5

5

* | Pv6 Source PE TLV: Type = 2, Length = 16 octets, value = Next Hop
address in IPv6 format (global |1Pv6 address only).

* Source PE identifier TLV: Type = 3, Length = 4 octets, value = the
val ue of ORIG@ NATOR ID in the Source PE Extended Community.

2. Route Target TLV

The Route Target TLV is defined to identify the RT of the overl oaded
VPN routes. Route Target TLV MJST be exist in VPN Prefix ORF entry.
The RT and RD can be used together to filter VPN routes if the source
VRF contains nultiple RTs, and the VPN routes with different RTs MAY
be assigned to different VRFs on the receiver

If this TLV contains only one RT but multiple RTs are configured on
the VPN route, the VPN prefix ORF receiver MJST check whether the RT
included in this TLV exists anong the configured RTs. |If so, it MJST
filter out the VPN route.

The Route Target TLV is defined as:

Type = 5, Length = 8*n octets (where n is the nunber of RTs
associated with the overl oaded VPN routes), value = the RT
val ue(s) of the overload VPN routes. |If nultiple RTs are

i ncluded, an exact match is required.

3. Route Type TLV

This TLV applies to all VPN routes containing a route type field, to
di stingui sh between different types of VPN routes and enable nore
granul ar control

The encoding of the Route Type TLV is as foll ow

Type = 6, Length = 1 octet, value = the value of Route Type field
of the overload routes.

The general procedures of the VPN Prefix ORF mechani sm
1. Process of VPN Prefix ORF mechani sm on sender

The operation of the VPN Prefix ORF nmechani smon each sender is

i ndependent. Each sender makes a | ocal judgnment to determ ne whether
it needs to send a VPN Prefix ORF message to its upstream peer.
Operators can configure the algorithns according to their specific

ci rcunst ances
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Thi s section specifies procedures for a receiving BGP speaker to
process VPN route information received froma BGP speaker that sends
VPN routes. The VPN route information includes VPN routes and
associ ated Route Distinguishers (RDs). The receiving BGP speaker
determnes the newly received VPN routes and eval uat es whet her
installation of those routes would cause the configured VPN route
limt for the associated VRF to be exceeded.

If the configured VPN route limt for a VRF is exceeded, the

recei ving BGP speaker SHOULD send a VPN Prefix ORF nessage to the BGP
speaker that sends VPN routes to request that transnission of the
identified VPN routes cease.

Before originating a VPN Prefix ORF nessage, the receiving BGP
speaker MJST compare the Route Targets (RTs) associated with the

af fected VPN routes agai nst the inport RTs configured on other VRFs
of the device. |If any RT associated with a VPN route is al so

i mported by another VRF, it MJST NOT originate a VPN Prefix ORF
message for that route. The procedures described in this section
apply to i BGP peers within the same Aut onomous System (AS). VPN
route identification is based on the RD. VPN Prefix ORF information
is carried using ORF entries within a ROUTE- REFRESH nessage.

The receiving BGP speaker includes the following information in the
VPN Prefix ORF nmessage:

* ORF entries carried within a ROUTE- REFRESH nmessage.

* An Action field in each ORF entry indicating that the BGP speaker
requests installation of the specified outbound route filter.

* A Match field in each ORF entry indicating that VPN route updates
mat ching the specified ORF entry are to be deni ed.

* An RD value identifying the affected VPN routes, encoded in the
type-specific portion of the ORF entry. |If nmultiple VRFs on a PE
i mport VPN routes associated with the same RD, and only a subset
of those VRFs exceed their configured route linmts, the PE MJST
NOT originate a VPN Prefix ORF entry for that RD.

When the VPN Prefix ORF nechanismis triggered, the VPN Prefix ORF
sender MUST send alarminformation to network operators.

The procedures for senders of VPN Prefix ORF entries are described
bel ow
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S01. When VPN routes with a specific RD are installed in
multiple VRFs, for each VRF v {
S02. If (the total nunmber of received prefixes + the number
of prefixes already in VRF v exceeds its configured
prefix [imt) {

S03. RT set = the set of Route Targets that were to be
imported into VRF v.
S04. overl oad_RD source_pairs = all <RD, Source PE>

tuples fromthe newy received routes that were
sent for incorporation into VRF v.

/] Check if any RT in RT_set is also inported by
anot her VRF that has NOT exceeded its linit

S05. conflict _exists = FALSE;

S06. For each RT r in RT_set {

S07. For each other VRF u on the VPN Prefix ORF sender {

S08. If (r isinthe inmport RT list of VRF u) {

S09. conflict_exists = TRUE;

S09a br eak;

S10. }

S11. }

S12. }

S13. If (conflict_exists == TRUE) {

S14. /1 Cannot send ORF: woul d bl ock routes needed

by non-overl oaded VRFs

S15. Send warni ng nmessage to the operator.
br eak;

S16. }

S17. /'l Safe to send ORF entries

S18. For each <RD x, PE_y> in overload_RD source_pairs {

S19. Collect all RTs carried by routes with RD=RD x
fromsource PE y that are inported into VRF v.

S20. Construct a VPN Prefix ORF entry with:

S21. Action = ADD,

S22. Mat ch = DENY,

S23. Overl oad VPN routes process nethod = 0,

S24. Sequence = Generate uni que Sequence nunber,

S25. Rout e Di stingui sher = RD x,

S26. Optional TLVs include:

S27. Source PE TLV = PE.y,

S28. Route Target TLV = RT_list.

S29. Send a BGP ROUTE- REFRESH nessage containing this
ORF entry to the upstream BGP peer (e.g., RR).

S30. Send an al arm nessage to the operator indicating
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VRF v overl oad and ORF transni ssion.

S31. }
S32. } Else {
S33. /1 No overload in this VRF, no ORF triggered
S34. Conti nue normal route processing.
S35. }
S36. }
5.1.1. Intra-domain Scenarios and Sol utions

For intra-AS VPN depl oynent, there are two scenari os:
* unique RD (per VPN, per PE).
* the sane RD (per VPN, sane on all PEs)

Det ai | ed descriptions about the above solutions are provided in
Appendi x B.

5.2. Protocol process of VPN Prefix ORF nechani smon receiver

The VPN Prefix ORF is primarily used to bl ock unwanted BGP updates.
When the receiver receives a VPN Prefix ORF entry, it MJST check
first whether the "Match" bit is "DENY" or not.

If the "Match" bit is "PERMT", the entry MJST be di scarded and a
war ni ng MUST be sent to the operator.

The default entry for the VPN Prefix ORF type is "Pernmit Al", which
means that all routes that do not match the existing entries in the
VPN Prefix ORF table shall be advertised. The follow ng procedures
will only be evaluated when the "Match" bit is "DENY".

The receiver of VPN Prefix ORF entries (which may be an RR, ASBR, or

PE) perfornms the follow ng actions upon receiving a VPN Prefix ORF
entry fromits BGP peer:
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S01. The receiver checks the conbination of <AFI/SAFI, ORF-Type,
Sequence, Route Distinguisher>in the received VPN Prefix

ORF entry.
S03. If (Action == ADD) {
S04 If (entry exists) {
Repl ace existing entry.
}
S05 el se {
Add new entry.
}
}
S06 else if (Action == REMOVE) {
S07 If (entry exists) {
Renmove entry.
}

}
S08 else if (Action == REMOVE-ALL) {
Renove all matching VPN Prefix ORF entries.

}
S09 el se {
Handl e as mal fornmed or unsupported Action.
}

The filtering conditions for stored VPN Prefix ORF entries include
the RD and RT of the overloaded VPN Prefix Route.

If the SPE EC is not attached to the BGP Update nessage for the VPN
prefixes, the receiver MJIST use the NEXT_HOP or ORIA NATOR ID
attribute as the originator of the VPN prefix to match agai nst the
VPN Prefix ORF entry.

After installing the filter entries for outbound VPN prefixes, the
recei ver perforns the followi ng actions before sending VPN routes:
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S01. The receiver checks if there are matching filtering conditions
in the ORF-Policy table for the VPN routes.
S02. If (no matching filtering conditions exist) {

S03. The receiver sends the VPN routes.

S04. } else {

S05. If (the "Overload VPN routes process nethod" bit is set
to 0) {

S06. The receiver withdraws all the VPN routes identified

by RD, RT, and any relevant information in the optiona
TLVs within the entry, and stops sending the
corresponding VPN routes to the sender of the VPN
Prefix ORF entry.

S07. } else {

S08. The receiver stops sending the newy | earnt matched VPN
routes according to the value of RD, RT, and any rel evant
information in optional TLVs within the entry to the
sender of the VPN Prefix ORF entry.

S09. }
}

The procedure above can be used for route refresh processing after
recei ving an ORF update and the usual VPN route propagation. A
change to the ORF prefixes triggers a rescan of the rel evant routing
information, followed by a route refresh. In contrast, regular

i ndi vi dual VPN route updates are only subject to matching agai nst the
exi sting ORF rules.

The route-refresh procedure as specified in [RFC5291] is nodified in
the presence of VPN Prefix ORF Type entry with Obit set to 1. The
receiver is required to keep track of routes matching the ORF entries
with Obit set to 1 that have been already sent to the peer before
those ORF entries were received and continue to advertise them even
if denied by those ORF entries during both route-refresh processing
and subsequent updates received for those routes.

6. Source PE Extended Conmunity

Next Hop does not always identify the source as seen in the follow ng
scenari os:

* a PE MAY have nultiple addresses, so that its BGP peer MAY receive
several different next hop addresses fromthe sane source.

* In an Option B inter-domain scenario, the ASBR will change the
Next Hop.
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ORIG NATOR IDis a non-transitive attribute generated by an RRto
identify the source, but ORI G NATOR_ I D cannot be advertised outside
the local AS. To address these scenarios, this section defines a new
Ext ended Community: Source PE Extended Community (SPE EC), which is
designed to transnit the identifier of the source PE. The val ue of
the SPE EC can be set by the source PE, RR, or Autononobus System
Boundary Router (ASBR). Once set and attached to a BGP UPDATE
message, its value MUST NOT be altered along the advertisenment path.

The format of SPE EC is shown as Figure 4.
0 1 2 3

01234567890123456789012345678901
i S T s i A S S S S

| Type (TBD) | ORI G NATOR_I D
+++++++++++++++++++++++++++++++++
ORI G NATOR I D (cont.) | Reserved

i i ik s I I R S R R R R S T NI i I S R e i I R R S R
Figure 4 The format of SPE EC
Wher e:

* Type(16 bit): Specifies the type value assigned by ANA now it is
TBD.

* ORIA@NATOR ID(32 bit): Specifies the identifier of the source PE

* Reserved(16 bit): The sender MJST set the Reserved field to 0O and
a received MIST ignore the Reserved field.

An RR/ ASBR SHOULD performthe foll owi ng acti ons:

* Check for the existence of the SPE EC. If it exists, the RR ASBR
MUST NOT change it.

* |f the SPE EC does not exist, check for the existence of the
ORIG NATOR ID. If it exists, put it into the SPE EC

* |f the ORIG NATOR | D does not exist, put the router-id of the
source PE into the SPE EC.

This section extends route reflection behaviors, meaning that if

support for this feature extension is required, the RR MIST perform
the additional actions specified above.
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7. Operational and Experimental Considerations
7.1. Experinental Scope and Topol ogy

Thi s docunent specifies an Experimental nechanism The intended
scope of the experinent is intra-donain depl oynment where VPN routes
frommltiple VRFs are exchanged over a shared BGP session. The
experinment focuses on whether VPN Prefix ORF can be used to filter
VPN route overload for a specific VRF or a specific set of RD, RT,
Source PE, and Route Type information without negatively affecting
non-over| oaded VRFs.

Figure 5 illustrates a general intra-donmain topology that can be used
to evaluate the VPN Prefix ORF nechani sm

o +
| S R + S R + |
| | PE1 +---------------- + R + PE4 | |
T ] T
I I I I
| S |
I I RR | I
| I |
I I I I
| ] |
S RS + S RS +
| | PE2 #-----miooaa- + e + PE3 | |
| S R + S R + |
I I
| AS 100 |
i +

Figure 5 Intra-domai n network topol ogy
Thi s topol ogy can be used to verify the foll ow ng:

* whether the VPN Prefix ORF mechani sm can bl ock overl oad routes in
intra-domai n scenari os

* whether the VPN Prefix ORF nechanismconflicts with an existing
mechani sm and causes failure.

* whether the quota value leads to route fl apping.
To achieve the finer control of VPN prefixes, the VPN Prefix ORF

mechani sm needs both the sender and receiver of such nessage support
the procedures described in this docunent. It influences only the
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adverti senent and w thdrawn of overl oaded routes, and has no i nmpact
to other non-matched VPN routes. It can |lessen the receiving and
parsing stress of the overl oaded routes on the VPN prefixes routes
receiver tinely. |If the sender does not support or does not honor
the VPN Prefix ORF signal, the overloaded PE will still need to parse
the incom ng BGP nessages, and the behavior falls back to the

exi sting local protection nmechanisnms. Therefore, the experinment
needs to assess both cases: peers that honor VPN Prefix ORF entries
and peers that do not.

In order to reduce the conpl ex configuration, it is RECOMVENDED t hat
PEs within the network use the sanme fornula to calculate the quota
val ue, start fromthe basic node, to the granular node that described
in the follow ng section. Once such mechanismis triggered, it is
RECOMVENDED t hat the operator to identify the source of overl oaded
VPN routes, based on the VPN Prefix ORF nessage, to find the root
cause of overloaded VPN routes (malicious inject, or error nanual
configuration etc.), elinmnate the advertisenents of the overl oaded
VPN routes at the source and recover the advertisement of VPN routes
into normal states.

The algorithmthat triggers the VPN Prefix ORF nmay | ead sonme CPU
consunption on the BGP speaker, but it depends on the inplenmentation
of such algorithm Actually, it requires only the judgenent whether
the overl oaded VPN routes are required also by other VRFs on the same
device. The inplementation of this mechani smshould give the
flexibility on controlling of advertisenent of VPN Prefix ORF
message, and al so the withdrawn nethods of the overl oaded VPN routes,
based on the description of this docunent.

7.2. Quota value calculation

The VPN Prefix ORF nechanismis designed for intra-domain BG/ MPLS | P
VPN [ RFC4364] and BGP/ MPLS Et hernet VPN (EVPN) [ RFC7432] depl oynents
where nultiple VRFs on a Provider Edge (PE) router exchange VPN
routes via a single shared i BGP session (typically with a Route

Refl ector).

Thi s mechani sm operates in two nodes:

* Basic node: Triggered solely by local VRF-level prefix limts. No
per-source quota configuration is required. |In this node, the PE
sends a VPN Prefix ORF only if all VRFs that inport the sane Route
Target (s) have exceeded their respective prefix limts.

* @anular node (optional): Enabled when operators configure

per-<Rout e Di stingui sher, Source PE> quotas via their Network
Managenment System (NMS) or CLI. This enables finer-grained
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control, allowing ORF triggering even if only one VRF exceeds its
limt while others sharing the sane RT remain non-overl oaded,
provi ded that the overload routes originate froma specific
source.

Quota is a threshold to limt the nunmber of VPN routes under specific
granularities (such as <PE>). |n deploynent, quota val ues SHOULD be
set and delivered by the Network Management System (NVS)

When the granul ar node is enabl ed, an operator may configure a quota
for each <RD, Source PE> tuple inported into a VRF. This quota
represents the naxi mum nunber of prefixes allowed fromthat specific
source for the given RD.

The quota val ue can be derived based on historical traffic patterns,
service |level agreenents (SLAs), or static provisioning via NVS/ CLI
It is not a prerequisite for the VPN Prefix ORF nmechanismto operate;
the mechani smdefaults to VRF-1evel prefix linmt enforcenent if no
per-source quotas are confi gured.

If the quota value is set to (VRF prefix limt/the nunber of PEs),
whenever new PE access is added to the network, the quota val ue
SHOULD be re-eval uated or adjusted accordingly.

To avoid frequent changes to the quota val ue, the value SHOULD be set
based on the foll owi ng fornul a:

Quot a=M N (Adj ust Coefficient)*<PE, CE Prefix Limt>*<Nunber of PEs
within the VPN, includes the possibility of expansion in futures>,
Local VRF Prefixes Limt]

It should be noted that the above formula is only an exanpl e;
operators can use different formnulas based on actual needs in the
managenent pl ane.

7.3. Wthdraw of VPN Prefix ORF entries

When the VPN Prefix ORF nechanismis triggered, the device SHOULD
notify the network operator

Wthdrawal of VPN Prefix ORF entries is manually initiated and
requires the foll owi ng conditions:

1. The network operator has confirmed that the overload condition
causing the VRF route limt to be exceeded has been resol ved.
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2. The network operator has identified the VPN Prefix ORF entry to
be wi thdrawn. Devices SHOULD mai ntain records of originated VPN
Prefix ORF entries for this purpose.

To withdraw VPN Prefix ORF entries, the operator configures the
originating device to send a VPN Prefix ORF entry with the Action
field set to REMOVE or REMOVE-ALL. The withdrawal request MJST
include sufficient information to identify the target ORF entry.
Automatic withdrawal of VPN Prefix ORF entries is not defined.

7.4. Potential Operational Challenges

Since this docunent specifies an Experinmental nechani sm depl oynent
experience is needed to determ ne whether the benefits of VPN Prefix
ORF outwei gh the potential operational risks. Operators have
different views on whether dynami cally suppressing VPN routes based
on VPN Prefix ORF entries is beneficial or potentially dangerous.
Therefore, the experinment is expected to assess the follow ng
operational challenges:

* the experinment needs to assess the risk of over-filtering.
Incorrect selection of the RD, RT, Source PE, or Route Type may
cause VPN Prefix ORF entries to filter routes that are stil
required by one or nore non-overl oaded VRFs.

* the experinent needs to assess the potential service inmpact of
wi thdrawi ng or filtering matched VPN routes.

* the experinment needs to assess whether the quota value and the
trigger conditions may cause route oscillation or frequent
generation and renoval of VPN Prefix ORF entries.

* the experinment needs to assess the interaction with existing
mechani sns, including RTC, Address Prefix ORF, CP-ORF, BGP Maxi mum
Prefix, route refresh, and local VRF inport policy. The nechani sm
shoul d not cause unexpected suppression of routes that are
controll ed by these existing nechani sns.

* the experinment needs to assess whether |ocal independent
triggering causes excessive ORF updates, duplicate or inconsistent
filtering of VPN routes.

7.5. Experimental Assessnment Criteria
The purpose of the experiment is not only to verify that VPN Prefix
ORF can filter VPN routes that match the overload criteria, but also

to determ ne whether the nmechani smcan be operated safely in intra-
domai n depl oynment s.
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The experiment SHOULD col |l ect quantitative and qualitative
information for at |east the follow ng aspects:

* Routing stability: the experinment SHOULD neasure whet her the
generation, installation, and withdrawal of VPN Prefix ORF entries
causes route oscillation, route churn, or unexpected |oss and
recovery of reachability.

* CPU and nenory inpact: the experiment SHOULD conpare CPU and
menory utilization on the overl oaded PE and on the BGP speaker
that applies the VPN Prefix ORF entries, with and wi thout VPN
Prefix ORF enabl ed, under the sane route |oad.

* Overall efficiency: the experiment SHOULD neasure the number of
VPN routes received before and after VPN Prefix ORF is applied.

* Quota tuning and optim zation: the experinent SHOULD eval uate
whet her the configured quota fornula and trigger thresholds are
appropriate for the depl oynent.

* (Operational conplications: the experinent SHOULD eval uat e whet her
operators have sufficient information to understand why VPN Prefix
ORF entries were generated, which routes were affected, howto
troubl eshoot the overload condition, and how to safely renove the
entries after the root cause has been resol ved.

The experiment can be considered successful only if the nechani sm
filters the intended overl oad VPN routes w thout causing unacceptable
route instability, excessive control-plane overhead, repeated

i ncorrect suppression of non-overl oaded VPN routes, or operationa
compl exity that outweighs the benefit of the mechani sm

8. Security Considerations

Security considerations for this work are the same as what is
docunented in [ RFC4271].

A conmprom sed or msconfigured BGP peer could potentially send an
excessi ve nunber of VPN Prefix ORF entries. Since these entries are
processed on the VPN Prefix ORF receiver, an unbounded nunber of VPN
Prefix ORF entries could consune excessive systemresources (CPU
cycles for route filtering and nmenory for storing the entries). On
devi ces that support the VPN Prefix ORF nmechanism it is necessary to
enforce a per-peer limt on the nunber of VPN Prefix ORF entries.
Once this Iimt is exceeded, this device will ignore all newy
received VPN Prefix ORF entries to prioritize its own stability,

rat her than continuously processing new filter rules advertised by
the peer.
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9. | ANA Consi derations
9.1. VPN Prefix Qutbound Route Filter

Thi s docunent defines a new Qutbound Route Filter type, naned "VPN
Prefix Qutbound Route Filter (VPN Prefix ORF)", and assigns a val ue
of 66 fromthe BGP Qutbound Route Filtering (ORF) Types space which
i s under the "Border Gateway Protocol (BGP) Paraneters" registry

gr oup.

[ el sl ey
| Val ue | Description | Reference |
| 66 | VPN Prefix ORF | This docunent |
TS o e e e e e e oo o e e e e e e oo +

9.2. VPN Prefix ORF TLV types

Thi s docunent defines a new "VPN Prefix ORF TLV Type" registry in the
"Border Gateway Protocol (BGP) Paraneters” registry group. The
registration policies, per [RFC8126], for this registry are as

fol |l ows:

Under "Border Gateway Protocol (BGP) Paraneters"”
Regi stry: "VPN Prefix ORF TLV Type"

[ gy Clpp—p—p—p—(—(—(————————(—(—————(———r
| Range | Registration Procedures |
B sty o}
| 0-127 | 1ETF Review |
T o mmemeeeeeeaccaeaaaas +
| 128-255 | First Cone First Served |
TS o e e e e e e oo +

I ANA shoul d make initial assignnents as follows:
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| Val ue | Description | Reference |
[} ety fpp—p———_——————————————————— Ll st
| O | Reserved | This docunent |
S TRy e S +
| 1 | 1Pv4d Source PE TLV | This docunent |
T e T e Fom e meemeeeeeeeccieeaaaaaa +
| 2 | I'Pv6 Source PE TLV | This docunent |
S R S o e e e e e +
| 3 | Source PE Identifier TLV | This docunent |
S TRy e S +
| 4 | Route Target TLV | This docunent |
T T T Fom e meemeeeeeeeccieeaaaaaa +
| 5 | Route Type TLV | This docunent |
S R S o e e e e e +
| 6-127 | Unassi gned | |
S TRy e S +
| 128-255 | Unassigned | |
T e T e Fom e meemeeeeeeeccieeaaaaaa +

9.3. Source PE Extended Comunity
Thi s docunent defines a new BGP Transitive Extended Community Type
call ed "Source PE Extended Comunity" under "BGP Transitive Extended
Conmunity Types"

Under "BGP Transitive Extended Community Types”

[ el s s ey s
| Type Val ue | Nane | Reference |
| TBD | Source PE Extended Community | This docunent |
Fomm e oo - o e e e e e e e meme oo Tt +

9.4. Common part of ORF entry
I ANA is requested to nake a new "ORF Entry Bits" registry in the
"Border Gateway Protocol (BGP) Paraneters" registry group. The
registration policy for this registry is | ETF Revi ew.

I ANA shoul d make initial assignnents as follows:
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| 0-1 Action The value of this field RFC5291 |
| is 0 for ADD, 1 for REMOVE, |
| and 2 for REMOVE-ALL. |
. . Fom e meemeeeeeeeccieeaaaaaa S IR +
| 2 | Match | The value of this field is| RFC5291 |
| | | O for PERMT and 1 for | |
I I | DENY. I I
. . S S +
| 3 | Overload VPN | The value of this field is| This |
| routes | O for withdrawn all | document |
| | process | overload VPN routes, and 1| |
| | nethod | for refusing to receive | |
| | | VPN routes matching the | |
| | | overload criteria. | |
. . Fome e e eeeaeceieeaaaaaa. - +
| 4-7 | Unassi gned | | RFC5291 |
S S Tt N +
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Appendi x A.  Intra-donmain Scenarios and Sol utions

This section describes the workfl ow of some exanpl e scenarios for
illustrative purposes.

A. 1. Scenario 1: unique RD (per VPN, per PE)
In this scenario, PE1-PE4 and RR are i BGP peers. RD is allocated per

VPN per PE. The overload VPN routes only carry one RT. the network
topol ogy is shown in Figure 6.

e i +
R + R +
| PEL +-----omimoa--- + e R + PE4 |
Fomm - - + | Fomm - - +

VPNL( RD11, RT1) |
VPN2( RD12, RT2) |

VPN2( RD12, RT2)

I I
I I
I I
I I
I I
| e |
I I RR | I
| +- - - - - -+ |
I I I I
I I I I
| S R + | | S R + |
| | PE2 +---------"-"-"----- + L + PE3 | |
| - + - + |
| VPN1(RD21, RT1) VPN1( RD31, RT1) |
| VPN2(RD22, RT2, RT1) VPN2( RD32, RT2) |
I I
| AS 100 |
T e +

Figure 6 Network Topol ogy of Scenario 1

When PE3 sends an excessive nunber of VPN routes with RT1, and both
PE1 and PE2 inport VPN routes with RT1l, the process of overload VPN
routes will influence perfornance of VRFs on PEs. PEs and RR need to
have appropriate nmechanisnms to identify and control the advertising
of overload VPN routes.

a) PE1
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If no quota value is set on PE1l and each VRF on PEl has a prefix
limt, when PEl1 receives VPN routes fromits BGP peer, it perforns
the follow ng actions:

S01. If (the prefix limt for VPNL VRF is exceeded){

S02. PE1 sends a VPN Prefix ORF nessage to the
RR and a warning nessage to the operator.
The VPN Prefix ORF nessage carries the
foll owi ng paraneters: RD set to RD31, RT
val ue set to RT1, and source PE set to PES.
The RR processes the overload VPN routes
and controls the number of VPN routes based
on the value of the "Overload VPN routes
process met hod" field.

S03. } else {

S04. PE1 does not trigger the VPN Prefix ORF
mechani sm and only perforns VPN route
filtering for the target VRF.

S05. }

NOTE: When the prefix limt for the VPNL VRF is exceeded, no other
VRFs on PE1 inport VPN routes with RT1. PEl sends a VPN Prefix ORF
nmessage to the RR and a warning nessage to the operator

If a quota is configured for each <RD31, source PE3> tuple inported
into a VRF and each VRF has a prefix limt, when PEl receives VPN
routes fromits BGP peer, it perforns the follow ng actions:

S01. If (VPN routes associated with <RD31, PE3>
tupl e exceed the quota) {

S02. If (the prefix limt of the VPNL VRF
is not exceeded) {
S03. PE1 sends a warni ng nessage to the

operator, and the VPN Prefix ORF
mechani smis not triggered.

S04. } else {

S05. PE1 generates a BGP ROUTE- REFRESH
message containing a VPN Prefix ORF
entry with the paraneters (RD = RD31,
source PE = PE3, RT = RT1), and sends
this entry to the RR
The RR processes the overload VPN
routes based on the val ue of the
"Overl oad VPN routes process nethod"

S06.
s07. }
b) PE2
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If no quota value is set on PE2 and each VRF on PE2 has a prefix
limt, when PE2 receives VPN routes fromits BGP peer, it perforns
the follow ng actions:

S01. If (the prefix limt for the VPN1 VRF is exceeded) {

S02. If (the prefix limt for the VPN2 VRF is exceeded) {

S03. PE2 sends a VPN Prefix ORF nessage to the RR and a
war ni ng nessage to the operator. The VPN Prefix ORF
message specifies the RD set to RD31 and the RT
val ue set to RT1. The RR processes the overload VPN
routes and controls the number of VPN routes based
on the value of the "Overload VPN routes process
met hod" fi el d.

S04. } else {
S04. } else {
S05. PE2 does not trigger the VPN Prefix ORF nechani sm and

only perforns VPN route filtering for the target VRF.
S06. }

NOTE: PE2 does not directly trigger the VPN Prefix ORF nechani sm when
the prefix limt of the VPN1 VRF is exceeded, because the VPN2 VRF
imports VPN routes with RT1. PE2 triggers the nechani smonly when
the prefix Iimts for both the VPNL and VPN2 VRFs are exceeded.

If a quota is configured for each <RD31, source PE3> tuple inported

into a VRF and each VRF has a prefix limt, when PE2 receives VPN
routes fromits BGP peer, it perforns the follow ng actions:
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S01. If (the VPN routes associated with the <RD31, PE3> tuple
exceed the quota) {

S02. If (the prefix limt of the VPNL VRF is not exceeded) {

S03. PE2 sends a warni ng nessage to the operator, and the
VPN Prefix ORF mechanismis not triggered.

S04. } else {

S05. If (the prefix limt of the VPN2 VRF is not exceeded)

S06. PE2 does not trigger the VPN Prefix ORF mechani sm

and only perfornms VPN route filtering for the
target VPN1 VRF, stopping the inport of VPN routes
associated with <RD31, PE3>.

S07. } else {

S08. PE2 generates a BGP ROUTE- REFRESH nessage
containing a VPN Prefix ORF entry with the
paraneters (RD31, source PE = PE3, RTs = RT1 and
RT2), and sends this entry to the RR The RR
processes the overload VPN routes based on the
val ue of the "Overload VPN routes process nethod"
field.

S09. }

S10. }

S11. }

A.2. Scenario 2: the sane RD (per VPN, sane on all PEs)
In this scenario, PE1-PE4 and RR are i BGP peers. RD is allocated per
VPN. One/Miltiple RTs are associated with the overl oad VPN routes

and are inported into different VRFs on other PEs. The network
topology is shown in Figure 7
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Fi gure 7 Network Topol ogy of Scenario 2

When PE3 sends an excessive nunmber of VPN routes associated with RD1,
RT1 and RT2, and both PEl and PE2 inmport VPN routes with RT1, the
process of overload VPN routes can affect the performance of the VRFs
on PEs.

a) PE1

If no quota value is set on PE1l and each VRF on PEl has a prefix
limt, PELlL does not directly trigger the VPN Prefix ORF mechani sm
when the prefix limt of the VPNL VRF is exceeded, because the VPN2
VRF inmports VPN routes with RT2. This case is sinmlar to that of PE2
without a quota in Scenario 1, with nodifications as foll ows:

S03. PE1 sends a VPN Prefix ORF nmessage to the RR and a
war ni ng nessage to the operator. The VPN Prefix ORF
nmessage specifies the RD set to RDL, the RT val ues
set to RT1 and RT2, and the source PE identified as
PE3. The RR processes the overload VPN routes and
control s the number of VPN routes based on the val ue
of the "Overload VPN routes process mnethod" field.

Wang, et al. Expi res 3 Decenber 2026 [ Page 31]



Internet-Draft RD- ORF June 2026

If a quota is configured for each <RD1, source PE3> tuple inported
into a VRF and each VRF has a prefix limt, this case is sinmlar to
that of PE2 with a quota in Scenario 1, with nodifications as
fol | ows:

S08. PE1 generates a BGP ROUTE- REFRESH nessage
containing a VPN Prefix ORF entry with the
paraneters (RD1, source PE = PE3, RTs = RT1
and RT2), and sends this entry to the RR The RR
processes the overload VPN routes based on the
val ue of the "Overload VPN routes process nethod"
field.

b) PE2

If no quota value is set on PE2 and each VRF on PE2 has a prefix
limt, since only the VPN1L VRF needs to inport VPN routes with RT1
this case is sinilar to that of PEL without a quota in Scenario 1
with nodifications as foll ows:

S02. PE2 sends a VPN Prefix ORF nmessage to the RR and a
war ni ng nessage to the operator. The VPN Prefix ORF
nmessage specifies the RD set to RDL, the RT val ues set
to RT1 and RT2, and the source PE identified as PE3.
The RR processes the overload VPN routes and controls
the nunber of VPN routes based on the value of the
"Overl oad VPN routes process mnethod" field.

If a quota is configured for each <RD31, source PE3> tuple inported
into a VRF and each VRF has a prefix limt, this case is sinilar to
that of PEL with a quota in Scenario 1, with nodifications as
fol | ows:

S05. PE2 generates a BGP ROUTE- REFRESH nessage cont ai ni ng
a VPN Prefix ORF entry with the parameters (RDL,
source PE = PE3, RTs = RT1 and RT2), and sends this
entry to the RR The RR processes the overload VPN
routes based on the value of the "Overload VPN routes
process met hod" field.

Appendi x B. Applicability

Using scenario 1 in Appendix B, this section denonstrates how to
determ ne each field when the sender generates a VPN Prefix ORF
entry. Assumng an |Pv4 network. Wen the VPN Prefix ORF nmechani sm
is triggered on PElL, PEl generates a VPN Prefix ORF entry that
contains the follow ng information:
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* AFl is equal to |Pv4
* SAFl is equal to MPLS-1abel ed VPN address
* \When-to-refresh is equal to | MVEDI ATE
* ORF Type is equal to VPN Prefix ORF
* Length of ORF entries is equal to 41
* Action is equal to ADD
* Match is equal to DENY
* Overload VPN routes process nethod is equal to O
* Sequence is equal to 1
* Length is equal to 27
* Route Distinguisher is equal to RD31
*  Optional TLV:
- Type is equal to 1 (Source PE TLV)
- Length is equal to 4
- wvalue is equal to PE3's |IPv4 address
- Type is equal to 5 (Route Target TLV)
- Length is equal to 8
- value is equal to RT1
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