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Abst r act

This draft defines a new type of Qutbound Route Filter (ORF), known
as the Virtual Private Network (VPN) Prefix ORF. The VPN Prefix ORF
mechani smis applicable when VPN routes fromdifferent Virtual

Routi ng and Forwardi ngs (VRFs) are exchanged through a single shared
Border Gateway Protocol (BGP) session.
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This Internet-Draft is submtted in full conformance with the
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Internet-Drafts are working docunents of the Internet Engineering
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1. Introduction

BGP Maxi mum Prefix feature [ RFC4486] is often used at the network
boundary to control the nunber of prefixes to be injected into the
network. But for sone scenarios when the VPN routes from severa
VRFs are advertised via one shared BGP session, there is |ack of
appropriate nethods to control the fl ooding of VPN routes within one
VRF to avoid overwhel m ng the process of VPN routes in other VRFs,
whi ch consequently affects the route processing performance of other
normal VRFs (such as route dropping, processing delays, and abnor nal
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customer services). That is to say, the excessive VPN routes
adverti senent should be controlled individually for each VRF in such
shared BGP sessi on.

There are several solutions can be used to alleviate this problem

* Route Target Constraint (RTC) as defined in [ RFC4684]

* Address Prefix ORF as defined in [ RFC5292]

* Covering Prefixes Qutbound Route Filter (CP-ORF) nechani sm as
defined in [ RFC7543]

* Provider Edge (PE) - Custoner Edge (CE) edge peer Maximum Prefix
* Configure the Maxi mum Prefix for each VRF on edge nodes

However, there are limtations to existing solutions:

1) Route Target Constraint

RTC can only filter the VPN routes fromany uninterested VRFs, if the
"of fending routes (prefixes)" cone froman interested VRF, RTC
mechanismcan’t filter them

2) Address Prefix ORF

Usi ng Address Prefix ORF to filter VPN routes requires a pre-
configuration, but it is inpossible to know in advance which prefix
may exceed the predefined threshol d.

3) CP- ORF Mechani sm

[ RFC7543] defines the Covering Prefixes ORF (CP-ORF). A BGP speaker
sends a CP-ORF to a peer in order to pull routes that cover a

speci fied host address. A prefix covers a host address if it can be
used to forward traffic towards that host address.

CP-ORF is applicable in Virtual Hub-and-Spoke[ RFC7024] VPN and al so
the BGP/ MPLS Et hernet VPN (EVPN) [ RFC7432] networks, but its main aim

is get any interested VPN prefixes and can't be used to filter the
overwhel med VPN prefixes dynanically.

4) PE- CE edge peer Maxi mum Prefix
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The BGP Maxi mum Prefix feature is used to control how many prefixes
can be received froma neighbor. By default, this feature allows a
router to bring down a peer when the nunber of received prefixes from
that peer exceeds the configured MaximumPrefix Iimt. This feature

is commonly used for external BGP peers. |If it is applied to
internal BGP peers, for exanple the VPN scenarios, all the VPN routes
fromdifferent VRFs will share the conmmmon fate. |f the nunber of VPN

routes of a certain VPN exceeds the configured Maximum Prefix limt,
the BGP session will be shut down, which will effect the operation of
other VPN routes transmtted via this BGP session.

5) Configure the Maxi mum Prefix for each VRF on edge nodes

When a VRF overflows, it stops the inmport of routes. Any additional
VPN routes are held into its Routing Information Base (RIB).
However, PEs still need to parse the incomng BG. This will cost
CPU cycles and further burden the overfl owed PE.

This draft defines a new type of Qutbound Route Filter (ORF), called
the VPN Prefix ORF. This ORF mechanismis event-driven and does not
require pre-configuration. Wen the nunber of VPN routes in a VRF
exceeds the prefix limt, the router will identify the VPN prefix
(Route Distinguisher (RD), Route Target (RT), source PE, etc.) of the
of fending VPN routes in this VRF and send a VPN Prefix ORF message to
its BGP peer, who announced these of fending routes. The BGP speaker
upon receiving a VPN Prefix ORF entry fromits BGP peer will filter
and wi thdraw any offending VPN routes that was announced to its peer.

The purpose of this mechanismis to control the outage within the
m ni mum range and avoid route churn effects when a VRF on a device in
the network overfl ows.

VPN Prefix ORF is applicable when the VPN routes fromdifferent VRFs
are exchanged vi a one shared BGP session.

VPN Prefix ORF mechani sm needs a YANG nodul e to define the data nodel
required for the operation of this mechanism such as quota val ue

cal culation and distribution. The description of this YANG nodule is
out of scope, it will be defined in a separate docunent.

2. Conventions used in this docunment
The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",

"SHOULD', "SHOULD NOT", "RECOWMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in [ RFC2119]
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3.

Wang,

Ter mi nol ogy

The following terns are used in this draft:

*

AFl : Address Family ldentifier, defined in [ RFC4760]

ASBR: Aut ononmous Syst em Border Router.

BGP: Border Gateway Protocol, defined in [ RFC4760]

EVPN. BGP/ MPLS Et hernet VPN, defined in [RFC7432]

MPLS: Mul ti-Protocol Label Switching.

ORF: Qutbound Route Filter, defined in [RFC5291]

RD: Route Distinguisher, defined in [ RFC4364]

RI B: Routing Information Base.

RR. Route Reflector, provides a sinple solution to the probl em of
I BG full nmesh connection in |arge-scale |IBGP inplenentation

[ RFC4456]

RT: Route Target, defined in [ RFC4364]

SAFl : Subsequent Address Family ldentifier, defined in [ RFC4760]
VPN: Virtual Private Networks, defined in [ RFC4364]

VRF: Virtual Routing Forwarding, a virtual routing table based on
VPN i nst ance.

The general procedures of VPN Prefix ORF mechani sm on sender

The operation of VPN Prefix ORF nechani smon each device is

i ndependent, each of them makes a | ocal judgnment to determ ne whether
it needs to send a VPN Prefix ORF message to its upstream peer.
Qperators can configure the algorithns in the devices according to
their own circunstances.
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This section describes the procedures for the receiving BGP peer to
receive VPN route information fromthe sending BGP peer. The VPN

i nformation includes the updated VPN routes and their correspondi ng
VPN i nstance identification information. Based on the VPN instance
identification information, the receiving BGP peer determ nes the
newly added VPN routes. It then checks whether the nunber of the
new y added VPN routes has caused the nunber of total VPN routes to
exceed the maximumroute limt for the associated VPN instance.

If the route imt of the VPN instance, which is identified by the

VPN i nstance identification information, is reached or is exceeded,
it will send a VPN Prefix ORF nessage to the sending BGP peer

i ndicating that the sending BGP peer stop sending the correspondi ng
VPN routes which are identified by the VPN instance identification

i nformati on.

Before originating a VPN Prefix ORF nessage, the device should
conpare the list of RTs carried by VPN routes to those are inported
by other VRFs on the device. |If the route’s RT are included in the
import rules of other VRFs, the VPN Prefix ORF nmessage MJST NOT be
ori gi nat ed.

Bef ore sending a VPN Prefix ORF entry, a sender SHOULD send a
"default" entry to the VPN Prefix ORF receiver, to allow other

all omed VPN prefixes pass the filter. The "default" entry should be
installed in advance in the VPN Pefixes ORF table, with the of fending
VPN routes process nethod equal to 0, sequence equal to OxFFFFFFFF
length is equal to 8, and Route Distinguisher is equal to O.

The receiving BGP peer and the sending BGP peer are i BGP peers within
the sane Aut ononmous System (AS). The VPN instance identification
information is RD and the instruction information is sent using ORF
in the ROUTE- REFRESH message.

The instruction information that sends fromthe receiving BGP peer
i ncludes the follow ngs information:

* The ORF entries that are included in the route-refresh nessage.

* Set the Action field in the ORF entries to the val ue that
instructs adding the corresponding filter condition to the
outbound route filter of the sending BGP peer

* Set the Match field in the ORF entries to the value that instructs

denyi ng the VPN routes updates that match the correspondi ng ORF
entries.
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* The RD value that identifies the above nentioned VPN instance is
added to the type-specific part of the ORF entries.

When multiple VRFs on a PE is receiving VPN routes with a specific
RD, if one VRF exceeds its limt upon receiving routes with that RD,
then the PE sends a VPN Prefix ORF nessage, which will prevent other
VRFs that have not exceeded their limts fromreceiving VPN routes
contai ning that RD, thereby avoiding any conmuni cati on disruptions
bet ween these VRFs and the rejected VPN routes. In order to nore
finely control VPN routing, when not all VRFs on a PE that are
interested in VPN routes with a specific RD exceed the Iinmt, the PE
MUST NOT send a VPN Prefix ORF entry.

When the VPN Prefix ORF nechanismis triggered, the device SHOULD
send an alarminformation to network operators. The detail
procedures for different scenarios are described bel ow

4.1. Intra-domain Scenarios and Sol utions

For intra-AS VPN depl oynent, there are three scenari os:

* RDis allocated per VPN per PE, each VRF only inmport one RT (see
Section 4.1.1).

* RDis allocated per VPN per PE. Miltiple RTs are associated with
such VPN routes, and are inported into different VRFs in other
devi ces(see Section 4.1.2).

* RDis allocated per VPN, each VRF inports one/multiple RTs (see
Section 4.1.3).

The followi ng sections will describe solutions to the above scenari os
in detail.

4.1.1. Scenario-1 and Sol ution (Unique RD, One RT)
In this scenario, PE1-PE4 and RR are i BGP peers. RD is allocated per

VPN per PE. The offending VPN routes only carry one RT. W assune
that the network topology is shown in Figure 1.
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Figure 1 Network Topol ogy of Scenario-1

Wien PE3 sends an excessive nunmber of VPN routes with RT1, and both
PE1 and PE2 inport VPN routes with RT1, the process of offending VPN
routes will influence perfornmance of VRFs on PEs. PEs and RR shoul d
have appropriate mechanisnms to identify and control the advertising
of of fending VPN routes.

a) PEL

If quota value is not set on PEl, and each VRF has a prefix lint on
PE1. Wen the PEl receives VPN routes fromits BGP peer, it does the
fol | owi ng:

S01. If (the prefix limt for VPNL VRF is exceeded){
S02. PE1 sends a VPN Prefix ORF nessage to the
RR and a warning nessage to the operator.
The VPN Prefix ORF nessage will carry the
RDis set to RD31, the RT value is set to
RT1, the source PE is PE3. RR handles the
of fending VPN routes and controls the
nunber of VPN routes according to the
val ue of "Offending VPN routes process
met hod" .

S03. } else {

S04. PE1 should not trigger the VPN Prefix
ORF nechanism and only perforns VPN
route filtering for the target VRF.

S05. }
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NOTE: When the prefix limt for VPNL VRF is exceeded, there are no
other VRFs on PEl1 that need the VPN routes with RT1. PEl sends a VPN
Prefix ORF message to the RR and a warning nessage to the operator.

If each <RD31, source PE3> tuple inported into a VRF has a quota, and
each VRF has a prefix limt. Wen the PEL receives VPN routes from
its BGP peer, it does the follow ng:

S01. If (VPN routes associated with <RD31, PE3>
tupl e exceed the quota) {

S02. If (the prefix limt of VPNl VRF is not
exceeded) {
S03. PE1 sends a warni ng nessage to the

operator, and the VPN Prefix ORF
mechani sm shoul d not be triggered.

S04. } else {

S05. PE1 generates a BGP ROUTE- REFRESH
message containing a VPN Prefix ORF
entry with (RD31, source PE is PE3,
RT is RT1), and send the entry to RR
RR handl es the of fending VPN routes
according to the value of "Ofending
VPN rout es process nethod".

S06.
S07. }
b) PE2

If quota value is not set on PE2, and each VRF has a prefix lint on
PE2. Wen the PE2 receives VPN routes fromits BGP peer, it does the
fol | owi ng:

S01. If (the prefix limt for VPNL VRF is exceeded) {

S02. If (the prefix limt for VPN2 VRF is exceeded) {

S03. PE2 sends a VPN Prefix ORF nessage to the RR and a
war ni ng nessage to the operator. The VPN Prefix ORF
message will indicate the RD set to RD31, the RT

val ue set to RT1. RR handl es the of fendi ng VPN routes
and controls the nunber of VPN routes according to
the value of "Ofending VPN routes process nethod".

S04. } else {

S05. PE2 should not trigger the VPN Prefix ORF nechani sm
and only performs VPN route filtering for the target
VRF.

S06.

S07. }
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NOTE: PE2 cannot directly trigger the VPN Prefix ORF mechani sm when
the prefix Iimt of VPNL VRF is exceeded, because VPN2 VRF requires
the VPN routes with RT1. PE2 triggers the mechani smonly when the
prefix limts for both the VPN1L and VPN2 VRFs have been exceeded.

If each <RD31, source PE3> tuple inported into a VRF has a quota, and
each VRF has a prefix limt. Wen the PE2 receives VPN routes from
its BGP peer, it does the foll ow ng:

S01. If (VPN routes associated with <RD31, PE3> tuple exceed the

quota) {
S02. If (the prefix limt of VPNL VRF is not exceeded) {
S03. PE2 sends a warni ng nessage to the operator, and the
VPN Prefix ORF mechani sm should not be triggered.

S04. } else {

S05. If (the prefix limt of VPN2 VRF is not exceeded) {

S06. PE2 should not trigger the VPN Prefix ORF
mechani sm and only perfornms VPN route filtering
for the target VPN1 VRF, stopping the inmport of
VPN routes with <RD31, PE3>

S07. } else {

S08. PE2 generates a BGP ROUTE- REFRESH nessage
containing a VPN Prefix ORF entry with (RD31,
source PE is PE3, RTs are RT1 and RT2), and send
the entry to RR RR handl es the offending VPN
routes according to the value of "Ofending VPN
routes process nethod".

S09. }

S10.

S11. }

4.1.2. Scenario-2 and Solution (Unique RD, Miultiple RTs)

In this scenario, PE1-PE4 and RR are i BGP peers. RDs are allocated
per VPN per PE. Miltiple RTs are associated with the offendi ng VPN
routes and are inported into different VRFs on other devices. W
assune the network topology is depicted in Figure 2
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Fi gure 2 Network Topol ogy of Scenario-2

When PE3 sends an excessive nunber of VPN routes with RT1 and RT2,
whil e both PE1 and PE2 inport VPN routes with RT1, and PEl al so
imports VPN routes with RT2.

a) PE1

If quota value is not set on PEl, and each VRF has a prefix limt on
PE1l. Since VPN2 VRF requires the VPN routes with RT2, PEl cannot
directly trigger VPN Prefix ORF nmechanismwhen the prefix limt of
VPNL VRF is exceeded. This case is simlar to PE2 without quota in
Section 4.1.1, which is nodified as foll ows:

S03. PE1 sends a VPN Prefix ORF nessage to the RR and a
war ni ng nessage to the operator. The VPN Prefix ORF
message wWill indicate the RD set to RD31, the RT

val ue set to RT1 and RT2, source PE identified as
PE3. RR handl es the offending VPN routes and
control s the number of VPN routes according to the
val ue of "Offending VPN routes process nethod".

If each <RD31, source PE3> tuple inported into a VRF has a quota, and
each VRF has a prefix limt. This case is simlar to PE2 with quota
in Section 4.1.1, which is nodified as foll ows:
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S08. PE1 generates a BGP ROUTE- REFRESH nessage
containing a VPN Prefix ORF entry with (RD31,
source PE is PE3, RTs are RT1 and RT2), and send
the entry to RR RR handl es the offending VPN
routes according to the value of "Ofending VPN
routes process nethod".

b) PE2

If quota value is not set on PE2, and each VRF has a prefix limt on
PE2. Since only VPN1L VRF needs to inport VPN routes with RT1l, this
case is simlar to PEl1 without quota in Section 4.1.1, which is
modi fi ed as foll ows:

S02. PE2 sends a VPN Prefix ORF nmessage to the RR and a
war ni ng nessage to the operator. The VPN Prefix ORF
message will indicate the RD set to RD31, the RT val ue

set to RT1 and RT2,source PE identified as PE3. RR

handl es the of fending VPN routes and controls the nunber
of VPN routes according to the value of "Ofending VPN
routes process nethod".

If each <RD31, source PE3> tuple inported into a VRF has a quota, and
each VRF has a prefix limt. This case is simlar to PEL with quota
in Section 4.1.1, which is nodified as foll ows:

S05. PE2 generates a BGP ROUTE- REFRESH nessage cont ai ni ng
a VPN Prefix ORF entry with (RD31, source PE is PE3,
RTs are RT1 and RT2), and send the entry to RR RR
handl es t he of fending VPN routes according to the
val ue of "Off ending VPN routes process method".

4.1.3. Scenario-3 and Sol ution (Universal RD)
In this scenario, PE1-PE4 and RR are i BGP peers. RD is allocated per
VPN. One/Miltiple RTs are associated with the offendi ng VPN routes

and are inported into different VRFs on other devices. W assune the
network topology is shown in Figure 3.
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Fi gure 3 Network Topol ogy of Scenario-3

When PE3 sends an excessive nunmber of VPN routes associated with RD1,
RT1 and RT2, and both PEl and PE2 inport VPN routes with RT1, the
process of offending VPN routes can affect the performance of the
VRFs on PEs.

a) PE1

If quota value is not set on PEl, and each VRF has a prefix limt on
PE1. Since VPN2 VRF requires the VPN routes with RT2, PEl cannot
trigger VPN Prefix ORF nmechanismdirectly when the prefix limt of
VPNL VRF is exceeded. This case is simlar to PE2 without quota in
Section 4.1.1, which is nodified as foll ows:

S03. PE1 sends a VPN Prefix ORF nmessage to the RR and a
war ni ng nessage to the operator. The VPN Prefix ORF
message will indicate the RD set to RD1l, the RT

val ue set to RT1 and RT2, source PE identified as
PE3. RR handl es the offending VPN routes and
controls the nunmber of VPN routes according to the
val ue of "Ofending VPN routes process method".
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If each <RDl1l, source PE3> tuple inported into a VRF has a quota, and
each VRF has a prefix limt. This case is simlar to PE2 with quota
in Section 4.1.1, which is nodified as foll ows:

S08. PE1 generates a BGP ROUTE- REFRESH nessage
containing a VPN Prefix ORF entry with (RDL,
source PE is PE3, RTs are RT1 and RT2), and send
the entry to RR RR handl es the of fending VPN
routes according to the value of "Ofending VPN
routes process nethod".

b) PE2

If quota value is not set on PE2, and each VRF has a prefix limt on
PE2. Since only VPN1L VRF needs to inport VPN routes with RT1l, this
case is simlar to PEl1 without quota in Section 4.1.1, which is

nodi fied as foll ows:

S02. PE2 sends a VPN Prefix ORF nmessage to the RR and a
war ni ng nessage to the operator. The VPN Prefix ORF
message will indicate the RD set to RD1, the RT val ue
set to RT1 and RT2, source PE identified as PE3. RR
handl es the of fending VPN routes and controls the nunber
of VPN routes according to the value of "Ofending VPN
routes process nethod".

If each <RD31, source PE3> tuple inported into a VRF has a quota, and
each VRF has a prefix limt. This case is simlar to PEL with quota
in Section 4.1.1, which is nodified as foll ows:

S05. PE2 generates a BGP ROUTE- REFRESH nessage cont ai ni ng
a VPN Prefix ORF entry with (RD1, source PE is PE3,
RTs are RT1 and RT2), and send the entry to RR RR
handl es the of fending VPN routes according to the
val ue of "Off ending VPN routes process method".

5. Source PE Extended Conmunity

We usually use next hop to identify the source, but it nay not be
useful in the follow ng scenari os:

* a PE may have nultiple addresses so that its BGP peer may receive
several different next hop addresses fromthe sane source.
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* |n Option B inter-domain scenario, the ASBR will change the next
hop.

ORIG NATOR IDis a non-transitive attribute generated by RRto
identify the source, but ORI G NATOR I D cannot be advertised outside
the local AS. To address the above scenarios, we have defined a new
Ext ended Community: Source PE Extended Community (SPE EC), which is
designed to transnit the identifier of source. The value of SPE EC
can be set by source PE, RR or Autononous System Boundary Router
(ASBR). Once set and attached to the BGP UPDATE nessage, its val ue
shoul d not be altered al ong the advertisenment path.

The AS nunber of source PE can be conveyed by Source AS Extended
Conmunity, as defined in [ RFC6514]

The format of SPE EC is shown as Figure 4.
0 1 2 3

01234567890123456789012345678901
T T T o T i S S i oI S SEp S S S

| Type (TBD) | ORI G NATOR I D :
R o o e e i i e S S S s T S S S S e e ik i e R
ORI G NATOR I D (cont.) | Reserved

e e e e e e e e Fm e e e e e e e e e e e e e e e e e e e e e e e 4
Fi gure 4 The format of SPE EC

Wher e:

*  Type: specifies the type value assigned by I1ANA, nowit is TBD.
* ORIG NATOR_ID: specifies the identifier of source.

* Reserved: MJST be zero on transmt.

For the RR/ASBR, it should perform as follow ng:

* Check the existence of the SPE EC. |If it exists, does not change
it.

* |f SPE EC does not exist, check the existence of ORI G NATOR | D.
If it exists, put it into SPE EC

* |f ORIA NATOR_I D does not exist, put the router-id of source PE
into SPE EC.
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The SPE EC SHOULD be attached by source PE, or else the RR SHOULD
attach it, with the value set as the router-id of source PE. \Wen
none of themattach the SPE EC, the ASBR SHOULD attach it when the
packet | eaves the source AS, with the value set as the ORI G NATOR | D.

Thi s section updates route reflection procedures, which neans
[ RFC4456] need to be updat ed.

6. VPN Prefix ORF Encodi ng
In this section, we defined a new ORF type called VPN Prefix Qutbound
Route Filter (VPN Prefix ORF). The ORF entries are carried in the
BGP ROUTE- REFRESH nessage as defined in [ RFC5291]. A BGP ROUTE-
REFRESH nessage can carry one or nmore ORF entries. The ROUTE- REFRESH
message which carries ORF entries contains the follow ng fields:
* AFl (2 octets)
*  SAFI (1 octet)
* \When-to-refresh (1 octet): the value is | MVEDI ATE or DEFER
* ORF Type (1 octet): The type of VPN Prefix ORF is 66.
* Length of ORF entries (2 octets)

A VPN Prefix ORF entry contains a comon part and type-specific part.
The common part is encoded as foll ows:

* Action (2 bits): the value is ADD, REMOVE or REMOVE- ALL

* Match (1 bit): the value is PERM T or DENY

* Offending VPN routes process nethod (1 bit): if the value is set
to 0, it nmeans all offending VPN routes on the sender of VPN
Prefix ORF message should be withdrawn; if the value is set to 1,
it means the sender of VPN Prefix ORF nessage refuse to receive
new of fending VPN routes. The default value is O.

* Reserved (4 hits)

VPN Prefix ORF al so contains type-specific part. The encoding of the
type-specific part is shown in Figure 5.
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| Optional TLVs (vari abl e) |

Figure 5: VPN Prefix ORF type-specific encoding

* Sequence: identifying the order in which VPN Prefix ORF is
generated and evaluated. It can uniquely identify a VPN Prefix
ORF entry together with AFI/SAFI, ORF-Type, and Route
Di stinguisher. The sequence nunmbers SHOULD be discontinuous to
facilitate the insertion of newrules at a |later stage.

* Length: identifying the Iength of this VPN Prefix ORF entry.

* Route Distinguisher: distinguish the different user routes. The
VPN Prefix ORF filters the VPN routes it tends to send based on
Route Distinguisher. |If RDis equal to O, it nmeans all VPN
prefixes.

* Optional TLVs: carry the potential additional information to give
the extensibility of the VPN Prefix ORF nechanism |Its format is
shown in Figure 6. |If one or nore TLV(s) are unrecogni zed, the
whol e VPN Prefix ORF entry SHOULD be renoved.

0 1 2 3

01234567890123456789012345678901

i I S T S S i I S A SHE N SR

| Type | Length | val ue (vari abl e) :

I i I e a i S i St N SRR SIS
Figure 6 The format of optional TLV(S)

Note that if the Action conponent of an ORF entry specifies REMOVE-
ALL, the ORF entry does not include the type-specific part.
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When t he BGP ROUTE- REFRESH nessage carries VPN Prefix ORF entries, it
must be set as foll ows:

*  The ORF-Type MJUST be set to 66 (VPN Prefix ORF).
* The AFlI MJST be set to IPv4, |Pv6, or Layer 2 VPN (L2VPN)

* |f the AFl is set to | Pv4 or | Pv6, the SAFI MJST be set to MPLS-
| abel ed VPN addr ess.

* |f the AFlI is set to L2VPN, the SAFI MJUST be set to BGP EVPN

* The purpose of VPN Prefix ORF is to block unwanted VPN prefixes,
then the "action" of one valid entry should be set to "DENY". In
order to allow other allowed VPN prefixes pass the filter, one
default, last resort entry should be installed in advance in the
VPN Pefixes ORF table, with the RDis set to 0 and the
correspondi ng Sequence are set to OxFFFFFFFF.

According to [ RFC5291], if any of the fields of a VPN Prefix ORF
entry in the nmessage contains an unrecogni zed val ue, the whole
specified ORF previously received is renoved.

A BGP speaker that is willing to receive ORF entries fromits peer
or a BGP speaker that would like to send ORF entries to its peer,

advertises this to the peer by using the Qutbound Route Filtering
Capability defined in [ RFC5291].

6.1. Source PE TLV

Source PE TLV is defined to identify the source of the VPN routes.
For the sender of VPN Prefix ORF, it will check the existence of SPE
EC. If it exists, the sender will put it into Source PE TLV.

O herwi se, the value of Source PE TLV should be set to next hop

addr ess.

The Source PE TLV SHOULD only appear once within an individual ORF
entry. |If one ORF entry contains multiple Source PE TLVs, it SHOULD
be ignored.

The source PE TLV contains the follow ng types:

* | Pv4 Source PE TLV: Type = 1 (suggested), Length 4 octets, value

= next hop address in | Pv4 format.

* | Pv6 Source PE TLV: Type = 2 (suggested), Length
val ue = next hop address in | Pv6 fornat.

16 octets,
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6

6

2

3.

* Source PE identifier TLV: Type = 3 (suggested), Length = 4 octets,

value = the value of ORIGA NATOR ID in Source PE Extended
Conmuni ty.

Source AS TLV

Source AS TLV is defined to identify the source AS nunber of source
PE.

The Source AS TLV SHOULD only appear once within an individual ORF
entry. |If one ORF entry contains multiple Source AS TLVs, it SHOULD
be i gnored.

The encodi ng of Source AS TLV is as follow

Type = 4 (suggested), Length = 4 octets, value = the val ue of
Source AS in Source AS Extended Community as defined in [ RFC6514].

Route Target TLV

Route Target TLV is defined to identify the RT of the offending VPN
routes. RT and RD can be used together to filter VPN routes when the
source VRF contains nmultiple RTs, and the VPN routes with different
RTs may be assigned to different VRFsS on the receiver. The Route
Target TLV contains the foll owi ng types

Type = 5 (suggested), Length = 8*n (n is the nunber of RTs that
the of fending VPN routes attached) octets, value = the RT of the
offending VPN routes. If multiple RTs are included, there MJST be
an exact match.

Operation process of VPN Prefix ORF nechani smon receiver

The VPN Prefix ORF is used mainly to block the unwanted BGP updat es.
When the receiver receives VPN Prefix ORF entry, it should check
first whether the "Match" bit is "DENY" or not.

If the "Match" bit is "PERMT", and is the "default" entry (the

of fendi ng VPN routes process nmethod equal to 0, sequence equal to
OXFFFFFFFF, length is equal to 8, and Route Distinguisher is equal to
0), the entry SHOULD be installed. Qherwise, if the "Match" bit is
"PERM T, the entry shoul d be discarded and a warning should be sent
to the operator.

The foll owi ng procedures will only be eval uated when the "Match" bit
is "DENY".
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The receiver of VPN Prefix ORF entries, which may be a RR, ASBR or
PE, when receives VPN Prefix ORF entry fromits BGP peer, it does the
fol | owi ng:

S01. The receiver check the conbination of <AFI/SAFI, ORF-Type,
Sequence, Route Distinguisher> of the received VPN Prefix

ORF entry.

S02. If (the conbination does not already exist in the ORF-Policy
table) {

S03. The receiver adds the VPN Prefix ORF entry to the

ORF- Policy table.
S04. } else {

S05. If (Action is ADD) {

S06. Overwite the old VPN Prefix ORF entry with the new
one.

S07. el se {

Renove the corresponding VPN Prefix ORF entry.
sS08. }

The filtering conditions for the stored VPN Prefix ORF entries
contain the RD and RT of the source PE.

If the SPE EC is not attached to the BGP Update nessage of the VPN
prefixes, the receiver should use NEXT HOP or ORIG NATOR ID as the
orignator of VPN Prefix to match against the VPN Prefix ORF entry.

After installing the filter entries for the outbound VPN prefixes,
the RR or ASBR does the followi ng before sending VPN routes:

S01. RR or ASBR check if there are matching filtering conditions
in the ORF-Policy table for the VPN routes.
S02. If (matching filtering conditions does not exist) {

S03. The RR/ ASBR sends the VPN routes.

S04. } else {

S05. If (the "Ofending VPN routes process nethod" bit is set
to 0)

S06. The RR/ASBR withdraws all the VPN routes identified

by RD, RT and any relevant information in the optional
TLVs within the entry, and stop sending the
corresponding VPN routes to the sender of the VPN
Prefix ORF entry.

S07. } else {

S08. The receiver withdraw the extra VPN routes according
to the value of RD, RT and any rel evant information
in optional TLVs within the entry, and stop sending
the corresponding VPN routes to the sender of the
VPN Prefix ORF entry.

S09. }
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8.

Wt hdraw of VPN Prefix ORF entries

VWhen the VPN Prefix ORF nechanismis triggered, a warni ng nessage
will be generated and sent to the network operators. Qperators
shoul d manual Iy configure the network to resune nornal operation
Since devices can record the VPN Prefix ORF entries sent by each VRF,
operators can identify the entries that are needed to be wi thdrawn
and manual ly trigger the w thdraw process.

The wi thdrawal of the VPN Prefix ORF nechanismis manually triggered,
and its activation requires two conditions:

1. Network operation and mai ntenance personnel have confirned
through device alarns that the issue of "offending routes”, which
originally caused the VRF route count to exceed the limt—has
been resol ved;

2. Operation and mai ntenance personnel have |ocated the target ORF
entry to be withdrawn. Devices record the VPN Prefix ORF entries
sent by each VRF, providing a basis for personnel to |ocate the
target of the w thdrawal

Qperation and mai nt enance personnel nmanual |y configure w thdrawal
commands on the device that triggered the ORF (typically the origina
ORF sender, such as a PE with an exceeded route linmit). The conmands
must include the unique identification information of the target ORF
entry, and set the "Action" field of the ORF entry to "REMOVE" (for
renoving a single entry) or "REMOVE-ALL" (for renoving all entries of
the same type).

The wi thdrawal of ORF entries relies on manual intervention froma
managenent entity (e.g., NM5), and there is no automatic w thdrawal
mechanism This is to prevent route disruptions caused by

m soperati ons.

Applicability

Using the scenario in Section 4.1.1, we denonstrate how to determ ne
each field when the sender generates a VPN Prefix ORF entry.
Assuming it is an | Pv4 network, after PELl-PE4 and RR have adverti sed
the Qutbound Route Filtering Capability, each of PEl-PE4 should send
a VPN Prefix ORF entry that means "PERM T- ALL" as foll ows:

* AFl is equal to |IPv4

* SAFl is equal to MPLS-Iabel ed VPN address

* \When-to-refresh is equal to | MVEDI ATE
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* ORF Type is equal to VPN Prefix ORF

* Length of ORF entries is equal to 22

* Action is equal to ADD

* Match is equal to PERMT

* O fending VPN routes process nethod is equal to O
* Sequence is equal to OXxFFFFFFFF

* Length is equal to 8

* Route Distinguisher is equal to O

When the VPN Prefix ORF nechanismis triggered on PE1l, PEl1l generates
a VPN Prefix ORF entry contains the follow ng information:

* AFl is equal to | Pv4
* SAFl is equal to MPLS-Iabel ed VPN address
* \When-to-refresh is equal to | MVEDI ATE
* ORF Type is equal to VPN Prefix ORF
* Length of ORF entries is equal to 45
* Action is equal to ADD
* Match is equal to DENY
* COffending VPN routes process nethod is equal to O
* Sequence is equal to 1
* Length is equal to 31
* Route Distinguisher is equal to RD31
*  Optional TLV:
- Type is equal to 1 (Source PE TLV)
- Length is equal to 4

- value is equal to PE3 s |Pv4 address

Wang, et al. Expires 2 April 2026 [ Page 22]



I nternet-Draft RD- ORF Sept enber 2025

- Type is equal to 4 (Source AS TLV)

- Length is equal to 4

- value is equal to PE3's source AS nunber
- Type is equal to 5 (Route Target TLV)

- Length is equal to 8

- value is equal to RT1

10. Operational Considerations

10.1. CQuota value calculation

Quota is a threshold to limt the nunmber of VPN routes under specific
granularities (such as <PE> <RD, Source AS>).

I n depl oynent, quota val ues SHOULD be set and delivered by the

Net wor k Managenent System (NMS). The quota val ue can be set with
different granularity, such as by <PE>, <RD, Source AS> etc. |If the
quota value is set to (VRF prefix limt/the nunber of PES), whenever
a new PE access to the network, the quota val ue should be re-

eval uated or adjusted accordingly.

To avoid frequent changes to the quota val ue, the value SHOULD be set
based on the foll owi ng fornul a:

Quota=M N (Mar gi ns coefficient)*<PE, CE |init>*<Nunber of PEs within
the VPN, includes the possibility expansion in futures> VRF Prefixes
Limt]
It should be noted that the above fornmula is only an exanple, the
operators can use different formul as based on actual needs in
managenment pl ane.

11. I nplenentation Consideration

11.1. Inplenentation status

Currently, H3C has inplenmented VPN Prefix ORF nechani smrel ated
functions as follows:

* By configuring quota, achieve the use of RD and Source PE to
control VPN routing.
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* Cenerating, transmitting and processing Type 1 and Type 2 Source
PE TLV.

* Using the O fending VPN routes process nethod to revoke al
routes.

Besi des, we also inplenented the follow ng functions based on the
open-source BGP inplenmentation (FRR):

* VPN Prefix ORF nechanismtriggered based on VRF limt in intra-
domai n scenari os.

* RD based VPN routing filtering in intra-domain scenari os.
11.2. Experinental topol ogy

The experinents will test whether the VPN Prefix ORF bl ocks the
of fending routes in the foll owi ng scenari os:

* |ntra-donmmin as a standal one nechani sm

* Adding the VPN Prefix ORF to existing nmechanisns for intra-domain
VPNs

12. Security Considerations

This draft adds no new security considerations beyond those of
[ RFC5291] .

13. | ANA Consi derations

Thi s docunent defines a new Qutbound Route Filter type - VPN Prefix
Qut bound Route Filter (VPN Prefix ORF).

We would want to refer to the text from[RFC5291]: This new ORF is
exchanged using outbound route filtering capability defined in
[ RFC5291] (for the sake of conpl eteness).

under "BGP CQutbound Route Filtering (ORF) Types"

Regi stry: "VPN Prefix Qutbound Route Filter (VPN Prefix ORF)"
Regi stration Procedure(s): First Cone, First Served

Val ue: 66

Thi s docunent al so define a VPN Prefix ORF TLV type under "Border
Gat eway Protocol (BGP) Paraneters", four TLV types are defined
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under "Border Gateway Protocol (BGP) Paraneters"
Regi stry: "VPN Prefix ORF TLV"

[ gy Clpp—p—p—p—(—(—(————————(—(—————(———r

| Range | Registration Procedures

B sty o}

| 0-127 | 1ETF Review |

T o mmemeeeeeeaccaeaaaas +

| 128-255 | First Cone First Served

TS o e e e e e e oo +

[ ety e el el
| Registry | Type | Meani ng |
| Reserved | O(suggested)]| Reserved |
o e e e e e oo - S o e e e e e +
| Pv4 Source PE TLV | 1(suggested)||Pv4 address for source PE.
. S +
| 1Pv6 Source PE TLV | 2(suggested)||Pv6 address for source PE
e meeeeemeaaeeaeas I Fom e meemeeeeeeeccieeaaaaaa +
| Source PE ldentifier | 3(suggested)| ORIG NATOR ID in Source PE

| TLV | | Ext ended Comunity for |
| | | source PE |
. S +
| Source AS TLV | 4(suggested)]| Source AS for source PE |
e meeeeemeaaeeaeas I Fom e meemeeeeeeeccieeaaaaaa +
| Route Target TLV | 5(suggested)| Route Target of the |
| | | of f endi ng VPN routes |
o e e e e m oo oo S o e e e e e e e oo +

Thi s docunent al so requests a new Transitive Extended Conmunity Type.
The new Transitive Extended Conmunity Type nane shall be "Source PE
Ext ended Community".
Under "BGP Transitive Extended Comunity Types:"
Regi stry: "Source PE Extended Community" type
0x0d( suggest ed) Sour ce PE Extended Community
14. Contri butor
Shunwan Zhuang
Huawei Technol ogi es
Huawei Buil di ng, No. 156 Bei gi ng Rd.
Bei jing

Beijing, 100095 China

Wang, et al. Expires 2 April 2026 [ Page 25]



I nternet-Draft RD- ORF Sept enber 2025

15.

16.

Acknowl edgenent

Thanks Jeffrey Haas, Robert Raszuk, Jim Uttaro, Jakob Heitz, Jeff
Tantsura, Rajiv Asati, John E Drake, Gert Doering, Shuangl ong Chen,
Enke Chen, Srihari Sangli and |Igor Ml yushkin for their val uable
coments on this draft.

Nor mat i ve Ref erences

[ RFC2119] Bradner, S., "Key words for use in RFCs to Indicate
Requi renment Level s", BCP 14, RFC 2119,
DA 10.17487/ RFC2119, March 1997,
<https://ww. rfc-editor.org/info/rfc2119>.

[ RFC4364] Rosen, E. and Y. Rekhter, "BGP/MPLS IP Virtual Private
Net wor ks (VPNs)", RFC 4364, DO 10.17487/ RFC4364, February
2006, <https://ww.rfc-editor.org/info/rfc4364>.

[ RFC4456] Bates, T., Chen, E., and R Chandra, "BGP Route
Refl ection: An Alternative to Full Mesh Internal BGP
(1BGP)", RFC 4456, DA 10.17487/ RFC4456, April 2006,
<https://ww.rfc-editor.org/info/rfc4456>.

[ RFC4486] Chen, E. and V. Gllet, "Subcodes for BGP Cease
Notification Message", RFC 4486, DO 10.17487/ RFCA486,
April 2006, <https://ww.rfc-editor.org/info/rfc4486>.

[ RFC4684] Marques, P., Bonica, R, Fang, L., Martini, L., Raszuk,
R, Patel, K, and J. CGuichard, "Constrained Route
Distribution for Border Gateway Protocol/MiltiProtocol
Label Switching (BGP/ MPLS) Internet Protocol (IP) Virtual
Private Networks (VPNs)", RFC 4684, DO 10.17487/ RFC4684,
Novenber 2006, <https://ww.rfc-editor.org/info/rfc4684>.

[ RFC4760] Bates, T., Chandra, R, Katz, D., and Y. Rekhter,
"Mul tiprotocol Extensions for BGP-4", RFC 4760,
DO 10.17487/ RFCA760, January 2007,
<https://ww.rfc-editor.org/info/rfc4760>.

[ RFC5291] Chen, E. and Y. Rekhter, "Qutbound Route Filtering
Capability for BGP-4", RFC 5291, DO 10. 17487/ RFC5291,
August 2008, <https://ww.rfc-editor.org/info/rfc5291>.

[ RFC5292] Chen, E. and S. Sangli, "Address-Prefix-Based Qutbound
Route Filter for BGP-4", RFC 5292, DO 10. 17487/ RFC5292,
August 2008, <https://ww. rfc-editor.org/info/rfc5292>.

Wang, et al. Expires 2 April 2026 [ Page 26]



I nternet-Draft RD- ORF Sept enber 2025

[ RFC6514] Aggarwal, R, Rosen, E., Mrin, T., and Y. Rekhter, "BGP
Encodi ngs and Procedures for Multicast in MPLS/BGP IP
VPNs", RFC 6514, DO 10.17487/ RFC6514, February 2012,
<https://ww.rfc-editor.org/info/rfc6514>.

[ RFC7024] Jeng, H., Utaro, J., Jalil, L., Decraene, B., Rekhter,
Y., and R Aggarwal, "Virtual Hub-and-Spoke in BGP/ MPLS
VPNs", RFC 7024, DO 10.17487/ RFC7024, Cctober 2013,
<https://www. rfc-editor.org/info/rfc7024>.

[ RFC7432] Sajassi, A, Ed., Aggarwal, R, Bitar, N, l|saac, A,
Utaro, J., Drake, J., and W Henderickx, "BGP MPLS-Based
Et hernet VPN', RFC 7432, DO 10.17487/ RFC7432, February
2015, <https://www rfc-editor.org/info/rfc7432>.

[ RFC7543] Jeng, H., Jalil, L., Bonica, R, Patel, K, and L. Yong,
"Covering Prefixes Qutbound Route Filter for BGP-4",
RFC 7543, DO 10.17487/ RFC7543, May 2015,
<https://ww. rfc-editor.org/info/rfc7543>.
Appendi x A.  Experinental topol ogy

The experinental topology is shown in Figure 6.

e + e +
I I I I
I I I I
| e + | | NREEREEEE + |
| | PE1 | I I |  PE3 | |
ESEEEEEEE, + | | ARRREEEEEE +
I \ I I / I
| I + EBGP R +/ |
I I I I
| | ASBRL |----------- | ASBR2 | |
I I I I I I
| S - + S - + |
I / I I \ I
| 4o +/ | | Voo + |
| | PE2Z | I I | PE4A | |
| s + | | oo + |
I I I I
| AS1 | | AS2 |
e + e +

Figure 6 The experimental topol ogy

Thi s topology can be used to verify as foll ows:
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* whether the VPN Prefix ORF mechani smcoul d bl ock the of fending
routes in intra-domai n scenari o.

* whether the VPN Prefix ORF nmechanismconflicts with the existing
mechani sm and cause fail ure.

* whether the quota value |leads to flapping.
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