Net wor k Wor ki ng G oup X, Xu

I nternet-Draft Chi na Mobile
I ntended status: Standards Track S. Hegde
Expires: 2 Septenber 2026 HPE

K. Tal aul i kar
| ndi vi dual

M Boucadair
C. Jacquenet
France Tel ecom
J. Dong

Huawei

1 March 2026

BGP Perfornmance- aware Routing Mechani sm
draft-ietf-idr-performance-routing-06

Abst ract

The current Border Gateway Protocol (BGP) specification does not

i ncorporate network performance nmetrics, such as network | atency,
into its route selection process. This docunment outlines a
performance- aware BGP routing nechanismthat integrates network
|latency as a critical criterion for route selection. This innovative
approach is particularly beneficial for server providers with a

gl obal presence, enabling themto offer | owl atency network
connectivity service as a val ue-added service to their custoners.

Requi renent s Language

The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOWMENDED', "MAY", and "OPTIONAL" in this
docunent are to be interpreted as described in RFC 2119 [ RFC2119].

Status of This Meno

Xu,

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunents valid for a maxi num of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."
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This Internet-Draft will expire on 2 Septenber 2026.
Copyright Notice

Copyright (c) 2026 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Lega
Provisions Relating to | ETF Documents (https://trustee.ietf.org/
license-info) in effect on the date of publication of this docunent.
Pl ease revi ew these docunments carefully, as they describe your rights
and restrictions with respect to this docunent. Code Conponents
extracted fromthis docunment nust include Revised BSD License text as
described in Section 4.e of the Trust Legal Provisions and are

provi ded wi thout warranty as described in the Revised BSD License.
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1. Introduction

Cl oud and/ or network service providers (service providers in short)
with global reach aimto deliver |Iowlatency network connectivity
service to their custoners as a conpetitive advantage. Sonetines,
the network connectivity may travel across nore than one Autononobus
System (AS) under their adm nistration, which usually spans nultiple
continents. However, the BGP [ RFC4271] protocol, which is used for
path sel ection across ASes, doesn’'t use the network latency metric in
the route selection process. As such, the best route sel ected based
on the existing BGP route selection criteria may not be the best from
the customer experience perspective.
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Thi s docunent describes a perfornmance-aware BGP routing paradigmin
whi ch the network latency netric is dissemnated via a new TLV of the
Al GP attribute [RFC7311] and then is used as an input to the route
sel ection process. This nechanismis useful for those server
providers with global reach, which usually own nore than one AS, to
deliver lowlatency network connectivity service to their customers.

Furthernmore, to ensure backward conpatibility with existing BGP

i npl ementations and maintain the stability of the overall routing
system it is expected that the perfornance-aware routing paradi gm
could coexist with the vanilla routing paradigm As such, service
provi ders coul d provide | ow | atency network connectivity service as a
val ue- added service while still offering the vanilla routing service
to neet custoners’ different requirenments

For the sake of sinplicity, this document considers only one network
performance netric: the network latency netric. The support of
mul ti ple network performance netrics is out of scope of this
docunment. In addition, this document focuses exclusively on BGP
matters, and therefore all BGP-irrelevant matters, such as the
mechani sms for neasuring network | atency are outside the scope of
thi s docunent.

The performance-aware BGP routing paradi gm has been successfully
implemented in SONi C and is set to be open-sourced shortly. In
addition, a variant of this performance-aware BGP routing paradi gm
has been inplemented as well (see http://ww.ist-nescal.org/roadmap/
gbgp- deno. avi ).

Ter mi nol ogy
This menmo makes use of the terns defined in [ RFC4271].

Network | atency indicates the anpbunt of tine it takes for a packet to
traverse a given network path [RFC2679]. Provided a packet is
forwarded along a path that contains nultiple links and routers, the
network | atency would be the sum of the transm ssion | atency of each
link (i.e., link latency), plus the sumof the internal delay
occurred within each router (i.e., router |atency) which includes
queui ng |l atency and processing latency. The sumof the link | atency
is also known as the cunulative link latency. |In today's service
provi der networks which usually span a wi de geographi cal area, the
curmul ative link |l atency becomes the major part of the network | atency
since the total of the internal |atency occured wi thin each high-
capacity router seens trivial conpared to the cunulative |ink

| atency. |In other words, the curmulative link |atency could

approxi mately represent the network | atency in the above networks.
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Furthernmore, since the link latency is nore stable than the router

| at ency, the approximate network | atency represented by the

cumul ative link latency is also nore stable. Therefore, if there was
a way to calculate the cunulative link latency of a given network
path, it is strongly recomended to use such cunul ative link |atency
to approximately represent the network latency. Oherw se, the
network | atency woul d have to be neasured frequently by some nmeans
(e.g., PING or other measurenent tools).

Per f or mance- awar e Route Adverti senent

Performance-aware (i.e., latency-aware in the context of this
docunent) routes SHOULD be exchanged between BGP peers by neans of a
speci fic Subsequent Address Fanmily Identifier (SAFl) of TBD (see | ANA
Section) and al so be carried as | abeled routes as per [RFC3107]. To
sone extent, performance-aware routes can then be | ooked as specific

| abel ed routes which are associated with the network |atency netric.

A BGP speaker SHOULD NOT advertise performance-aware routes to a
particul ar BGP peer unless that peer indicates, through BGP
capability advertisement (see Section 4), that it can process update
messages with that specific SAFI field.

Network latency netrics are attached to the perfornance-aware routes
via a new TLV of the AIGP attribute, referred to as NETWORK LATENCY
TLV. The value of this TLV indicates the network latency in

m croseconds fromthe BGP speaker depicted by the NEXT_HOP path
attribute to the address depicted by the NLRI prefix. The type code
of this TLV is TBD (see | ANA Section), and the value field is 4
octets in length. In sone abnormal cases, if the cunulative |ink

| atency exceeds the maxi mum val ue of OxFFFFFFFF, the value field
SHOULD be set to OxFFFFFFFF. Note that the NETWORK LATENCY TLV MJST
NOT co-exist with the AIGP TLV within the sane AIGP attribute.

A BGP speaker SHOULD be configurable to enable or disable the
origination of performance-aware routes. |If enabled, a |ocal network
| atency value for a given to-be-originated performance-aware route
MJUST be configured to the BGP speaker so that it can be filled in the
NETWORK_LATENCY TLV of that perfornmance-aware route.

A BGP speaker that is enabled to process NETWORK LATENCY but was not
provisioned with the | ocal network |atency val ue SHOULD set the val ue
of the NETWORK_LATENCY attribute to zero when it advertises the
corresponding route that it originated.

When distributing a performance-aware route learnt froma BGP peer,

if this BGP speaker has set itself as the NEXT_HOP of such route, the
val ue of the NETWORK_LATENCY TLV SHOULD be increased by adding the
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network latency fromitself to the previ ous NEXT_HOP of such route.
QO herwi se, the NETWORK LATENCY TLV of such route MUST NOT be
nmodi fi ed.

As for how to obtain the network latency to a given BGP NEXT_HOP
this is outside the scope of this docunment. However, note that the
path latency to the NEXT_HOP SHOULD approxi mately represent the
network | atency of the exact forwarding path towards the NEXT_HOP
For exanple, if a BGP speaker uses a Traffic Engineering (TE) Labe
Switching Path (LSP) or a SR policy route [RFC9256] fromitself to
the NEXT_HOP, rather than the shortest path cal culated by the
Interior Gateway Protocol (1GP), the latency to the NEXT _HOP SHOULD
reflect the network latency of that TE LSP path or SR policy route ,
rather than the 1 GP shortest path. 1In cases where the latency to the
NEXT_HOP coul d not be obtained due to some reason(s), that |atency
SHOULD be set to OxFFFFFFFF by defaul t.

To keep perfornmance-aware routes stable enough, a BGP speaker SHOULD
use a configurable threshold for network | atency fluctuation to avoid
sendi ng any update which woul d otherw se be triggered by a m nor
network | atency fluctuation bel ow that threshol d.

Capabi lity Adverti senent

A BGP speaker that uses nultiprotocol extensions to advertise
performance- aware routes SHOULD use the Capabilities Optional
Paraneter, as defined in [RFC5492], to informits peers about this
capability.

The MP_EXT Capability Code, as defined in [RFC4760], is used to
advertise the (AFl, SAFl) pairs available on a particul ar connection.

A BGP speaker that inplenents the Performance-aware Routing
Capabi l ity MJST support the BGP | abel ed route capability by default.
In other words, a BGP speaker that advertises the Performance-aware
Routing Capability to a peer using BGP Capabilities advertisemnent

[ RFC5492] does not have to advertise the BGP | abel ed route capability
to that peer explicitly.

Per f or mance- awar e Rout e Sel ecti on

Per f ormance-aware route selection only requires the follow ng

nmodi fication to the tie-breaking procedures of the BGP route

sel ection decision (phase 2) described in [RFC4271]: the network

| atency metric conparison SHOULD be executed just ahead of the AS-
Pat h Length conparison step. Prior to executing the network | atency
metric conparison, the value of the NETWORK LATENCY TLV SHOULD be

i ncreased by adding the network |atency fromthe BGP speaker to the
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NEXT_HOP of that route.

The Loc-RI B of the performance-aware routing paradigmis independent
of that of the vanilla routing paradigm Accordingly, the routing
tabl e of the perfornance-aware routing paradigmis independent of
that of the vanilla routing paradi gm

Whet her the performance-aware routing paradigmor the vanilla routing
par adi gm woul d be applied to a given packet is a local policy issue
which is outside the scope of this docunment. For exanple, by

| everagi ng the col or-based BGP route revol ution nethod, those service
routes marked with a certain color could be resolved over the
performance-aware routes nmarked with the sane color, which in turn
could be resolved over the intra-AS routes (e.g., SR policy routes

[ RFC9256] ) marked with the same color. Alternatively, by |everaging
the Cos-Based Forwarding (CBF) capability which allows routers to
have distinct routing and forwardi ng tables for each type of traffic,
the sel ected perfornance-aware routes could be installed in the
routing and forwarding tables corresponding to high-priority traffic.

Depl oynment Consi der ati ons
This section is not nornative.

Enabl i ng performance-aware BGP routing at large (i.e., anmong donains
that do not belong to the same administrative entity) may be
conditioned by other adm nistrative settlenment considerations that
are out of the scope of this docunment. Nevertheless, this docunent
does not require nor exclude activating the proposed route selection
schene between donai ns nmanaged by distinct adm nistrative entities.

The mai n depl oyment case targeted by this specification is where

i nvol ved dorai ns are managed by the sane administrative entity.
Concretely, this performance-aware BGP routing nechani smcan

advant ageously be enabled in a nmulti-donmai n environnent, where al
the invol ved dormai ns are operated by the same adninistrative entity
so that the processing of |owlatency routes can be consistent

t hroughout the dommins. Besides security considerations that may
arise (which are further discussed in Section 9), there is indeed a
need to consistently enforce a perfornmance-aware BGP routing policy
within a set of domains that belong to the sane adm nistrative
entity. This is notivated by the processing of traffic which is of
very different nature and may have different QoS requirements. For
i nstance, a BGP col or extended community could be attached to the
performance-aware routes so as to associate it with a | owl atency
Segnent Routing (SR) policy route towards the BGP NEXT_HOP that is
configured with the sane color. 1In this way, traffic matching the
performance- aware BGP routes woul d be forwarded to the BGP NEXT_ HOP
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via the lowlatency SR policy routes towards that BGP NEXT_HOP.

Al ternatively, the conbined use of BGP performance-aware routing with
traffic engineering tools that would | ead to the computation and
establ i shnent of traffic-engi neered paths between "perfornmance-awar e-
routing"-enabl ed BGP peers based upon the nmani pul ati on of the
Unidirectional Link delay sub-TLV [ RFC7810] [ RFC7471] woul d
contribute to guaranteeing the overall consistency of the | ow -atency
i nformati on within each domain.

In network environnents where router reflectors are depl oyed but
next - hop-self is disabled on them route reflectors usually reflect
those received routes which are optinal (i.e., lowest latency) from
their perspectives but may not be optimal fromthe receivers’
perspectives. Sone existing solutions, as described in [ RFC7911],
[I-D.ietf-idr-bgp-optinmal-route-reflection], and [ RFC6774], can be
used to address this issue.
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| ANA Consi der ati ons

A new BGP Capability Code for the Performance-aware Routing
Capability, a new SAFI specific for performance-aware routing
paradi gm and a new type code for the NETWORK LATENCY TLV of the Al GP
attribute are required to be allocated by | ANA

Security Considerations

In addition to the considerations discussed in [ RFC4271], the
followi ng itens should be considered as well:

a. Tweaking the value of the NETWORK LATENCY by an illegitimte
party may influence the route selection results. Therefore, the
Per f or mance- aware Routing Capability negotiati on between BGP
peers which belong to different adm nistration domains MJST be
di sabl ed by default. Furthernore, a BGP speaker MJST di scard al
performance-aware routes received fromthe BGP peer for which the
Per f or mance- aware Routing Capability negotiation has been
di sabl ed.

b. Frequent updates of the NETWORK LATENCY TLV may have a severe
i npact on the stability of the routing system Such practice
SHOULD be avoi ded by setting a reasonable threshold for network
| at ency fluctuation.
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