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Abstract

BGP speakers learn their next hop addresses for NLRI in RFC 4271 in
the NEXT_HOP field and in RFC 4760 in the "Network Address of Next
Hop" field. Under certain circunstances, it might be desirable for a
BGP speaker to know both the next hops and the next-next hops of NLRI
to nmake optimal forwardi ng decisions. One such example is gl obal

| oad bal ancing (GLB) in a C os network.

Draft-ietf-idr-nhc defines the "Next Hop Dependent Characteristics
Attribute" (NHC) which allows a BGP speaker to signal the forwarding
characteristics associated with a given next hop.

Thi s docunent defines a new NHC characteristic, the Next-next Hop
Nodes (NNHN) characteristic, which can be used to advertise the next-
next hop nodes associated with a given next hop.

Status of This Meno

This Internet-Draft is submtted in full conformance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunents of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute

wor ki ng documents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunments valid for a maxi num of six nonths
and nmay be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."

This Internet-Draft will expire on 27 Novenber 2026.
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Copyri ght Notice

Copyright (c) 2026 | ETF Trust and the persons identified as the
docunent authors. Al rights reserved.

Thi s docunent is subject to BCP 78 and the | ETF Trust’'s Lega
Provisions Relating to | ETF Docunments (https://trustee.ietf.org/
license-info) in effect on the date of publication of this docunent.
Pl ease revi ew these documents carefully, as they describe your rights
and restrictions with respect to this docunent. Code Conponents
extracted fromthis docunment nust include Revised BSD License text as
described in Section 4.e of the Trust Legal Provisions and are

provi ded without warranty as described in the Revised BSD License.
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1. Introduction

BGP speakers learn their next hop addresses for NLRI in [RFC4271] in
the NEXT_HOP field and in [RFC4760] in the "Network Address of Next
Hop" field. Under certain circunstances, it mght be desirable for a
BGP speaker to know both the next hops and the next-next hops of NLRI
to nake optinmal forwardi ng decisions. One such exanple is the gl obal
| oad bal ancing (G.B) in a Cos network

[1-D. cheng-rtgwg-adaptive-routing-framework].

When a route’s ECMP has nultiple next hops, packets forwarded using
that ECMP are hashed to the nmenber next hops for |oad bal anci ng
purposes. |f one of the nenber next hop links is congested due to
uneven hashi ng, dynam c | oad bal ancing (DLB) allows the node to
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adj ust the hashing so that the congestion on that |ink can be
mtigated. Wien all next hop link(s) are congested, DLB on the |oca
node will not help to mitigate the congestion. Such nodes will
require help fromthe previous hop(s) to shift the traffic towards
alternative nodes to mitigate such congestion. This process is
call ed gl obal [oad bal anci ng.

In a dos network, a congested link will affect the | oad bal anci ng
deci sions of the previous |ayer nodes equally. Because of this, the
previ ous-previ ous | ayer nodes do not need to change their |oad

bal anci ng deci sions towards the previous |ayer nodes to mitigate this
link congestion. This neans we only need to know the |ink congestion
status of the next-next hops of given BGP route in order to make G.B
deci sions. The conbined Iink quality of each next hop and its
correspondi ng next-next hops can be used as the feedback for DLB

The purpose of this docunent is to provide a nethod for BGP to | earn
t he next-next hops - or nore specifically, the next-next hop nodes.
When a next hop node has nore than one next-next hops towards a next-
next hop node, DLB hel ps to bal ance the | oad between the nultiple
next - next hops by locally adjusting the volume of traffic hashed over
a given ECMP nenber |ink. Thus, only the overall link congestion

bet ween the next hop node and the next-next hop node is inportant for
GLB.

Note that the mechanismfor detecting |link congestion and

comuni cating themto the previous hop nodes is out of the scope of
this docunment. [I1-D.zzhang-rtgwg-router-info] defined one approach
to notify link quality (congestion/failure) to directly connected
nodes.

Thi s docunent defines a new NHC characteristic, the Next-next Hop
Nodes (NNHN) characteristic, for the BGP Next Hop Dependent
Characteristics Attribute (NHC) defined in [I-D.ietf-idr-nhc]. A
downstream BGP speaker can use the NNHN to advertise the next-next
hop nodes corresponding to the next hop of an NLRI. This allows the
upstream BGP speaker to |l earn the next-next hop nodes correspondi ng
to each of its next hop nodes.

1.1. Requirenents Language

The key words "MJST", "MJST NOT", "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMVENDED', "NOT RECOMMVENDED', "MAY", and
"OPTIONAL" in this docunment are to be interpreted as described in BCP
14 [ RFC2119] [ RFC8174] when, and only when, they appear in al
capitals, as shown here
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2. BGP Next-next Hop Nodes (NNHN) Characteristic

[I-D.ietf-idr-nhc] defines NHC as a container for characteristic
TLVs. Next-next Hop Nodes is one such characteristic. It specifies
t he next-next hop nodes corresponding to the next hop field in the
NHC.

2.1. Encodi ng NNHN

The NNHN TLV has the NHC characteristic code 2, as assigned in
Section 4 of [I-D.ietf-idr-nhc]. The NHC characteristic |ength
specifies the remai ni ng nunber of octets in the NNHN TLV. The NNHN
characteristic format is shown in Figure 1:

0 1 2 3

01234567890123456789012345678901
i i i T i I S i e s o o i i
| Characteristic Code = 2 | Characteristic Length(variable)]
R et e s i o e s i i
| Next - hop BGP I D |
B i s T T i i o S o T Ji I
~ Next - next -hop BGP | Ds (vari abl e) ~
i i i T i I S i e s o o i i

Figure 1: NNHN Characteristic TLV Format

Next - hop BGP | D
32-bit BGP Identifier of the next hop node attaching this NHC
characteristic.

Next - next - hop BGP | Ds:
One or nore 32-bit BGP ldentifiers, each representing a next-next
hop node used by the next hop node for ECMP forwarding for the
NLRI in the BGP Update.

2.2. Sending NNHN
Al'l procedures from Section 2.2 of [I-D.ietf-idr-nhc] apply.

When a BGP speaker S has a BGP route Rit wishes to advertise with
next hop self to its peer, it MAY choose to originate an NNHN
characteristic. The "Next-hop BGP ID'" field MIST be set to the BGP
Identifier this BGP speaker uses with the peer.

For all the ECMP paths of route R which are used for forwarding, the
BGP lIdentifiers of those BGP peers MJST be encoded as the "Next-next-
hop BGP I Ds". When nore than one paths are fromthe same BGP peer,
the characteristic MJST have only one BGP ldentifier of that peer.
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When there are nore than one "Next-next-hop BG IDs" in the
characteristic, they MIST be encoded in the nunerically ascending
order treating the BGP ldentifier as a network byte order encoded
32-bit unsigned integer.

An NNHN MUST have at | east one "Next-next-hop BGP ID'.

When a BGP speaker S has a BGP route Rit wishes to advertise with
next hop self to its peer, it MJST NOT forward the NNHN
characteristic received fromdownstream peers. It either originates
its owm NNHN characteristic as described above or does not send one.

When a BCGP speaker S has a BGP route Rit wishes to advertise with
the next hop that has not been set to self, it MJST NOT originate an
NNHN characteristic. However, if a NNHN characteristic has been
received for route R and passed the NHC validation as defined in
[I-D.ietf-idr-nhc], the NNHN characteristic SHOULD be forwarded.

A BGP speaker MJST NOT include nore than one instance of NNHN in an
NHC.

2.3. Receiving NNHN
Al'l procedures from Section 2.3 of [I-D.ietf-idr-nhc] apply.

The receiver of the NNHN characteristic MJIST be able to handl e any
order of the "Next-next-hop BGP | Ds".

The receiver of the NNHN characteristic will use it together with the
next-hop to determine the first two hops of a route. One exanple of
usi ng NNHN characteristic is for global |oad bal ancing: Wen 1ink
quality information is received fromthe next-hop node, through
approaches like [I1-D.zzhang-rtgwg-router-info], NNHN ID(s) of the
route can be matched against the node IDs fromthe link quality to
determne the next-next-hop link quality reported for this route.
The next-next-hop link quality will be conbined with the next-hop
link quality for global |oad bal ancing. Another exanple of using
NNHN characteristic is for renote protection, as described in
[1-D.liu-rtgwg-pat h- aware-renote-protection].

2.4. NNHN Error Handling
The NNHN characteristic length MUST be at |east 8 and MJST be a
multiple of 4, otherwise it is malformed. Malfornmed NNHN
characteristics MIST be di scarded and SHOULD be | ogged.

If nmore than one instance of NNHN is included in an NHC, instances
beyond the first MJST be di scarded and SHOULD be | ogged.
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7

1.

When a BGP speaker wishes to enforce hop-by-hop eBGP propagation of
the NNHN, if the received NNHN characteristic’s Next-hop BGP

Identifier does not match the BGP Identifier of the BGP speaker the
UPDATE was received from it MJST be discarded and SHOULD be | ogged.

When duplicate "Next-next-hop BGP I Ds" exist in an NNHN, only the
first one is accepted and the remai ni ng MJST be di scarded and SHOULD
be | ogged.

Qper ational Considerations

Since BGP ldentifiers are used to identify the next-next hop nodes,
we need to nake sure they are unique across the network where NNHN
characteristic is sent.

| ANA Consi der ati ons

NHC Characteristic Code 2, has been assigned in Section 5 of
[I-D.ietf-idr-nhc], for the NNHN characteristic defined in this
docunent .

I mpl enent ati on Status

[ The RFC-Editor should renmove this section before publishing this
docunent as an RF(

G obal | oad bal anci ng using NNHN characteristic has been inpl enent ed
by HPE Networ ki ng Juni per and New H3C Technol ogi es. Interoperation
tests between both inplenentati ons were successfully conducted in
2024.

Security Considerations
Insertion of a syntactically valid but bogus NNHN characteristic by
an attacker could potentially nake the forwardi ng behavior of the
route non-optinal.
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Appendi x A.  Alternative Solutions

An alternative way to carry next-next hops is via a separate path
attribute. W evaluated both approaches and choose the NNHN
characteristic approach for several reasons:

*

Next - next hops depend on next hops, this makes it naturally fit
into the existing NHC attribute.

The next hop carried in the existing NHC attribute can help to
val idate that the next-next hop nodes are indeed for the next hop
of the NLRI.

Carryi ng next-next hop nodes via a seperate path attribute will
cost an additional attribute code, which is supposed to be
all ocated for nore generally used attributes.
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