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Abstract

To support |Pv6 [ RFC4291] reachability, BGP [RFC4271] relies on the
Mul tiprotocol Extensions as defined in [ RFC4760]. [RFC2545] defines
the structure of |1 Pv6 next hops. These IPv6 next hops may contain a
G obal 1 Pv6 address, and optionally can contain an | Pv6 Link-Loca
address when the BGP peer is directly attached and shares a common
subnet with the | Pv6 d obal address.

Thi s docunent updates [ RFC2545] to clarify the encodi ng of the BGP
next hop when the advertising systemis directly attached and only an
I Pv6 Link-Local address is available. A new BGP Capability [RFC5492]
is defined to signal support for this updated encoding.

This clarification applies specifically to I Pv6 Link-Local addresses
and does not pertain to I Pv4 Link-Local addresses as defined in
[ RFC3927] .

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunments of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute
wor ki ng docunents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.

Internet-Drafts are draft docunments valid for a maxi num of six nonths
and may be updated, replaced, or obsol eted by other docunents at any
time. It is inappropriate to use Internet-Drafts as reference
material or to cite themother than as "work in progress."

This Internet-Draft will expire on 5 Decenber 2026
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1. Introduction

To support |Pv6 reachability, BGP [RFC4271] relies on the

Mul tiprotocol Extensions as defined in [ RFC4760]. [RFC2545] defines
the structure of 1Pv6 next hops. These |IPv6 next hops may contain a
Q@ obal |1 Pv6 address, and optionally can contain an | Pv6 Link-Loca
address when the BGP peer is directly attached and shares a conmmon
subnet with the | Pv6 d obal address.

Thi s docunent updates [ RFC2545] to clarify the encodi ng of the BGP
next hop when the advertising systemis directly attached and only an
I Pv6 Link-Local address is available. A new BGP Capability [RFC5492]
is defined to signal support for this updated encoding.
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This clarification applies specifically to | Pv6 Link-Local addresses
and does not pertain to IPv4 Link-Local addresses as defined in
[ RFC3927] .

BGP speakers are now often deployed on point-to-point links in

net wor ks where nultihop reachability of any kind is not assumed or
desired. (Al next hops are assunmed to be the reachabl e through a
directly connected point-to-point link.) This is comon, for

instance, in data center fabrics [RFC7938]. |In these situations, a
A obal I Pv6 address is not required for the advertisenent of
reachability information. |In fact, providing d obal |Pv6 addresses

in these kinds of networks can be detrinmental to Zero Touch
Provi si oni ng (ZTP).

Such BGP depl oynent nodels require BGP to run on each |ink, and any
sinmplification of BGP configuration can sinplify orchestration and
configurati on managenent. This proposal is a step in that direction

Wth this new capability, the need for a d obal unicast address
assigned to the interfaces is elimnated.

Since | Pv6 Link-Local addresses are not required to be globally
uni que, inplenmentations nust ensure that they are strictly associated
with a specific interface. (See commentary in [RFC4007].)

I Pv6 Link-Local addresses are not required to be stable across
interface startup or reconfiguration. A change in an interface’s

Li nk- Local address invalidates the underlying TCP connection and

t heref ore causes the BGP session to reset; routes are re-advertised
through the norrmal session re-establishnent procedures. BGP speakers
SHOULD NOT advertise a route whose Next Hop is a Link-Local address
that is in the tentative state (Section 5.4 of [RFC4862]); this
applies both to a first-party Next Hop (the speaker’s own Link-Loca
address) and to a third-party Next Hop re-advertised from anot her
peer. A Link-Local address in the tentative state is not yet usable
for Nei ghbor Discovery and woul d therefore yield an unreachabl e Next
Hop at the receiver

2. Link-Local Next Hop Capability

The Link-Local Next Hop capability is a new BGP capability. Its
Capability code is 77 and its Capability Length is O.

A BGP speaker that is willing to use (send and receive) |Pv6 Link-

Local -only next hops SHOULD advertise the Link-Local Next Hop
Capability to its peers only when
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1. It is capable of sending |IPv6 Link-Local-only next hops for a
rout e.
2. |1 Pv6 Link-Local neighbors are associated with interfaces as part

of their configuration to assist in determning the interface
scope of received | Pv6 Link-Local-only next hops.

The presence of this capability does not affect the support of d oba
IPv6 only (16 bytes next hop) and d obal [Pv6 combined with I Pv6

Li nk- Local (32 bytes next hop), which should continue to be supported
as before.

The peers have the flexibility to include both d obal and Link-Loca
BGP | Pv6 next hops, or Link-Local-only |IPv6 next hops.

In this docurment, all procedures described are applicable only when
the capability described herein has been successfully advertised by
both BGP speakers; i.e., negotiated. Wen the capability has not
been negoti ated, the procedures in this docunment do not apply.

I mpl enenters are encouraged to consult the Appendix for currently
known interoperability concerns or inconpatibilities when this
capability is absent or inconsistently inplenented.

3. Changes to the Procedure for Encoding | Pv6 Next Hops

Section 2 of [RFC2545] notes |Pv6 Link-Local addresses are not
generally suitable for use in the Next Hop field of the

MP_REACH NLRI. In order to support the many uses of |Pv6 Link-Local
addresses, however, [RFC2545] constructs the Next Hop field in | Pv6
route advertisenents by setting the Iength of the field to 32, and

i ncluding both an 1Pv6 d obal and Link-Local address.

[ RFC2545] does not, however, provide an explanation for situations
where there is only an | Pv6 Link-Local address in the Next Hop field
of the MP_REACH NLRI.

A BGP speaker receiving an MP_REACH NLRI with the Next Hop field
length set to 16 classifies the address as follows. |If the address
is in fe80::/10, the Next Hop is a Link-Local-only Next Hop as
defined in this docunent. Oherwi se, the address is treated as a
G obal 1 Pv6 Next Hop per [RFC2545]. A Link-Local-only Next Hop
recei ved wi thout the Link-Local Next Hop Capability having been
negotiated is not conformant with [ RFC2545]; receivers MAY accept
such a Next Hop and apply the procedures of this docunent, or MAY

i gnore the route.
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If an inplementation intends to send a single | Pv6 Link-Loca
forwardi ng address in the Next Hop field of the MP_REACH NLRI, it
MJST set the length of the Next Hop field to 16 and include only the
I Pv6 Link-Local address in the Next Hop field.

If an inplementation intends to send both a I Pv6 d obal and Link-
Local forwarding address in the Next Hop field of the MP_REACH NLRI,
it MUST set the length of the Next Hop field to 32 and include both
the 1Pv6 G obal and Link-Local addresses in the Next Hop field.

When both an | Pv6 d obal and a Link-Local address are present in the
Next Hop field, the choice of which of these is to be installed for
forwarding is inplenentation-specific.

4. 1Pv6 Next Hop Procedures for Internal and External Peers

Section 5.1.3 of [RFC4271] defines how the NEXT HOP field is used by
BGP for internal and external peering. [RFC2545] does not explicitly
di scuss next hop procedures in a simlar fashion, only the conditions
for when the dobal |IPv6 address is on the sane subnet as the peer
that a Link-Local IPv6 address is also included in the next hop

This section defines the behaviors for setting | Pv6 next hops when
the Link-Local Next Hop Capability has been negotiated between two
peers. The next hop MAY consist of only a Link-Local |Pv6 next hop

If, after conpleting these procedures, there are no | Pv6 next hop
addresses included in the next hop, the BGP route MJST not be
advertised to its peer. Instead, treat-as-w thdraw (Section 2 of
[ RFC7606]) is used.

1. \Wen sending a message to an internal peer, if the route is not
| ocal | y-originated, the BGP speaker SHOULD NOT nodify the G oba
I Pv6 next hop, if one is present, unless it has been explicitly
configured to announce its own | P address as the next hop

If the internal peer is nore than one |IP hop away, the BGP
speaker MJUST NOT include a Link-Local |1Pv6 next hop

If the internal peer is one IP hop away, and the route is not

| ocal | y-originated, and the route was received froma peer on the
sanme interface as the peer the route is being announced to, the
BGP speaker MAY include the received Link-Local |1Pv6 nexthop for
the route. (This is a formof "third-party" next hop.)

When announcing a locally-originated route to an internal peer,

or the BGP speaker has been explicitly configured to announce its
own | P address as the next hop, the BGP speaker SHOULD use the
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Wi t e,

d obal 1 Pv6 address of the interface of the router through which
the announced network is reachable for the speaker as the next
hop, if present. |If the route is directly connected to the
speaker, or if the interface address of the router through which
the announced network is reachable for the speaker is the
internal peer’s address, the next hop MJUST include its own Link-
Local |Pv6 address.

If, after evaluating the above procedures, there are no | Pv6 next
hops included with the route, the route MJST NOT be announced to
the renote BGP speaker. (Treat-as-wthdraw.)

These procedures also apply when the BGP speaker is functioning
as a route-reflector ([ RFC4456]). A Route Reflector (RR)
reflecting a route with a link-Iocal-only next hop MJST NOT
advertise that route to a client unless the client shares the
sanme |ink-1ayer segnent as the original advertiser. For al

other clients, the RR MUST either rewite the next hop to its own
address (next-hop-self) or consider the route ineligible for
advertisenent to that specific peer.

Successful negotiation of the Link-Local Next Hop Capability
between an RR and a client does not, by itself, guarantee that
the client shares the sane |ink-layer segnent as the origina
advertiser of a Link-Local-only route. Wen an RR has negoti ated
this capability with a client that is not on the same link as the
originator and the RR has not been configured to rewite the next
hop, routes with a Link-Local-only next hop will be suppressed
for that client wi thout any in-band diagnostic signal. To aid
troubl eshooting in such depl oynents, inplenentati ons SHOULD | og
this suppression, or otherw se expose it through operator
notification (e.g., via BWP or YANG telenmetry), so that
unexpect ed reachability gaps can be detected.

When sending a nessage to an external peer, X, and the peer is
one | P hop away fromthe speaker:

* |f the route being announced was | earned froman internal peer
or is locally-originated, the BGP speaker can use an interface
address of the internal peer router (or the internal router)

t hrough whi ch the announced network is reachable for the
speaker for the dobal |1 Pv6 next hop and shares a comon
subnet with this address, and/or a Link-Local |1Pv6 next hop,
provided that peer X is directly attached. This is a form of
"third party" next hop
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Wi t e,

O herwise, if the route bei ng announced was | earned from an
ext ernal peer, the speaker can use a d obal |Pv6 address of
any adj acent router (known fromthe received next hop) that
the speaker itself uses for local route calculation in the
next hop, provided that peer X shares a commpn subnet with
this dobal IPv6 address. Simlarly, the speaker can use the
recei ved Link-Local |Pv6 address, provided that peer X is
directly attached. This is a second formof "third party"
next hop attribute.

O herwise, if the external peer to which the route is being
advertised shares a conmon subnet with one of the interfaces
of the announci ng BGP speaker, the speaker MAY use the d oba
| Pv6 address associated with such an interface in the next
hop. If the external peer is one |IP hop away, the announcing
BGP speaker SHOULD include a Link-Local |1Pv6 next hop. These
are known as "first party" next hops.

By default (if none of the above conditions apply), the BGP
speaker SHOULD use the I P address of the interface that the
speaker uses to establish the BGP connection to peer X in the
next hop attribute. The dobal |IPv6 address, if one is
present, SHOULD be included. |If the BGP speaker is one |IP hop
away, the Link-Local |Pv6 address SHOULD be included, and MAY
be the only next hop address in the next hop. |If no next hops
are included, the route MJST NOT be announced (treat-as-

wi t hdr aw) .

When sending a nessage to an external peer X, and the peer is
multiple IP hops away fromthe speaker (aka "multihop EBGP"):

*

Li nk- Local 1Pv6 next hops MJUST NOT be included. |If a BGP
speaker receives a route with a link-1ocal-only next hop, the
route SHOULD be consi dered unusabl e for forwardi ng, consistent
with the next-hop resolvability requirenents described in

[ RFC4271] .

The speaker MAY be configured to propagate a d obal |Pv6 next
hop. In this case, when advertising a route that the speaker

| earned fromone of its peers, the dobal |IPv6 next hop of the
advertised route is exactly the same as the next hop attribute
of the | earned route.

By default, the BGP speaker SHOULD use the G obal 1Pv6 address

of the interface that the speaker uses in the next hop to
establish the BGP connection to peer X
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* |f a dobal IPv6 next hop is not included, the route MJST NOT
be advertised to the external peer (treat-as-wthdraw).

Interaction with RFC 8950

Section 3 of [RFC8950] requires the Next Hop field to be 32 octets: a
d obal -or-unspecified | Pv6 address foll owed by a Link-Local |Pv6
address, whenever IPv4 NLRI is carried with an | Pv6 Next Hop.

When both the Link-Local Next Hop Capability defined in this docunent
and t he Extended Next Hop Encoding capability ([ RFC8950]) have been
negoti ated between two peers, a 16-octet Link-Local-only Next Hop is
permitted for IPv4 NLRI carried with an | Pv6 Next Hop, provided the
receiving peer is directly attached. When this conbinnation has not
been negotiated, a sender MJST follow the rules in Section 3 of

[ RFC8950] and encode the Next Hop as 32 octets. A receiver that
observes a 16-octet Link-Local-only Next Hop for IPv4 NLRI in the
absence of the negotiated conbinati on MAY accept the Next Hop and
apply the procedures of this docunment, or MAY ignhore the route.

Error handling

These procedures apply only when the Link-Local Next Hop Capability
has been negotiated for a BGP session.

A BGP speaker receiving an MP_REACH NLRI with the I ength of the Next
Hop Field set to 32, where the update contains anything other than a
G obal I1Pv6 followed by a Link-Local |Pv6 address, SHOULD do the
fol | owi ng.

A 32-byte Next Hop field carrying two | Pv6 Link-Local addresses is
not produced by a conforming inplementation of [RFC2545] or of this
docunent; however, this form of next hop has been observed in

depl oynent (see, for exanple, the Bird inplenentation report in
Appendi x B). Receivers SHOULD use the second Link-Local |Pv6 address
for forwardi ng, because the second slot is the position that carries
the Link-Local address in the conform ng Q obal -then-Link-Loca

| ayout defined by [ RFC2545], and thus is the value the sender npst
likely intended as the Link-Local next hop

When the first IPv6 address is 0::0/0 and the second | Pv6 address is
an | Pv6 Link-Local address, the second address is used for
f or war di ng.

If the Next Hop field is malforned, the inplementati on MIUST handl e
the mal f ormed UPDATE nessage using the approach of "treat-as-
wi thdraw', as described in section 7.3 of [RFC7606].
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If the Next Hop field is properly formed, but the |IPv6 Link-Loca
next hop is not reachable (as determ ned by an exam nation of the

| Pv6 nei ghbor table), the route SHOULD be consi dered unusable for
forwardi ng purposes, in accordance with the next hop resolvability
conditions described in [RFC4271]. The inplenentation MAY wi t hdraw
the route fromits routing table, but this is not considered a
protocol error.

7. Operational Considerations

I n Zero-Touch Provisioning (ZTP) and BGP Unnunbered environments, the
reachability of the next hop is dynanic. To ensure operationa
visibility and scaling, inplenentations SHOULD support the follow ng.

*Protocol Interoperability:* Inplenmentations SHOULD support BGP Add-
Pat h [ RFC7911] and Ext ended Next-Hop Encodi ng [ RFC8950] to ensure
full path utilization in |Pv4-over-1Pv6 underl ays.

*Moni toring and Tel ermetry:* | nplenmentations SHOULD provi de specific
telemetry via the BGP Monitoring Protocol (BWMP) [RFC7854] or a BGP
YANG nodel (e.g., [I-D.ietf-idr-bgp-nodel]) to expose the state of

link-1ocal capability negotiation

Because | Pv6 Link-Local addresses (fe80::/10) are not globally

uni que, a BMP coll ector cannot, in general, distinguish two peers
that share the same Link-Local address on different interfaces of the
moni tored router using only the information in the BMP per-peer
header. |In deploynents that use Link-Local addresses for BGP
peering, operators SHOULD rely on additional identifying infornmation
-- such as the BGP Router ID carried in the per-peer header together
with interface index or interface name -- to di sanbi guate peers
[1-D.lin-grow bnp-peer-interface] defines a Peer-Interface TLV for
BMP that carries this information al ongsi de the per-peer header; that
work and this docunent are conplenentary in BWVP depl oynents that

i nclude Link-Local -only BGP sessions.
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*Graceful Restart Interaction:* If a Restarting Speaker ([RFC4724])
re-establishes the BGP session with a Link-Local address that differs
fromthe one in effect before the restart, peers retaining its routes
as stale during the Restart Tine will hold next hops that reference
the previous Link-Local address. Unlike G obal |1Pv6 Next Hops, where
the routing systemnay provide alternative reachability, Link-Loca
Next Hops are resolved purely via Nei ghbor Di scovery on the bound
interface and have no routing fall back; forwarding to such stale next
hops is silently lost until the Restart Tine expires or new

adverti senents propagate. Operators deploying this capability
together with Gaceful Restart SHOULD ensure that Link-Loca

addresses renmain stable across restart, and inplenentati ons SHOULD
treat a change in the local Link-Local address as a session reset
rather than as a graceful restart event.
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Thi s docunent builds on prior work exploring the use of IPv6 Link-
Local addresses as BGP next hops. Notably,

[1-D. kumar-idr-1link-Iocal -nexthop] and [I|-D. kat o-bgp-i pv6-1ink-1ocal]
identified operational limtations and proposed nechanisns to enable
Li nk- Local next hop propagation in BG. These drafts laid the
groundwor k for defining a standardi zed capability-based approach, as
presented in this docunent, to ensure interoperable signaling and
saf e depl oynent of Link-Local next hops across BGP sessions.

9. | ANA Consi derations
I ANA has assigned capability nunber 77 for the Link-Local Next Hop

Capability described in this docunent. This registrationis in the
BGP Capability Codes registry.

| Value | Descri ption |
[ ety e —(—(—(—(——(———————————(——————
| 77 | Link-Local Next Hop Capability |
S D . +

Tabl e 1: Link-Local Next Hop Capability
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10. Security Considerations

The nmechani sm described in this draft can be used as a conponent of
zero-touch provisioning (ZTP) for building BGP peering across point-
to-point links. This nmethod, then, can be used by an attacker to
forma peering session with a BGP speaker, ultimately advertising
incorrect routing information into a routing domain in order to

m sdirect traffic or cause a denial of service. By using |IPv6 Link-
Local addresses, the attacker would be able to forgo the use of a
valid I Pv6 address within the domain, nmaking such an attack easier

Operators SHOULD carefully consider security when depl oyi ng Li nk-
Local addresses for BGP peering. Operators SHOULD filter traffic on
i nks where BGP peering is not intended to occur to prevent speakers
from accepting BGP session requests, as well as other mechani snms
described in [ RFC7454] .

Qperators MAY al so use sone form of cryptographic validation on |inks
within the network to prevent unauthorized devices from formnm ng BGP
peering sessions. Authentication, such as the TCP authentication

[ RFC5925], may provide sonme relief if it is present and correctly
configured. However, the distribution and managenent of keys in an
envi ronnment where gl obal addresses on BGP speakers are not present
may be chal | engi ng.

Operators al so MAY instruct a BGP peer which has received an UPDATE
wi th an unreachabl e NEXT_HOP to di sabl e the peering session over
which the invalid NEXT_HOP was received pendi ng nanual intervention.
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Appendi x A,  Mtivations for a Capability

Li nk- Local -only next hops have been inconsistently supported in prior
BGP inpl ementations. This capability can pernit two conform ng
i npl ementations to interoperate wthout additional configuration.

Appendi x B. I nconsistency Reports

According to [ RFC7942], "This will allow reviewers and worki ng groups
to assign due consideration to docunents that have the benefit of
runni ng code, which nmay serve as evidence of val uabl e experinmentation
and feedback that have made the inplenented protocols nore mature".

FRRouting (https://github.comfrrouting/frr/
conmi t/ 606f dbb1f ab98bac305dca3d19eb38b140b7c3e6) | Pv6 next-hop
handl i ng when GUA/LL is set to ::/LL.

Bird (https://gitlab.nic.cz/labs/

bird/-/commt/17de3a023f 7bde293892b41bf af e5740¢c8553f c8) handling LL/
LL case.

Appendi x C. I nplenmentation Report
According to [ RFC7942], "This will allow reviewers and worki ng groups
to assign due consideration to docunents that have the benefit of
runni ng code, which nmay serve as evidence of val uabl e experinmentation
and feedback that have nade the inplenented protocols nore mature".

FRRouting (https://github.com FRRouting/frr/pull/17871)
i mpl ement at i on.
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