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Abstract

Thi s docunent specifies how transport protocols increase their
congesti on wi ndow when the sender is rate-linited, and updates RFC
5681, RFC 9002, RFC 9260, and RFC 9438. Such a limtation can be
caused by the sending application not supplying data or by receiver
fl ow control

About Thi s Docunent
This note is to be renoved before publishing as an RFC

The latest revision of this draft can be found at

https://mwel zI . github.io/draft-ccwg-ratelimted-increase/draft-ietf-
ccwg-ratelimted-increase.htm. Status information for this docunent
may be found at https://datatracker.ietf.org/doc/draft-ietf-ccwy-
ratelimted-increase/.

Di scussion of this docunent takes place on the Congestion Control
Worki ng Group Working Group mailing list (mailto:ccwg@etf.org),
which is archived at https://mailarchive.ietf.org/arch/browse/ccwy/.
Subscribe at https://ww.ietf.org/mailmn/listinfo/ccwy/.

Source for this draft and an issue tracker can be found at
https://github. com mwel zI /draft-ccwg-ratelimted-increase.

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.
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1. Introduction

A sender of a congestion controlled transport protocol becomes "rate-
limted" when it does not send any data even though the congestion
control rules would allowit to transmit data. This could occur
because the application has not provided sufficient data to fully
utilise the congestion window (cwnd). It could also occur because
the receiver has linmted the sender using flow control (e.g., by the
advertised TCP recei ver wi ndow (rwnd) or by the connection or stream
flowcredit in QUC). Current RFCs specifying congestion contro

al gorithms diverge regarding the rules for increasing the cwnd when
the sender is rate-limted.

Congesti on Wndow Val i dati on (CW) [RFC7661] provides an experimenta
speci fication defining howto nanage a cwnd that has become | arger
than the current flight size, and how to respond to detected
congestion when this is the case. In contrast, this present docunent
concerns the increase in cwnd when a sender is rate-linited. These
two topics are distinct, but are related, because both describe the
managenment of the cwnd when a sender does not fully utilise the
current cwnd.

An appendi x provides an exanple of howrate-linmted increase can play
out.

RFC- Ed Note, please renove the followi ng sentence prior to
publ i cation: Another appendi x provi des an overvi ew of the divergence
in current RFCs and sone inplenentations regardi ng cwnd i ncrease when
the sender is rate-limted (the second appendix is to be renoved

bef ore publication).
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2

Conventions and Definitions

The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMMENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in
BCP 14 [ RFC2119] [RFC8174] when, and only when, they appear in all
capitals, as shown here

1. Term nol ogy

Thi s docunent uses the terns defined in Section 2 of [RFC5681] and
Section 3 of [RFC7661]. Additionally, we define:

* initcwnd: The initial value of the congestion w ndow, also known
as the "initial w ndow ("IW in [RFC5681])

* maxFS: the |argest value of FlightSize since the last tine that
cwnd was decreased. |If cwnd has never been decreased, maxFS is
t he maxi mum val ue of FlightSize since the start of the data
transfer, and at | east as large as initcwnd.

Rate-Limted | ncrease

When FlightSize < cwnd, regardless of the current state of a
congestion control algorithm the following "Rate-Linmited Increase"
rul es apply for senders using a congestion controlled transport

pr ot ocol

The sender MUST initialise the maxFS paranmeter to initcwnd when the
congestion control algorithmis started. Thereafter when the
FlightSize is updated, the sender updates naxFS:

maxFS = max(Fl i ght Si ze, maxFS)

Upon a reduction of cwnd (for any reason), nmaxFS MJUST be reset to
zero. This ensures that maxFS is reinitialized using the first
Fl i ght Si ze measurenent taken after the cwnd reduction

The sender MJST cap cwnd to be no larger than Iimt(maxFS)

The function limt() returns the maxi mum cwnd val ue the congestion
control algorithmwould yield by increasing for all ACKs that woul d
be produced by successfully transmtting one wi ndow of size maxFS.
For exanple, for Slow Start, as specified in [ RFC5681],
I'imt(maxFS)=2*maxFS, such that equation 2 in [ RFC5681] becones

cwnd_new = cwnd + min (N, SMSS)
cwnd = m n(cwnd_new, 2*nmaxFS)
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where cwnd and SMSS follow their definitions in [RFC5681] and N is
the nunber of previously unacknow edged bytes acknow edged in the
i ncom ng ACK

Simlarly, with Rate-Limted Increase applied in Congestion
Avoi dance, |imt(maxFS)=SM5S+maxFS, such that equation 3 in [ RFC5681]
becones:

cwnd_new = cwnd + SMSS* SMSS/ cwnd
cwnd = m n(cwnd_new, SMSS+nmaxFS)

where cwnd and SMSS follow their definitions in [ RFC5681].

NOTE: This specification defines the current method used to increase
the cwnd for a rate-limted sender. Wthout a way to reduce cwnd
when the transport sender becones rate-linmted, naxFS can stay valid
for along tine, possibly not reflecting the reality of the end-to-
end Internet path in use. This is renedied by "Congestion W ndow
Validation" in [RFC7/661], which al so defines a "pipeACK' variable
that measures the recently acknow edged size of the network pipe when
the sender was rate-limted.

3.1. Exanple

We illustrate the working of Rate-Limited |Increase by showi ng the
increase of cwnd in two scenarios: when the growh of cwnd is
unconstrai ned, and when the rate-limted sender is constrai ned by
Rate-Limted Increase. For sinplicity, this exanple accounts for the
cwnd in segnents, rather than bytes. 1In both cases, we assune the
initial cwnd (initcwnd) = 10 segnents, as defined for TCP in

[ RFC6928] and QUIC in [RFCI9002], a single connection begins with Slow
Start, the sender transnmits a total of 14 segnments but pauses after
transmtting 10 segnents and resumes the transm ssion for the

remai ning 4 segnents afterwards, no packets are lost, and an ACK is
sent for every packet.

3.1.1. Unconstrai ned sender

Initially, cwnd = initcwnd. Therefore, using initcwnd = 10 segnents,
the sender transmts 10 segnents and pauses. Since the sender is in
the Slow Start phase, the arrival of an each ACK for the 10 sent
segnents increases the cwnd by 1 segnent, resulting in the cwnd
increasing to 20 segnents. Subsequently, after the pause, the sender
transmts 4 segnments and pauses again. As a consequence, the arriva
of 4 ACKs results in cwnd further increasing to 24 segnents, even
though the sender is rate-limted (i.e., has never sent nore than 10
segnents per round-trip tinme (RTT)).
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3.1.2. Sender constrained by Rate-Limted |Increase

Initially, cwnd = initcwnd. Therefore, using initcwnd = 10 segnents,
the sender transmts 10 segnents and pauses; note that FlightSize and
maxFS are both 10 segnents at this point. Since the sender is in the
Slow Start phase, the arrival of each ACK for the 10 sent segnents
increases the cwnd by 1 segnment, resulting in the cwnd increasing to
20 segrments. Subsequently, when the sender resumes and transmits 4
new segnents, Rate-Limted Increase constrains the growh of the cwnd
because FlightSize < cwnd and therefore this caps the cwnd to be no
larger than limt(maxFS) = 2 X maxFS = 2 X 10 segnents = 20 segnents.

3.2. Discussion

If the sending rate is less than the rate permtted by the cwnd for
multiple RTTs, limted either by the sending application or by the
recei ver-advertised wi ndow, a continuous increase in the cwnd woul d
cause a msmatch between the cwnd and the capacity that the path
supports (i.e., over-estimating the capacity). Such unlinmted growth
in the cwnd is therefore disall owed.

However, in nobst common congestion control algorithnms, in the absence
of an indication of congestion, a cwnd that has been fully utilized
during an RTT (where a sender was cwnd-limted) pernmits the cwnd to
be increased during the imrediately following RTT. This increase is
all owed by Rate-Limted Increase.

3.2.1. Rate-based congestion contro

The present docunent updates congestion control specifications that
use a cwnd to linmit the nunmber of unacknow edged bytes (or packets)
that a sender is allowed to emt. Use of a cwnd variable to contro
sending rate is not the only mechani sm avail abl e and not the only
mechanismthat is used in practice

Congestion control algorithms can al so constrain data transm ssion by
explicitly calculating the sending rate over some tinme interval, by
"paci ng" packets (injecting pauses in between their transm ssion) or
vi a conbi nati ons of the above (e.g., BBR combines these three nethods
[I-D.ietf-ccwg-bbr]). The guiding principle behind Rate-Limted

I ncrease applies to all congestion control algorithnms: in the absence
of a congestion indication, a sender is allowed to increase its rate
fromthe amount of data that it has transmitted during the previous
RTT (this holds irrespective of whether the sender is rate-linmted or
not). Therefore, congestion control algorithnms SHOULD i npl ement a
behavior that is equivalent to Rate-Limted Increase, irrespective of
whet her they use a cwnd variable or not.
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3.

6

6

2.2. Pacing

Paci ng mechani sns seek to avoid the negative inpacts associated with
"bursts" (flights of packets transmitted back-to-back). Rate-Linited
I ncrease introduces a limt using "maxFS", which is based on the
nunber of bytes in flight during a previous RTT; thus, as long as the
nunber of bytes in flight per RTT is unaffected by pacing, Rate-
Limted | ncrease does not constrain the use of pacing nechani sns.

Security Considerations

Whi | e congestion control designs could result in unwanted conpeting
traffic, they do not directly result in new security considerations.

The security considerations are the sane as for other congestion
control methods. Such nethods rely on the receiver appropriately
acknow edgi ng recei pt of data. The ability of an on-path or off-path
attacker to influence congestion control depends upon the security
properties of the transport protocol being used. Transport protocols
that provide authentication (including those using encryption), or
are carried over protocols that provide authentication, can protect
their congestion control algorithmfromnetwork attack. This is
orthogonal to the specification of congestion control rules.

I ANA Consi derations
Thi s docunent requests no | ANA acti on.
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Appendi x A An Exanpl e Using cwnd Represented in Bytes

The followi ng informative exanple is provided for a sender that

mai ntains the cwnd in bytes. 36 packets are sent in this exanmple over
four rounds of transmi ssion. This shows the initial growh of the
cwnd by a rate-linted sender, followed by a transm ssion that uses
the full avail able cwnd.
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The initial sender state is:

Sender sequence nunber (segno) =0

MSS = 1000 bytes

cwnd = 10000 bytes (initcwnd)

maxFS = 10000 bytes (i nitcwnd)

FlightSize (FS) = 0 bytes

ssthresh is infinity, i.e. the congestion control algorithmis in slow start.

The network path®# /H bandw dt h-del ay product is such that, throughout
this exanple, all packets in each round are sent before an ACK is
received for the first packet in a round. One ACK is generated for
each 2*MSS recei ved bytes.

Round 1, the sender has 4000B to send in 4 packets: MsSS=1000,
cwnd=10000

Send segno=0; FS=1000; maxFS=10000

Send segno=1000; FS=1000; maxFS=10000
Send segno=2000; FS=2000; maxFS=10000
Send segno=3000; FS=3000; nmaxFS=10000

Received 2 ACKs; maxFS=10000, if (cwnd<2*maxFS) {cwnd +=ACKZ Ji} d}

ACK for 2000 ACKEE fff d=2000 : cwnd+= 2000; cwnd=12000
ACK for 4000 ACKEE fiff d=2000 : cwnd+= 2000; cwnd=14000

Note: This round maxFS was not increased and cwnd was i ncreased.

Round 2, the sender has 8000B to send in 8 packets: MsSS=1000,
cwnd=14000

Send segno=4000; FS=1000; maxFS=10000
Send segno=5000; FS=2000; nmaxFS=10000
Send segno=6000; FS=3000; maxFS=10000
Send segno=7000; FS=4000; maxFS=10000
Send segno=8000; FS=5000; maxFS=10000
Send segno=9000; FS=6000; maxFS=10000
Send seqno=10000; FS=7000; maxFS=10000
Send seqno=11000; FS=8000; nmaxFS=10000

Received 4 ACKs; maxFS=10000, if (cwnd<2*maxFS) {cwnd +=ACKZ i d}
ACK for 6000 ACKE Jiif d=2000 : cwnd+=2000; cwnd=16000
ACK for 8000 ACKEE fif d=2000 : cwnd+=2000; cwnd=18000

ACK for 10000 ACKZ /i d=2000 : cwnd+=2000; cwnd=20000
ACK for 12000 ACKZE /it d=2000 : cwnd+=0; cwnd=20000
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Thi s round maxFS was not

Round 3,

t he sender

cwnd=20000

Send
Send
Send
Send

Recei ved 2 ACKs;

ACK for

seqno=12000;
seqno=13000;
seqno=14000;
seqno=15000;

has 4000B to send in 4 packets:

FS=1000;
FS=2000;
FS=3000;
FS=4000;

maxFS=10000,

ACK for
Not e:

Round 4,
cwnd=20000

t he sender

14000 ACKE Jiit d=2000 :
16000 ACKZ fift d=2000 :

Thi s round naxFS was not

has

Send
Send
Send
Send
Send
Send
Send
Send
Send
Send
Send
Send
Send
Send
Send
Send
Send
Send
Send
Send

Recei ved 10 ACKs;

Vel zl, et

seqno=16000;
seqno=17000;
seqno=18000;
seqno=19000;
seqno=20000;
seqno=21000;
seqno=22000;
seqno=23000;
seqno=24000;
seqno=25000;
seqno=26000;
seqno=27000;
seqno=28000;
seqno=29000;
seqno=30000;
seqno=31000;
seqno=32000;
seqno=33000;
seqno=34000;
seqno=35000;

al .

FS=
FS=
FS=
FS=
FS=
FS=
FS=

1000;
2000;
3000;
4000;
5000;
6000;
7000;
FS= 8000;
FS= 9000;
FS=10000;
FS=11000;
FS=12000;
FS=13000;
FS=14000;
FS=15000;
FS=16000;
FS=17000;
FS=18000;
FS=19000;
FS=20000;

maxFS=20000,

maxFS=10000
maxFS=10000
maxFS=10000
maxFS=10000

February 2026

i ncreased and cwnd was i ncreased to

M5S=1000,

if (cwnd<2*maxFS) {cwnd +=ACK%E fii} d}

cwnd+=0;
cwnd+=0;

max FS=10000
maxFS=10000
maxFS=10000
maxFS=10000
maxFS=10000
maxFS=10000
max FS=10000
maxFS=10000
maxFS=10000
maxFS=10000
maxFS=11000
maxFS=12000
max FS=13000
maxFS=14000
maxFS=15000
maxFS=16000
maxFS=17000
maxFS=18000
max FS=19000
maxFS=20000

cwnd=20000
cwnd=20000

i ncreased and cwnd was not

20000B to send in 20 packets:
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i ncreased.

M5S=1000,

if (cwnd<2*maxFS) {cwnd +=ACK%E fji} d}
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No
2*

ACK for 18000 ACKZE /i d=2000 : cwnd+=2000; cwnd=22000
ACK for 20000 ACKZE I} d=2000 : cwnd+=2000; cwnd=24000
ACK for 22000 ACKZE /It d=2000 : cwnd+=2000; cwnd=26000
ACK for 24000 ACKZ /i d=2000 : cwnd+=2000; cwnd=28000
ACK for 26000 ACKZE /i d=2000 : cwnd+=2000; cwnd=30000
ACK for 28000 ACKZE /it d=2000 : cwnd+=2000; cwnd=32000
ACK for 30000 ACKZE /i d=2000 : cwnd+=2000; cwnd=34000
ACK for 32000 ACKZE I} d=2000 : cwnd+=2000; cwnd=36000
ACK for 34000 ACKZE /It d=2000 : cwnd+=2000; cwnd=38000
ACK for 36000 ACKZ /i d=2000 : cwnd+=2000; cwnd=40000

te: In this round, maxFS was i ncreased and cwnd was increased to
maxFS

Appendi x B. The state of RFCs and i npl enentati ons

B.1

RFC-Ed Note: This section is provided as input for |ETF discussion,

an

d shoul d be renoved before publication

TCP (" Reno" congestion control)

B.1.1. Specification

B. 1.

[ RFC7661] suggests there is no increase linmtation in the standard
TCP behavi or (which [RFC7661] changes), on page 4:

2

Standard TCP does not inpose additional restrictions on the growh
of the congestion w ndow when a TCP sender is unable to send at
the maximumrate allowed by the cwnd. In this case, the rate-
limted sender nay grow a cwnd far beyond that corresponding to
the current transmit rate, resulting in a value that does not
reflect current information about the state of the network path
the flow is using.

| mpl enent ati on

ns-2 allows cwnd to grow when it is rate-limted by rwd. (Rate-
limted by the sending application: not tested.)

Until release 3.42, ns-3 allowed cwnd to grow when rate-limted,
either due to an application or rwnd linmt. Since release 3.42,
ns-3 TCP nodels conformto Rate-Linmited Increase, follow ng the
current Linux TCP approach in this regard (see next bullet).

I n Congestion Avoi dance, Linux only allows the cwnd to grow when
the sender is unconstrained. Before kernel version 3.16, this
al so applied to Slow Start. The check for "unconstrained" is
perfomed by checking if FlightSize is greater or equal to cwnd.
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w

w

w

w

Since kernel version 3.16, which was published in August 2014, in
Slow Start, the increase inplenents Rate-Limted Increase in the
tcp_is_cwnd_limted function in tcp.h

1.3. Assessnent

Li nux inplements a linmt to cwnd growth in accordance with Rate-
Limted Increase; in Slow Start, this limt follows the rule’s upper
limt, while in Congestion Avoidance, it is nore conservative than
Rate-Limted Increase. The specification and the ns-2 and (ol der)
ns-3 inplenentations are in conflict with Rate-Linmted |ncrease.

2. CuBIC
2.1. Specification
Section 5.8 of [RFC9438] says:

Cubi c doesn’t increase cwnd when it's linmted by the sending
application or rwnd.

2.2. Inplenentation

The description of Linux described in Appendix B.1.2 also applies to
Cubi c.

2.3. Assessnent

Both the specification and the Linux inplenmentation limt the cwnd
growh in accordance with Rate-Limited Increase; in Congestion

Avoi dance, this linmt is nore conservative than Rate-Linited
Increase, and in Slow Start, it inplenents the "maxFS" upper linmt of
Rate-Limted Increase.

3. The Stream Control Transm ssion Protocol (SCTP)
3.1. Specification
Section 7.2.1 of [RFC9260] says:
When cwnd is less than or equal to ssthresh, an SCTP endpoi nt MJST
use the slowstart algorithmto increase cwnd only if the current
congestion windowis being fully utilized and the data sender is

not in Fast Recovery. Only when these two conditions are met can
the cwnd be increased; otherw se, the cwnd MJST NOT be increased.
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B.3.2. Assessnent

The quoted statenment from [ RFC9260] prescribes the sane cwnd growth
limtation that is also specified for Cubic and inplenmented for both
Reno and Cubic in Linux. It is in accordance with Rate-Limted

I ncrease, and nore conservative.

Section 7.2.1 of [RFC9260] is specifically limted to Slow Start.
Congestion Avoi dance is discussed in Section 7.2.2 of [RFC9260]
However, this section neither contains a simlar rule, nor does it
refer back to the rule that limts the growmh of cwnd in

Section 7.2.1. It is thus inmplicitly clear that the quoted rule only
applies to Slow Start, whereas Rate-Linmted |Increase applies to both
Slow Start and Congestion Avoi dance.

B.4. The QUIC Transport Protocol
B.4.1. Specification
Section 7.8 of [RFC9002] states:
When bytes in flight is snmaller than the congesti on wi ndow and

sending is not pacing limted, the congestion wi ndowis
underutilized. This can happen due to insufficient application

data or flow control limts. VWhen this occurs, the congestion
wi nhdow SHOULD NOT be increased in either slow start or congestion
avoi dance.

B.4.2. Assessnent

Wth the exception of pacing, this specification conservatively
limts the growh in cwnd, simlar to Cubic and SCTP. It is in
accordance with Rate-Limted Increase, and nore conservative.

B.5. The Datagram Congestion Control Protocol (DCCP) CClD2
B.5.1. Specification

Section 5.1 of [RFC4341] states: >There are currently no standards
governing TCP's use of the congestion wi ndow during an application-
limted period. |In particular, it is possible for TCP s congestion
wi ndow to grow quite large during a | ong uncongested period when the
sender is application limted, sending at a lowrate. [RFC2861]
essentially suggests that TCP' s congesti on wi ndow not be increased
during application-limted periods when the congestion w ndow is not
being fully utilized.

wel zl, et al. Expi res 21 August 2026 [ Page 13]



I nternet-Draft Rate-Limted cwnd | ncrease February 2026

B.5.2. Assessnent
A DCCP Congestion Control ID (CClD) specifing TCP-1ike behavi our
ought to follow the nmethod specified in this docunent. The current
gui dance relates only to [ RFC2861]. The text in Section 5.1 of
[ RFC4341] is updated by this docunent to specify the managenent of
the cwnd when the sender is rate-linmted

Appendi x C. Change Log
* -00 was the first individual subm ssion for feedback by CCOWG
* -01 includes editorial inprovenents

- Renoves application interaction with QU C pacing, since pacing
m ght be within the QU C st ack.

- Adds explicit nention of DCCP/ CCl D2.
- Adds this change | og.
* -02 addresses comrents from | ETF-119

- Discusses rate-based controls and pacing.

- Trins the list of possible RFCs to update.

- Sone editorial fixes: "congestion control algorithn instead of
"mechani sni' for consistency with RFC5033. bis; earlier
definition of maxFS; explicit nention of RFCs to update in
abstract.

* -03 addresses comrents from | ETF-120

- Introduces a third rule, with MAY, that avoids having an
unval i dated | ong-1ived maxFS (using pi peACK from RFC 7661).

- Changes "inc" to "limt" and adapts the wording of rule 2 to
make it clearer (thanks to Neal Cardwell).

- Appendi x: updates ns-3 in line with the recent inplenentation
- Appendi x: makes the RFC 9002 text clearer and shorter
* draft-ietf-ccwg-ratelimted-increase-00

- adds Mohit Tahiliani as a co-author
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- refines the "rule" text (shorter, clearer)
- adds an exanpl e
* draft-ietf-ccwg-ratelimted-increase-01
- Carified what we mean with an RTT
- rephrased exanple regarding initcwnd, citing RFCs 6928 and 9002

- renoved the too vague rule 1 and nmade rule 2 (nowrule 1) a
MUST

* draft-ietf-ccwg-ratelimted-increase-02
- Inproved the | ast sentence of section 3.1.2.

- Renoved a confusing and unnecessary sentence about pacing (as
suggested at | ETF-123).

* draft-ietf-ccwg-ratelimted-increase-03
- The editors checked rule 2, and found that rule 1 was
sufficient, and did not depend on the ordering of rules in
newCW (RFC7661), hence rule 2 was finally renpved

- O eaned | anguage and i nproved text explaining howthis
conpliments RFC7661.

- Checked/updated definitions.
- Added an example with cwnd in bytes.
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