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Abst ract

Distributed computing is a conputing pattern that service providers
can foll ow and use to achieve better service response tine and
optim zed energy consunption. |In such a distributed conputing

envi ronment, conpute intensive and delay sensitive services can be

i mproved by utilizing conputing resources hosted in various conputing
facilities. |Ideally, conpute services are bal anced across servers
and network resources to enabl e higher throughput and | ower response
time. To achieve this, the choice of server and network resources
shoul d consider netrics that are oriented towards conpute
capabilities and resources instead of sinply dispatching the service
requests in a static way or optimzing solely on connectivity
metrics. The process of selecting servers or service instance

| ocations, and of directing traffic to them on chosen network
resources is called "Conputing-Aware Traffic Steering" (CATS)

Thi s docunent provides the problem statenent and the typica
scenarios for CATS, which shows the necessity of considering nore
factors when steering traffic to the appropriate computing resource
to better meet the custoner’s expectations.

Status of This Meno

This Internet-Draft is submtted in full confornmance with the
provi sions of BCP 78 and BCP 79.

Internet-Drafts are working docunments of the Internet Engineering
Task Force (I ETF). Note that other groups may also distribute
wor ki ng docunents as Internet-Drafts. The list of current Internet-
Drafts is at https://datatracker.ietf.org/drafts/current/.
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1. Introduction

Net wor k operators are extending their edge capabilities by depl oying
substantial conputing resources, enabling support for services that
require low | atency, high reliability, and dynam c resource scaling.
There are millions of hone gateways, thousands of base stations, and
hundreds of central offices in a city that could serve as conpute-
capabl e nodes to deliver a service. Note that not all of these nodes
woul d be consi dered as edge nodes in sone views of the network, but
they can all provide conmputing resources for services.

It brings some key problenms on service deploynent and traffic
scheduling to the nost suitable computing resource in order to neet
users’ demands.

A service instance deployed at a single site m ght not provide
sufficient capacity to fully guarantee the quality of service
required by a customer. Especially at peak hours, conputing
resources at a single site can not handle all the incom ng service
requests, leading to | onger response time or even dropping of
requests experienced by clients. Moreover, increasing the conputing
resources hosted at each location to the potential maximum capacity
is neither feasible nor economcally viable in nmany cases.

O fl oadi ng conpute intensive processing to the user devices is not
acceptable, since it would place pressure on | ocal resources such as
the battery and incur sone data privacy issues if the needed data for
conputation is not provided |ocally.

I nstead, the sane service can be deployed at multiple sites for
better availability and scalability. Furthernore, it is desirable to
bal ance the | oad across all service instances to inprove throughput.
For this, traffic needs to be steered to the 'best’ service instance
according to information that nay include current conputing |oad,
where the notion of 'best’ may highly depend on the application
denmands.
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3.

3.

Thi s docunent describes sanpl e usage scenarios that drive CATS
requirenents and will help to identify candi date sol ution
architectures and sol utions.

Definition of Ternmns
Thi s docunent uses the terns defined in [I-D.ietf-cats-framework].

Service identifier: An identifier representing a service, which the
clients use to access it.

Net wor k Edge: The network edge is an architectural demarcation point
used to identify physical |ocations where the corporate network
connects to third-party networKks.

Edge Conputing: Edge conputing is a conputing pattern that noves
conputing infrastructures, i.e, servers, away fromcentralized data
centers and instead places it close to the end users for |ow
| at ency conmuni cati on.

Rel ati ons with network edge: edge conputing infrastructures connect
to corporate network through a network edge entry/exit point.

Even though this docunent is not a protocol specification, it makes
use of upper case key words to define requirenments unanbi guously.

The key words "MJST", "MJST NOT*, "REQU RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOMMENDED', "NOT RECOMVENDED', "MAY", and
"OPTIONAL" in this docunent are to be interpreted as described in BCP
14 [ RFC2119] [RFCB174] when, and only when, they appear in al
capital s, as shown here

Pr obl em St at enent
1. Milti-deploynment of Edge Sites and Service

Si nce edge computing ains at a closer conputing service based on the
shorter network path, there will be nmore than one edge site with the
same application in the city/province/state, a nunber of
representative cities have deployed nulti-edge sites and the typica
applications, and there are nore edge sites to be deployed in the
future. Before deploying edge sites, there are sone factors that
need to be considered, such as:

* The existing infrastructure capacities, which could be updated to
edge sites, e.g. operators’ machi ne room

*  The anmount and frequency of conputing resource that is needed.
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* The network resource status linked to conputing resource.

To inprove the effectiveness of service deploynent, the probl em of
how to choose the optinmal edge node on which to depl oy services needs
to be solved. [I-D.contreras-alto-service-edge] introduces

consi derations for how to deploy applications or functions to the
edge, such as the type of instance, optional storage extension,
optional hardware accel eration characteristics, and the conpute
flavor of CPU GPU, etc. Morre network and service factors may al so be
consi dered, such as:

* Network and conputing resource topology: The overall consideration
of network access, connectivity, path protection or redundancy,
and the location and overall distribution of conputing resources
in the network, and the relative position within the network
t opol ogy.

* Location: The nunmber of users, the differentiation of service
types, and the number of connections requested by users, etc. For
edge nodes located in popul ous area with a | arge nunber of users
and service requests, service duplication could be depl oyed nore
than in other areas.

* Capacity of multiple edge nodes: Not only the capacity of a single
node, but also the total nunber of requests that can be processed
by the resource pool conposed of nultiple nodes.

* Service category: For exanple, whether the service is a nulti-user
i nteraction, such as video conferencing, or ganes, or whether it
just resource acquisition, such as video viewing. ALTO [RFC7285]
can help to obtain one or nore of the above pieces of information,
so as to provide suggestions or fornulate principles and
strategi es for service depl oynent.

This information could be collected periodically, and could record
the total consunption of conmputing resources, or the total nunber of
sessions accessed. This would indicate whether additional service

i nstances need to be deployed. Unlike the scheduling of service
requests, service depl oynent should follow the principle of proximty
to place new service instances near to custoner sites that wll
request them If the resources are insufficient to support new

i nstances, the operator can be inforned to increase the hardware
resour ces
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In general, the choice of where to |ocate service instances and when
to create new ones in order to provide the right |evels of resource
to support user demands is inportant in building a network that
supports conputing services. However, those aspects are out of scope
for CATS and are left for consideration in another docunent.

3.2. Traffic Steering anong Edges Sites and Service |nstances

Thi s section describes how exi sting edge conputing systens do not
provide all of the support needed for real-tine or near-real-tine
services, and how it is necessary to steer traffic to different sites
considering nobility of people, different tinme slots, events, server

| oads, network capabilities, and sone other factors which m ght not
be directly neasured, i.e., properties of edge sites(e.qg.,

geogr aphi cal |ocation), etc.

I n edge conputing, the computing resources and network resources are
consi dered when depl oyi ng edge sites and services. Traffic is
steered to an edge site that is "closest" or to one of a few "cl ose"
sites using | oad-balancing. But the "closest" site is not always the
"best" as the status of conputing resources and of the network may
vary as foll ows:

* (Cosest site may not have enough resource, the | oad may
dynani cal | y change

* (Cosest site may not have rel ated resource, heterogeneous hardware
in different sites.

* The network path to the closest site mght not provide the
necessary network characteristics, such as |ow | atency or high
t hr oughput .

To address these issues sone enhancenents are needed to steer traffic
to sites that can support the requested services.

We assune that clients access one or nore services with an objective
to neet a desired user experience. Each participating service may be
depl oyed at one or nore places in the network (called, service
instances). Such service instances are instantiated and depl oyed as
part of the overall service depl oynent process, e.g., using existing
orchestration frameworks, within so-called edge sites, which in turn
are reachabl e through a network infrastructure via an edge router.
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When a client issues a service request for a required service, the
request is steered to one of the avail able service instances. Each
service instance may act as a client towards another service, thereby
seeing its own outbound traffic steered to a suitable service

i nstance of the requested service and so on, achieving service
conposition and chaining as a result.

The af orenentioned sel ecti on of one of candidate service instances is
done using traffic steering nmethods, where the steering decision may
take into account pre-planned policies (assignnent of certain clients
to certain service instances), realize shortest-path to the ’'closest’
service instance, or utilize nore conplex and possibly dynamc netric
i nformati on, such as | oad of service instances, |atency experienced
or simlar, for a nore dynam c selection of a suitable service

i nst ance.

It is inportant to note that clients may nove. This neans that the
service instance that was "best" at one norment might no | onger be
best when a new service request is issued. This creates a (physical)
dynanmicity that will need to be catered for in addition to the
changes in server and network | oad.

Figure 1 shows a common way to deploy edge sites in the nmetro. Edge
sites are connected with Provider Edges(PEs). There is an edge data
center for netro area which has high conmputing resource and provides
the service to nore User Equi prents(UEs) at the working tine.

Because nore office buildings are in the netro area. And there are
al so sonme renpte edge sites which have limted conputing resource and
provide the service to the UEs close to them

Applications to neet service demands coul d be deployed in both the
edge data center in metro area and the renpte edge sites. 1In this
case, the service request and the resource are matched well. Sone
potential traffic steering may be needed just for special service
request or some snall schedul i ng demand.
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H gh conputing resource Limted conputing resource
and nore UE at metro area and less UE at renote area

Figure 1: Common Depl oynent of Edge Sites

Fi gure 2 shows that during non-working hours, for exanple at weekend
or daily night, nmore UEs nove to the renote area that are close to
their house or for sone weekend events. So there will be nore
service request at renote but with limted conmputing resource, while
the rich conputing resource mght not be used with less UE in the
metro area. It is possible for many people to request services at
the renote area, but with the linted conputing resource, noreover,
as the people nove fromthe nmetro area to the renote area, the edge
sites that serve common services will also change, so it may be
necessary to steer some traffic back to the netro data center.
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Figure 2: Steering Traffic anong Edge Sites

There will also be the common variabl e of network and conputing
resources, for someone who is not noving but get a poor |atency
sometine. Because of other UEs noving, a |arge nunber of request for
tenporary events such as vocal concert, shopping festival and so on,
and there will also be the normal change of the network and computing
resource status. So for sone fixed UEs, it is also expected to steer
the traffic to appropriate sites dynam cally.

Those problens indicate that traffic needs to be steered anong
different edge sites, because of the nobility of the UE and the
comon vari able of network and conputing resources. Mreover, some
use cases in the followi ng section require both | ow | atency and hi gh
conputing resource usage or specific conputing hardware capabilities
(such as local GPU); hence joint optimzation of network and
computing resource is needed to guarantee the Quality of Experience

(QoE) .

3.3. Discussions on Common | ssues

Whether it cones to the deploynment of service instances or traffic
steering, two comopn issues need to be considered. First, howto
define and sel ect computing metrics; second, how to rmake deci sions.
The second issue pertains to the internal inplenmentation of service
or network systens and does not involve solution standardi zation. In
contrast, the definition of conputing netrics is related to protoco
design and interoperability inplenentation, falling within the scope
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of standardi zati on.

VWil e conputing netrics are primarily defined to support ingress
nodes in making traffic steering decisions anong existing service

i nstances, sonme of these netrics nay al so be useful to service
orchestrati on systens when naki ng service instance placenent or
scaling decisions. |In particular, netrics that reflect the
availability, utilization, or performance of conmpute and network
resources at service sites can provide valuable input to
orchestration functions, even though the act of service placenent
itself remains outside the scope of CATS. This dual applicability
allows a common set of metrics to informboth traffic steering and
hi gher-1 evel service nmanagenment decisions, w thout requiring CATS to
define orchestration behavior. Specific requirenents for computing
metrics will be introduced in subsequent sections.

4, Use Cases

This section presents a non-exhaustive set of use cases which woul d
benefit fromthe dynam c sel ection of service instances and the
steering of traffic to those service instances.

4.1. Exanple 1. Conputing-aware AR or VR

Cloud VR/ AR introduces the concept of cloud conputing to the
rendering of audiovisual assets in such applications. Here, the edge
cl oud hel ps encode/ decode and render content. The end device usually
only upl oads posture or control information to the edge and then VR/
AR contents are rendered in the edge cloud. The video and audio
outputs generated fromthe edge cloud are encoded, conpressed, and
transmtted back to the end device or further transnitted to centra
data center via high bandw dth networks

A Coud VR service is delay-sensitive and influenced by both network
and conputing resources. Therefore, the edge node which executes the
service has to be carefully selected to nake sure it has sufficient
computing resource and good network condition to guarantee the end-
to-end service delay. For example, for an entry-level cloud VR
(panoram c 8K 2D video) with 110-degree Field of View (FOV)

transm ssion, the typical network requirenents are bandw dth 40Mops,
20ns for notion-to-photon | atency, packet loss rate is 2.4E-5; the
typical conmputing requirenments are 8K H. 265 real -time decodi ng, 2K
H. 264 real -tine encoding. Further, the 20nms | atency can be
categori ed as:

(1) Sensor sanpling delay(client), which is considered

i mperceptible by users is less than 1.5nms including an extra
0.5ms for digitalization and end device processing.
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(ii) Di splay refresh delay(client), which take 7.9ms based on the
144Hz display refreshing rate and 1ns extra delay to light up

(iii) Image/franme rendering del ay(server), which could be reduced to
5. 5ms.

(iv) Round-trip network delay: The remmining |atency budget is 5.1
ms, calculated as 20-1.5-5.5-7.9 = 5. 1ns.

So the budgets for server(conputing) delay and network delay are

al nost equi val ent, which nake sense to consider both of the delay for
computing and network. And it couldt neet the total delay

requi renents or find the best choice by either optin zing the network
or conputing resource

Based on the analysis, here are sone further assunption as Figure 3
shows, the client could request any service instance anpong 3 edge
sites. The delay of client could be same, and the differences of
edge sites and correspondi ng network path have different del ays:

* FEdge site 1: The conputing del ay=4nms based on a |ight | oad, and
the correspondi ng network del ay=9ns based on a heavy traffic.

* [Edge site 2: The conputing del ay=10ns based on a heavy | oad, and
the correspondi ng network del ay=4nms based on a light traffic.

* FEdge site 3: The edge site 3's computing del ay=5ns based on a
nornmal | oad, and the correspondi ng network del ay=5ns based on a
normal traffic.

In this case, we can’t get an optinmal network and conputing tota
delay if choosing the resource only based on either of computing or
net wor k st at us:

* The edge site based on the best conputing delay it will be the
edge site 1, the E2E del ay=22. 4ns.

* The edge site based on the best network delay it will be the edge
site 2, the E2E del ay=23. 4ns.

* The edge site based on both of the status it will be the edge site
3, the E2E del ay=19. 4ns.

So, the best choice to ensure the E2E delay is edge site 3, which is
19.4nms and is less than 20ns. The differences of the E2E delay is
only 3~4ms anong the three, but sonme of themw ||l neet the
application demand while the others don't.
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The conclusion is that it requires to dynamically steer traffic to
the appropriate edge to neet the E2E del ay requirenents considering
bot h network and conputing resource status. Moreover, the conputing
resources have a big difference in different edges, and the "cl osest
site" may be good for |atency but |acks GPU support and shoul d

t herefore not be chosen.

Li ght Load Heavy Load Nor mal | oad
R + R + R +
I Edge I I Edge I I Edge I
| Site 1 | | Site 2 | | Site 3 |
S Fooomo- + Foommo- R + Foommo- R +

comput i ng| del ay(4ns) | comput i ng| del ay(5ns)
| comput i ng| del ay(10mns) |
S A —— + +--- - - +----+ +--- - - +----+
| Egress | | Egress | | Egress
| Router 1 | | Router 2 | | Router 3 |
O + S oo+ S oo+

newt or k| del ay(9ns) newt or k| del ay( 4ns) newt or k| del ay( 5ns)
I I

A | Infrastructure |----------- +
Fommmea - dommmea - +
I
R S
| I'ngress |
R | Router [-------------- +
| o -+ |
I I I
-4+ oo 4o -+ oo oo+
+o-m - - - +| +o-m - - - + | +o-m - - - +
|Cient|+ |[Cient|-+ |[Cient|-+
+ommm - + +ommm - + +ommm - +

client delay=1.5+7.9=9. 4ns
Fi gure 3: Computing-Aware AR or VR

Furt hernmore, specific techniques may be enployed to divide the
overall rendering into base assets that are common across a numnber of
clients participating in the service, while the client-specific input
data is being utilized to render additional assets. Wen being
delivered to the client, those two assets are being conbined into the
overall content being consuned by the client. The requirenents for
sending the client input data as well as the requests for the base
assets may be different in terns of which service instances may serve
the request, where base assets may be served from any nearby service
i nstance (since those base assets may be served without requiring
cross-request state being naintained), while the client-specific
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i nput data is being processed by a stateful service instance that
changes, if at all, only slowy over time due to the stickiness of
the service that is being created by the client-specific data. O her
splits of rendering and input tasks can be found in [TR22.874] for
further reading.

When it comes to the service instances thensel ves, those may be
instanti ated on-demand, e.g., driven by network or client demand
metrics, while resources may al so be released, e.g., after an idle
timeout, to free up resources for other services. Depending on the
utilized node technologies, the lifetine of such "function as a
service" may range frommany mnutes down to mllisecond scale.
Therefore, conputing resources across participating edges exhibit a
distributed (in terns of locations) as well as dynamic (in terms of
resource availability) nature. |In order to achieve a satisfying
service quality to end users, a service request will need to be sent
to and served by an edge with sufficient conputing resource and a
good network pat h.

4.2. Exanple 2: Conputing-aware Intelligent Transportation

For the conveni ence and safety of transportation, nore video capture
devi ces need to be deployed as urban infrastructure, and the better
video quality is also required to facilitate the content anal ysis.
Therefore, the transm ssion capacity of the network will need to be
further increased, and the collected video data need to be further
processed by edge nodes for edge conputing, such as for pedestrian
face recognition, vehicle tracking, and road accident prediction
This, in turn, also inpacts the requirenents for the video processing
capacity of conputing nodes and network capacity of network nodes in
terms of network bandwi dth and del ay.

In auxiliary driving scenarios, to help overcone a non-Iine-of-sight
probl em due to blind spot (or obstacles) and an abrupt collision
problem the edge node can coll ect conprehensive road and traffic

i nformati on around the vehicles’ |ocations and perform data
processing. Then the vehicles with high security risk could be

war ned accordingly in advance and provi ded with safe nmaneuveur guide
(e.g., left-lane change, right-Iane change, speed reduction, and
braking) . This could inprove driving safety in conplicated road
conditions, such as at intersections and on hi ghways, through the
help fromthe edge node having a wider view. This scenario is also
call ed "Extended El ectronic Horizon" [HORI TA], because the vehicles
could extend their view range by exchanging their physical view
information fromtheir onboard canera and Li DAR with an adj acent edge
node or other vehicles via Vehicle-to-Everything (V2X)
conmmuni cati ons. For instance, video inages captured by an onboard
canera in each vehicle are transnitted to the nearest edge node for
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processing. The notion of sending the request to the "nearest" edge
node is inportant for being able to collate the video information of
"near by" vehicles, using relative |location information anong the
vehicles. Furthernore, data privacy nay lead to a requirenent to
process the data by an edge node (or an adjacent vehicle as a cluster
node ) as close to the source as possible to limt the data’'s spread
across many network conponents in the network.

Nevert hel ess, | oad at specifically "closest” nodes may greatly vary,
| eading to the possibility for the closest edge node becom ng
overloaded. This may |l ead to a higher response tine and therefore a
delay in responding to the auxiliary driving request. As a result,
there will be road traffic delays or even vehicle accidents in the
road networks. Thus, the selection of a "closest" node shoul d

consi der the node’s current workload and the network condition from
the source vehicle to the "closest” edge node. Hence, in such cases,
del ay-insensitive services such as in-vehicle infotai nment (e.gqg.
online music playing, online video watching, and navi gation service)
shoul d be di spatched to other |ightly-loaded edge nodes instead of

| ocal edge nodes even though the lightly-loaded edge nodes are a
little far away fromthe service user vehicle. On the other hand,
del ay-sensitive services are preferentially processed locally to
ensure the service availability, Quality of Service (QS), and
Quality of Experience (QE). Thus, according to delay requirenents
of services, the selection of appropriate edge nodes should be done.
Al so, since the vehicles keep moving al ong the roadways, the

m gration of contexts for the service user vehicles should be

snoot hly and proactively between the current edge node and the next
edge node in a consistent way, considering the vehicles' service
requirenents.

In video recognition scenarios, as both the number of waiting people
and that of vehicles increase, nore conputing resources are needed to
process the video contents. Traffic congestion and weekend personne
flows froma city’'s edge to the city’'s center are huge. Thus, an
efficient network and conputing capacity scheduling is also required
for scal able services according to the nunber of users. Those would
cause the overload of the nearest edge sites (or edge nodes) to
becone nuch severer if there is no extra nethod used. Therefore,
sone of the service request flows mght be steered to other
appropriate edge sites (or edge nodes) rather than sinply the nearest
one.
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Exanpl e 3: Conputing-aware Digital Twi n

A nunber of industry associations, such as the Industrial Digita

Twi n Association or the Digital Twin Consortium
(https://ww.digitaltwi nconsortiumorg/), have been founded to
pronote the concept of the Digital Twin (DT) for a nunber of use case
areas, such as smart cities, transportation, industrial control,
anong others. The core concept of the DT is the "admi nistrative
shel " [Industry4.0], which serves as a digital representation of the
informati on and technical functionality pertaining to the "assets"
(such as an industrial nmachinery, a transportation vehicle, an object
in a smart city or others) that is intended to be managed,

controll ed, and actuat ed.

As an example for industrial control, the progranmable |ogic
controller (PLC) may be virtualized and the functionality aggregated
across a nunber of physical assets into a single adninistrative shel
for the purpose of nmanagi ng those assets. PLCs may be virtualized in
order to nove the PLC capabilities fromthe physical assets to the
edge cloud. Several PLC instances nay exist to enable | oad bal anci ng
and fail-over capabilities, while also enabling physical nobility of
the asset and the connection to a suitable "nearby" PLC instance.
Wth this, traffic dynamicity may be simlar to that observed in the
connected car scenario in the previous subsection. Crucial here is
hi gh availability and bounded | atency since a failure of the
(overall) PLC functionality may lead to a production line stop, while
boundary viol ations of the latency may | ead to | oosing

synchroni zation with other processes and, ultimately, to production
faults, tool failures or simlar.

Particular attention in Digital Twin scenarios is given to the
probl em of data storage. Here, decentralization, not only driven by
the scenario (such as outlined in the connected car scenario for
cases of localized reasoning over data originating fromdriving
vehi cl es) but al so through proposed pl atform sol utions, such as those
in [GAIA-X], plays an inportant role. Wth decentralization,

endpoi nt rel ati ons between client and (storage) service instances nmay
frequently change as a result.

Exanpl e 4: Conputi ng-aware SD-WAN

SD-WAN i s an overlay connectivity service that optim zes the
transport of | P packets over one or nore underlay connectivity
services by recognizi ng applications and determn ning forwardi ng
behavi or through the application of policies [ MEF70.2]. SD-WAN can
be depl oyed by both service providers and enterprises to support
connectivity across branch sites, data centers, and cl oud
environments. Applications or services may be deployed at nultiple
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| ocations to achi eve performance, resiliency, or cost objectives.

In current SD-WAN depl oynments, forwardi ng decisions are primarily
based on network-related nmetrics such as avail abl e bandw dt h,

| at ency, packet |oss, or path availability. However, these deci sions
typically lack visibility into the conputing resources avail able at
the destination sites, such as CPU or GPU utilization, nenory
pressure, or other composite cost metrics.

CATS netrics can conpl enent existing SD-WAN network metrics by
providing infornmati on about the availability and condition of
conmputing resources associated with service instances at edge or
cloud sites. Such netrics nmay be consunmed by a centralized SD WAN
controll er when deriving policies or conmputing preferred paths, and/
or by SD-WAN edge devices to nmake distributed, real-time traffic

st eering deci sions anong al ready-depl oyed service instances. 1|n both
cases, the goal is to enable application traffic to be steered
towards service instances and sites that best satisfy application
requirenents by jointly considering network and computing conditions.

For the scenario of enterprises deploying applications in the cloud,
SD- WAN provides enterprises with centralized control over Custoner-
Prem ses Equi pnments(CPEs) in branch offices and the cloudified
CPEs(VCPEs) in the clouds. The CPEs connect the clients in branch
of fices and the application servers in clouds. The sane application
server in different clouds is called an application instance.
Different application instances have different conputing resource.

SD-WAN i s aware of the conputing resource of applications deployed in
the clouds by vCPEs, and selects the application instance for the
client to visit according to conputing power and the network state of
WAN.

Additionally, in order to provide cost-effective solutions, the SD
WAN may al so consider cost, e.g., in terns of energy prices incurred
or energy source used, when selecting a specific application instance
over another. For this, suitable netric information would need to be
exposed, e.g., by the cloud provider, in terms of utilized energy or
incurred energy costs per conputing resource.

Figure 4 below illustrates Conputing-aware SD-WAN for Enterprise
Cloudification
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Figure 4: Illustration of Conputing-aware SD-WAN for Enterprise

Cl oudi fication

The current conputing |oad status of the application APPl in cloudl
and cloud2 is as follows: each application uses 6 vCPUs. The | oad of
application in cloudl is 50% The |load of application in cloud2 is
20% The conputing resource of APP1 are collected by vCPEL and vCPE2
respectively. dientl and Cient2 are visiting APP1 in cloudl. WAN1
and WAN2 have the same network states. Considering lightly |oaded
application SD-WAN sel ects APP1 in cloud2 for the client3 in branch
office. The traffic of client3 follows the path: dient3 -> CPE ->
WAN2 -> C oud2 vCPE1l -> C oud2 APP1

4.5. Exanple 5: Computing-aware Distributed Al Training and I nference

Artificial Intelligence (Al) |large nodel refers to nodels that are
characterized by their |arge size, high conplexity, and high
conputational requirenments. Al |arge nodels have becone increasingly
inmportant in various fields, such as natural |anguage processing for
text classification, conputer vision for image classification and

obj ect detection, and speech recognition

Al | arge nodel contains two key phases: training and inference.
Training refers to the process of devel oping an Al nodel by feeding
it with large anounts of data and optimzing it to | earn and inprove
its performance. On the other hand, inference is the process of
using the trained Al nmodel to nake predictions or decisions based on
new i nput dat a.

4.5.1. Distributed Al Inference
Wth the fast devel opnent of Al |arge |anguage nodels, nore

I i ghtwei ght nodels can be depl oyed at edge sites. Figure 5 shows the
potential depl oynment of this case.
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Al inference contains two major steps, prefilling and decodi ng.
Prefilling processes a user’s pronpt to generate the first token of
the response in one step. Following it, decoding sequentially
gener at es subsequent tokens step-by-step until the term nation token
These stages consune much conputing resource. |Inportant nmetrics for
Al inference are processor cores which transform pronpts to tokens,
and nenory resources which are used to store key-val ues and cache
tokens. The generation and processing of tokens indicates the
service capability of an Al inference system Single site depl oynent
of the prefilling and decodi ng m ght not provide enough resources
when there are many clients sending requests (pronpts) to access Al

i nference service

More generally, we also see the use of cost information, specifically
on the cost for energy expended on Al inferencing of the overal

provi ded Al -based service, as a possible criteria for steering
traffic. Here, we envision (Al) service tiers being exposed to end
users, allowing to prioritize, e.g., 'greener energy costs’ as a key
criteria for service fulfilnent. For this, the system would enpl oy
metric information on, e.g., utilized energy mx at the Al inference
sites and costs for energy to prioritize a 'greener’ site over

anot her, while providing simlar response tines.

o m o o e +
| e SR R + e + |
| Edge | Edge (. Edge (.
| ] b | e | ] e |
| || Prefill | | | | Prefill | | | | Prefill | | |
| ] e S BRSEEEEEEEEE NI R TEERTREE ]
| ] e B e I B e s
| | | Decode | | | | Decode | | | | Decode | | |
|l e F] e S B S
| R ST TS + R + |
TS oo e e e e e e e e oo - - o e e e e oo +

| Pronpt | Pronpt
I I
S + S SR +
| dient_1 | .. | dient_2 |
TS + TS +
Figure 5: Illustration of Conputing-aware Al |arge nodel inference

4.5.2. Distributed Al Training

Al t hough | arge | anguage nodel s are nowadays confined to be trained
with very large centers with conputational, often GPU based,
resources, platforns for federated or distributed training are being
positioned, specifically when enpl oyi ng edge conputi ng resources.
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Wi | e those approaches apply their own (collective) comunication
approach to steer the training and gradient data towards the various
(often edge) conputing sites, we also see a case for CATS traffic
steering here. For this, the training clusters thensel ves may be
multi-site, i.e., conbining resources fromnore than one site, but
acting as service instances in a CATS sense, i.e., providing the
respective training round as a service to the overall distributed/
federated | earning platform

One (cluster) site can be sel ected over another based on conpute,
network but also cost metrics, or a conbination thereof. For

i nstance, training may be constrai ned based on the network resources
to ensure tinmely delivery of the required training and gradi ent
information to the cluster site, while also conputational |oad may be
consi dered, particularly when the cluster sites are multi-homed, thus
hosting nore than one application and therefore becone (tenporarily)
overl oaded. But equally to our inferencing use case in the previous
section, the overall training service nay al so be constrai ned by
cost, specifically energy aspects, e.g., when positioning the service
utilizing the trained nodel is advertising its 'green’ credentials to
the end users. For this, costs based on energy pricing (over tine)
as well as the energy mi x nmay be considered. One could foresee, for

i nstance, the coupling of surplus energy in renewabl e energy
resources to a cost netric upon which traffic is steered preferably
to those cluster sites that are merely consuming surplus and not grid
ener gy.

Storage is al so necessary for perform ng distributed/federated

| earning due to several key reasons. Firstly, it is needed to store
nodel checkpoi nts produced throughout the training process, allow ng
for progress tracking and recovery in case of interruptions.
Additionally, storage is used to keep sanples of the dataset used to
train the nodel, which often conme fromdistributed sensors such as
caneras, mcrophones, etc. Furthernore, storage is required to hold
the nodel s thensel ves, which can be very large and conpl ex. Know ng
the storage performance netrics is also inportant. For instance,
understanding the /O transfer rate of the storage helps in
determning the latency of accessing data fromdisk. Additionally,
knowi ng the size of the storage is relevant to understand how many
nodel checkpoints can be stored or the maxi num size of the nodel that
can be locally stored.
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4.6. Discussion

The five use cases nentioned in previous sections serve as exanpl es
to show that CATS are needed for traffic steering. Considering that
these use cases are enough to derive common requirenents, this
docunent only includes the aforenentioned five use cases in the main
body, although there have been nore sinilar use cases proposed in
CATS wor ki ng group[|-D.dcn-cats-req-service-segnmentation]. CATS has
rai sed strong interests in many other standardizati on bodies, such as
ETSI, 3GPP. The applicability of CATS nay be further extended in
future use cases. At the nean tine, the CATS framework may al so need
to be nodified or enhanced according to new requirenments raised by
potential new CATS use cases. These potential use cases are not
included in the current docunent main body, but are attached in the
appendi x A of this docunent.

5. Requirenents

In the following, we outline the requirenments for the CATS systemto
overcone the observed problems in the realization of the use cases
above.

5.1. Support Dynanmic and Effective Sel ection anong Multiple Service
I nst ances

The basic requirenent of CATS is to support the dynamic access to
different service instances residing in nultiple conputing sites and
then being aware of their status, which is also the fundanental nodel
to enable the traffic steering and to further optim ze the network
and conputing services. A unique service identifier is used by al
the service instances for a specific service no matter which edge
site an instance may attach to. The mapping of this service
identifier to a network locator is basic to steer traffic to any of
the service instances depl oyed in various edge sites.

Mor eover, according to CATS use cases, sone applications require E2E
| ow | atency, which warrants a qui ck mappi ng of the service identifier
to the network locator. This leads to naturally the in-band nethods,
i nvol ving the consideration of using netrics that are oriented
towar ds conpute capabilities and resources, and their correlation
with services. Therefore, a desirable system

R1: MJST provide a dynam c di scovery and resol ution nethod for

mappi ng a service identifier to one or nmore current service instance
addresses, based on real -tine system state.
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R2: MJST provide a nmethod to dynamically assess the availability of
service instances, based on up-to-date status netrics (e.g., health,
| oad, reachability)

5.2. Support Agreenent on Metric Representation and Definition

Conputing netrics can have many different semantics, particularly for
bei ng service-specific. Even the notion of a "conputing |oad" metric
could be represented in many different ways. Such representation may
entail information on the semantics of the netric or it nay be purely
one or nore senmantic-free nunmerals. Agreenent of the chosen
representation anmong all service and network el ements participating
in the service instance sel ection decision is inmportant. Therefore,
a desirabl e system

R3: The inpl enentati ons MJST agree on using netrics that are oriented
towar ds conmpute capabilities and resources and their representation
anong service instances in the participating edges, at both design
time and runtine.

To better understand the neaning of different netrics and to better
support appropriate use of netrics,

R4: A nodel of the conpute and network resources MJUST be defi ned.
Such a nodel MJST characterize how netrics are abstracted out from
the conpute and network resources. W refer to this nodel as the
Resour ce Model .

R5: The Resource Mddel MUST be inplenentable in an interoperable
manner. That is, independent inplenentations of the Resource Mde
must be interoperable.

R6: The Resource Mddel MIST be executable in a scal able manner. That
is, an agent inplenmenting the Resource Model MJUST be able to execute
it at the required tinme scale and at an affordable cost (e.g., nenory
footprint, energy, etc.).

R7: The Resource Mddel MUST be useful. That is, the metrics that an
agent can obtain by executing the Resource Mdel must be useful to
make node and path sel ection deci sions.

We recogni ze that different network nodes, e.g., routers, swtches,
etc., may have diversified capabilities even in the same routing
domain, let alone in different adm nistrative domains and from
different vendors. Therefore, to work properly in a CATS system
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R8: Beyond netrics definition, CATS solutions MJST contain the

stal eness handl i ng of CATS netrics and indicate when to refresh the
metrics, so that CATS conponents can know if a metric value is valid
or not.

RO: Al netric information used in CATS MJST be produced and encoded
in a format that is understood by participating CATS conponents. For
metrics that CATS conponents do not understand or support, CATS
components will ignore them CATS SHOULD be applied in non-CATS

net wor k envi ronnents when needed, considering that CATS is designed
with extensibility and could work conpatibly with existing non-CATS
net wor k environnents when the network conponents in these

envi ronments coul d be upgraded to know t he neani ng of CATS netrics.

R10: CATS conponents SHOULD support a mechanismto advertise or
negoti ate supported netric types and encodi ngs to ensure
conpatibility across inplenentations.

R11: The conputation and use of netrics in CATS MUST be designed to
avoi d introducing routing |loops or path oscillations when netrics are
di stributed and used for path sel ection.

5.3. Use of CATS Metrics

Net work path costs in the current routing systemusually do not
change very frequently. Network traffic engineering netrics (such as
avai | abl e bandwi dt h) may change nore frequently as traffic demands
fluctuate, but distribution of these changes is nornmally danped so
that only significant changes cause routing protocol nessages.

However, metrics that are oriented towards compute capabilities and
resources in general can be highly dynamic, e.g., changing rapidly
with the nunber of sessions, the CPU GPU utilization and the nenory
consunption, etc. Service providers nust determne at what interva
or based on what events such information needs to be distributed.
Overly frequent distribution with nore accurate synchroni zati on may
result in unnecessary overhead in terns of signaling.

Mor eover, depending on the service related decision |ogic, one or
nmore metrics need to be conveyed in a CATS domain. The problemto be
addressed here may be the frequency of such conveyance, and which
CATS conponent is the decision nmaker for the service instance

sel ection should al so be considered. Thereby, choosing appropriate
protocol s for conveying CATS netrics is inportant. Wile existing
routing protocols may serve as a baseline for signaling netrics, for
exanpl e, BGP extensions[ RFC4760] and GRASP[ RFC38990]. These routing
protocols may be nore suitable for distributed systens. Considering
about sone centralized approaches to sel ect CATS service instances,
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other neans to convey the netrics can equally be chosen and even be

realized, for exanple, ALTO protocol [ RFC7285] which | everages restfu
APl for publication of CATS netrics to a centralized deci sion maker

Specifically, a desirable system

R12: MJST provi de mechanisns for metric collection.
R13: MUST specify which entity is responsible for collecting metrics.

Collecting nmetrics fromall of the services instances nay incur nuch
overhead for the decision naker, and thus hierarchical netric
collection is needed. That is,

R14: SHOULD provi de mechani sms to aggregate the metrics.

CATS conponents do not need to be aware of how netrics are collected
behi nd the aggregator. The decision point may not be directly
connected with service instances or netric collectors, therefore,

R15: MUST provi de nechanisns to distribute the netrics.

There may be various update frequencies for different conputing
metrics. Sone of the netrics may be nore dynanic, while others are
relatively static. Accordingly, different distribution nethods nmay
need to be chosen with respect to different update frequencies of
different metrics. Therefore a system

R16: MUST NOT be sensitive to the update frequency of the netrics,
and MUST NOT be dependent on or vulnerable to the nmechanisms used to
distribute the metrics.

Sonetinmes, a netric that is chosen is not accurate for service
i nstance selection, in such a case, a desirable system

R17: SHOULD provi de nechanisns to assess sel ection accuracy and re-
select nmetrics if the selection result is not accurate.

5.4. Support Instance Affinity

In the CATS system a service may be provided by one or nore service
i nstances that woul d be deployed at different |ocations in the
network. Each instance provides equival ent service functionality to
its respective clients. The decision |logic of the instance selection
is subject to the packet |evel communication and packets are
forwarded based on the operating status of both network and comnputing
resources. This resource status will |ikely change over tine,

| eading to individual packets potentially being sent to different
networ k | ocations, possibly segnmenting individual service
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transacti ons and breaki ng service-level senmantics. Mreover, when a
client nmoves, the access point mght change and successively lead to
the mgration of service instances. |f execution changes from one
(e.g., virtualized) service instance to another, state/context needs
to be transferred to the new instance. Such required transfer of
state/context nakes it desirable to have instance affinity as the
default, renoving the need for explicit context transfer, while al so
supporting an explicit state/context transfer (e.g., when netrics
change significantly). So in those situations:

R18: CATS systens MUST naintain instance affinity for statefu
sessions and transactions.

The nature of this affinity is highly dependent on the nature of the
service, which could be seen as an ’'instance affinity’ to represent
the relationship. The mnimal affinity of a single request
represents a statel ess service, where each service request nmay be
responded to without any state being held at the service instance for
fulfilling the request.

Provi ding any necessary information/state in the manner of in-band as
part of the service request, e.g., in the formof a nmulti-form body
in an HTTP request or through the URL provided as part of the
request, is one way to achi eve such statel ess nature.

Alternatively, the affinity to a particular service instance may span
nmore than one request, as in the AR/ VR use case, where the previous
client input is needed to render subsequent franes.

However, a client, e.g., a nobile UE, may have many applications

running. If all, or magjority, of the applications request the CATS-
based services, then the runtine states that need to be created and
accordi ngly maintai ned would require high granularity. 1In the

extrene scenario, this granular requirenent could reach the |evel of
per-UE, per-APP, and per-(sub)flow with regard to a service instance.
Evidently, these fine-granular runtine states can potentially place a
heavy burden on network devices if they have to dynanically create
and maintain them On the other hand, it is not appropriate either
to place the state-keeping task on clients themnsel ves.

Besi des, there m ght be the case that UE noves to a new (access)
network or the service instance is mgrated to another cloud, which
cause the unreachabl e or inconvenient of the original service
instance. So the UE and service instance mobility also need to be
consi der ed.

Therefore, a desirable system
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R19: Instance affinity MJST be numintained for service requests or
transactions that belong to the sane fl ow

R20: MUST avoid maintaining per-flow states for specific applications
in network nodes for providing instance affinity.

R21: MUST provi de nechanisns to minimze client side states in order
to achieve the instance affinity.

R22: SHOULD support service continuity in the presence of UE or
service instance nobility.

5.5. Preserve Conmunication Confidentiality

Exposi ng CATS nmetrics to the network may |l ead to the | eakage of
application privacy. In order to prevent it, it is necessary to
consi der the nmethods to handl e the sensitive information. For

i nstance, using general anonynization nethods, including hiding the
key information representing the identification of devices, or using
an index to represent the service |evel of conputing resources, or
usi ng custom zed informati on exposure strategies according to
specific application requirements or network scheduling requirenents.
At the same tinme, when anonymity is achieved, it is inportant to
ensure that the exposed conputing information remains sufficient to
enabl e effective traffic steering. Therefore, a CATS system

R23: MUST preserve the confidentiality of the comunication relation
bet ween a user and a service provider by mnimzing the exposure of
user-relevant information according to user’s denmands.

5.6. Correl ation between Use Cases and Requirenents
Atable is presented in this section to better illustrate the

correl ation between CATS use cases and requirements, 'X is for
mar ki ng that the requirenment can be derived fromthe correspondi ng

use case.
o m m e e e e e e e e e e e e e e e e e e e e e e e e me e memaao- +
| | Use cases |
+--Requirements--+----- +o---- e e e +
| |AR'VR ITS| DTr |SD-WAN Al |
. S S R S R S R S R +
| Instance | RL| X | X | X | X | X |
| Selection +----+----- +----- +------ +------ +------ +
| | R X | X | X | X | X |
M - +- - - - - [ [ [ +
I | RB| X | X | X | X | X |
S S R S R S R S R +
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6. Security Considerations

CATS deci sion-making relies on real -tine conputi ng and networ k status
as well as service information, requiring robust security safeguards
to mtigate risks associated with dynam c service and resource
schedul i ng, and cross-node data transm ssion

Core Security Risks and Requirements incl ude:
* User Privacy Leakage Ri sk

Description: CATS involves user-related data (e.g., access patterns,
service requests) across edge nodes. Unauthorized disclosure of user
identifiers or per-user behavior tracking risks profiling or identity
theft, especially in use cases with personal/context-rich data (e.qg.,
AR/'VR, vehicle trajectories, Al pronpts), violating regulations and
erodi ng trust.

R24: User activity privacy MJST be preserved by anonynmni zi ng
identifying informati on. Per-user behavior pattern tracking is
pr ohi bi t ed.

* Service Instance Identity Spoofing and Traffic H jacking

Description: Attackers nmay spoof legitinmate service instance
identities or tanper with "service identifier-instance address"”

mappi ngs (per Rl), diverting traffic to malicious nodes. This
under m nes CATS core scheduling |ogic, causing service disruptions,
data | eaks, and potential physical harmin safety-critical scenarios.

R25: Service instances MJST be authenticated. "Service identifier -
i nstance address" mapping results MJST be encrypted.

* Tanpering and Fal se Reporting of CATS Metrics

Description: Attackers may tanper with core scheduling netrics or
submit false data (per R3-R17), misleading traffic steering
decisions. This leads to node overload, |ink congestion, or
"resource exhaustion attacks,” directly degrading Quality of
Experi ence (QE)

R26: Metric collection and distribution MIST enpl oy encryption
Mechani sns for secondary validation and traceability of abnormal
metrics MJST be supported, avoiding over-reliance on single-node
reports.

* Security of Cross-Node Context Mgration Data
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8.

8.

8.

Description: During user or terminal mobility, session states and
computing context (e.g., AR rendering progress, vehicle status) may
be intercepted or tanpered with during cross-node mgration (per
R18-R22). This inpairs service continuity, |eaks sensitive data, or
causes state inconsistency.

R27: M gration data MJST use end-to-end encryption, accessible only
to authorized target instances. Magration instructions MJST include
integrity check codes.

I ANA Consi derati ons
Thi s docunent nakes no requests for | ANA action.
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Appendi x A.  Appendix A

This section presents an additional CATS use case, which is not
included in the main body of this docunent. Reasons are that the use
case may bring new requirenments that are not considered in the
initail charter of CATS working group. The requirenents inpact the
desi gn of CATS framework and may need further nodificaition or
enhancement on the initial CATS framework that serves all the
existing use cases listed in the main body. However, the |ISAC use
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case is prom sing and has gai ned industry consensus. Therefore, this
use case may be considered in future work of CATS working group

A. 1. Integrated Sensing and Comuni cations (1 SAC)

I ntegrated Sensing and Communi cations (I SAC) enables wirel ess
networ ks to perform simultaneous data transm ssion and environnent al
sensing. In a distributed sensing scenario, nultiple network nodes
--such as base stations, access points, or edge devices-- collect raw
sensing data fromthe environment. This data can include radio
frequency (RF) reflections, Doppler shifts, channel state infornation
(Csl), or other physical-layer features that provide insights into
obj ect nmovenent, material composition, or environmental conditions.
To extract neaningful information, the collected raw data nust be
aggregated and processed by a designated conputing node with
sufficient conmputational resources. This requires efficient

coordi nati on between sensing nodes and conputing resources to ensure
tinmely and accurate analysis, making it a relevant use case for
Conmputi ng- Aware Traffic Steering (CATS) in | ETF.

This use case aligns with ongoing efforts in standardization bodies
such as the ETSI 1SAC Industry Specification Goup (ISG,
particularly Work Item#5 (W#5), titled 'Integration of Conputing
with ISAC . WH#5 focuses on exploring different forns of conputing
integration within | SAC systens, including sensing conbined with
comput i ng, comuni cations comnbined with conmputing, and the holistic
integration of |ISAC with conmputing. The considerations outlined in
this docunment conplenent ETSI's work by exam ni ng how conputi ng-aware
net wor ki ng sol uti ons, as devel oped within CATS, can optim ze the
processing and routing of |SAC sensing data.

As an example, we can consider a network domain with multiple sites
capabl e of hosting the | SAC conputing "service", each with
potentially different connectivity and conputing characteristics.
Figure 7 shows an exenplary scenario. Considering the connectivity
and conputing |atencies (just as an exanple of netrics), the best
service site is #n-1 in the exanple used in the Figure. Note that in
the figure we stilluse the old term nol ogy in which by ICR we mnean

I ngress CATS-Forwarder [I-D.ietf-cats-framework], and by ECR we nean
Egr ess CATS- For war der .
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Figure 7: Exenplary | SAC Scenario

In the distributed sensing use case, the sensed data collected by
mul ti pl e nodes nust be efficiently routed to a conputing node capabl e
of processing it. The choice of the conputing node depends on
several factors, including conmputational |oad, network congestion,
and | atency constraints. CATS nechani sns can optim ze the selection
of the processing node by dynanically steering the traffic based on
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computing resource availability and network conditions.

Additionally, as sensing data is often time-sensitive, CATS can
ensure | ow | atency paths whil e bal anci ng conput ati onal demands acr oss
different processing entities. This capability is essential for

real -tine applications such as cooperative perception for autononous
systens, industrial monitoring, and smart city infrastructure.

A.1.1. Requirenents

In addition to sonme of the requirenents already identified for CATS
in the main body of this docunent, there are several additiona
chal | enges and requirenents that need to be addressed for efficient
di stributed sensing in | SAC enabl ed networ ks:

R-1 SAC- 01: CATS systens should be able to select an instance where
mul ti pl e nodes can steer traffic to sinultaneously, ensuring that
packets arrive within a maxinumtinme period. This is required
because there are distributed tasks in which there are multiple nodes
acting as sensors that produce sensing data that has to be then
processed by a sensing processing function, typically hosted at the
edge. This inplies that there is a multi-point to point kind of
direction of the traffic, with connectivity and conputing

requi renents associated (which can be very strict for sone types of
sensi ng schemm).

R-1 SAC- 02: CATS systens shoul d provi de nechani sns that inplenent per
node/ fl ow security and privacy policies to adapt to the nature of the
sensitive information that m ght be exchanged in a sensing task
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